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The shape of a protein is known to be fundamental in its ability to perform a specific function. Anti-
bodies are a class of proteins indispensable for the vertebrate immune system and are an increasingly
important category of biopharmaceuticals and biomarkers. The binding site of antibodies is situated be-
tween the two variable domains, VH and VL, of the antibody’s antigen binding fragment. Understanding
and predicting the VH-VL orientation is important for antibody modelling, docking and as well as for
studying the mechanisms of antigen specificity and affinity. The heavy (green) and light (cyan) variable
domains of an antibody (ribbon pdb 1b4j) are shown. Planes are mapped onto the domains by performing
a structural superposition of the VH and the VL consensus structures (spheres) onto the coreset positions.
Those positions used to fit the planes for the VH and the VL domains are coloured red. (Further details
are given in Deane et al 2013, pp. 49-51, in this Proceedings)
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Dear Delegate,

Welcome to the 32nd Leeds Annual Statistical Research Workshop. Last year, we ended our
preface saying that ”Looking forward, we have already some thoughts for future LASRs with
topics such as Quantifying Uncertainty, Data Assimilation and Statistics of Multivariate Non-
Euclidean Data." It is really pleasing that we succeeded in creating a very attractive line-up
under the last topic.

It is worthwhile to note that the history of the workshop is described at some length on pages
9-15 of our Silver Jubilee 2006 LASR Proceedings. Here, we note again that LASR has grown
considerably since the first workshop in 1974, and has changed dramatically since then. What
was originally an internal workshop has expanded into a conference of which we at Leeds are
proud. We are glad that you are all here in Leeds to help us celebrate another landmark.

Figure 1: A session in LASR 2012: venue School of Mathematics

Our recent workshops were held in the Hinsley Hall since 2006. However, we moved the venue
last year to the School of Mathematics. This was to accommodate interests from some research
groups in the School of Mathematics and University of Leeds in general. For this year’s LASR,
we move back to our old familiar surrounding. One of the great advantages is that every activity,
such as lectures, coffee break, and dinner, takes place here centrally to better facilitate informal
discussion and exchange between participants, which could be the seed for interdisciplinary
collaborations.



Figure 2: A poster session of LASR 2012 in action!

There is always great pleasure but also associated pain in interdisciplinary work, and LASR has
been unique its ambition and execution. We are taking special steps to encourage the participa-
tion of young people, women, and other minorities in science; to encourage new collaborations,
we have tried to keep the workshop informal and to provide opportunities for discussion during
the breaks and poster sessions. In this respect, LASR is a catalyst and we remind ourselves that
the LASR mission is to:

• bring together world-class scientists and statisticians;

• encourage cutting-edge interdisciplinary research;

• sustain and develop our workshops;

• and, currently, to showcase new, innovative statistical methods and applications in new
frontiers.



Figure 3: A friendly discussion during a coffee break

Regarding interdisciplinary research, a theme that we have had in our recent and current LASR
is (structural) protein bioinformatics. As a result of focus on this theme, several interdisciplinary
research collaborations have been fruitful. One of them in particular has materialised in terms
of an edited volume that we proudly launched in last year’s LASR titled

Bayesian Methods in Structural Bioinformatics,
by Hamelryck, T., Mardia, K.V. and Ferkinghoff-Borg, J.

Furthermore, some of the research outcomes and open problems that we have followed in LASR
in the last ten years are summarized in the following paper that has just been published:

Mardia, K.V.(2013). Statistical approaches to three key challenges in protein structural bioin-
formatics, Journal of the Royal Statistical Society, Series C, Applied Statistics , 62:487–514.

The above LASR article continues to emphasize the interdisciplinary research by saying

The future of Bioscience is a very attractive area for statisticians interested in con-
tributing to the most challenging project ever undertaken by science, that of un-
derstanding ourselves, our past and our future. Holistic Statistics is vital for this
exciting future.



Figure 4: Launch of "Bayesian Methods in Structural Bioinformatics" by Professor David Westhead

Before I end this preface, we would like to mention that some strong supporters of LASR, our
Vice Chancellor Professor Michael Arthur and our Dean of Mathematics and Physical Sciences
Professor Mike Wilson, are leaving Leeds. Professor Michael Arthur opened our LASR in 2006
and 2011 when we had our 25th and 30th anniversaries and Professor Mike Wilson has been
our Guest of Honour at our conference dinners. We send our best wishes to them in their new
positions.

Looking forward again, we have some thoughts for future LASR with the topics such as Big
Data, and Health and Shape Analysis including Fetal Alcohol Spectrum Disorders (FASD). De-
tails are still taking shape, but for now, we hope that you will enjoy this year’s LASR Workshop,
and we would greatly appreciate your feedback.

Kanti Mardia
July 2013
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In multiple author papers, * indicates the presenter(s).
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Some Aspects of Geometry Driven Statistical
Models

Kanti V. Mardia

Department of Statistics, University of Leeds and
Department of Statistics, University of Oxford.

1 New demands
Non-Euclidean data driven mainly by underlying geometry arise in a variety of important new
applications generated by areas such as bioinformatics, meteorology, new energy sources, and
finance. In these applications, variables are observed on several different manifolds: circle,
sphere, cylinder, space of orthogonal matrices, Stiefel manifold, Grassmann manifold, shape
spaces. Obvious cases for circular data include the 24-hour clock, general calendar measure-
ment, and compass direction.

Models in directional statistics have been built on these spaces starting from the von Mises
distribution as early in 1919, followed by the Fisher distribution in 1953. Mardia and Jupp
(2000) and Jammalamadaka and SenGupta (2001) have summarised the state of knowledge of
directional statistics up to the time of their publication whereas Dryden and Mardia (1998) have
summarised shape statistics. Although some multivariate models have been developed recently
(eg., Kent et al, 2006; Mardia et al, 2008 and the references below in Section 7), the area really
needs a major boost to meet the new demands of modern applications.

2 History
Perhaps one of the landmark papers to initiate this area is of Fisher (1953). He has outlined why
the actual topology has to be taken into account in general though his main focus in that paper
was spherical data.

1. The theory of errors was developed by Gauss primarily in relation to the needs of as-
tronomers and surveyors, making rather accurate angular measurements.

2. The actual topological framework of such measurements, the surface of a sphere, is
ignored in the theory as developed, with a certain gain in simplicity.

3. It is, therefore, of some little mathematical interest to consider how the theory would
have had to be developed if the observations under discussion had in fact involved errors
so large that the actual topology had had to be taken into account.

4. The question is not, however, entirely academic, for there are in nature vectors with
such large natural dispersions.
(The bold letters and the listing are done for this paper.)

Directional Statistics has a curious history.

1. 1956-1970 Geoff Watson and Michael Stephen made several contributions.

2. 1970-1980 Its heyday was when the subject came into the limelight.
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3. 1972, partly with my directional book.
1975 more so with my discussion paper in the Journal of the Royal Statistical Society.

4. 1990-1999 almost a lull in the subject.

5. 2000 or so after a resurgence of interest led to new strides being taken, partly
through the recognition by Image Analysts and Life Scientists of its importance.

6. This momentum now continues. Figures 1 and 2 capture this citation trend of Mardia
(1975) and Mardia and Jupp (2000).

Figure 1: Mardia, 1975, Statistics of directional data, J Royal Statist. Soc. B, with Discussion, August
2012: CITATIONS 2777

Figure 2: Mardia and Jupp, 2000, Directional Statistics, Wiley, August 2012: CITATIONS 1427

3 Strategies for constructing models
We now give important ways in which useful models have been constructed so far. We first
outline how the models in multivariate analysis can be characterised in terms of increasing level
of sophistication.
1. Univariate distributions.
2. Isotropic multivariate normal distribution.
3. Full multivariate normal distribution.
4. Skew multivariate distributions.
5. More general non-normal distributions.

Various developments in directional statistics have followed the same pattern...sometimes
motivated by a data, at other times by extensions as a mathematical statistics or a combination
of two.
1. The von Mises distribution on circle.
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2. Independent von Mises distributions on torus.
3. The bivariate sine distribution (Singh et al., 2002) followed by the multivariate sine distribu-
tions on torus (Mardia et al., 2008).

Another multivariate path of development starting from the von Mises distribution on the
circle has led to the following spherical distributions.
1.The Fisher distribution and the Watson distribution (isotropic).
2.The Fisher distribution followed by the Kent distribution, and the Watson distribution fol-
lowed by the Bingham distribution to allow for the anisotropy.
3. In shape spaces for the planar configuration, the complex Watson distribution followed by
the complex Bingham distribution (with complex symmetry) followed by the complex Bingham
quartic distribution (anisotropic; Kent et al (2006)).

The area of Spherical distributions is well matured but the distributions on torus are still
evolving. However, we treat the multivariate sine distribution as the front runner; the approach
to multivariate normal for the concentrated case is direct; the global unimodality condition has
been proven by Mardia and Voss (2013). One of the main challenges is to develop plausible
skew distributions on torus as it seems the circular skew distributions have good candidates.

From the theoretical point of view, there are four basic approaches to model building in di-
rectional and shape statistics, which may be termed embedding, tangent, intrinsic and wrapping
approach. Indeed, the wrapping approach has been a powerful tool for the circle where a distri-
bution on the line is wrapped on the circle. Wrapping the multivariate normal distribution leads
to a distribution on torus and is a plausible competitor to the multivariate sine distribution (eg.
Jona–Lasinio et al 2012). In shape analysis, model building was initiated using an embedding
approach starting from so called the Mardia-Dryden model. It seems the first three stages of
multivariate analysis in directional statistics are now largely achieved and we are now entering
the next phase of the skew distributions in directional statistics. This proposal aims to push
forward the development of skew directional models, circular skew distributions (Section 3),
skew distributions on Torus (Section 4), and spherical skew distributions (Section 5). The need
for the first two areas has already been established by various real examples in recent papers.
The third case here is also relevant to shape space where data involves landmarks and "edgels".

4 Circular skew distributions
There have been various approaches for constructing the univariate circular skew distribution,
mainly around the von Mises distribution. The circular case is dominated by the von Mises
distribution of which the probability density function (pdf) is

VM(θ;µ, κ) = {2πI0(κ)}−1 exp{κ cos(θ − µ)}, 0 < θ, µ < 2π, κ > 0,

where I0(κ) is a Bessel function, µ is the mean direction and κ is the concentration parameter.
A major consideration has been to preserve unmodality. Another consideration is to have a
tractable normalizing constant. Jones and Pewsey (2012) have given an excellent review of the
current state of play in this area. Let f(x) be a pdf of some well-known distribution such as
von Mises. There are at least two general principles: the first is Azzalini’s asymmetry principle
and second is Jones-Pewesey’s composition principle. Azzalini( 2013) and Mardia (2012) have
given an overview. We repeat a few paragraphs from Mardia (2012):
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Azzalini Type I Approach. In this we start from a symmetric distribution and use reweighting
to introduce skewness. For the von Mises case, the pdf can be taken as (with −1 ≤ ν ≤ 1)

fµ(θ) = VM(θ;µ, κ)(1 + ν sin(θ − µ))

where the weights are from the cardioid distribution (eg, Umbach and Jammalamadaka, 2009).

Azzalini Type II Approach. In this we start with one of the conditional characterizations of
Azzalini. Consider his characterization where x and y are bivariate normal with zero means,
unit variances, and correlation ρ. Then the distribution of

x|y > 0 is SN(ρ/
√

1− ρ2),

where SN(a) is the standard Azzalini distribution with pdf 2φ(x)Φ(ax); φ(.) is the pdf of the
standard normal and Φ(.) is the distribution function of the standard normal. Consider now the
bivariate sine distribution (Singh et al 2002) with the pdf

Const exp{κ cos θ + κ sinφ+ λ sin θ sinφ}.

Then it can be seen that the pdf of θ given θ < φ < π is proportional to

VM(θ; 0, κ)

∫ π

0

exp{κ cosφ+ λ sinφ sin θ}dφ.

This integral can be expressed in terms of the distribution function of the von Mises distribution
and, further for small κ and λ, it reduces to the pdf fµ(θ) given above.

Composition Approach. Jones and Pewsey (2012) have developed what we have called a
composition approach. This is a powerful approach with various good properties including a
remarkable property related to the normalising constant. But unfortunately, it can be shown that
their normalising constant property does not hold for the bivariate case, eg. for the bivariate
sine model.

5 Skew distributions on torus
This area seems to be wide open.
Extensions. Consider the Azzalini Type 1 Approach. Azzalini and Dalla Valle (1996) have
extended SN to the multivariate case. Without any loss of generality, consider the bivariate
case. In this case, the pdf of (x, y) is given by

2φ(x, y; Ω)Φ(ax+ by)

where φ(.) is the pdf of bivariate normal with zero means and correlation matrix Ω, and Φ(.) is
the distribution function of the standard normal. We can extend the method to the bivariate cir-
cular case considering the effect of say ax+ by where x and y are angles when a = −1 or = 1
and b = −1 or = 1 and where the bivariate normal distribution is replaced by the bivariate
sine distribution (given above). This idea extends itself to the multivariate case. There are var-
ious characterizations of Azzalini’s skew normal distribution SN(α), and their extension to the
circular case could lead to different distributions as we have seen in the previous section.
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6 Spherical skew distributions and edgels
As it was pointed out in Mardia (2012) that in some problems in Bioinformatics, we have data
on the full polar-coordinates in 3–D giving the Cartesian coordinates (eg, Baker and Hubbard,
1984; Burdett et al, 2013)

x = r sin θ sinφ, y = r sin θ cosφ, z = r cos θ,

where r > 0, 0 < φ < π, 0 < θ < 2π and another variable t as latitude 0 < t < π; the
longitude is missing. It turns out that the distribution of (θ, φ) given r becomes critical because
it has a skew distribution depending on the underlying shapes.
One procedure is to use the equal-area projection known as the Schmidt projection. Namely if
the spherical variables with θ colatitude and φ longitude then

x1 = u cosφ, x2 = u sinφ, u = 2 sin θ/2, 0 < u < 2.

Thus we can use any bivariate distribution of (x1, x2) on R2 and then transform to (θ, φ) to
construct a distribution on sphere. For example, it can be seen that if (x1, x2) are (truncated)
bivariate normal with zero means, unit variances and correlation ρ then we get a new character-
ization of the Fisher distribution. Note that for the Kent distribution, we need to start with the
pdf proportional to

e−
1
2
ax2

1−
1
2
bx2

2−
1
2
c(x4

1−x4
2), x2

1 + x2
2 < 4,

with some constrains on a,b and c. Note that in transforming back, the quartic term in the
exponent does not allow singularity at u=2 (south pole). For skew distribution, we have now
a wide choice including Azzalini’s bivariate distribution, a higher order distribution than FB5

(used here).

7 More Directional Models, Landmarks and Edgels
In the last few years, there has been upsurge of arrival of new directional models —some ex-
tending the current ones and others introducing new ones. Oualkacha and Rivest (2012), Kume
et al (2013) and Wood (2013) and Arnold et al (2013) are some examples. The models of
Oualkacha and Rivest (2012), Kume et al. (2013) and Wood (2013) contain the application
to walking movement; the example was initiated in Rivest et al. (2008). The paper by Kume
et al. (2013) extends the cylindrical model of Mardia and Sutton (1978) to higher dimensions
which is then applied to this illustrative problem. The models of Arnold et al (2013) have many
applications including in crystallography. These all belong to the exponential family and as
usual the normalizing constants are intricate: Kume et al. (2013) have produced a saddle-point
approximation to overcome this stumbling block.

Another area where one foresees development is in generalized shape defined by landmarks
with edgels. Edgel is a direction at a landmark (see, for example, Mardia et al, 2004). Mardia
et al (2004) gave an example of a triangular shape with an edgel in 3D. Mardia (2012) has
pointed out a example from Structural Bioinformatics where there are two landmarks each with
a single edgel in 3D (see Burdett, et al, 2013). These are in the form space so that the rigid body
transformation is filtered out.

Deane et al. (2013) have given another example in Structural Bioinformatics where there
are two landmarks, each having two edgels. The form space is complicated but we can use
Bookstein type coordinates. Consider a simple example in 3D. Let xi, i=1,2 be two landmarks
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in 3D each with two edgels (see Figure in the cover; the two edgels at each landmarks are
orthogonal). Without any loss of generality, we take x1 to be the origin and the two edgels
to form the coordinate frame so we are left with x2, say x, and a rotation matrix (associated
with its edgels), say A. Thus then it can be seen that there are 6 degrees of freedom under
rigid transformation (3 for each landmark and 3 for rotation, noting that 6 variables are required
for registration). This is a different representation than Deane et al. (2013) but note that the
both systems have six degrees of freedom. It is also to be noted their registration system is
knowledge–based and is more meaningful for biologists.

O

Figure 3: Two Landmarks with two edgels in 3D

Coming now to a plausible model, one can think of a Hidden Markov Model with x as a
trivariate normal and A as a Fisher matrix distribution. Both distributions can be easily sim-
ulated as well as fitted. Note that Oualkacha and Rivest (2012) and Kume et al. (2013) have
assumed independence of the rotation matrix and a linear variable but in practice the HMM
strategy get rid of this assumption, though the HMM model is a latent one so we cannot write
its distribution explicitly. The main point is that there are various new directional and shape data
in Structural Bioinformatics which includes Crystallography, NMR imaging (see for example,
Hamelryck et al, 2012).

8 Shape and Directional Discrimination
Kent and Mardia (2013) have given a spherical discriminant through FB5 which needs parallel
transport. Kent et al (2006) have shown that FB5 provides a plausible model for triangular
shapes so we can use this discriminant for triangular shapes. This is motivated by Linney et al
(2006) on classifying facial expressions. For higher order shapes in 2D, a model called Complex
Bingham Quartic Distribution (Kent et al, 2006) can be used in the same way, Another approach
is to use Kents tangent projection; this approach has been used effectively by Bookstein and
Kowell (2010) in Fetal Alcohol Spectrum Disorders (FASD). See also Mardia et al.(2013).

9 Circadian
Obvious cases for circular data include the 24-hour clock. Hastings (2013) has given various
challenging examples. One of the key aspects is "that across all biological groups tested, cir-
cadian clocks are pivoted around a true oscillator, most frequently modelled as a limit–cycle
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Figure 4: Systolic Blood Pressure: Peak time on two different days (Data from Downs and Mardia,
2002.)

oscillator". Limit cycle is a trajectory for which energy of the system would be constant over
a cycle, that is, on an average there is no loss or gain of energy. Limit–cycle is an outcome of
delicate energy balance due to the presence of nonlinear terms in the equation of motion. A.T.
Winfree has pioneered this area with several contributions starting form Winfree(1970).

Another area on circular "inner" ordering sector-wise is examined by Cristina Rueda et
al.(2013); the motivating example is a very important problem related to cell cycle genes.

10 Discussion
Non-Euclidean data can be analysed through Euclidean methodology by embedding, tangent
approximations and so on which can bypass the need for a model. It seems this point has been
emphasized in various papers including Fred Bookstein, Stephan Huckemann, Vic Patrange-
naru, Stanislav Katina, Simon Byrne. John Kent will describe also related posters under this
theme in his preview.

Finally, we note that we have not pointed out many other possible developments for direc-
tional and shape analysis such as Bayesian methods, graphical models, regression problems and
so on, but we expect that the work will have direct impact.

11 Acknowledgments
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help.
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Modulated symmetry in non-standard settings
Adelchi Azzalini
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1 Standard setting
Much work in recent yeas has dealt with with the following construction, which we refer to
as the ‘standard setting’ in its basic form. If f0(x) denotes a d-dimensional density centrally
symmetric about 0, that is, f0(x) = f0(−x), and G(x) denotes a real-valued function such that

G(x) ≥ 0, G(x) +G(−x) = 1 (1)

then
f(x) = 2 f0(x)G(x) , x ∈ Rd, (2)

is a density function. Here a symmetric base density function is perturbed or modulated by the
factor G(x) which can be chosen quite freely, since condition (1) is not restrictive; it is quite
remarkable that the normalizing constant is always 2.

To construct a function G which fulfils (1) it is convenient to express it in the form

G(x) = G0{w(x)} (3)

where G0 is a univariate distribution function of a continuous variable symmetric about 0 and
w(−x) = −w(x) for all x ∈ Rd. It can be shown that each function (3) is of type (1) and that
each G of type (1) can be written is form (3). The latter representation is not unique; however,
the set of densities generated by these two forms are coincident.

A prominent example of this construction is the multivariate skew-normal distribution, whose
density in the case without location and scale parameters is

2 φd(x; Ω̄) Φ(α>x), x ∈ Rd, (4)

where Ω̄ is a positive-definite correlation matrix and α is a d-vector of shape parameters. This
family of distributions, once supplemented with location and scale parameters, enjoys a number
of formal properties which justify to consider it a convincing extension of the normal family.

An important aspect of formulation (2)–(3) is the existence of the following two stochastic
representations. If T is a univariate random variable with distribution function G0 and Z0 is an
independent d-dimensional variable with density f0, then both

Z ′ = (Z0|T ≤ w(Z0)), Z ′′ = sign(T − w(Z0)) Z0 (5)

have density f . A corollary of the second representation is that a variable Z with density
function f satisfies

t(Z)
d
= t(Z0) (6)

for any even q-dimensional function t(·). For instance, ifZ has distribution (4), thenZ>Ω̄−1Z ∼
χ2

d.
Clearly, there are very many other density functions besides (4) which can be obtained from

(2), usually obtained in combination with (3). Moreover, the basic form (2) can be extended

17



further to even more general constructions. These other extensions, however, retain certain
characteristics of the original construction, in one way or another. A systematic fact is to start
from a symmetric base density function f0, to which a modulation action is applied. In the
remaining pages, we summarize various explorations in other directions, where f0 is not a
symmetric density. A number of these other constructions pertain to non-Euclidean spaces.

2 Distributions on the simplex
Compositional data arise when we record the proportions of constituents of certain specified
types to form a whole. A typical example is represented by the geochemical composition of
rocks or other material, such as the proportions of sand, silt and clay in sediments. If there are
D different constituents, each observed unit produces a D-part composition represented by the
proportions p = (p1, p2, . . . , pD) such that

p1 > 0, . . . , pD > 0,
D∑

i=1

pi = 1 (7)

where strict inequalities are indicated, instead of the more general pj ≥ 0, in the light of
what follows. The sum constraint implies what p is essentially a d-dimensional entity where
d = D − 1. The geometrical object formed by all points satisfying conditions (7) is the standard
d-simplex in RD, denoted Sd.

A standard way to handle compositional data, extensively examined by Aitchison (1986), is
via a suitable transformation from Sd to Rd followed by the introduction of a suitable probabil-
ity distribution on Rd. This distribution, however, is required to enjoy various formal properties
so to ensure that certain operations on the original simplex space can be translated into cor-
responding operations on the Euclidean space, and vice versa. These requirement explains
why the multivariate normal distribution has played a prominent role in this context. However,
Mateu-Figueras et al. (2005, 2007) have shown how the formal properties of (4) allow to use
it as a replacement of the normal family in this context with enhanced flexibility thanks to the
extra parameter which regulates shape, and still retain a great deal of the features of the original
formulation linked to on the normal distribution.

3 Distributions on the circle
Circular data, which arise when observations represent angles, are the simplest form of di-
rectional data. Since the origin is arbitrary, treatment of circular data requires to introduce
probability distributions which are periodic; in the continuous case, this means that the density
f(θ) at angle θ satisfies f(θ + 2π) = f(θ), for all θ.

A great deal of work on circular data has adopted a symmetric density f(θ), as it apparent
from a standard source like Mardia and Jupp (1999). Proposals exist to handle skewed data
distributions, and the above-described formulation provides a viable route in this direction. A
wrapped skew-normal distribution on the circle has been studied by Arthur Pewsey in a series
of papers; see specifically Pewsey (2006). A related bimodal distribution has been considered
by Hernández-Sánchez and Scarpa (2012).

A somewhat difference route has been followed by Umbach and Jammalamadaka (2009,
2010) who examine distributions of type (2)–(3) taking f0 and g0 = G′

0 to be symmetric den-
sities on the unit circle. These conditions lead to a direct extension on the unit circle of the
stochastic representations (5) and the property of perturbation invariance (6).
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4 Generalized symmetry
The above-summarized standard setting hinges on the requirement of symmetry. This condition
can however be relaxed, introducing the following requirements. Assume that there exists an
invertible transformation R(x) on Rd such that, for all x ∈ Rd,

f0(x) = f0(R(x)), |detR′(x)| = 1, w(R(x)) = −w(x) (8)

where R′(x) denotes the Jacobian matrix of partial derivatives. When R(x) = −x we are
back to the construction of Section 1. It can be shown that, under conditions (8), the first of
which represents a form of generalized symmetry, the key facts of Section 1 still hold, with
appropriate adaptions (Azzalini, 2012). A specifically relevant fact is that the perturbation
invariance property (6) holds if t(·) satisfies t(x) = t(R−1(x)).

As as example, consider a perturbed form of the bivariate normal density φ2(x; Ω̄) given by

2 φ2(x; Ω̄) Φ(α(x2
1 − x2

2)), x = (x1, x2) ∈ R2,

where α ∈ R is a parameter. In this case the perturbation factor does not satisfy (1), but
conditions (8) hold with

R(x) =

(
0 1
1 0

)
x (9)

implying that 2 is the appropriate normalization factor, and a χ2 property like for (4) holds here
too.

5 Discrete distributions
The final part of the talk summarizes work in progress, jointly with Giuliana Regoli, where a
construction similar to (2)–(3) is adopted in the case of a discrete symmetric distribution base
f0. Various results hold, matching many of those for the continuous context. Finally, a specific
formulation of this family is developed for fitting the score difference of football matches, where
the regulating parameters reflect strength and other characteristics of the competing teams in a
given tournament. The aims is to construct predictive distributions of future matches tuned for
the specific teams in play.
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Data analysis on Hilbert manifolds and shapes of
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1 Large sample behavior for means on Hilbert manifolds
DEFINITION 1.1. Assume H is a separable, infinite dimensional Hilbert space over the reals.
A chart on a separable metric space (M, ρ) is a one to one homeomorphism ϕ : U → ϕ(U)
defined on an open subset U of M to a Hilbert space H. A Hilbert manifold is a separable
metric space M, that admits an open covering by domain of charts, such that the transition
maps ϕV ◦ ϕ−1

U : ϕU(U ∩ V )→ ϕV (U ∩ V ) are differentiable.

EXAMPLE 1.1. The projective space P (H) of a Hilbert space H, the space of all one di-
mensional linear subspaces of H, has a natural structure of Hilbert manifold modelled over
H. Define the distance between two vector lines as their angle, and, given a line L ⊂ H, a
neighborhood UL of L can be mapped via a homeomorphism ϕL onto an open neighborhood of
the orthocomplement L⊥ by using the decomposition H = L⊕ L⊥. Then if L1⊥L2, the map is
a ϕL1 ◦ ϕ−1

L2
is differentiable map between open subsets in L⊥

1 , respectively in L⊥
2 .

DEFINITION 1.2. An embedding of a Hilbert manifoldM in a Hilbert space H is a one-to-
one differentiable function j : M → H, such that for each x ∈ M, the differential dxj is one
to one, and the range j(M) is a closed subset of H and the topology ofM is induced via j by
the topology of H.

EXAMPLE 1.2. The Veronese-Whitney (VW) embedding j : P (H) in LHS = H ⊗ H (Kent
(1992)) is given by

j([γ]) =
1

‖γ‖2
γ ⊗ γ. (1)

DEFINITION 1.3. If j:M → H is an embedding and given a random object X on M, the
associated Fréchet function is Fj(x) = E(‖j(X) − j(x)‖2). The set of all minimizers of Fj is
the extrinsic mean set ofX. If the extrinsic mean set has one element only, that element is called
the extrinsic mean and is labeled µE,j or simply µE.

PROPOSITION 1.1. Consider a random object X on M and assume j(X) has the mean
vector µ. Then the extrinsic mean set is the set of all points x ∈M, such that j(x) is at minimum
distance from µ. (iii) In particular, µE exists if there is a unique point on j(M) at minimum
distance from µ, the projection Pj(µ) of µ on j(M), and in this case µE = j−1(Pj(µ)).

The VW mean ( extrinsic mean for a random object X = [Γ] on P (H) with respect to the
VW embedding ) exists if and only if E( 1

‖Γ‖2 Γ ⊗ Γ) has a simple largest eigenvalue, in which
case, the VW mean is µE = [γ], where γ is an eigenvector for this eigenvalue.

1Research partially supported by National Science Foundation Grant DMS-0805977
2Research supported by National Science Foundation Grants DMS-0805977, DMS-1106935

23



2 A one-sample test of the neighborhood hypothesis
Assume Σj is the extrinsic covariance operator of a random object X on the Hilbert manifold
M, with respect to the embedding j :M→ H. Let M0 be a compact submanifold ofM. Let
ϕ0 :M→ R be the function

ϕ0(p) = min
p0∈M0

‖j(p)− j(p0)‖2, (2)

and let Mδ
0,Bδ

0 be given respectively by

Mδ
0 = {p ∈M, ϕ0(p) ≤ δ2},Bδ

0 = {p ∈M, ϕ0(p) = δ2, }. (3)

Since ϕ0 is Fréchet differentiable and all small enough δ > 0 are regular values of ϕ0, it follows
that Bδ

0 is a Hilbert submanifold of codimension one in M. Let νp be the normal space at a
points p ∈ Bδ

0, orthocomplement of the tangent space to Bδ
0 at p. We define Bδ,X

0

Bδ,X
0 = {p ∈ B0,Σj|νp is positive definite}. (4)

DEFINITION 2.1. The neighborhood hypothesis consists in the following two alternatives:

H0 : µE ∈M δ
0 ∪B

δ,X
0 vs.H1 : µE ∈ (M δ

0 )c ∩ (Bδ,X
0 )c. (5)

Munk et al. (2008) show that, in general, the test statistic for these types of hypotheses has
an asymptotically standard normal distribution for large sample sizes, in the case of random
objects on Hilbert spaces. Here, we consider neighborhood hypothesis testing for the particular
situation in which the submanifold M0 consists of a point m0 onM. We set ϕ0 = ϕm0 , and
since Tm0{m0} = 0 we will prove the following result.

THEOREM 2.1. If M0 = {m0}, the test statistic for the hypotheses specified in (5) has an
asymptotically standard normal distribution and is given by:

Tn =
√
n{ϕm0(µ̂E)− δ2}/sn, s

2
n = 4〈ν̂, SE,nν̂〉where (6)

SE,n =
1

n

n∑
i=1

(tan ˆ̃µ dj(X)n
Pj(j(Xi)− j(X)n))⊗ (tan ˆ̃µ dj(X)n

Pj(j(Xi)− j(X)n)) (7)

is the extrinsic sample covariance operator for {Xi}ni=1, and

ν̂ = (dµ̂E,n
j)−1t̂anj(µ̂E,n)(j(m0)− j(µ̂E,n)). (8)

3 Neighborhood Hypothesis for Mean Shape of a Contour
We consider contours, boundaries of 2D topological disks in the plane. To keep the data analysis
stable, and to assign a unique labeling, we make the generic assumption that there is a unique
point p0 on such a contour at the maximum distance to its center of mass so that the label of any
other point p on the contour is the “counterclockwise" travel time at constant speed from p0 to
p. A regular contour γ̃ is regarded as the range of a piecewise differentiable regular arclength
parameterized function γ : [0, L]→ C, γ(0) = γ(L), that is one-to-one on [0, L). Two contours
γ̃1, γ̃2 have the same direct similarity shape if there is a direct similarity S : C → C, such
that S(γ̃1) = γ̃2. Two regular contours γ̃1, γ̃2 have the same similarity shape if their centered
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counterparts satisfy to γ̃2,0 = λγ̃1,0, for some λ ∈ C\0. Therefore Σreg
2 , set of all direct sim-

ilarity shapes of regular contours, is a dense and open subset of P (H), the projective space
corresponding to the Hilbert space H of all square integrable centered functions from S1 to C.
Given any VW-nonfocal probability measureQ on P (H), from Section 2 we see that if γ1, . . . , γn

is a sample from Γ, then µ̂E,n is the projective point of the eigenvector corresponding to the
largest eigenvalue of 1

n

∑n
i=1

1
‖γi‖2γi⊗γi.Given n i.i.d.r. objects (i.i.d.r.o.’s) from a VW-nonfocal

distribution on P (H), the asymptotic distribution of j(X)n is converges as follows

√
n(j(X)n − µ)→d G as n→∞, (9)

where G has a Gaussian distribution NLHS
(0,Σ) on LHS a zero mean and covariance operator

Σ. It follows that the projection Pj : LHS → j(P (H)) ⊂ LHS is given by

Pj(A) = νA ⊗ νA, (10)

where νA is the eigenvector of norm 1 corresponding to the largest eigenvalue δ2
1 of A, Pj(µ) =

j(µE), and Pj(j(X)n) = j(µ̂E,n) .

REMARK 3.1. Applying the delta method to (9) Ellingson et al.(2013) arrived at a C L T for
the VW extrinsic sample mean µ̂E,n. Because of the infinite dimensionality, in practice, a sample
estimate for the covariance operator is always degenerate, so one can not studentize.

We may reduce the dimensionality via the neighborhood hypothesis methodology. Suppose
that j : P (H) → LHS is the VW embedding in (1) and δ > 0 is a given positive number.
Using the notation in Section 2, we now can apply the result in Section 3 to random shapes of
regular contours. Assume xr = [γr], ‖γr‖ = 1, r = 1, . . . , n is a random sample from a VW-
nonfocal probability measure Q. Asymptotically the tangential component of the VW-sample
mean around the VW-population mean has a complex multivariate normal distribution. In par-
ticular, if we extend the CLT for VW-extrinsic sample mean Kendall shapes in Bhattacharya
and Patrangenaru (2005), to the infinite dimensional case, the j-extrinsic sample covariance
operator SE,n, when regarded as an infinite Hermitian complex matrix has the following entries

SE,n,ab = n−1(δ̂2
1 − δ̂2

a)
−1(δ̂2

1 − δ̂2
b )

−1 (11)
n∑

r=1

< ea, γr >< eb, γr >
∗ | < e1, γr > |2, a, b = 2, 3, . . .

with respect to the complex orthobasis e2, e3, e4, . . . of unit eigenvectors in the tangent space
Tµ̂E,n

P (H). Recall that this orthobasis corresponds via the differential dµ̂E,n
with an orthobasis

(over C ) in the tangent space Tj(µ̂E,n)j(P (H)), therefore one can compute the components
ν̂a of ν̂ from equation (8) with respect to e2, e3, e4, . . . , and derive for s2

n in (6) the following
expression

s2
n = 4

∞∑
a,b=2

SE,n,abν̂
aν̂b, (12)

where SE,n,ab given in equation (11) are regarded as entries of a Hermitian matrix.
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Figure 1: (a) Sample of 20 curves of red snapper fish and (b) the extrinsic mean shape of the sample of red snapper fish (c)Bootstrap 95%
confidence region for the extrinsic mean shape of the red snapper fish

4 Bootstrap Confidence Regions for Means of Contours
Due to editorial space limitations, we present one result using selected planar closed curves
kindly provided by Shantanu Joshi . A group of contours and its extrinsic mean shape is given
below. Many others are given in Ellingson et. al. (2013). Similarly to the standard arithmetic
mean, we see that the extrinsic mean provides a summary of the shapes by reducing the vari-
ability. This result is very noticeable with the red snapper above (Fig. 1). Another plus of the
extrinsic mean is that the computation is fast (Bhattacharya et. al.(2012)).
One method for performing inference, is through nonparametric nonpivotal bootstrap (Efron
(1979)). By repeatedly resampling from the available data and computing the distance between
each resampled mean and the sample mean, we can obtain a confidence region for the extrinsic
mean shape (for the sparse case, see Amaral et al (2010) ). Above is an example of a 95%
bootstrap confidence region for the set of contours in Fig. 1(a), based upon 400 resamples. The
computations in Fig. 1(c) show that the confidence region behaves as expected, in that the width
of the confidence region at various points along the contour reflects the amount of variability
present in the data around the sample mean. For more examples see Ellingson et. al. (2013).
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1 Introduction
In a paper by Kume et al. (2013) soon to be published, procedures for approximating the
normalizing constant of two families distributions are presented. These families are the Fisher-
Bingham distributions defined on Stiefel manifolds (see below), and Fisher-Bingham distribu-
tions defined on products of spheres. The term ‘Fisher-Bingham’ here means an exponential
family distribution whose exponent is a sum of linear and quadratic functions of the data. The
procedures used to calculate these normalizing constants are based on saddlepoint approxima-
tions; Matlab code for doing the calculations is available.

The principal goal of this presentation is to propose a subfamily, referred to as the Kent dis-
tribution, of the Fisher-Bingham family on a Stiefel manifold, cf. the Kent (1982) distribution
on a sphere. The main charactistics of Kent distributions are (i) they have the same number
of parameters as a general multivariate normal distribution defined on the tangent space; and
(ii) under certain conditions, Kent distributions approach the multivariate normal as the con-
centration of the distribution increases. Kent distributions on Stiefel manifolds are of more
than purely academic interest: in particular, they avoid certain difficulties (see Section 3) which
sometimes arise when estimating the parameters of the Fisher matrix distribution (i.e. the linear
exponential family) on a Stiefel manifold.

2 The Fisher-Bingham distribution on a Stiefel manifold
For d ≥ q, the Stiefel manifold Vd,q is defined by Vd,q = {Y (d × q) : Y >Y = Iq}, where Iq
is the q × q identity matrix. Note that Vd,d consists of the space of 3 × 3 orthogonal matrices.
Write X = (x1, . . . , xq) for the d × q matrix with columns x1, . . . , xq. The density of the
Fisher–Bingham distribution on Vd,q, with respect to Lebesgue (or geometric) measure on Vd,q,
is

f(X | A,B) = C(A,B)−1 exp
{

tr(A>X) + vec(X)>B vec(X)
}

= C(A,B)−1 exp
(∑q

i=1 a
>
i xi +

∑q
i,j=1 x

>
i Bijxj

)
, (1)

where A = (a1, . . . , aq) is a d× q matrix, B = (Bij)
q
i,j=1 consists of q2 blocks Bij of dimension

d × d, and C(A,B) is chosen so that the integral of f(X | A,B) over Vd,q is 1. Kume et al.
(2013) provide saddlepoint approximations for the normalizing constant C(A,B) which achieve
good numerical accuracy.

The family (1) contains a number of distributions of importance in directional statistics and
the statistics of orientations. The Fisher matrix distribution, corresponding to the case where
B in (1) is a matrix of zeros, has been considered by a number of authors including Downs
(1972), Khatri & Mardia (1977), Jupp & Mardia (1979), Prentice (1986) and Wood (1993). It
turns out that, in the Fisher matrix case, the saddlepoint approximations of Kume et al. (2013)
are available in closed form. The Bingham version of (1), corresponding to the case where A
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is the matrix of zeros, has been studied by Arnold & Jupp (2013); see also Hoff (2009), who
describes a method for simulating from (1).

3 A limitation of the Fisher matrix distribution
A rigid body motion in Rd relative to a fixed coordinate system is defined by a pair (X, y)
where X is a d × d rotation matrix which represents the change in orientation of the object,
while y ∈ Rd is a vector which represents the translation of the object. In a recent paper,
Oualkacha and Rivest (2012) develop statistical methods for the analysis of rigid body motion
data, focusing on the question of how to define an average rigid body motion. They applied
their approach to the analysis of an ankle-joint dataset; this dataset was first presented in Rivest
et al. (2008). An issue not explored by Oualkacha and Rivest (2012) is the development of
parametric models which incorporate dependence between X and y.

In Kume et al. (2013, Section 5), a parametric model involving (1) was fitted to the ankle-
joint dataset. The data of Rivest et al. (2008) are highly concentrated, yet unexpectedly it turned
out that the Fisher matrix model (obtained by taking B to be the matrix of zeros in (1)) did not
provide a good fit, even though plots suggest the Gaussian tangent-space approximation should
be reasonable. To understand what goes wrong, consider the singular value decomposition
A = QΩR>, write

Y = Q>XR = exp(H) ≈ I +H +H2/2,

where H = (hij) is d× d is a skew-symmetric matrix, i.e. hii = 0 and hij = −hji.
Put H = (Y − Y >)/2. Then

exp{tr(A>X)} ≈ exp

[
tr
{

Ω

(
I +H +

1

2
H2

)}]
∝ exp

{
− 1

2

∑
i<j

h2
ij(ωi + ωj)

}
.

It follows that, for large ω1, . . . , ωd, the elements hij , for i < j, have approximately independent
Gaussian distributions with zero mean and variance σ2

ij = (ωi + ωj)
−1. Conversely, however,

the hij being asymptotically independent and Gaussian does not necessarily lead to a well-
matched matrix Fisher distribution for X: for the case d = 3, ω1 = (σ−2

12 + σ−2
13 − σ−2

23 )/2,
ω2 = (σ−2

12 +σ−2
23 −σ−2

13 )/2, ω3 = (σ−2
13 +σ−2

23 −σ−2
12 )/2, and these expressions impose constraints

on the σij in order that ωi > 0. If some of the σ2
ij are sufficiently different from each other, then

the positivity constraint ωi > 0 may not be achieved by all of the ωi. For the data of Rivest
et al. (2008), the sample analogues of the σ2

ij are given by σ̂2
12 = 0.0008, σ̂2

13 = 0.0352,
σ̂2

13 = 0.0708, which corresponds to a negative ω3. This explains why the Fisher matrix model
does not produce a good fit here.

4 The Kent distribution on a Steifel manifold
Partly motivated by the difficulty identified in Section 3, we now propose a definition of the
Kent distribution on a general Stiefel manifold Vd,q. The advantage of using this model is
that, in the common situation in which data are highly concentrated and unimodal, it behaves
approximately like a multivariate normal distribution in the tangent space.

First of all we shall present the distribution in a special coordinate system chosen for conve-
nience. Then the form of the distribution in general coordinates will be given.

Assume as before that d ≥ q and define the d× q matrix

M = [e1, . . . , eq], (2)
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where er is a d×1 vector with all components zero except for component r, which is 1. Consider
the q × d matrix H = (hij : i = 1, . . . , d; j = 1, . . . q). Assume that H has the structure
H = [H>

1 , H
>
2 ]> where H1 is a q × q skew-symmetric matrix and H2 is a (d − q) × q matrix.

A key point is that a general element of the tangent space to Vd,q at M defined in (2) can be
represented in the form H .

For a matrix X = (xij : i = 1, . . . , d; j = 1, . . . , q) ∈ Vd,q define

hij =

{
(xij − xji)/2 if 1 ≤ i ≤ q

xij if q < i ≤ d.
(3)

Using (3), define the q(q − 1)/2 × 1 dimensional vector u = vecLT (H1) and the q(d − q) × 1
dimensional vector v = vec(H2), where vec is the standard operator which stacks the columns
of a matrix to form a vector, and vecLT is defined in a similar way except that it only stacks
the lower triangular elements, i.e. the elements strictly below the diagonal. Now define w as
w = (u>, v>)>.

Then the probability density function of the Kent distribution with respect to Lebesgue mea-
sure on Vd,q is given by

fK(X;λ,M,Ξ) = C1(λ,Ξ)−1 exp
{
λ tr(M>X) + w>Ξw

}
, (4)

where λ > 0, M is the special element of Vd,q defined in (2) and Ξ is a symmetric parameter
matrix which satisfies tr(Ξ) = 0. Note that, due to (3), each component of w is a linear function
of components of X , and therefore (4) is a sub-family of (1).

Let us now consider the general case. Here, M is a general element of Vd,q. The singu-
lar value decomposition of M is given by

∑q
i=1 γisit

>
i where the γi are non-negative singular

values, and actually equal to 1 because M ∈ Vd,q; s1, . . . , sq are orthonormal d-vectors; and
t1, . . . , tq are orthonormal q-vectors. If d > q, let sq+1, . . . , sd be any set of d-vectors such that
s1, . . . , sd form an orthonormal basis of Rd. Then the general form of (4) is given by

fK(Y ;λ,M,Ξ) = C(λ,Ξ)−1 exp
{
λ tr(M>Y ) + w>Ξw

}
, (5)

where w is defined in terms of X as before but now the xij are given by xij = s>i Y tj for each
i = 1, . . . , d and j = 1, . . . , q.

We now check the dimension of the statistical model (5). Note that M has

q(d− q) +
1

2
q(q − 1) = qd− 1

2
q(q + 1)

degrees of freedom; Ξ, a symmetric matrix of dimension qd− q(q + 1)/2 satisfying tr(Ξ) = 0,
has

1

2

{
qd− 1

2
q(q + 1)

}{
qd− 1

2
q(q + 1) + 1

}
− 1

degrees of freedom; and λ, a real-valued quantity, has one degree of freedom. Adding these
numbers together, it is seen that we end up with a statistical model which has the same number
of parameters as the {qd− q(q + 1)/2}-dimensional multivariate normal distribution.

Further discussion and explanation will be given during the presentation, along with details
of an estimation procedure for the Kent distribution and some numerical results.
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It is not our data that are non-euclidean, but only
our models
Fred L. Bookstein

University of Vienna, University of Washington

The fault, dear Brutus, is not in our stars,
But in ourselves, that we are underlings.

—Shakespeare, Julius Caesar, I, ii

Summary: Claiming an empirical problem to be non-euclidean is often an error of collegial
strategy rather than a strategy or scholium per se. Most original data in the natural sci-
ences come from machines built on euclidean principles, or should. Statistical pattern
analyses would do well to acknowledge this common origin in the course of whatever
formalisms they follow.

The tourist visiting Vienna today is likely to spend an hour in the glittering Kunstkammer
(cabinet of curiosities), a collection of 500 years of Habsburg tchotchkes just opened to the
public inside the Kunsthistorische Museum. The most enchanting of these objects are the rep-
resentations of the human face and figure, and the primary characteristic of these representations
is the extraordinary range of geometrical scales they span, from miniatures to life size. Across
the plaza at the Naturhistorische Museum, the piece de resistance of the anthropological col-
lection is the Venus of Willendorf, a 25-millennium-old sculpture of the caricature of a woman
whose price would be beyond rubies had rubies been known back then: huge fat reserves, and
an explicitly carven vulva (together connoting great fertility), and an expensive hairdo. This
sculpture is only 11 cm high. Still, we do not view it as the representation of an extremely small
woman; we view it instead as the extremely small representation of an ordinary-sized woman
(as best we can tell from buried remains). Art, then, is scale-free, especially the art of human
representations. Yet our models for explaining the origin of these forms in organismal biol-
ogy (evolution, development, function, disease, or therapeutic interventions) are intrinsically
scale-bound models, which is to say, models in our ordinary Euclidean spaces.

Consider, for instance, a recently published method (Bookstein, 2012, 2013a) for linking
geometric morphometrics to biomechanics when both are studying the same form variation.
I showed you last year how in a concocted example (a set of cantilever beams all the same
length, varying in taper, all strained by the same vertical load at the free end) I could predict
strain energy under load almost perfectly from the principal components of Procrustes shape
of the unloaded configuration. But to achieve that nearly perfect regression I had to arrange
the situation so that Centroid Size hardly varied. After all, in the fundamental equations of
these approaches, squared Procrustes distance from a starting form goes as the variance of the
eigenvalues of the affine derivative , whereas strain energy goes as the sum of their squared dif-
ferences from 1.0. (In other words, whereas the Procrustes distance of a rescaled form from the
original is zero, the strain energy can be arbitrarily large.) These are not proportional, not even
approximately, unless there is no size scaling. Otherwise, we simply could not relate Procrustes
analyses of shape to realistic biomechanical analyses of strain. The bridging formalism must be
set in form space, not in shape space.
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A similar antinomy faces us when we attempt to map a functional index, such as the lever
arm of a muscle, onto the shape space for a landmarkconfiguration.Functional indices can be
indices of shape — that is, dimensionless — or they can scale with size or any power of size.
To map a measure of shape onto shape space is simply a matter of taking its differential (see,
e.g., Bookstein, 1986); but obviously a measure that scales with dimension 1 in size cannot be
usefully mapped onto shape space. For instance, let u and v be two measures of form that have
dimension cm2 as functions of all the difference vectors Pi−Pj of the landmarks’ Cartesian co-
ordinates P1, . . . , Pk, such as their squared lengths or their dot products in pairs.Then a formula
like u/v will map onto shape space sensibly, whereas u and v separately cannot be expected to.

Another issue arises in connection with the shape space formalism as it applies to multiple
groups or processes (such as growth) that extend over a considerable diameter.I talked about
this in my contribution to the 2009 LASR proceedings. The matrix

J =


δ 0 δ 0 . . . δ 0
0 δ 0 δ . . . 0 δ
−y1 x1 −y2 x2 . . . −yp xp

x1 y1 x2 y2 . . . xp yp

 , δ = 1/
√
p,

orthonormal by rows, represents the instructions for getting to shape space from Cartesian
pairs distributed as an isotropic Gaussian diffusion (of small variance) around a form µ =
(x1, y1), (x2, y2), . . . , (xp, yp) vectorized as (x1, y1, x2, y2, . . . , xp, yp) with Σxi = Σyi = 0,
Σ(x2

i + y2
i ) = 1. Projecting out J gets us down to a rotation of Procrustes shape coordinates in

tangent space. The projection as a function of µ is not isometric, meaning that the covariances
of an initially isotropic Gaussian around different mean forms µ1, µ2 differ by relative eigenval-
ues in the ratios of 1±|µ1−µ2| in directions µ1±µ2, whereas in the covering space — the space
of forms, not shapes — the two embedded metrics are identical. I.e., the covering distributions
(diffusions) around different means are exactly the same, but their normalizations into shape
space have different geometries of projection. This is unhelpful for any science in which the
shapes per se are not the objects of the appropriate subject-area theory. With size in the data, the
representation is isotropic; once size is projected out, it ceases to be so. The situation is not like
that of the “compositional data” methods for which were developed by Aitchison (1986) a gen-
eration ago — data that fundamentally arrive wholly without any dimension of scale. Rather,
we had a scale, but we dismissed the information it bore. That is statistical malpractice.

As another example, consider the beautiful computational approach of Doug Theobald and
Deborah Wuttke that was presented at this meeting in the same year of 2009. Theobald (2009)
and Theobald and Wuttke (2008) were concerned with modeling the variation of a biological
molecule under conditions of spatial anisotropy, namely, much more variation in certain parts
of the molecule (free ends, basically) than in others (the core of interacting sites, which needed
to be conservative). They invented a fully Bayesian method of modeling via hyperpriors for
these distributions, and showed that with the aid of these hyperpriors they could much more
accurately estimate the true mean of the underlying stable part of the protein. Such a computa-
tion, however, would not be meaningful if set in shape space. Change of size is not an option
for a real molecule, so that the molecules being averaged can reasonably be subjected only to
the isometric transformations of translation and rotation; they should not be rescaled. Though
it was via words like “shape” that findings like these are reported, in fact the analysis had to go
forward in terms of form, not in terms of shape.

That the call for contributions for this conference named “shape space” as one of its intended
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domains is not the statement of the problem but one of its symptoms. Casting an investigation
into shape space can actually interfere with knowledge discovery when it blurs the contingent
character of the size-standardization built into shape space formalisms. The art historian might
be willing to let size be decoupled from shape, but the natural scientist cannot afford to do
so. The submersion of ordinary euclidean space that is our formalism of “shape space” is a
reduction to equivalence classes that are often based on no good scientific reasoning. We are
only now discovering how much harm this reduction does to underlying notions of physical
or biophysical causality on which explanations in the corresponding sciences ultimately rest.
Today, nearly every interesting paper about applications of shape space to organismal biology
must consider allometry, and yet every such paper is inherently a refutation of the geometry
Kendall originally suggested for it.

In other words, that shape space is non-euclidean is mainly up to the statistician’s discretion,
not Nature’s — a discretion that has often been abused. In my current presentations of shape
findings the thrust is always to embed them in the theoretically coherent euclidean spaces (local
registration rules) from which they might plausibly have come. The more one projects out, the
riskier the resulting shape space as the domain for any sort of scientific inference. Then analyses
in Procrustes projective space, for instance, must be even more fraught than those in Kendall’s
spaces, as the origin of such data sets in equivalence classes that discard crucial factual data is at
root a failure of instrumentation that irrevocably colors what would otherwise be more realistic
(i.e., whiter) noise models. The statistician should not be offering to cope passively with such
blunders, but instead should be demanding that the data be generated in the form of proper
euclidean locations to begin with, even if this requires more expensive machines. We can wait.

Other sciences have analogous problems. One famous example from astronomy, for exam-
ple, deals with the large-scale structure of the universe. For centuries the “celestial sphere” was
just that, a metric sphere on which positions of stars and galaxies (forgive the anachronism)
were projected. In these directional data every hint of the missing coordinate (radius from the
earth) was gone. Patterns would emerge on this sphere, but there never was a corresponding
constitutive theory. Then, beginning in the 1930’s, it began possible to estimate that third co-
ordinate, true distance from the earth, by exploiting the Hubble theory of red shifts. First a
dozen galaxies were given back their third coordinate in this way, and then hundreds, and now,
millions. The result was a revolution in our understanding of the universe: the emergence of
large-scale structures at a scale of hundreds of millions of light-years, such as the “Great Wall”
of galaxies reported by Geller and Huchra (1989). The physical universe is now understood to
be a remarkable fabric of sheets and voids of galaxies, their form the ultimately physical em-
bodiment of conditions soon after the Big Bang. Now that the universe is euclidean again, we
can compute its statistics correctly.

Many other examples are like the astronomers’, progress coming from the restoration of
access to coordinates that had previously been obliterated by imperfect instruments or sheer
human obstinacy. Röntgen’s original imagery was two-dimensional, with the third dimension
missing, but the discovery of inversion formulas for the sinogram permitted the reconstruction
of absorption or emission densities back in our familiar three-dimensional euclidean space once
again (the CT scans and MR scans that now fill our journals). The current state-of-the-art
version of that image, the diffusion tensor image, is likewise a reduced representation of a
euclidean tensor field, with six parameters per point of space, and so on.

Ultimately the reason for this privileging of the euclidean is the origin of our data in ma-
chines (Wigner, 1960). Machines are built by engineers and calibrated to accord with the laws
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of physics, which (in our small neighborhood of spacetime) are ultimately euclidean. But
this trope also traces the sums of squares that characterize our toolkit of statistical reasoning
as a whole: the exponents of the Gaussian distributions that generate Fisher information, the
Maxwell–Boltzmann distributions that describe physical noise.

In the example I discussed first, the interplay between form distance and strain energy, each
one is euclidean on its own terms. It is from theinteraction between the two metrics that scientif-
ically interesting patterns and predictions arise. In other settings, the issue of setting a physical
scale needs to be replaced by the scientific insight that in some domains signal processing re-
quires a complete invariance regarding scaling, not at the level of data but at the level of spatially
localized feature analysis. In this connection, the best current approaches to principal compo-
nents of form, in my view, are the explicitly self-similar calculations of Mardia et al. (2006)
(exemplified in Bookstein (2007) in an application to the cortical midplane in schizophrenia).
The method searches not for maxima of variance over linear combinations, the argument of
Pearson’s old argmax, but instead for maxima of coefficients of variation of locally supported
ratios.

Other conflicts of metric arise just as naturally from the superposition of image information
over structure as quantified by other means: for instance, the statistical analysis of deformable
medical images bearing a gray scale, such as functional brain images. Both spaces are euclidean
separately, and when represented that way their interaction is that of a tensor product; but when
one is used to register the other, the geometry of their combined space becomes complex and
unvisualizable (Bookstein, 2001), and, at present, every approach to this problem of fused data
structures leads to a different pattern analysis. If there is to be a non-euclidean space for the
representation of deformable medical images, we do not yet know how it should be built. An
even deeper issue applies to the connection between embryology and evolution, which consists
in analysis of the same image data set by more than one euclidean metric, more than one set of
contrasts, at the same time.

I argue, therefore, contrary to the philosophy of statistics implicit in the call for this year’s
LASR, that to claim a problem is non-euclidean, at least, a problem arising in the natural sci-
ences, might at root be simple human error. Perhaps it was an error by the scientist, but more
likely it was an error of collaboration between the scientist and the statistician — an error of
collaborative strategy, in which the statistician took perhaps too much pleasure in the subtlety
of the manifolds that underlie these models without sufficiently respecting the machines that
supplied the data to begin with, and the engineers who designed those machines. In such cases
the role of the statistician ought to be to orchestrate the return to euclidean geometry, if that is
the underlying physical model, by the most expeditious route. Contradicting the collaborator’s
insistence that the problem lives on a sphere, or a torus, or a network, our job is to reconstruct
the originally euclidean operation of some machine, and thereby to explore the origin of the
ultimate statistical similes, the sums of squares that constitute our version of information and its
uncertainty. Our conferences need to remind today’s new generation of statisticians about the
centrality of the old euclidean models of machines. And in-between the scientific sessions, the
visitors should be urged to visit the art museums, where they will be reminded that their task is
to bridge the natural world to the symbolic world of pattern analysis with the least turbulence,
the least deformation.

Acknowledgements. Preparation of these remarks was supported in part by research grant
DEB–1019583 from the U. S. National Science Foundation to J. Felsenstein and F. Bookstein,
University of Washington. As always I am grateful to Kanti Mardia and the other LASR over-
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seers for these opportunities to speak in my most heartfelt, iconoclastic voice year after year.
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On Curvature and Limit Theorems
Stephan F. Huckemann1∗ and Thomas Hotz†

∗Institute for Mathematical Stochastics, Georg-August Universität Göttingen
†Institute of Mathematics Ilmenau University of Technology

Abstract

For inference on non-Euclidean data, ideally the data space is at least locally approx-
imated by a Euclidean space; for a manifold by a chart, say. If suitable data descriptors
lie asymptotically in such a common Euclidean neighborhood, one would expect a normal
central limit theorem to hold. Already for locally flat spaces like the circle there are excep-
tions causing smeariness. On stratified spaces, also singularities may prevent asymptotic
normality. While for shape spaces, due to relative increased curvature, singularity sets are
repulsive, for spaces with sudden drops in curvature, phenomena of stickiness arise.

1 Means on Stratified Spaces: Manifolds and Non-Manifolds
At least since the middle of the last century (cf. Fisher (1953)), statisticians have begun to
investigate non-Euclidean data such as circular data (e.g. wind directions), directional data,
orientational data and shape data to name only a few. On “nice” spaces such as the circle,
spheres and even planar shape spaces (which are complex projective spaces) parametric sta-
tistical theory has provided for an ample collection of distributional models thus allowing for
maximum likelihood estimation. In the sense that the parameters involved range over a subset
of a Euclidean space, this methodology for non-Euclidean data can still be called Euclidean.

A different tack is persued by nonparametric statistical theory when it comes to estimating
a non-Euclidean quantity such as a typical direction, orientation, shape, et cetera via Fréchet
means (cf. Fréchet (1948)). Notably this methodology also carries over, when non-Euclidean
spaces are no longer “nice”, e.g. no longer symmetric spaces or even no longer manifolds as
is the case for phylogenetic tree spaces (cf. Billera et al. (2001)) or Kendall’s shape spaces
of three- and higher-dimensional objects (cf. Kendall et al. (1999)). In principle, there are
three types of Fréchet means: extrinsic, residual and intrinsic (for an overview cf. Huckemann
(2011)). Extrinsic and residual means require an explicitly tractable embedding in a Euclidean
space, which is often unavailable. By their very nature their asymptotics are assessed by a
mixture of Euclidean and non-Euclidean methods. Intrinsic means, however, are available with
every concept of a (geodesic) distance and the corresponding statistical methodology can be
truly called non-Euclidean. In view of asymptotics of intrinsic Fréchet means, we focus here on

(a) the influence of mass near cut loci and

(b) the influence of singularities and discontinuities of the curvature.

In the following, let Q be a stratified space (e.g. Pflaum (2001)) with geodesic distance
d : Q×Q→ [0,∞) and top manifold stratum Q∗ that is open and dense in Q. We assume that
Q∗ carries a Riemannian structure for which d|Q∗ is the geodesic distance. By expq we denote
the Riemann exponential centered at q ∈ Q∗ which is a diffeomorpism from an open set Uq

1supported by DFG HU 1575/2-1 and by the Felix Bernstein Institute for Mathematical Statistics in the Bio-
sciences and the Niedersachsen Vorab of the Volkswagen Foundation

39



containing the origin in the tangent space TqQ
∗ onto expq(U) ⊂ Q∗. Then we have with the

usual Euclidean norm ‖ · ‖ of TqQ
∗ that ‖v‖ = d

(
expq(v), q

)
whenever v ∈ Uq. The cut locus

of q is the image of the boundary of a maximal Uq if existing,

C(q) :=
{

expq(t
∗v) : v ∈ TqQ

∗, ‖v‖ = 1, t∗ = sup{t > 0 : d(expq(tv), q) = t}
}
,

otherwise the cut locus is void, C(q) = ∅. The latter is the case for non-positive curvature
spaces. For compact manifolds cut loci are not void, e.g. for spheres the cut locus of a point is
its antipodal.

Moreover, for random variables X1, . . . , Xn
i.i.d.∼ X on Q (n ∈ N) mapping from a common

probability space (Ω,A,P) define the set of population Fréchet means of X by

E(X) = argmin
q∈Q

E
(
d(X, q)2

)
.

For ω ∈ Ω denote the set of sample Fréchet means by

En(ω) = argmin
µ∈Q

n∑
j=1

d
(
Xj(ω), q

)2
.

We say that

• X on Q is regular if E(X) exists and P{X ∈ Q∗} > 0,

• E is manifold stable if E(X) ⊂ Q∗ for all regular X , otherwise Q0 is hit by E;

• Q0 is sticky for E if there is a regular X such that for all compactly supported random
variables Y on Q independent of X , there is CY > 0

E(Z) ∩Q0 6= ∅ for all ε < CY and random variables Z ∼ PX + εPY

1 + ε
on Q ,

• X with unique mean E(X) = {µ} ∈ Q∗ and non-void cut locus C(µ) omits the cut locus
if there is ε > 0 such that

P
{
d
(
X, C(µ)

)
> ε
}

= 1 .

2 Hitting and Sticking
Here we consider two scenarios. The first is that of a non-manifold shape space Q = M/G that
occurs from a complete finite dimensional Riemannian manifoldM on which a Lie groupG acts
properly and isometrically where the shapes {[p] : gp, g ∈ G} have varying dimension when
considered as submanifolds of M . Here, we denote the action as from the left by G ×M →
M, (g, p) 7→ gp. The manifold part Q∗ is then a subset of all shapes of maximal dimension. For
the detailed construction and how various Kendall’s shape spaces such as Σk

m (m > 2) fit into
this setup we refer to Bredon (1972); Kendall et al. (1999); Huckemann et al. (2010). As we
have shown earlier (cf. Huckemann (2011, 2012)), on such spaces the set of Fréchet means is
manifold stable and in consequence, there is no stickiness on shape spaces.

The second scenario is that of an open book which can be considered as a model space for
the non-positive curvature tree space introduced by Billera et al. (2001). More precisely, near
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a co-dimension-1 singularity the tree space is locally an open book. The d-dimensional open
book is defined as

Q = S ∪
k∪

j=1

H+
j

with the spine S = Rd−1 = Q0 and k ∈ N leaves H+
j = Rd−1 × (0,∞), (j = 1, . . . , k) d ∈ N

and k > 2. The topological identification is given by S ∼ Rd−1 × {0} and detailed in Hotz et
al. (2012). For j = 1, . . . , k introduce the folding maps

Fj : Q→ Rd, (x, t) 7→
{

(x, t) if x ∈ H+
j

(x,−t) else

and folded moments

mj =

∫
Rd

z dPFj◦X(z) .

Theorem 2.1 (Hotz et al. (2012)). There is an index j0 ∈ {1, . . . , k} such that mj < 0 for all
j0 6= j ∈ {1, . . . , k}. Moreover, sample and population means are unique. If they are denoted
by µ̂n and µ, respectively, with Yn =

√
n
(
Fj0(µ̂n)− Fj0(µ)

)
, one of the following is true

(i) mj0 > 0⇔ µ ∈ H+
j0

and the limiting distribution of Yn is a Gaussian on Rd−1 × (0,∞),

(ii) mj0 = 0 ⇔ the limiting distribution of Yn is supported on Rd−1 × [0,∞) assuming
Rd−1 × {0} with positive probability,

(iii) mj0 < 0⇔ the limiting distribution for Yn is a Gaussian on Rd−1 × {0}.

In case (iii) above, X sticks to the spine S. In particular, for suitable random N ∈ N we
have a.s. that µ̂n ∈ S for all n ≥ N . In case (i), X is non-sticky as is always the case on
Euclidean spaces.

3 Not Omitting the Cut Locus
As we have seen, on shape spaces (and of course on manifolds) there are no stickiness phenom-
ena causing degeneracies of limiting distributions. Rather the opposite effect of smeariness can
occur if there is mass near the cut locus of a mean. Let S1 be the unit circle which we represent
by [−π, π) with the endpoints identified.

Theorem 3.1 (Hotz and Huckemann (2011)). Let X be a random variable on the circle S1 with
unique intrinsic mean µ = 0, E(X2) = σ2 where X is viewed as taking values in [−π, π) and
suppose that µ̂n is an intrinsic sample mean. Then the following hold

(i) P{X = −π} = 0 , i.e. there can be no point mass antipodal to an intrinsic mean,

(ii) if X restricted to some neighborhood of −π features a continuous density f , then

(1) f(−π) ≤ 1
2π
,

(2) if f(−π) < 1
2π

then

√
n µ̂n

D→ N

(
0,

σ2(
1− 2πf(−π)

)2
)
,
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(3) if f(−π) = 1
2π

suppose that there are δ > 0 and k ∈ N such that f is k−1 times con-
tinuously differentiable in (−π, δ−π) and (π−δ, π) with f (j)(π−) = f (j)(−π+) =
0 for all 1 ≤ j < k, and that there are k-th order continuous directional derivatives
with 0 6= f (k)(π−) = (−1)kf (k)(−π+) <∞; then

√
n sign(µ̂n) |µ̂n|k+1 D→ N

(
0,

σ2
(
(k + 1)!

)2(
2πf (k)(−π+)

)2
)
.

In case (ii), (3) above the limiting distribution of µn is k-th order smeary in the sense that

n
1

2(k+1) µ̂n

has a non-trivial limiting distribution. In case (ii), (2), µ̂n is 0-th order smeary as is always the
case on Euclidean spaces and in the non-sticky case on the open book.
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1 Introduction
Data that are rotations occur in various contexts (e.g. astronomy, geophysics and human kine-
matics), and methods for analysing such data are now well developed. Some rotational data are
ambiguous, in that the observations can be determined only up to multiplication by a rotation in
some small group. Important examples are (a) principal components of second-order physical
tensors — these can be specified by orthonormal vectors which are known only up to sign, (b)
orientations of crystals — these can be determined only up to the action of the symmetry group
of the crystal. We outline here some methods for handling data that are ambiguous rotations.

2 Orthogonal axial frames
An orthonormal r-frame in Rp is a set (u1, . . . ,ur) of r p-vectors satisfying uT

i uj = δij .
The space of such orthonormal r-frames is the Stiefel manifold Vr(Rp). An orthogonal ax-
ial r-frame in Rp is a set (±u1, . . . ,±ur) of r orthogonal axes in Rp. The group Z2

r =
{(ε1, . . . , εr)|εj = ±1} acts on Vr(Rp) by changing the signs of the vectors u1, . . . ,ur, so that
(ε1, . . . , εr) acts by (u1, . . . ,ur) 7→ (ε1u1, . . . , εrur). Then the collection of sets of ortho-
gonal axial r-frames in Rp can be identified with the quotient manifold Vr(Rp)/Z2

r. For
U = (u1, . . . ,ur) in Vr(Rp) we shall denote (±u1, . . . ,±ur) in Vr(Rp)/Z2

r by [U].
In order to perform standard algebraic operations on elements of Vr(Rp)/Z2

r, we embed
Vr(Rp)/Z2

r in the space of r-tuples of symmetric p× p matrices of trace 0 by

(±u1, . . . ,±ur) 7→ t(±u1, . . . ,±ur) = (u1u
T
1 − (1/p)Ip, . . . ,uru

T
r − (1/p)Ip).

2.1 Summary statistics

Observations [U1], . . . , [Un] on Vr(Rp)/Z2
r can usefully be summarised by the sample mean

T̄ of their images by t, i.e. by T̄ = n−1
∑n

i=1 t([Ui]) =
(
T̄1, . . . , T̄r

)
, where

T̄j = n−1

n∑
i=1

(
uiju

T
ij − p−1Ip

)
j = 1, . . . , r (1)

for [Ui] = (±ui1, . . . ,±uir). The sample mean [Ū] of [U1], . . . , [Un] is defined as the element
[U] = (±u1, . . . ,±ur) of Vr(Rp)/Z2

r that maximises
∑r

j=1 uT
j T̄juj .

The dispersion of [U1], . . . , [Un] is d =
∑r

j=1

[
1− tr

{
(T̄j + p−1Ip)

2
}]

.

2.2 A test of uniformity

The most basic hypothesis about a distribution of orthogonal axial frames is that it is uniform,
i.e. that it is invariant under the action of the rotation group SO(p) on Vr(Rp) in which V in
SO(p) maps [U] = (±u1, . . . ,±ur) to [VU] = (±Vu1, . . . ,±Vur).
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It is intuitively reasonable to reject uniformity if T̄1, . . . , T̄r are far from 0. There is an
appealing statistic, S, which measures the distances of T̄1, . . . , T̄r from 0. For r = p,

S = {n(p− 1)(p+ 2)/2}
p∑

j=1

tr(T̄2
j). (2)

For r = 1, S is the Bingham statistic for testing uniformity on the projective space RP p−1. For
r = p, S = {n(p− 1)(p+ 2)/2} (p− 1 − d), where d is the sample dispersion. Uniformity is
rejected if S is large. For r = p, under uniformity, the distribution of the statistic S is

S ∼ χ2
(p−1)2(p+2)/2,

asymptotically as n→∞.

2.3 Distributions

An appealing family of distributions on Vr(Rp)/Z2
r is the family of frame Bingham distribu-

tions, in which the probability density functions (with respect to the uniform distribution) have
the form

f([U];A1, . . . ,Ar) = cp(A1, . . . ,Ar)
−1 exp

(
r∑

j=1

uT
j Ajuj

)
, (3)

where [U] = (±u1, . . . ,±ur), A1, . . . ,Ar are symmetric p × p matrices, which may be as-
sumed to have trace zero, and cp(A1, . . . ,Ar) is the normalising constant. Saddlepoint approx-
imations to the normalising constant cp(A1, . . . ,Ar) can be obtained from the general results
of Kume, Preston and Wood (2013).

A useful subfamily of the frame Bingham family (3) is the commuting frame Bingham dis-
tributions, obtained by imposing the condition that A1, . . . ,Ar commute. In this case they can
be diagonalised simultaneously, so that

Aj = VDjV
T j = 1, . . . , r, (4)

for some V in O(p), where D1, . . .Dr are diagonal. The parameter [V] in O(p)/Zp
2 is an ortho-

gonal axial frame that describes location and the parameters D1, . . .Dr measure concentration.
The family of frame Watson distributions on Vr(Rp)/Z2

r is the subfamily of the frame Bing-
ham distributions for which the matrices A1, . . . ,Ar have rank 1 and are orthogonal. Thus
Aj = κjµjµ

T
j for j = 1, . . . , r, where κ1, . . . , κr are scalars and [M] = (±µ1, . . . ,±µr) is an

orthogonal axial frame. Then the probability density functions have the form

f([U];κ1, . . . , κr, [M]) = cp(κ1, . . . , κr)
−1 exp

{
r∑

j=1

κj(u
T
j µj)

2

}
, (5)

where U = (±u1, . . . ,±ur) and cp(κ1, . . . , κr) is the normalising constant.
Orthogonal axial frames arise as sets of principal axes of variance matrices of multivariate

distributions. For both concentrated and diffuse multivariate distributions, the distribution of
the principal axes is approximately commuting frame Bingham.
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3 Symmetrical objects in R3

The orientation of a rigid object in R3 can be described by a rotation that transforms it into
some standard position. If the object is asymmetrical then this rotation is unique, so that the
orientations of the object correspond to elements of the rotation group SO(3). If the object is
symmetrical then the set of rotations that have no visible effect on the object forms a subgroup
K of SO(3). Thus the orientations of the object correspond to elements of the quotient group
SO(3)/K. In the cases that we consider, K is finite. The orthogonal axial frames of Section 2
(with p = r = 3) fit into this setting; the symmetry group K is that of orthorhombic crystals.
For U in SO(3) we shall denote the equivalence class of U in SO(3)/K by [U].

The cases of greatest practical interest are crystals and regular tetrahedra. The orientation of
such an object can be specified by a suitable frame, i.e. ordered or unordered set of unit vectors
or axes. For example, the orientation of an orthorhombic crystal is given by an orthogonal axial
frame (±u,±v ±w), the orientation of a cube is given by an unordered set {±u,±v,±w} of
orthogonal axes, and the orientation of a tetrahedron is given by an unordered set {u,v,w,x}
of unit vectors (unique up to cyclic order) that are at angle cos−1(−1/3) to one another.

Data and distributions on SO(3)/K can be handled by embedding SO(3)/K into a suitable
vector space V using t : SO(3)/K → V , where t is a symmetric tensor of order 1, 2, 3,
4 or 6 (which are the numbers of axes of symmetry in the crystal point-symmetry groups;
see, e.g. Chaps. 1 and 2 of Powell, 2010). In the orthorhombic case, t((±u,±v,±w)) =
(uuT − (1/3)I3,vvT − (1/3)I3,wwT − (1/3)I3). In the cubic case t({±u,±v,±w}) =
⊗4u +⊗4v +⊗4w− (1/5)I3⊗ I3[3], where the 4-tensor I3⊗ I3[3] has (i, j, k, `)th component
δijδk` + δikδj` + δi`δjk, with δij denoting the Kronecker delta. Thus the (i, j, k, `)th component
of t({±u,±v,±w}) is

ti,j,k,`({±u,±v,±w}) = uiujuku` + vivjvkv` +wiwjwkw`− (1/5) {δijδk` + δikδj` + δi`δjk} .

Similarly, in the tetrahedral case t({u,v,w,x}) = ⊗3u +⊗3v +⊗3w +⊗3x .

3.1 Inference on SO(3)/K

Most of the constructions and techniques that are available for orthogonal axial frames can be
extended readily to SO(3)/K.

The uniform distribution on SO(3)/K is the unique distribution that is invariant under the
action of SO(3) on SO(3)/K in which V in SO(3) maps [U] to [VU]. Since the embeddings
t are chosen so that E {t([U])} = 0 for U uniformly distributed on SO(3)/K, it is intuitively
reasonable to reject uniformity if t̄ = n−1

∑n
i=1 t([Ui]) is far from 0. An appropriate test

statistic is
S = cn ‖t̄‖2 , (6)

where c is a constant that depends on the symmetry group K. Uniformity is rejected if S is
large. Under uniformity, the distribution of the statistic S is

S ∼ χ2
ν ,

asymptotically as n→∞ where ν depends on K.
A useful family of distributions on SO(3)/K has densities of the form

f([U]; [V], κ) = c(κ) exp{κ〈t([U]), t([V])〉}, (7)
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where 〈·, ·〉 denotes the inner product on the vector space V . For κ > 0, the mode is [V] and
the maximum likelihood estimate of [V] is the sample mean. In the orthorhombic case, (7) is
the density of the frame Watson distribution (5) for orthogonal axial frames with r = p = 3 and
κ1 = κ2 = κ3 = κ.
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1 Introduction
The shape of a protein is known to be fundamental in its ability to perform a specific function.
Here we consider two case examples, the variation of angles between the two variable chains of
antibodies and the annotation of kinks in membrane helices.

2 ABangle: Characterising the VH-VL orientation in antibodies
Antibodies are a class of proteins indispensable for the vertebrate immune system. The gen-
eral architecture of all antibodies is very similar, but they are able to bind to many different
molecules or antigens. This binding malleability means that antibodies are an increasingly im-
portant category of biopharmaceuticals and biomarkers (Kuroda et al. (2012)).

The binding site of antibodies is situated between the two variable domains, VH and VL,
of the antibody’s antigen binding fragment. The relative orientation between these domains
contributes to determining the topology of the binding site which in turn influences antigen
specificity and affinity. Subsequently, understanding and predicting the VH-VL orientation
is important for antibody modelling, docking and as well as for studying the mechanisms of
antigen specificity and affinity (Dunbar et al. (2013)) .

We have developed a method to characterise the VH-VL orientation in an absolute sense
and implemented it in the computational tool, ABangle (Dunbar et al. (2013)). This allows us
to calculate differences in orientation between structures in a consistent fashion and determine
how they compare to other structures globally.

By fully characterising the VH-VL orientation in an absolute sense we are able to quantify
not just the relative changes between pairs of structures, but how this change relates to variation
observed in all structures. An analysis of conservation of VH-VL orientation in sequence-
identical structures revealed that antibodies specific for protein antigens were more flexible
than those specific for hapten antigens in the unbound form. However, in the bound form, both
types of antibody structures were found to have a similar level of orientation conservation.

The characterisation has also allowed us to identify preferences in orientation space for
different VH-VL pairings and how the presence of certain amino-acids at particular positions
affects pose. We have used this information to investigate how better knowledge about the
VH-VL orientation can improve antibody structure prediction.
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Figure 1: The heavy (green) and light (cyan) variable domains of an antibody (ribbon pdb 1b4j). Planes
are mapped onto the domains by performing a structural superposition of the VH and the VL consensus
structures (spheres) onto the coreset positions. Those positions used to fit the planes for the VH and the
VL domains are coloured red.

3 Statistical approaches to kinked helices
In the second case we consider kinks alpha helices, such kinks (deviations from the ideal helix
structure) are thought to be functionally important. There are a number of methods available
to identify helix kinks but they disagree as to what constitutes a kink (Sansom and Weinstein
(2000)). Kink Finder is a standard method it takes 6 residue segments of the helix, and fits an
axis to each segment using a cylinder fit. Calculating the angle between the axis of adjoining
sections gives an angle for each residue. The largest angle is selected, and if it is above a
threshold, the helix is designated as kinked, otherwise it is not kinked . However, at what angle
is a helix kinked, and at what angle is it not? Given there is no consensus definition of a kinked
helix, how can an appropriate cut-off be chosen? In a standard method, a string of heuristic
decisions are made, for example, the number of atoms used to calculate a local helix axis, or
the order of fit to use. Our new methodology uses a simple statistical parameter and a statistical
model to classify helices. This removes many of these heuristic decisions.

Here we describe a method that makes this decision in a more statistically robust manner.
A log-likelihood ratio based statistic is calculated for each helix, which depends only on the
second and third eigenvalues from a principle component analysis of the C-alpha coordinates of
all the helix residues (Mardia et al. (1979)). A mixture model is used for this statistic to identify
the distributions of the two separate types of helix – kinked and not kinked. For a query helix,
applying discriminate analysis to this model provides a log odds score to classify between the
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two types of helix.
A second challenge facing all kink classifiers is the error associated with the estimate of the

angle (or other statistic). Effective quantification of this allows us to more accurately describe
helices as kinked or not kinked. For example, given two helices, both with maximum angle
estimates of 25, one of these may be based on good fits, whilst the other is based on poorer fits.
The first we are more confident is kinked, whilst the other may or may not be kinked.

Figure 2: A kinked helix with Kink Finder cylinders shown and the Kink Residue identified. The helix
is labelled with its 4 letter PDB code and single letter chain identifier and the number of the first and last
residue in the helix.

4 Conclusion
These two examples show how accurately capturing and describing the geometry of proteins
can help our functional understanding.
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1 Introduction
The problem of protein structure prediction from amino acid sequence (Dill and MacCallum,
2012) can be formulated in the following way. We want to formulate the following probability
distribution1

p(x | N,L, a) (1)

where x is a vector of dihedral angles (see Figure 1) that specifies a protein’s structure. A
dihedral angle corresponds to a point on the unit circle; assuming ideal bond angles and bond
lengths, a protein can thus be fully parameterized as a sequence of points on the unit circle
(Boomsma et al., 2008, Harder et al., 2010). Furthermore, a is the amino acid sequence – a
sequence of symbols chosen from an alphabet with twenty letters – and N and L are conditions
that regard nonlocal and local structure, respectively. Local structure concerns protein structure
on a local length scale, including α-helices, β-strand, loops and so on. Nonlocal structure
concerns features of a more global nature, including hydrogen bonds, amino acid packing in
the hydrophobic core and so on. We specify conditioning on protein-like local and nonlocal
structure in the following way:

• p(x | L,N, a) is the probability of the dihedral vector x given the amino acid a and given
that both local (L) and nonlocal (N ) structure are required to be protein-like.

• Similarly, p(x | L, a) is the probability of the dihedral vector x given the amino acid a
and given that the local (L) structure is required to be protein-like; the nonlocal structure
(N ) is not required to be protein-like in this case.

For our purposes, the configurations that are protein-like with respect to both local and nonlocal
structure form a subset of the configurations that are protein-like with respect to local structure
alone (see Figure 2). More specifically, the set x : p(x | L,N, a) > 0 is a subset of x : p(x |
L, a) > 0.

1A bold font indicates a vector.
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Figure 1: When bond angles and bond lengths are considered as fixed to their ideal values, a vector of
dihedral angles is the remaining degree of freedom describing a three-dimensional protein structure. The
dihedral angles can be subdivided in backbone and side chain angles, respectively involving (ψ, φ, ω)
triplets and vectors of χ angles. All angles are illustrated in the figure, with the exception of ω, which
is typically close to 180◦. The number of χ angles varies between zero and four for the twenty standard
amino acids. The figure shows a ball-and-stick representation of a single amino acid, glutamate, which
has three χ angles, within a protein. The fading conformations in the background illustrate a rotation
around χ1. Oxygen is shown in red; backbone carbons in grey; side chain carbons in yellow; nitrogen in
blue. The figure was made using PyMOL (http://www.pymol.org, DeLano Scientific LCC). Figure from
(Harder et al., 2010).

2 Formulation of the joint model
A direct, practically useful formulation of Equation (1) is intractable. However, in practice, it
is possible to formulate the following probability distributions,

p(x | L, a) (2)
p(e | L, a) (3)
p(e | L,N, a) (4)

where e is some deterministic function e = F(x) of x, with dim(e) < dim(x), that provides
information on the nonlocal structure associated with x. We refer to the random variable e as
a coarse grained variable, while x is referred to as the fine grained variable (Hamelryck et al.,
2010, Mardia et al., 2011, Frellsen et al., 2012, Borg et al., 2012). The relationship between x
and e is thus many-to-one. The first probability distribution describes protein structure on a local
length scale; the second distribution describes the (hypothetical) nonlocal structure of proteins
in the absence of nonlocal interactions such as hydrogen bonds or hydrophobic packing; the
final distribution describes the nonlocal structure of actual proteins.

The requested probability distribution given by Equation (1) can be obtained from the prob-
ability distributions given by Equations (2,3,4) as follows. First we note that
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Figure 2: Venn diagram illustrating the relationship between the sets of configurations, or dihedral angle
vectors, x that have a non-zero probability conditioned on L and conditioned on L,N , respectively. Ω is
the set of all possible dihedral angle vectors.

p(x | L, a) = p(x, e | L, a)

= p(x | e, L, a)p(e | L, a)

where the first step is due to the fact that e = F(x), and the second step is a simple application
of the product rule of probability. From the above, we derive the following intermediate result

p(x | e, L, a) =
p(x | L, a)

p(e | L, a)
(5)

Now, similarly

p(x | L,N, a) = p(x, e | L,N, a)

= p(x | e, L,N, a)p(e | L,N, a)

= p(x | e, L, a)p(e | L,N, a) (6)

where in the last step we have assumed that

p(x | e, L,N, a) = p(x | e, L, a)

This assumption of conditional independence is reasonable given the physical interpretation of
e, which specifies the nonlocal structure unequivocally, thus rendering the conditioning on N
redundant.

Substituting Equation (5) into Equation (6), we obtain our final result

p(x | L,N, a) =
p(e | L,N, a)

p(e | L, a)
p(x | L, a) (7)

This expression was first reported as the "reference ratio method" by Hamelryck et al. in 2010
and developed further in a series of publications (Hamelryck et al., 2010, Mardia et al., 2011,
Frellsen et al., 2012, Borg et al., 2012). The reference ratio method solves a long-standing
dispute regarding the validity of so-called “potentials of mean force” (Koppensteiner and Sippl,
1998, Thomas and Dill, 1996, Ben-Naim, 1997) – which are widely used in protein structure
prediction – that has been ongoing for over twenty years. In this specific case, the generally ap-
plicable reference ratio method establishes a joint probability distribution that describes protein
structure in atomic detail, in a tractable manner.
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3 Implementation and conclusion
The probability distribution p(x | L, a) can be formulated using hidden Markov models whose
observed variables are points on a hypertorus or the circle (Boomsma et al., 2008, Harder et
al., 2010, Boomsma et al., 2012, Hamelryck et al., 2012). These models have been previously
described by us (Boomsma et al., 2008, Harder et al., 2010), and are estimated using a set
of experimentally derived protein structures. Combined, these estimated models can be used
to formulate the probability distribution given by Equation (3). Hidden Markov models are
computationally efficient and tractable; however, their first-order Markov assumption limits
their use to the modelling of local structure. This shortcoming can be alleviated by the strategy
outlined above.

For e, we choose a low dimensional vector of energy components, concerning hydrogen
bonds, electrostatic and hydrophobic interactions, according to a specific physical force field
(Irbäck et al., 2009) A probability distribution for e can be inferred for a given amino acid se-
quence, and combined with the probability distribution over x following Equation 7. Protein
structure prediction is thus reduced to sampling from the resulting joint probability distribution
specified by Equation (7), which can be done using advanced Markov chain Monte Carlo meth-
ods (Bottaro et al., 2012, Boomsma et al., 2013, Ferkinghoff-Borg, 2012). I will present some
preliminary results obtained using the procedure outlined in this abstract.
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The circadian body clock: a piece of biology crying out for
formal analysis?

Michael H. Hastings

MRC Laboratory of Molecular Biology, Cambridge, U.K.

1 Circadian rhythms
Circadian (circa- approximately -dies one day) rhythms are those daily biological cycles that
persist when an individual is held in experimental isolation, deprived of time cues. Our most
obvious circadian rhythm is the daily cycle of sleep and wakefulness, although this is accompa-
nied by equally pronounced changes in most critical physiological and metabolic processes (e.g.
heart rate and blood pressure, hormone secretion, liver and kidney function). Circadian rhythms
are therefore a central property of human life, setting the tempo for wider society. Disruption
of circadian co-ordiantion arising from jet-lag, rotational shift-work and neurodegenerative dis-
ease imposes a heavy burden for cardiovascular, metabolic and mental health (Hastings et al.,
2003).

2 Circadian clocks - biological oscillators
Circadian rhythms are not simply a human phenomenon, however, and can be observed in all
major taxa, from cyanobacteria upwards (Edgar et al., 2012). The persistence of such rhythms
in isolation reveals the operation of underlying biological timers or circadian clocks. Under
normal conditions these internal clocks are synchronised by environmental cues, most notably
the cycle of light and darkness, so that internal biological time becomes predictive of solar time.
This is the principal evolutionary adaptive value of circadian clocks because they allow organ-
isms to anticipate, and therefore prepare for, the opportunities and challenges of day and night.
By mapping the ability of individual pulses of light (a proxy for dawn and dusk) to phase-shift
overt biological rhythms an exhaustive library of phase response curves has been constructed
(Johnson, 1992). This has confirmed that across all biological groups tested, circadian clocks
are pivoted around a true oscillator, most frequently modelled as a limit-cycle oscillator (Win-
free, 1970).

3 The brain’s circadian clock: the SCN
The principal circadian clock in mammals is a cluster of ca. 10,000 nerve cells deep in the
brain sitting at the base of a structure called the hypothalamus and connected to the optic nerve
(the source of entraining photic cues). The suprachiasmatic nucleus (SCN) is a remarkable
structure, with a capacity to define ca. 24 hour cycles even when isolated in a culture dish. Being
nervous tissue, the most accessible intrinsic circadian rhythm is the daily cycle of spontaneous
electrical activity recorded in culture - SCN neurons are electrically active during circadian (i.e.
projected) daytime, action potentials being fired at ca. 10 Hz, whilst firing rate falls to below
1 Hz in projected night (Atkinson et al., 2011). It is presumed that this intrinsic rhythm of
electrical activity is the means by which the SCN can signal circadian time to the rest of the
brain and thus the organism.
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4 Circadian clocks genes and a delayed negative feedback loop
The past decade has witnessed a revolution in our understanding of the biological mechanisms
of circadian timekeeping, with the identification of circadian “clock genes”, first in fruit flies
and fungus, and soon afterwards in mice and humans. Extensive genetic and biochemical anal-
ysis has led to the development of a canonical model for circadian pacemaking with a common
principle of delayed negative feedback across all biological groups. In mammals, the feed-
back loop is pivoted around Period and Cryptochrome genes, which are activated at the start of
circadian daytime, leading to the progressive accumulation of Period (Per) and Cryptochrome
(Cry) proteins in SCN neurons (Welsh et al., 2010). These protein associate into complexes
that suppress the activation of their cognate genes. With gene expression thereby silenced at the
beginning of circadian night time, the existing Per/Cry complexes are degraded by dedicated
cellular pathways and no longer replenished. By the end of circadian night, therefore, negative
regulation is relieved and the process is due to start again with a new circadian dawn defined by
renewed gene expression.

5 Imaging the ticking clockwork
In order to monitor these molecular events in the clock, we make extensive use of SCN tissue
from genetically modified mice in which it is possible to monitor the activation of Period and
Cryptochrome genes by means of enzyme luciferase, the enzyme employed by fireflies to catal-
yse luciferin and thereby emit bioluminescence. Light emission from SCN tissue in a sealed
culture dish can be recorded for several weeks by photomultiplier tubes or by CCD camera
(Hastings et al., 2005). As the feedback loop progresses through day and night phases, then
so the activation of Per and Cry genes increase and decrease, leading to sinusoidal rhythm of
bioluminescence. In contrast to the sloppiness of most biochemical measure, these molecular
oscillations are beautifully stable and precise. The period and waveform of the bioluminescence
rhythms are sensitive to changes in the stability of the Per and Cry proteins - genetic or phar-
macological manipulations can generate SCN with periods ranging between 20 and 30 hours
(Maywood et al., 2007, Meng et al., 2010).

6 Cellular synchrony across the SCN circuit
CCD imaging of bioluminescence rhythms from SCN tissue reveals the molecular cycle within
the individual neurons that together form a neural circuit within the SCN. Gene activation of
individual neurons is synchronised across the circuit but progresses as a wave from neuron to
neuron in a stereotypical direction and speed (Maywood et al., 2006). The mechanism and
meaning of this wave are unclear, although in genetically modified SCN lacking a particular
neurotransmitter, the wave and synchrony break down and individual SCN neurons continue
to oscillate but with reduced overall amplitude and with no phase coherence. The circadian
behaviour of mice carrying this mutation is poorly defined and their daily physiology disorgan-
ised.

7 Conclusion
As a non-mathematician, I am acutely aware of the enormous potential for formal analysis of
the circadian system, in particular the properties of the SCN as a molecular pacemaker. At
the level of the delayed negative feedback loop that constitutes the core oscillation, the almost
crystalline quality of the data from bioluminescence recordings should allow us to unravel the
competing dynamics of gene activation and protein degradation. At the level of the SCN tissue,
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the wave of gene expression has yet to be formally described, analysed and understood. Finally,
the question of how cell-to-cell signalling augments the cell-autonomous timing properties of
SCN neurons remains unanswered.
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On the significance of the reference ratio method in
inferential structure determination of biomolecules.

Simon Olsson and Thomas Hamelryck

Bioinformatics Centre, University of Copenhagen

Abstract

The inference of biomolecular structure from biophysical data is an important task in
molecular biology. Rigorous Bayesian inference requires the formulation of a joint pos-
terior distribution regarding structure and nuisance parameters given the observed data.
The relationship between biomolecule, typically a vector of atomic coordinates, and data
is typically many-to-one. Consequently, forward models are needed to relate a given bio-
molecular structure to its associated data. Thus, the calculation of the likelihood involves
projecting a high dimensional manifold to a lower dimensional one, respectively concern-
ing structure and data. This projection is a reduced or coarse grained representation of the
structure.

Given the nature of the data obtained from the biophysical experiments, the use of prior
distributions concerning biomolecular structure is indispensable. A prior on biomolecular
structure necessarily also induces a prior on its reduced or coarse-grained representation.
We call this induced prior the reference distribution. The reference distribution induced
by a fine-grained prior is typically assumed to be suitable for the coarse-grained variable.
Often, this assumption is invalid. Here, we quantify the impact of the induced reference
distribution on the posterior distribution and discuss its possible implications.

1 Background
Bio-molecular function is closely connected to structure. Consequently, the inference of struc-
ture from biophysical experiments is an important problem in molecular biology. However, the
procedure is complicated by the nature of the experimental data which, are incomplete, aver-
aged and subject to experimental noise. This fact makes it difficult, if not impossible, to use
experimental observations to determine structures without the use of strong prior information.

The determination of bio-molecular structure usually concerns an atomic-level, or fine-
grained representation, x ∈ N . The experimental observations, d, provide information of
some projection f of x. The relationship between f and x is given by a forward model as
f = F(x,θ) ∈ M where F : N ,O → M, dim(N ) >> dim(M), with nuisance parameters
θ ∈ O. That is, there is a deterministic relationship between the fine-grained x and coarse-
grained representation f , through F .

In a practical structure inference setting, prior information on the fine-grained space N is
typically introduced to compensate for the noisy and incomplete nature of experimental data.
This inadvertently results in a prior distribution on the coarse-grained space M, as a conse-
quence of the variables’ deterministic relationship. While the prior information about N may
seem entirely appropriate, this is not guaranteed for the resulting induced prior distribution on
M. Moreover, if the induced prior is inappropriate, other free parameters, such as θ ∈ O, may
compensate for this. This will in turn introduce a bias which may hamper the direct interpreta-
tion of θ. Here, the aim is to demonstrate that the prior information used needs to be appropriate
with respect to both N andM.
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2 Theory
The isolated spin-pair approximation (ISPA)

In nuclear magnetic resonance spectroscopy a key observable is the nuclear Overhauser en-
hancement (NOE), I . This parameter reflects the transfer of magnetization in between atomic
nuclei, which is related to the inter-atomic distance, r as,

I = γ[r−6] (1)

if we assume the pair of nuclei is unaffected by other nuclei. The parameter γ is known as the
equilibration parameter, and it relates the arbitrary scale of the nuclear Overhauser enhance-
ment to the scale of the interatomic distance. Equation (1) is known as the isolated spin-pair
approximation and constitutes one of the most common forward models in biomolecular struc-
ture determination from nuclear magnetic resonance data. For a set of n observed NOEs Iobs

we can define a coarse-graining function as F(x, γ) = γ{r−6
1 , r−6

2 , . . . , r−6
n } ∈ R+n, where x

defines an all-atom representation of a biological macromolecule, with inter-atomic distances
ri corresponding to the observed values.

Bayesian structure determination

Nilges and co-workers introduced a probabilistic, Bayesian treatment of macromolecular struc-
ture determination using NMR data, called inferential structure determination (ISD). Here, a
posterior probability distribution of the unknown protein structure (x) and nuisance parameters
(γ, σ) is formulated given experimental data (d),

p(x, γ, σ | d) ∝ p(d | F(x, γ), σ)π(σ, γ,x) (2)

where σ is the standard deviation of the likelihood. In the original formulation, the variables are
conveniently assumed to be independent and in the case of σ and γ improper priors were used,
resulting in π(σ, γ,x) = τx(x)σ−1γ−1 (Rieping et al., 2005a,b). Analogous assumptions were
made for other experimental data sources, i.e. for different F .

Here, we point out that the application of the forward model F to the fine-grained model x
inherently introduces a new, coarse-grained, parameter f . We may therefore recast the equation
2 into,

p(x, f , γ, σ | d) ∝ p(d | f ,x, σ, γ)π(σ, γ,x, f) (3)
= p(d | f , σ, γ)π(σ, γ,x, f), (4)

where we have used the conditional independence relationship, d ⊥ x | f , in step two. If
we again assume our prior knowledge of σ and γ is mutually independent and furthermore
independent of f and x we get,

p(x, f , γ, σ | d) ∝ p(d | f , σ, γ)π(x, f)σ−1γ−1. (5)

It has been shown that the joint prior π(f ,x) may be written as πf (f)
τf (f)

τx(x) (Hamelryck et al.,

2010). Here, τf (f) is the distribution onM induced by the prior τx(x) onN , τx(x)
τf (f)

corresponds
to the conditional prior πx|f (x | f) on N and πf (f) represents the prior distribution onM. It
now becomes evident that there is an additional assumption made implicitly in ISD: the desired
distribution, πf (f), onM is equal to the induced distribution τf (f).
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Figure 1: Illustration of how the marginal posterior distributions of model parameters σ and γ are af-
fected by two different fine-grained priors, respectively involving TorusDBN/Basilisk (black) and the
uniform distribution (red/dashed). Sub-figure a) shows a plot of τf (f), where f corresponds to the dis-
tance between the atom pair (3-Hα, 19-Hβ2). Sub-figures b) and c) show plots of p(σ | d, f ,x, γ) and
p(γ | d, f ,x, σ), respectively.

In a previous study (Olsson et al., 2011), we found that the marginal posterior distributions
of the nuisance parameters, γ and σ, are affected by the choice of τx(x). This suggests that
invalidity of the assumption πf (f) = τf (f) may be of practical significance.

We illustrate these ideas using an example in the next section.

3 Example
We considered the small protein TRP-cage, using all unambiguous NOE data previously re-
ported (Neidigh et al., 2002). The posterior density of equation (2) was simulated as previously
described (Olsson et al., 2011) using two different fine-grained prior distributions, τx(x). In
the first case, the probabilistic models of protein dihedral angles TorusDBN (Boomsma et al.,
2008) and Basilisk (Harder et al., 2010) were used. In the second case, uniform priors on these
same dihedral angles were employed. In addition, for both priors, atomic positions were not
allowed to overlap, due to Van der Waals repulsion. This was enforced using a simple binary
condition. We also performed a set of ’reference’ simulations were the fine-grained priors were
simulated in absence of the likelihood, p(d | f , σ, γ).

The two fine-grained priors yield realistic structure on a local length scale. The uniform
prior on the dihedral angles effectively becomes a realistic model due to its combination with
the binary exclusion condition (Ramachandran et al., 1963). TorusDBN and Basilisk are prob-
abilistic models, based on Bayesian networks, which were trained from experimental data. Al-
though both models represent suitable priors for the local structure of proteins, they induce
significantly different distributions onM. An example of this is shown in Figure 1a.

4 Discussion
The aim here is to investigate how the marginal posterior distributions of model parameters
such as σ and γ are affected by using similar, yet different fine-grained prior information. We
approached this problem by simulating two joint posterior distributions using two different
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fine-grained prior distributions, namely TorusDBN/Basilisk and a uniform prior (see details
above). We found a significant difference in the induced prior distributions τf (f) using the
two different priors, see Figure 1a. These differences manifested themselves in the marginal
posterior distribution of σ and γ, Figure 1b,c. This result is in agreement our previous report,
where a discrepancy in the marginal posterior values of nuisance parameters was observed,
compared to a previous study (Olsson et al., 2010). This suggests that the interpretation of
σ as experimental uncertainty and, to a lesser extent, γ as the equilibration parameter, is not
straightforward. Rather, it seems σ is related to empirical weighing factors used in hybrid
energy minimization heuristics (Habeck et al., 2006). While these parameters are intrinsically
nuisance parameters, that is, parameters of little practical interest, it is important to note, that
this is not always the case. Consequently, caution is required when there is direct interest in
these, or related, parameters.
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A three-dimensional image of the human face can be captured by, for example stereo-
photogrammetry. Subsequent smoothing is often needed because of imperfections of surface
representation. Compared with anatomical landmarks, curves have the advantage of provid-
ing a much richer description of facial shape. In the talk, this is explored in the context of
identifying the jaw line, the boundary between the lower and upper lip and surrounding skin,
the philtrum valley, the nasal profile, the boundary between the nose and surrounding skin,
the nasal ridge, the boundary between the lower eyelid and the surrounding skin, the brow
ridges, and some geodesics on the nose and cheeks (the areas without valleys or ridges) be-
tween two carefully chosen anatomical landmarks. These curves, defined by semi-landmarks,
are automatically identified by curvature in particular local surface patches, detection of slope
discontinuities in local principal curves or optimised surface cuts. A full standardised surface
representation is then available by interpolation across the relatively flat surface patches be-
tween identified curves. Each level of this hierarchical structure (landmarks, curves, surfaces)
is amenable to shape analysis. For the purposes of visualisation, a high resolution template can
be fitted to the semi-landmark surface by warping. Where the semi-landmarks and/or template
have a symmetric structure this leads to natural ways of quantifying asymmetry. These methods
will be illustrated on facial images collected under different studies.
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Discrimination for spherical data
John T. Kent and Kanti V. Mardia

Department of Statistics, University of Leeds

1 Introduction
Consider two populations of measurements in p-dimensional Euclidean space. A standard mul-
tivariate normal model allows different mean vectors but a common covariance matrix for the
two groups, Np(µ1,Σ) and Np(µ2,Σ). This model is the foundation for much multivariate
analysis, including the multivariate analysis of variance (MANOVA), Hotelling’s T 2 test and
Fisher’s linear discriminant rule (e.g. Mardia et al., 1979). There is some mild simplification to
the theory under an assumption of isotropy, Σ ∝ Ip, but in most applications Σ is not restricted
in this way. The purpose of this paper is to develop similar models for spherical data.

2 The Fisher Bingham distribution on the sphere
The unit sphere S2 in R3 is defined by {x = (x1, x2, x3)

T : x2
1 + x2

2 + x2
3 = 1}. An analogue

on S2 of the bivariate normal distribution on R2 is the FB5 distribution of Kent (1982). In
standardized form the probability density function takes the form

f(x;κ, β, I) =
1

c(β, κ)
exp{κx3 + β(x2

1 − x2
2)}, (1)

where 0 ≤ 2β ≤ κ. For the standardized version, the modal direction is the north pole (0, 0, 1)T ,
and the major and minor axis of the covariance structure lie on the x1 and x2 axes, respectively.
The general form of the distribution, denoted FB5(κ, β,Γ), where Γ = is a 3×3 rotation matrix,
is obtained from the standardized form by transforming x to y = Γx. The third column of Γ
gives the modal direction of y. If P = I − γ(3)γ

T
(3) denote projection onto the plane perpen-

dicular to γ(3), then the major and minor axes of ellipse determined by the rank 2 covariance
matrix E{PyyTP} are given by the first two columns of Γ.

The special case β = 0 reduces to the Fisher distribution on the sphere and corresponds to the
isotropic bivariate normal distribution in R2. Discrimination between two Fisher distributions
with equal concentration is much simpler than for the FB5 distribution (see Section 4) and does
not require the complications of parallel transport that we describe next.

3 Parallel transport
Since a covariance structure lies in the tangent plane at a mean direction, it is not possible for
covariance structures at different mean directions to be directly compared with one another.
Instead the concept of parallel transport is needed to bring the tangent spaces together. This
concept is most easily explained by letting one mean direction be the north pole, µ0 = (0, 0, 1)T

and the other direction be an arbitrary point on the sphere

µ1 = (sin θ1 cosφ1, sin θ1 sinφ1, cos θ1)
T , (2)

not lying at the north or south pole, where 0 < θ1 < π denotes the colatitude and φ1 ∈ [0, 2π)
denotes the longitude.
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For i, j,= 1, 2, 3, i 6= j, and an angle ψ, let Rij(ψ) denote the 3 × 3 rotation matrix with
nonzero elements rii = rjj = cosψ, rij = −rji = sinψ, and with the remaining diagonal
element equal to one. Then construct the rotation matrix

R = R21(φ1)R13(θ1)R12(φ1), (3)

and let τ = (− sinφ1, cosφ1, 0)T . It is easy to check that Rµ0 = µ1, and Rτ = τ , these two
conditions determining R. Since τ T µ0 = 0, τ T µ1 = 0, R represents rotation about the axis τ
perpendicular to the plane determined by µ0 and µ1, and R rotates µ0 to µ1. It can be checked
that RT = R21(φ1 + π)R13(θ1)R12(φ1 + π) represents the reverse rotation, taking µ1 to µ0.

We are now ready to set out the parameterize the two-group model in three steps.

(a) Start with a standardized FB5(κ, β, I) distribution as in equation (1), with modal direction
at the north pole and principal axes equal to the first two coordinate axes.

(b) Consider a vector µ1 in equation (2) with polar coordinates (θ1, φ1), restricted to lie in
the northern hemisphere, so that the colatitude satisfies 0 < θ1 < π/2. Construct two new
distributions by parallel transport with modal directions equi-spaced about the north pole
with polar coordinates (θ1, φ1) and (θ1, φ1 + π): the two distributions are FB5(κ, β,R)
and FB5(κ, β,R

T ), with mean directions

µ1 = Rµ0 and µ2 = RT µ0. (4)

The north pole µ0 will be called the “central mean direction” because it points towards
the vector average of the mean directions of the two groups.

(c) Lastly, using a general rotation matrix Ω, shift the central mean direction to an arbitrary
point on the sphere, and allow the principal axes at the central mean direction to have an
arbitrary orientation, yielding the two distributions FB5(κ, β,ΩR) and FB5(κ, β,ΩR

T ).

It is instructive to compare this model with the Euclidean case. For the bivariate normal
model there are two parameters for each of two mean vectors and 3 parameters needed to specify
the common covariance matrix, making a total of 7 parameters. For the spherical model there
are two concentration parameters (κ and β), two angular parameters (θ1 and φ1) for the parallel
transport matrix R in (3) used to construct the two means in standardized cooordinates in (4),
and 3 parameters to specify Ω, again making 7 parameters. Indeed it can be shown that when
these two distributions are concentrated on a small part of the sphere, the two-group FB5 model
projected onto the tangent space of the sphere closely matches the bivariate normal model.

4 Estimation, testing and discrimination
Here we give a simple method of moment estimation, which can be used both as an estimation
method in its own right, or as a starting point for ML estimation. The data take the form of unit
vectors y11, . . . ,y1n1 from group 1 and y21, . . . ,y2n2 from group 2.

The fitting procedure can be sketched as follows. Rotate the whole dataset so that the sample
central mean direction is at the north pole. Then use parallel transport on each group separately
to make it centered at the north pole. Using moment estimation on the pooled dataset (Kent,
1982), fit an FB5 distribution. A final rotation about the north pole is needed to ensure that the
major and minor axes of fitted FB5 distribution lie along the first two coordinate axes. After
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Figure 1: Azimuthal equidistant projection of the sphere in coordinates (θ cosφ, θ sinφ), with the north
pole given by the open circle at the center of the figure and the south pole by the circle at radius π.
The elongated “S”-shaped curve through the north pole gives the discriminant boundary between two
FB5 distributions with parameters θ1 = π/6, φ1 = π/4, 2β/κ = 0.5 and represented by the two
ellipses centered at the black dots. The straight line through the north pole is the great circle discriminant
boundary for two Fisher distributions, relevant when 2β/κ = 0.

this fitting procedure, the data have been transformed into the standardized form of part (b) in
Section 3.

The first task when presented with two groups of data is to test H0 : µ1 = µ2, i.e. that
the two mean directions are equal. Ignoring the β parameter (i.e. treating it as 0), yields the
standard Watson-Williams test from directional data analysis to compare the mean directions of
two Fisher distributions (e.g. Mardia and Jupp, 2000, p. 219). By incorporating the estimate of
β, it should be possible to get more faithful size and higher power, at least for large samples.

Once the difference between the two groups has been established, it makes sense to consider
discrimination. Here we limit attention to the maximum likelihood discriminant rule. The
boundary between the two regions on the sphere is given by a curve on the sphere where the
ratio of two probability densities equals 1.

In the standardized version of the problem, the boundary is simple if φ1 = 0, π/2, π or 3π/2,
so that the difference in group means is aligned with one of the principal axes. In any of these
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cases the boundary simplifies to the great circle passing through the central mode at the north
pole and perpendicular to the great circle between µ1 and µ2. This boundary is also applicable
in the simplified case β = 0, under which FB5 reduces to the Fisher distribution.

However, for nonspecial values of φ1 when β 6= 0, the boundary is messy to describe analyt-
ically. An illustration is given in Figure 1 where the actual boundary (the elongated “S”-shaped
curve passing through the north pole), calculated numerically, is compared to the corresponding
great circle boundary (the straight line passing through the north pole) under the Fisher model
(i.e. taking β = 0). This example has been chosen to give a situation where the difference
between the two boundaries is substantial.

5 Discussion
As far as we are aware, the first use of parallel transport on the sphere for a statistical problem
was given in Jupp and Kent (1987) for a nonparametric smoothing problem, where it was de-
scribed in terms of “unrolling” a path on the sphere. Subsequent developments have included
applications to regression problems and extensions to more complicated manifolds (e.g., Le,
2003; Kume et al., 2007; Pauley, 2012; and Su et al., 2012). Mardia et al. (2004) have used par-
allel transport investigate a problem involving edgels in landmark-based planar shape analysis.
The current paper is somewhat different in emphasis because it involves the parallel transport
of distributions.
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Geodesic Monte Carlo
Simon Byrne and Mark Girolami

Department of Statistical Science, University of College London

1 Introduction
Many problems in directional statistics utilise probability distributions defined over manifolds
embedded in Euclidean space, such as circles, spheres, tori and Stiefel manifolds. Unfortu-
nately, it is often difficult to construct methods for independent sampling from such distribu-
tions, as the normalisation constants are often intractable, which means that standard approaches
such as rejection sampling cannot be easily implemented.

As a result, Markov chain Monte Carlo (MCMC) methods are often used to obtain a se-
quence of dependent samples. However such an approach also faces challenges: the usual
MCMC problem of ensuring adequate mixing so as to obtain a representative sample, but also
the challenge of constructing a proposal mechanism that will provide samples from the man-
ifold. Recent developments, such as Hoff (2009), utilise sophisticated reparametrisations and
proposal distributions, often specifically adapted to each target distribution family.

In this talk, I will discuss our recent work in developing and applying Hamiltonian Monte
Carlo (HMC) techniques for sampling from arbitrary distributions on embedded manifolds
(Byrne and Girolami, 2013).

2 Hamiltonian Monte Carlo
The key challenge in any Metropolis–Hastings-based MCMC scheme is specifying a proposal
distribution that is capable of making long-distance moves that also maintain a high probability
of being accepted. Hamiltonian Monte Carlo (also known as Hybrid Monte Carlo, or HMC)
are a class of general purpose MCMC techniques, that make such proposals by introducing
an auxiliary “momentum” variable and simulating the dynamics of a hypothetical particle in a
potential field determined by the target density.

For a target density π(x) over Rn, a simple choice for the auxiliary variable is v ∼ Nn(0, I)
which is updated at the start of each iteration. The Hamiltonian is defined to be the negative log
joint density (up to proportionality):

H(x, v) = − log π(x) + 1
2
v>v.

The dynamics of x and v over time is determined by Hamilton’s equations
dx

dt
=
∂H

∂v
= v,

dv

dt
= −∂H

∂x
= ∇x log π(x), (1)

Of course, these equations cannot typically be solved exactly, and so we instead approximate the
dynamics by alternately updating the momentum and velocity via what is known as a leapfrog
integrator:

x← x+ εv, v ← v + ε∇x log π(x) (2)

By running the integrator for a large number of steps, we can obtain very large movements
through the sample space. The exact Hamiltonian dynamics will preserve the Hamiltonian,
giving a Metropolis acceptance probability of 1; the discretisation error means that this will
not be the case for the approximation (2), but by choosing ε appropriately, a reasonably high
acceptance ratio can still be maintained.
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3 Geodesic Monte Carlo
Unfortunately, the leapfrog scheme cannot be applied directly to distributions on a manifold
M, as a linear jump x+ εv will typically not be inM.

The first step is to constrain v to be in the tangent space Tx of x ∈M. If Px is an orthogonal
projection onto Tx, then we assume

v | x ∼ N(0, P>
x Px)

A suitable integrator can be constructed via a procedure known as “Hamiltonian splitting”,
which alternates between two steps:

1. The first step involves updating the velocity according to Hamilton’s equations, but con-
strained to stay within the tangent space. This is equivalent to simply applying an orthog-
onal projection

v ← Px[v + ε∇xπ(x)] (3)

2. The second step involves transporting both x and v along the geodesic flow of M for
length α = ‖v‖: this requires solving the geodesic equations, but for many manifolds
that arise in directional problems, explicit forms for this are known. For instance on
spheres, the geodesic flows are simply the “great circle” rotations

[
x v

]
←
[
x v

] [1 0
0 α−1

] [
cos(αε) − sin(αε)
sin(αε) cos(αε)

] [
1 0
0 α

]
These methods are very flexible and straightforward to implement, requiring only the ability to
evaluate the unnormalised log-density and its gradients. As with standard HMC, by adjusting
the number of steps and step size, we are able to make large proposals yet also maintain high
acceptance probabilities.

We demonstrate the utility of these methods on several problems in directional statistics,
such as sampling from Bingham–von Mises–Fisher distributions, and distributions Stiefel man-
ifolds.
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Estimating and Testing Circular Orders for Cell
Cycle Genes Expression Data.
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1 Introduction
Analysis of angular data has a long history with well-developed theory and methodology docu-
mented in several books [cf. Fisher (1993), Mardia and Jupp (2000)]. Most of the theory have
been developed several decades ago. However, in recent years, and motivated by the applica-
tions, there has been a reawaked interest in drawing inferences regarding angular parameters. In
particular, in the biology field to analyze periodic patterns of gene expressions. These patterns
show the contribution of the genes in oscillatory biological processes, such as the cell-cycle, the
circadian clock or the metabolic cycle. The time to peak expression (known as the phase angle)
of such a gene can be mapped onto a unit circle and is an angular parameter.

The phase angle of a gene is often associated with its biological function. For this reason
biologists are interested in estimating the phase angle of various genes involved in an oscilla-
tory biological process. Furthermore, for a normal biological process to proceed in an orderly
fashion (such as a normal cell division cycle) genes involved in the process need to express like
an orchestra. Therefore, biologists are not only interested in determining the phases of various
periodic genes but they are also interested in determining their relative order of expression and
also in knowing about the relationships between the expressions of different experiments and
species.

Suppose φ1, φ2, . . . , φn are n angular parameters, then a researcher is interested in determin-
ing the order among these n parameters around the unit circle. Thus the goal is to determine
whether, for example, φ1 is followed by φ2 which is followed by φ3 and so on φn−1, is followed
by φn which in turn is followed by φ1 around the unit circle. We shall denote such a relative
order among the parameters by φ1 � φ2 � · · · � φn−1 � φn � φ1. Common problems of
interest include (a) determining such order relationships among n angular parameters, and (b)
testing the null hypothesis that the parameters satisfy a given relative order. As seen from recent
literature, such problems arise naturally in a wide range of applications. The Papers: Peng et
al (2005), Hughes et al (2009), Fernández et al (2012) and Slavov et al (2012), are just a few
examples, among many others, dealing with this interesting issue.

Biologists routinely use ad-hoc visual methods, such as heat-maps and circle plots to make
decisions regarding the relative order among angular parameters. Although the visual methods
are intuitive, easy to understand and implement they ignore uncertainty associated with the
estimated values of angular parameters and hence are not very satisfactory.

In this talk, the formal statistical methodology for drawing inferences regarding a relative
order among a collection of angular parameters is exposed. The first steps have been taken in
Rueda et al (2009) and Fernández et al. (2012. The methodology developed in these papers
solve the problems of estimating and testing whether the relative order among the parameters
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satisfies a pre-defined order. In this sense, this problem is analogous to "one-sample" problem
in classical statistics.

In practice, however, it is not always reasonable to assume that the relative order is pre-
defined with no uncertainty. Drawing inferences regarding the relative order of angular parame-
ters in two populations while accounting for uncertainties in both samples, i.e. the "two-sample"
version of the problem, is a non-trivial problem. In this talk we also formulate the desired infer-
ential problem, addressing both estimation as well as testing problems, using a novel method-
ology based on rank aggregation procedures and permutation test, specifically designed to deal
with circular data.

The goodness of the proposed methodology will be illustrated by analyzing cell-cycle gene
expression data sets, which was the motivation for the methodology developed.

Concluding remarks and some open problems in this field will also be discussed.
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Fingerprint Analysis using Bayesian Alignment
Peter G. M. Forbes and Steffen Lauritzen
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Abstract
We present a model for fingerprint matching using Bayesian alignment on unlabelled

point sets. An efficient Monte Carlo algorithm is developed to calculate the marginal like-
lihood ratio between the hypothesis that two observed prints originate from the same finger
and the hypothesis that they originate from independent fingers. Our model achieves good
performance on the NIST-FBI fingerprint database of 258 matched fingerprint pairs.

1 Motivation
Fingerprint evidence has been used for identification purposes for over one hundred years. De-
spite this, there has been little scientific research done on the discriminatory power and error
rate associated with fingerprint identification. Within the last ten years there has been a push
to give the analysis of fingerprint evidence a solid probabilistic framework, culminating in the
recent paper by Neumann et al. (2012).

We develop an efficient Monte Carlo algorithm to estimate the marginal likelihood ratio be-
tween the hypothesis that two observed prints originate from the same finger and the hypothesis
that they originate from independent fingers. In a courtroom presentation of fingerprint evi-
dence the first hypothesis would be favoured by the prosecution whereas the second would be
favoured by the defense. Our model could also be used as the basis of an automated fingerprint
identification system (AFIS); see for example Maltoni (2009).

2 Fingerprint parameterization
Fingerprint evidence is based on the similarity of two or more pictures (see fig. 1a for an ex-
ample). It is very difficult to put all the information from these pictures into a mathematically
convenient form. Thus most fingerprint models, including Neumann et al. (2012), consider
only a subset of the information: namely, the points of the image where a ridge either ends or
bifurcates. These points are called minutiae (see fig. 1c) and contain sufficient information to
uniquely identify an individual (Maltoni, 2009; Yager and Amin, 2004). A typical full finger-
print contains 100–200 minutiae, while a low quality crime scene latent fingermark may contain
only one dozen (Garris and McCabe, 2000).

Each minutia consists of a position in the complex plane C, an orientation on the unit circle
S1, and a type (ridge ending or bifurcation) in Z2. The observed set of minutiae on a fingerprint
is called a minutia configuration and denoted by M and represented as a point configuration
on M = C × S1 × Z2. This representation is not unique. It depends on our choice of origin,
orientation and scale. We must therefore ensure that our inferences are invariant under similarity
transformations (see e.g. Dryden and Mardia 1998).

Given two minutia configurations A and B, we wish to compute the marginal likelihood for
the two hypotheses

Hp : A and B originate from the same finger
Hd : A and B originate from independent fingers.

(1)
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(a) Exemplar fingerprint (b) Zoomed section (c) Enhanced and labelled

Figure 1: A typical exemplar quality fingerprint from Garris and McCabe (2000). The highlighted points
in (c) are minutiae: circles are ridge endings and squares are bifurcations.

Since the fingerpad deforms whenever it is pressed against a recording surface, the apparent
location and orientation of the minutiae in A and B differ. Some minutiae will be missing
entirely. Any model to compare two minutia configurations must take both deformation and
missing minutiae into account.

3 Description of our model
Lauritzen et al. (2012) note the similarity between minutiae matching and the alignment prob-
lems often studied in bioinformatics. We adapt the hierarchical Bayesian model for unlabelled
point set matching of Green and Mardia (2006) to the problem of fingerprint matching.

We model the latent minutia configuration M as a Poisson point process (see e.g. Møller
and Waagepetersen 2004) on M. The observed minutia configurations A and B are partial,
deformed copies of M .

We account for deformations and observation errors via the deformation functions DA and
DB : M → M. To allow for unobserved minutiae, we suppose A and B are independent
thinnings of DA(M) and DB(M) respectively.

4 Results
The marginal likelihood ratio is estimated by a reversible jump Markov chain Monte Carlo
algorithm (Green, 1995). Our algorithm was implemented in C# and generates approximately
105 samples per thread per second on a 3GHz Intel Xeon processor.

To test the algorithm on real world data, we use a small database provided by the National
Institute for Standards and Technology and the Federal Bureau of Investigation (Garris and
McCabe, 2000). This database consists of 258 fingermarks and their corresponding exemplar
fingerprints. All marks and prints have their minutiae labelled by expert fingerprint examiners.
The likelihood ratios are shown in fig. 2.

5 Conclusion and Future Work
We have described a simple model for quantifying the evidence two fingerprints originate from
the same finger. We can efficiently sample from the posterior distribution of this model using
MCMC methods. Preliminary tests show that the model is often capable of distinguishing true
fingerprint matches from false fingerprint matches.
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Figure 2: Estimated likelihood ratios. Red corresponds to prints from distinct fingers while blue corre-
sponds to prints from the same finger.

In future work we will enhance our model to better capture the complicated spatial distribu-
tion of the minutiae. We also plan to conduct a thorough validation of our model assumptions
against large databases of fingerprints.
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Families of unimodal distributions on the circle
Chris Jones

The Open University

I will start this talk on the real line, briefly describing some families of unimodal distributions
with three or four parameters, controlling location, scale, skewness and perhaps some aspect(s)
of tailweight. Can this technology be transferred to the case of distributions on the circle? The
answer is a qualified yes, unimodality apparently being somewhat harder to retain in this case
(except by the unattractive technique of wrapping).

In particular, I will describe three families of four-parameter unimodal circular distributions
which arise, both being particular instances of the relatively obscure linear notion of “trans-
formation of scale” distributions. The first two will be “direct” and, my particular speciality,
“inverse” Batschelet distributions (Jones & Pewsey, 2012, Biometrics). The third, on which
most time will be taken, appears to prove even better (work in progress; details not completely
finalised!) and is the brainchild of my excellent collaborator Shogo Kato. As well as unimodal-
ity, this family has numerous attractive properties. It has: a simple characteristic function and
can be parameterised directly in terms of its first four trigonometric moments; also, tractable
density and distribution functions; a very wide range of skewness and “kurtosis”; nice sub-
models including the wrapped Cauchy and cardioid distributions; straightforward parameter
estimation by both method of moments (suitable for smaller samples and moderate parameter
values) and maximum likelihood; closure under convolution.

I will remain obsessed with unimodality throughout the talk, taking the view that bi- and
multi-modality can be interpretably modelled by mixtures, or in the circular case perhaps by
“multiplicative mixtures”, of which the distributions of interest may form components.
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Genomes in 3D: some issues in multidimensional
scaling

Wally Gilks
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There is growing evidence that the three-dimensional (3D) layout of genomes (the set of
chromosomes) within in the nucleus of a cell is conserved over millions of years. Over recent
years, laboratory techniques have been developed that provide increasingly high-resolution in-
formation on the 3D structure of the genome of any species. The latest of these techniques,
called 5C and Hi-C, use high-throughput DNA sequencing to produce millions of pairs of short
DNA reads, each pair identifying two small pieces of the genome which are juxtaposed within
the nuclear space. This allows a matrix of DNA-DNA contacts within the genome to be com-
piled.

In principle, these contact matrices hold information on the 3D configuration of the genome.
Extracting this information may be done using multidimensional scaling. However, this is not
entirely straightforward. The data contain substantial amounts of noise and the experimental
procedures require aggregation of contacts over millions of cells, introducing an additional
source of variability.

After briefly introducing the biological, experimental and bioinformatic background, I will
present data analyses, simulation results and statistical theory which highlight difficulties in
analysing the resulting contact matrices, and describe some preliminary statistical methods to
address some of the issues arising.
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Introduction
Histopathological analysis of tumour samples is the standard way to diagnose and characterise
cancer. However, histopathological diagnoses are subjective and descriptive, making compari-
son of patterns or spatial features difficult. Stereological methods such as spot counting (West
et al., 2010 and Treanor et al., 2008) provide quantitation of tumour characteristics which can
be used to compare tumour structure and composition. This work concerns the classification of
stereologically derived data from histopathological samples of gastric cancer.

Quantified stereological data was provided by pathologists reviewing histopathological im-
ages of gastric cancer. This data contained classification at 300 individual points in the images,
indicating the feature identified immediately under that point for example tumour cells, tissue
surrounding tumour cells (stroma), or blood vessels. Spatial pattern analysis is a technique aim-
ing to identify whether there are patterns within images, for example it could be clustering of
tissue that can be cased helping to select best treatment.

In particular, Moran’s I statistic (Moran, 1948) which assess the degree of spatial autocorre-
lation has been calculated for a dataset of more than 50 images. These datasets include cellular
feature type (eg tumour cell, blood vessel) at about 50 points on a regular grid of locations, with
a classification of tissue type at each print (in this poster just binary class will presented). Thus
the I statistic is a tool which measures spatial autocorrelation based on both feature locations
and feature values simultaneously.
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1 Introduction
Lung cancer patients experience chromosomal rearrangements called copy number alterations,
where the cells have abnormal numbers of copies in one or more regions in their genome. Our
main interest is to investigate whether the copy number alterations are related to their survival
time after surgery. However, before we can use the copy number alteration data from sequencing
for an analysis, the data need to be normalised. This paper focuses on the problems that occur in
the preprocessing step of sequencing data and how the normalisation can be done to deal with
those problems prior to further analysis.

Eighty-nine patients with Squamous Cell Carcinoma (a type of lung cancer) have been seen
at the Department of Thoracic Surgery in Leeds UK, between 1994 and 2003. DNA was ex-
tracted from formalin-fixed paraffin embedded blocks of these 89 patients which were collected
in a pseudo-anonymised form from the Pathology archive of Leeds Teaching Hospital Trust.
Additionally the tumour size was staged according to the International Union Against Can-
cer Tumour-node-metastasis classification, nodal stations were classified according to Naruk’s
map. Histological subtype and grade were defined according to the World Health Organisation
classifications (Belvedere et al, 2012). This report inspects normalized data from one of these
patients.

DNA sequencing refers to the methods and technologies that are used to determine the orders
of nucleotide bases in a DNA molecule, namely adenine (A), guanine (G), cytosine (C) and
thymine (T). DNA was sequenced to low coverage by complete genome for the aim of copy
number estimation. DNA libraries were obtained and sequenced by using IIIumina GAIIX. All
of the following steps would take place during sequencing. Firstly, DNA has to be extracted
from the cells; the DNA is fragmented into a library of small segments that can be sequenced
in millions of parallel operations. Secondly, the individual sequence reads are re-joined by
aligning to the reference genome. Finally, the DNA code is read by computer which displays
the data for scientists to use. The aligned sequence is mapped with quality greater than or equal
to 37. This mapping quality is a measure of the confidence that a read actually comes from the
position of the reference genome which contributes to the choice of mapping locations. Usually
the minimum read length after preliminary trimming is 37 base pairs.

2 Normalisation
Sequence data needs to be normalised before analysis. Let xjk be the observed number of reads
from a tumour sample in chromosome j = 0, 1, 2, . . . , h and window k = 0, 2, . . . , nj , where
nj is the number of windows in chromosome j so the total number of reads in the genome
is n =

∑h
j=1 nj . Similarly yi is the corresponded observed number of reads in the reference
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(non-tumour) sample. Therefore the raw ratio copy number alteration (CNA) is

rjk =
xjk

yjk
, (1)

for each chromosome j, and window k.
The ratio (1) will take any value G = {0, 0.5, 1, 1.5, 2, . . .} corresponding to the tumour

copy numbers P = {0, 1, 2, . . .}. One of the main reasons to use normalisation for the total
number of reads is that the sample ratio rjk is a biased estimator because it has not taken into
account the different number of reads in each genome. Also each sample may obtain a different
level of coverage from the data, so that the raw ratio may not be properly aligned.

We normalise the raw ratios using a process described by Gusnanto et al. (2012). The pro-
cess to estimate the CNA is as follows. Firstly calculate the raw ratios using (1) and correct for
the guanine-cytosine (GC) proportion in the genome window (j, k). Secondly, use a segmenta-
tion approach to obtain r̃jk where r̃jk is the segmentation ratio. Thirdly, perform normalisation
on the distribution of r̃jk to calibrate it in terms of estimating the ratio between the tumour and
normal genome in each genomic window to obtain

ρ̂a
jk = r̃jkδ̂, (2)

where δ is a genome-wide alignment coefficient. Finally, estimate the level of contamination
ψ̂ in the sample and correct the distribution of ρ̂a

jk for this contamination to gain the final nor-
malised estimate of CNA, ρ̂jk.

3 Results
We use the R package CNAnorm (Gusnanto et al., 2012) to normalise the data. Some details
are given in figure 1.
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Figure 1: Summary of steps taken in the normalisation.

Figure 1A is the distribution of reads as reported by CNAnorm, the vertical solid lines in-
dicate the estimation of the mean. It also shows the estimated tumour content in the legend.
Panel B is the distribution of the smoothed ratio r̃jk as the percentage of tumour content. Panel
C shows the distribution of the ratio across the whole genome. Panel D is the ratio along the
whole genome after normalisation and scaling; the solid line is the estimate of CNA ρ̂jk as a
smoothed signal. Panels E and F are the ratio rjk before and after the GC normalisation respec-
tively.
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Figure 2: Estimated copy number alterations in different genomic locations.

Figure 2 shows the estimated copy number alterations along the entire genome. Grey dots
represent normalised reads per window, solid thick black lines are the normalised and seg-
mented DNAcopy output, and the horizontal dashed line is the median copy number. The solid
horizontal across the entire figure is the estimate of the reference CNA p̂jk as a smoothed sig-
nal. The vertical solid lines separate the chromosomes. Note that the normal (reference) copy
number is four, so that the expected ratios are in G∗ = {0, 0.4

4
, 1

4
, . . .}.

Figure 3: Copy number ratios for chromosome three before (left) and after (right) normalisation.

Figure 3 shows the output for chromosome three before and after normalisation. In this
patient, it appears that the entire genome is duplicated before any CNA occurs, hence the normal
number copies is four (the “estimated ploity” on the left vertical axis of the right panel). The
thick black lines in the right panel result from fitting a mixture model to describe the distribution
of CNA ratios. Each line gives the mode of the dominant component of the fitted mixture model.
In this case it is clear that near the start of chromosome three there has been deletion with CNA
ratios below one, while later on the genome further duplication has occurred with CNA ratios
up to two.
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Distances and Inference for Covariance Operators

John Aston 1

University of Warwick

1 Abstract
A framework is developed for inference concerning the covariance operator of a functional
random process, where the covariance operator itself is an object of interest for the statistical
analysis. Distances for comparing positive definite covariance matrices are either extended or
shown to be inapplicable for functional data. In particular, an infinite dimensional analogue
of the Procrustes size and shape distance is developed. The convergence of the finite dimen-
sional approximations to the infinite dimensional distance metrics is shown. For inference, a
Frechet estimator of the average covariance operator is introduced. Additionally, the issue of
using such distances for extrapolation to make predictions is also considered. As an example
of the proposed methodology, in a philological study of cross-linguistic dependence, the use of
covariance operators has been suggested as a way to incorporate quantitative phonetic informa-
tion. It is shown that distances between languages derived from phonetic covariance functions
can provide insight into the relationships between the Romance languages.

1Joint work with Ian Dryden (Nottingham), Davide Pigoli (Milan / Warwick) and Piercesare Secchi (Milan)
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MS/MS

Suaad Ben-farag∗ and Charles C. Taylor

Department of Statistics, University of Leeds

Abstract

The determination of amino acid sequence of a peptide from its tandem mass spectrum data is
an important challenge in the proteomic study. The problem of peptide sequencing is to derive
the sequence of peptide givens their tandem mass spectrum data. Because there are complete
genome sequences which are accumulating rapidly, the database research has been used as a
well-known approach in interpretation of MS/MS spectra and for peptide identification. How-
ever, some peptide sequences may be absent in the database, therefore the database search is
not always successful to identify target peptide sequence. In this work we introduce a new sta-
tistical methodology, Ion Select algorithm, to help in classifying and interpreting observations
in tandem mass spectrum data without the help of sequences in the database. This algorithm
combines the statistical classification (linear discriminant analysis) with a greedy algorithm. It
is based on recognizing of dependent of observations in tandem mass spectrum data. Where
the sequence of the peptide could be simply determine by converting the mass differences of
consecutive fragment ions in tandem mass spectrum to the correspondence amino acid residues.
The observations in tandem mass spectrum consist of fragment ions (b or y) and noise. The dif-
ference between fragment ion and noise is related to the intensity (higher intensity is associated
of as fragment ion whereas low intensity is associated with noise).

We proposed a new concept of classification of observations in tandem mass spectrum which
characterizes the fragment ions y in MS/MS. Our process first uses a linear discriminant analy-
sis to classify the observations into different categories such as noise and fragment ions. Then
our ad hoc algorithm selects observations based on the predicted posterior probabilities of the
fragment ions y that results from LDA. The nature of the observations that represented as frag-
ment ions y in mass spectrum data are cumulative where the mass-to-charge (m/z) difference
between adjacent observations in mass spectrum is equal to the amino acid residue mass of the
amino acid residue at that position. We use this information to determine the amino acid se-
quence of peptide. Experiments in this work show that our Ion Select algorithm could help to
classify, interpret, and determine observations that presented as fragment ions y. This algorithm
can improve classification accuracy of linear discriminant analysis LDA and get better results
for peptide identification.
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1 Introduction
For over forty years it has been known that a protein spontaneously folds into a compact struc-
ture determined by its amino acid sequence; hydrogen bonds play a key role in folding a protein
into its 3-D structure. We focus on a probabilistic approach which seeks to attack protein struc-
ture prediction using statistical shape analysis by defining the hydrogen bond as four atomic
coordinates in 3-D space in a representation equivalent to that of Kortemme et al. (2003).

2 Shape Analysis
Data on 11653 hydrogen bonds between secondary structures in proteins have been made avail-
able by our collaborating group at Copenhagan University. The data consist of four distances,
three angles, and two categorical variables. Driven by these measurements and previous work
by Paulsen (2010) a new ‘Euclidean-Latitude’ representation of the hydrogen bond was intro-
duced by Burdett et al (2011). This new model reduces the original 12 variables to 4 shape
variables, incorporating 3 spherical coordinates and a co-latitude.

We show that the joint distribution of the spherical coordinates form a ‘shell’ on the surface
of the sphere with the depth of the shell determined by the length of the hydrogen bond. This
distribution is dependent on the secondary structures and the separation distance between the
interacting pair. We propose a flexible model for the distribution of hydrogen bonds by con-
ditioning on the hydrogen bond length and using the EM algorithm to fit a mixture of Kent
distributions using the full MLEs of the parameters. Previous work by Peel et al (2001) pro-
posed using the moment estimator given in Kent (1982). We use simulation studies to support
our claim that a proper EM algorithm is feasible. Subsets of our hydrogen bond data are used il-
lustrate to our work, and gain insight into how the secondary structure elements bond, since the
distribution of hydrogen bonds depends on which secondary structure elements are involved.
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1 Abstract
In this presentation, we propose optimal tests for reflective circular symmetry about a fixed me-
dian direction. The distributions against which optimality is achieved are the so-called k-sine-
skewed distributions of Umbach and Jammalamadaka (2009). We first show that sequences of
k-sine-skewed models are locally and asymptotically normal in the vicinity of reflective sym-
metry. Following the Le Cam methodology, we then construct optimal (in the maximin sense)
parametric tests for reflective symmetry, which we render semi-parametric by a studentization
argument. These asymptotically distribution-free tests happen to be uniformly optimal (under
any reference density) and are moreover of a very simple and intuitive form. They furthermore
exhibit nice small sample properties, as we show through a Monte Carlo simulation study. Our
new tests also allow us to re-visit the famous red wood ants data set of Jander (1957). We fur-
ther show that one of the proposed parametric tests can as well serve as a test for uniformity
against cardioid alternatives; this test coincides with the famous circular Rayleigh (1919) test
for uniformity which is thus proved to be (also) optimal against cardioid alternatives. Moreover,
our choice of k-sine-skewed alternatives, which are the circular analogues of the classical linear
skew-symmetric distributions initiated by Azzalini (1985), permits us a Fisher singularity anal-
ysis à la Hallin and Ley (2012) with the result that only the prominent sine-skewed von Mises
distribution suffers from these inferential drawbacks. Finally, we conclude by discussing the
unspecified location case.
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Many distributions in directional statistics are intractable due to the non-analytic nature of
their normalising constants. This has prevented Bayesian posterior inference from being carried
out as sampling techniques such as the Metropolis-Hastings algorithm, which are routine to
apply in many situations, cannot be used.

A recent advancement towards this end was the analysis of exact-approximate Markov chain
Monte Carlo (MCMC) schemes (Andrieu and Roberts, 2009): an unbiased estimate of the target
can be used in place of the exact target and remarkably the Markov chain converges to the
same invariant distribution. In our work we develop a general methodology to realise such
unbiased estimates of intractable distributions. The target distribution is expressed as an infinite
geometric or exponential series in which each term can be estimated unbiasedly via importance
sampling. The infinite series is then truncated stochastically in an unbiased way using a variety
of techniques, for example Russian roulette which is a variance reduction technique employed
in Nuclear Physics and Ray Tracing (e.g. Arvo and Kirk, 1990). To deal with the lack of
guaranteed positivity of the truncated series, the absolute value of the estimate is used in the
Metropolis-Hastings ratio and a trick is borrowed from the QCD literature (Lin, Liu, Sloan,
2000) so that expectations with respect to the exact target distribution can still be obtained. The
method is illustrated on examples, including the Fisher-Bingham distribution.
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1 Abtract
Transcription factors (TF’s) are basically a bound DNA sequences. They paly a crucial job in
human bodies. Many studies have shown association between some TF’s and some diseases.
One of these TF’s is Runx1, and it has been shown that Runx1 is associated with leukemia
(blood cancer). Hence, by using real datasets from leukemia patient we want to investigate
the effect of Runx1 on the genome regulation. The goal is that, to introduce an objective and
reliable statistical methods to detect that effect. Up to now, we have proposed and applied four
statistical methods.

103



Universal kriging for manifold valued random field
Davide Pigoli1∗ and Piercesare Secchi 2

1 CRiSM, Department of Statistics, University of Warwick
2 MOX, Department of Mathematics, Politecnico di Milano

Introduction
This work is part of a line of research which deals with the statistical analysis of data belonging
to Riemannian manifold. Here, we develop a kriging procedure for Riemannian data. In the
general context of complex data, this issue has recently received much attention within the field
of functional data analysis but the extension to non Euclidean data is even a greater challenge.
The proposed method is illustrated for the special case of positive definite symmetric matrices,
but it can be easily applied every time that a tangent space and correspondent logarithmic and
exponential map are available.

Previous works have considered the problem of dealing with manifold-valued response vari-
ables. They usually propose non parametric (see Yuan et al., 2012 and reference therein) or
semi-parametric (see Shi et al., 2012) approaches but this implies a lack of interpretability or
the reduction of multivariate predictors to univariate features. In particular, these approaches
do not allow to introduce the spatial information in the prediction procedure. Here, a different
line of research is followed, along the lines of those who try to extend to manifold-valued data
parametric (generalized) linear models (see, e.g., Fletcher, 2012). We propose here a linear
regression model for Riemannian data based on a tangent space regression model. This model
has been developed with the aim to take into account a drift effect in the kriging for manifold
data. However, it could be useful in general to address parametric regression in the context of
Riemannian data.

1 The manifold of positive definite symmetric matrices
Positive definite symmetric matrices are an important instance of data belonging to a Rieman-
nian manifold. A broad introduction to the statistical analysis of this kind of data can be found,
e.g., in Dryden et al. (2009). Let PD(p) indicate the Riemannian manifold of positive def-
inite symmetric matrices of dimension p. It is a convex subset of Rp(p+1)/2 but it is not a
linear space: in general, a linear combination of elements of PD(p) does not belong to PD(p).
Moreover, the Euclidean distance in Rp(p+1)/2 is not suitable to compare positive definite sym-
metric matrices (see Moakher, 2005, for details). Thus, more appropriate metrics need to be
used for statistical analysis. A good choice could be the Riemannian distance: the shortest
path between two points on the manifold. Let Sym(p) be the space of symmetric matrices of
dimension p. The tangent space to the manifold of positive definite symmetric matrices of di-
mension p in the point S ∈ PD(p) is TSPD(p) = Sym(p). It is worth to recall that for every
pair (S,A) ∈ PD(p) × Sym(p), it exists an unique geodesic curve γ(t) such that γ(0) = S,
γ′(0) = A and this curve has the expression γ(t) = S

1
2 exp(tS− 1

2AS− 1
2 )S

1
2 , where exp(C) in-

dicates the exponential matrix of C ∈ Sym(p). The exponential map of PD(p) in S is defined
as the point at t = 1 of this geodesic, thus expS(A) = S

1
2 exp(S− 1

2AS− 1
2 )S

1
2 . The exponential

map takes the geodesic passing through S with “direction” A and follows it until t = 1. The ex-
ponential map has an inverse, the logarithmic map, defined as logS(P ) = S

1
2 log(S− 1

2PS− 1
2 )S

1
2
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where log(D) is the logarithmic matrix of D ∈ PD(p). The logarithmic map returns the tan-
gent element A that allows the correspondent geodesic to reach P in t = 1. The Rieman-
nian distance between elements P1, P2 ∈ PD(p) is the length of the geodesic connecting P1

and P2, i.e. dR(P1, P2) = || log(P
−1/2
1 P2P

−1/2
1 )||F =

√∑n
i=1(log σi)2, where the σi are the

eigenvalues of the matrix P−1
1 P2 and ||.||F is the Froebenius norm for matrices, defined as

||A||F =
√

trace(ATA).
We will need also to exploit the identification between Sym(p) and Rp(p+1)/2, defining a

map which associates each symmetric matrix with a vector of Rp(p+1)/2. Many choices are
of course possible, we indicate with vec(A) the row-wise vectorization of the non redundant
elements of a symmetric matrix A and with vec−1(a) the inverse operation, defined for a ∈
Rp(p+1)/2.

2 A tangent space model for Riemannian data
Under the hypothesis that the dispersion of the observations on the manifold-valued is not too
large, a tangent space can be used to approximate data in a linear space, where an additive model
can be used to describe the relationship between response variable and covariates. This allows to
extend well established statistical tools for regression models to the context of manifold valued
response variable. Let us consider the model

S(x; β,Σ) = expΣ(A(x; β) + ∆) (1)

where Σ ∈ PD(p) and A(x; β) ∈ Sym(p) depends on the matrix β ∈ Rp(p+1)/2×(r+1) of un-
known deterministic parameters, r being the number of predictors and x the covariates vector.
∆ ∈ Sym(p) is a random matrix such as E[vec(∆)] = 0 and Cov(vec(∆)) = σ2I. Thus, this
manifold valued random variable is generated following the geodesic passing through Σ with
tangent vector A(x; β)+∆: the geodesic to be followed to obtain the realization of the variable
is controlled by the covariates vector x but an additive error is also present. The expression
of the symmetric matrix A has to be specified and in this work we deal with the linear model
veck(A) = βT

k.x, for 1 ≤ k ≤ p(p + 1)/2, where βk. ∈ R(r+1) is the kth-row of the param-
eter matrix. This strategy, involving a tangent space approximation, can be followed also to
generalize to manifold valued response variables more complex model, such as non linear or
generalized regression.

Let us consider a sample (x1, S1), . . . , (xn, Sn). The goal is to fit the tangent plane approxi-
mation which best models the relationship between x and S, i.e. to find

(Σ̂, β̂) = arg min
Σ,β

1

2

n∑
i=1

||βxi − vec(logΣ(Si))||2Rp(p+1)/2 , (2)

where logΣ indicates the logarithmic map that projects each element of PD(p) on the tangent
space of PD(p) in Σ. Thus, our estimator looks for the linear model in the tangent space which
minimizes the error sum of squares. It has to be noticed that the solution of problem (2) is a
maximum likelihood estimator if vec(∆) has a multivariate normal distribution.

For a given known Σ, minimization of (2) is an ordinary least square problem on the tangent
space, since

n∑
i=1

||βxi − logΣ(Si)||2Rp(p+1)/2 =

p(p+1)/2∑
k=1

||βT
k.X−Yk.(Σ)||2Rn ,
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where X is the (r + 1) × n matrix whose columns are the vectors of predictors and Yk.(Σ)
is the k-th row of the matrix such that Yki(Σ) = vec(logΣ(Si))k. Thus, each term of the
previous sum is minimized with respect to β by the ordinary least square solution β̂k.(Σ) =

(XTX)−1XTYk.(Σ) and the global solution should be in the form (Σ, β̂(Σ)). Finally, the prob-
lem

min
Σ

1

2

n∑
i=1

||β̂(Σ)xi − vec(logΣ(Si))||2Rp(p+1)/2

has to be numerically solved. We can resort to Nelder-Mead algorithm implemented in the
optim() function in the R software, with constrains to ensure the matrix to be positive definite.
This works well for two or three dimensional matrices, while in case of higher dimensional
matrices more efficient optimization tools would be needed, for example gradient descend or
Newton methods on the manifold. In this way, we obtain an estimate for the parameters:

Σ̂ = arg minΣ
1
2

∑n
i=1 ||β̂(Σ)xi − vec(logΣ(Si))||2Rp(p+1)/2 ,

β̂k. = (XTX)−1XTYk.(Σ̂) for 1 ≤ k ≤ p(p+ 1)/2

This method asks to specify the model for the matrix A. Since this model is defined on
the tangent space, well established techniques can be used for model selection, for example
cross-validation.

3 Kriging prediction
In this section we apply the tangent space regression described above to non-stationary manifold-
valued random field. The main idea is to use a tangent space model to approximate the geometry
of the manifold and to refer to the tangent space to deal with spatial dependence. Thus, the pro-
posed model is the following: for s ∈ D,

S(s; β,Σ) = expΣ(A(x(s); β) + ∆(s)) (3)

where ∆(s) is a zero-mean second-order stationary random field taking values in the Euclidean
space of symmetric matrices and, for each s ∈ D, the other elements are defined as in the
previous section.

The estimation procedure follows the idea illustrated, e.g., in Cressie (1995) and it is based
on an iterative algorithm. First, the estimate of the tangent space model is initialized with
the estimator proposed in the previous section for the case of independent errors. Then, the
spatial dependence of the random field ∆ on the tangent space is estimated with traditional
methods for Euclidean data, considering the residuals ∆

(0)
i = A(x(si); β̂) − logΣ(Si) as an

incomplete realization of the random field ∆. The space of symmetric matrices is a linear
space, endowed with the scalar product 〈A,B〉F = trace(AB) and the distance ||A − B||2F =
trace((A−B)(A−B)). Thus, all the well known tools from spatial statistics can be used.

Once the spatial covariance structure has been estimated, a new estimate for the tangent
space model is provided substituting the least square estimators for the model coefficients with
the generalized least square estimators

β̂GLS(Σ) = arg min
β

p(p+1)/2∑
k=1

(βT
k.X−Yk.(Σ))T Γ−1(βT

k.X−Yk.(Σ)) =
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=

 (XT Γ−1X)−1XT Γ−1Y1.(Σ)
...

(XT Γ−1X)−1XT Γ−1Yp(p+1)/2.(Σ)

 ,

where Γsr is the covariance between ∆s and ∆r. For finding Σ, one thus has to solve the
minimization problem

Σ̂ = arg min
Σ

1

2

n∑
i=1

||β̂GLS(Σ)Tx(si)− vec(logΣ(Si))||2Rp(p+1)/2 .

This problem can be solved with the Nelder-Mead algorithm, even if at each step some subit-
erations are needed to estimate the spatial covariance structure and thus the model coefficients.
We start from an ordinary least square estimate for the coefficients β, we estimate the spatial
dependence structure from the residuals and then we obtain a new estimate of the coefficients
via generalised least squares. We iterate this until the change in the coefficients’ estimates is
negligible. This is repeat at each evaluation of Σ in the Nelder-Mead algorithm. The model
being estimated, a kriging interpolation on the residuals provides an estimate for the field S in
the unobserved location s0,

Ŝ(x(s0)|S(x(s1)), . . . , S(x(sn))) = exp
bΣ(vec−1(β̂GLS(Σ̂)Tx(s0)) +

n∑
i=1

λ0
i ∆i),

where ∆i are the residuals in the known locations s1, . . . , sn and λ0 = (λ0
1, . . . , λ

0
n)T is the

vector of weights from the ordinary kriging estimation. Let

c = (cov(∆(s1),∆(s0)), . . . , cov(∆(sn),∆(s0)))
T

and 1 = (1, . . . , 1)T , then

λ0 = Γ−1c + Γ−11
1− (1T Γ−1c)

1T Γ−11
.
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Multidimensional Scaling of counts, with
application to chromosome shape prediction

Anthony Riley∗, Wally Gilks and Kanti V. Mardia
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Introduction
The structure chromosomes organise themselves into is a largely unknown but well researched
problem. Approaches to unravel the structure can involve studying the topography of the chro-
mosome using microscopy or measuring the contacts made between segments of the chromo-
some using chromosome conformation capture (3C) technology. One such method is Hi-C, this
provides genome wide contact maps, these maps take the form of count matrices where each
element of the matrix is a record how many contacts were recorded between two sections of the
chromosome. These counts serve as a proxy for distance and using a suitable transformation
they can be converted into estimated distances, these estimated distances can then be scaled
into space using multidimensional scaling giving an estimated chromosome configuration. Al-
though there are several considerations which prevent a accurate chromosome configuration
been obtained.

• The relationship between counts and distances is unknown, hence there is no known way
to transform the counts into distance.

• The counts originate from a experimental process which means there is a element of noise
present in the count matrix.

• There is no known configuration of a chromosome to reference to so measures of fit have
to be developed to test estimated configurations.

One way to overcome these considerations would be to use a model based approach, where
the researcher is takes control over these considerations and can identify possible problems with
the process before applying it to real data.

References
Erez Lieberman-Aiden, et al (2009). Comprehensive mapping of long-range interactuins re-

veals folding principles of the human genome. Science 326, 289-293

Job Dekker, et al (2002). Capturing Chromosome Conformation. Science 295, 1306-1311.

K.V. Mardia (1978). Some properties of classical multidimensional scaling. Communications
in statistical - Theory and Methods, A7 (13), 1233-1241.

K.V. Mardia, J.T. Kent, J.M. Bibby (1979). Multivarite Analysis. Academic Press.

E. Wit, W. Laat (2012). A decade of 3C technologies: insights into nuclear organization.

108



Optimal estimators/tests for the spherical location
problem

Thomas Verdebout

EQUIPPE, INRIA, Université Lille III

In this work, we tackle inference for the spherical location problem by having recourse to the
Le Cam asymptotic theory (see Le Cam 1986), habitually used in classical “linear” multivariate
analysis. More precisely we combine the Le Cam methodology with the general results obtained
in Hallin et al. (2010, 2013) to construct (i) efficient rank-based estimators and (ii) locally and
asymptotically optimal tests for the ANOVA problem using ranks. Within each construction, the
semi-parametric estimators/tests inherit optimality under a given distribution (any rotationally
symmetric one, see e.g. Mardia and Jupp 2000). Asymptotic relative efficiencies are calculated
and the finite-sample behavior of the proposed estimators/tests is investigated by means of a
Monte Carlo simulation.
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