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1 Introduction

In the microarray framework researchers often are interested in the comparison of two or more
similar experiments, which involve different treatment/exposures, tissues, or species. The aim
is to find common denominators between these experiments in the form of a maximal list of
features (e.g. genes, biological processes) that are commonly perturbed in both (all) the experi-
ments and from which to start further investigations.

Ideally, such a problem should involve the joint re-analysis of the two (all) experiments, but it is
not always easily feasible (e.g different platforms), and in any case computationally demanding.
Alternatively, a natural approach is to consider the measures of differential expression for the
two (all) experiments and compute the intersection of the lists. However, some of the genes in
the maximal intersection list can be due to chance.

We propose statistical tools for synthesizing such lists and assessing whether the size of the
common list is higher than expected by chance under the hypothesis of independence of the
results from each experiment. Our procedure is based on two ideas, firstly the departure from
the null hypothesis of a chance association between the lists is characterized by a ratio, secondly
the statistical significance of the maximal departure is computed. By focussing interest on the
common list associated with the maximal effect, our procedure has the benefit of avoiding mul-
tiple testing issues as well as giving an easily interpretable synthesized list for further biological
investigation.

Specifying the data in a series of 2×2 tables, we propose a permutation based test for assessing
whether the size of the common list is higher than expected by chance under the hypothesis of
independence of the measures of differential expression. We present some limitations of this
approach and use a Bayesian model to overcome the problem. Some application on simulated
data are shown .

2 2 × 2 Table: conditional model for 2 experiments

Suppose we want to compare the results of two microarray experiments, each of them report-
ing for the same set of n genes a measure of differential expression on a probability scale (e.g.
p-value). We rank the genes according to the recorded probability measures. For each cut off
q, (0 ≤ q ≤ 1), we obtain the number of differentially expressed genes for each of the two
lists as O1+(q) and O+1(q) and the number O11(q) of differentially expressed genes in common
between the two experiments, see Table 1. The threshold q is a continuous variable but, in prac-
tise, we consider a discretization of q in 101 elements (q0 = 0, q1 = 0.01, . . . , q, . . . , q101 = 1).
For a threshold q, under the hypothesis of independence of the contrasts investigated by the two
experiments, the number of genes in common by chance is calculated as O1+(q)×O+1(q)

n
.
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Exp B
DE DE

Exp A DE O11(q) O1+(q) − O11(q) O1+(q)

DE O+1(q) − O11(q) n − O1+(q) − O+1(q) + O11(q) n − O1+(q)
O+1(q) n − O+1(q) n

Table 1: Contingency Table for Experiment A and Experiment B, given a threshold q: n is the
total number of genes and O11(q) is the number of genes in common.

In the 2 × 2 Table, given q, the only random variable is O11(q), while the marginal frequencies
O1+(q), O+1(q) and the total number of genes n are assumed fixed quantities.

The conditional distribution of O11(q) is hypergeometric. We then calculate the statistic T (q)
as the observed to expected ratio

T (q) =
O11(q)

O1+(q)×O+1(q)
n

The denominator is a fixed quantity, so the distribution of T (q) is also proportional to a hyper-
geometric distribution with mean equal to 1.

We focus attention on the ordinal statistic T (q∗) = maxq T (q), which represents the maximal
deviation from the null model of independence between the two experiments. This maximum
value is associated with a threshold q∗ on the probability measure and with a number O11(q

∗)
of genes in common which can be selected for further investigations and mined for relevant
biological pathways.
The exact distribution of T (q∗) is not easily obtained, since the series of 2 × 2 tables are not
independent. We thus suggest to perform a Monte Carlo permutation test of T (q) under the null
hypothesis of independence between the two experiments, that returns a Monte Carlo p-value
for the observed value of T (q∗).

3 2 × 2 Table: joint model of two experiments

For extreme values of the threshold q (q ' 0), O1+(q) and O+1(q) can be very small. This
primarily happens when there are few differentially expressed genes in the original experiments.
In this case, the denominator of T (q) assumes values smaller than 1 and T (q) explodes, leading
to unreliable estimates of the ratio. Moreover, the sampling model specified for T (q∗) does not
take into account the uncertainty of the margins of the table (since they are all considered fixed).

To address these issues and to improve our statistical procedure, we propose to use a joint model
of the experiments which also consider O1+(q) and O+1(q) as random variables, releasing the
conditioning. Further, we specify this in a Bayesian framework, where the underlying probabil-
ities, θi(q), 1 ≤ i ≤ 4,

∑4
i=1 θi(q) = 1, for the 4 cells in the 2 × 2 contingency table are given a

prior distribution. In this way, we account for the variability in O1+(q) and O+1(q) and smooth
the ratio T (q) for extreme small values of q.

Starting from Table 1, we model the observed frequencies as arising from a multinomial distri-
bution. Since we are in a Bayesian framework, we need to specify a prior distribution for all the
parameters. The vector of parameters θ(q) is modelled as arising from a Dirichlet distribution:
θ(q) ∼ Dir(0.05, 0.05, 0.05, 0.05), which ensures the constraint

∑4
i=1 θi(q) = 1.

The derived quantity of interest is the ratio of the probability that a gene is truly common to
both experiments, to the probability that a gene is included in the common list by chance:
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R(q) =
θ1(q)

(θ1(q) + θ2(q)) × (θ1(q) + θ3(q))

The Dirichlet prior is conjugate for the multinomial likelihood and the posterior distribution of
θ(q) | O, n is again Dirichlet so that the posterior distribution of R(q) | O, n can be easily
derived from that of θ(q) using for example a posterior sample of values.

As the Bayesian approach has the great advantage of returning a posterior distribution for each
R(q), we can exploit this by computing CI95(q) the 95% two sided Credibility Interval for
each R(q). Under the null model of no association between the experiments, Median(R(q) |
H0) = 1, so we consider R(q) as deviating from the independence if its credibility intervals
does not contain 1. We thus propose to consider the maximum of Median(R(q) | O, n) only
for the subset of credibility intervals which do not include 1 and to define q∗ as the value of the
argument for which the R(q) attains its maximum value

q∗ = arg max{Median(R(q) | O, n) over the set of q for which CI95(q) excludes 1}

Then R(q∗) is the maximum of the ratio associated to q∗. If all credibility intervals contain 1,
we omit the restriction to define q∗.

4 Simulation

We used batches of simulations in order to assess the performance for different scenarios - of
level of association between the experiments and - of percentage of genes differentially ex-
pressed. For every scenario, we perform 100 simulations of two lists of 2000 p-values and
average the results. We model the p-values for each experiments as described in Allison et
al. (2002), specifying a mixture of Beta distributions (Be(1,1) under the null hypothesis and
Be(0.775,3.862) under the alternative hypothesis) for the p-values. We simulate the lists of p-
values from the mixture supposing about 10%, 20% and 30% of genes differentially expressed.

The typical behavior of T (q) and of the credibility intervals CI95(q) is illustrated in Figure 1.
When the two lists are not associated (left, with Pearson’s coefficient around 0 and 20% dif-
ferentially expressed genes), the plot of T (q) for different cut-offs q is as expected a horizontal
line of height 1, with evidence of noise for small p-values. All the credibility intervals derived
by the Bayesian procedure include the value 1 and have increasing width as q gets smaller, as
expected. These plots are confirmed by the results of the first case (Case 1) in Table 2 which
shows the average results over 100 repeats.

When there is a positive association between the two simulated lists (Pearson’s coefficient > 0),
T (q) reaches a peak and then decreases as the p-values decrease. The Bayesian estimates exhibit
a similar shape, but since in this approach the variability of the denominator of T (q) is mod-
elled, the resulting estimates are smoothed. Note how the credibility intervals become wide
and tend to include 1 for small p-values. We see that our proposed method, which returns the
list associated with the maximal CI not including the value 1, gives a sensible and interpretable
procedure. This is confirmed by the results of Table 2. For the cases where there is association
(Cases 2 to 4), both methods find clear evidence of association. Case 2, which is related to
a correlation coefficient of 0.25 (Pearson’s coefficient) and 10% of DE genes, returns a ratio
T (q∗) = 5.7 that is associated to a q∗ = 0.01. The average number of observed genes in com-
mon is O11(q

∗) = 6, while that expected is 49×50
2000

= 1 and the permutation based test returns
a significant Monte Carlo p-value equal to 0.06. The Bayesian ratio R(q∗) is slightly smaller
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Figure 1: Typical results from one simulation: distribution of T (q) for 20% of DE genes in case
of no association between the experiments (a) and for 30% of DE genes in case of association
between the experiments (c); distribution of R(q) for 20% of DE genes in case of no associa-
tion between the experiments (b) and for 30% of DE genes in case of association between the
experiments (d);

than T (q∗) and q∗ is bigger (0.02 rather than 0.01); accounting for variability in the Bayesian
model results in wider CIs for smaller p-values as previously pointed out. Increasing the per-
centage of DE genes (Case 3 and Case 4) leads to a decrease of both T (q∗) and R(q∗). This can
be explained by the fact that increasing the percentage of DE, the lists O11(q

∗), O1+(q∗), and
O+1(q

∗) become larger, resulting in smaller but more stable ratios. Consequently, those ratios
are more significant as shown in the Monte Carlo p-values that are smaller from Case 2 to Case
4. At the same time, this leads to larger q∗ (which are monotonically increasing from Case 2 to
Case 4, both in the permutation based approach and in the Bayesian one). The comparison of
the two approaches conditional or joint, shows that R(q∗) is always smaller than T (q∗), and the
threshold q∗ is slightly bigger to account for the additional variability. Again the increase of DE
percentage results in more stability for the estimates, which show narrower CIs.

Conditional Model q∗ T (q∗) O11(q∗) O1+(q∗) O+1(q∗) Monte Carlo p-value
Case 1: ρ = 0.00, DE=20% 0.040 1.1 10 115 120 0.550
Case 2: ρ = 0.25, DE=10% 0.010 5.7 6 49 50 0.060
Case 3: ρ = 0.25, DE=20% 0.019 3.0 11 82 82 0.030
Case 4: ρ = 0.25, DE=30% 0.023 2.5 21 125 126 0.002

Joint Bayesian Model q∗ R(q∗) O11(q∗) O1+(q∗) O+1(q∗) 95%CI

Case 1: ρ = 0.00, DE=20% 0.050 1.0 18 125 130 (0.45 − 1.5)
Case 2: ρ = 0.25, DE=10% 0.020 5.0 8 59 59 (2.2 − 10.6)
Case 3: ρ = 0.25, DE=20% 0.026 2.9 17 105 106 (1.5 − 4.9)
Case 4: ρ = 0.25, DE=30% 0.030 2.4 28 148 150 (1.4 − 3.6)

Table 2: Average simulation results for T (q∗) and R(q∗): we average the results over 100 repeats
for each case.

4.1 Conclusions

In this paper, we have presented a simple methodology to compare several experiments with
the aim of finding a list of maximal association. Our procedure is applicable to a wide range
of experiments and comparisons. It provides experimentalists with a powerful exploratory tool
that can help selecting a small list of features of interest for further biological investigation.
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