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1 Introduction

The recently emerging fields in biology dealing with large amounts of data at the molecular
level, often collectively known as the “omics”, throw up many challenges and opportunities
for statisticians. The main fields are genomics, the study of genes at the genome-wide level,
i.e. involving all or most of the organism’s inherited genetic material, transcriptomics, the
study of gene expression, and proteomics, which concerns the proteome or total set of proteins
expressed. In contrast to the genome itself, gene and protein expression can vary with time and
from cell to cell within the organism.

This short paper outlines some of the common statistically-related issues arising in these dis-
ciplines with examples from genomics and proteomics. A more detailed account is given of
current issues in genomics arising from whole genome association studies, and finally future
challenges are briefly discussed.

2 Common statistical issues

Study design, experimental noise and quality control

In each of these disciplines, although experimental techniques are used to generate the data,
studies are often observational in nature (for example comparing protein expression in tumour
cells from patients with different stages of cancer), and hence established principles for obser-
vational studies must be adhered to, including careful avoidance of bias and control of con-
founding. Avoidance of bias is only possible if there are no systematic differences in the ways
samples from different groups are treated. Observed differences in proteomic profile can only
be attributed to disease stage when potential confounders such as age, sex and treatment have
been eliminated by design or adequately controlled for in statistical analysis. Although these
principles may seem obvious once stated and are now increasingly recognised, they have often
been ignored (Potter, 2004; Baggerly et al., 2004).

More generally there is a need to understand and allow for sources of variation in the data other
than the factor(s) of interest. These sources include experimental features such as machine
performance in addition to host properties already mentioned. In these new technologies, mea-
surement error or misclassification remains a substantial problem, and stringent quality control
measures need to be put in place to avoid false conclusions. Such measures are inherently
statistical in nature, since they often consist of comparing observations against an expected
probability distribution.
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In some instances something is known about the sources and expected structure of experimental
“noise”. In proteomics, for example, it is generally accepted that some form of baseline sub-
traction is necessary to remove noise from ionized matrix molecules and that normalisation of
the data is required to remove variability between experiments in the total amount of protein
ionized. Given a realistic enough model of the experimental process, simulation can be used to
investigate the effect of different pre-processing steps on results (Coombes et al., 2005).

Handling large amounts of data and making use of large public databases

To handle very large amounts of data with speed provides a challenge to software and hardware
capabilities. Whole genome association studies typically involve in the order of 2 to 3 billion
genotypes (500,000 genotypes measured on several thousand individuals) which need to be ef-
ficiently stored and rapidly accessed. There is also a need to be able to make efficient use of
the vast amounts of useful data now available from public databases such as the National Cen-
ter for Biotechnology Information’s dbSNP, which contains information on 10 million single
nucleotide polymorphisms (SNPs). These challenges are less statistical in nature and instead
require expertise in computer science and bioinformatics.

Multiple hypothesis testing

Many studies in these fields lead to the testing of a very large number of hypotheses, each one
having a very low prior probability of being true. The Bonferroni correction is generally too
conservative, since the tests are almost always correlated. Because of the correlation between
tests, some permutation-based procedure is desirable, but estimation of the empirical p-value
may not be computationally feasible, especially as interest is in very small p-values. Moreover,
in these studies it is often acceptable to include some false positives among the interesting “find-
ings”, so long as the false discovery rate (FDR), i.e. the expected proportion of “significant”
features that are truly null, is controlled (Benjamini and Hochberg, 1995). There is much work
in the statistical literature on how to estimate and control the FDR (for example, Storey and
Tibshirani, 2003 and Storey, Taylor and Siegmund, 2004).

Testing hypotheses, classification rules and complex modelling

The most common approaches to the analysis of data from these fields fall into two categories.
One approach is to analyse each feature (e.g. genetic polymorphism, expressed gene, or protein
peak) separately, carrying out a large number of separate hypothesis tests and invoking the
multiple testing considerations discussed above to interpret results. In contrast (and often in
parallel) algorithmic or data-mining approaches can be used with the aim of distinguishing
between groups using all data simultaneously. One potential problem with these “black box”
approaches is that the resulting prediction rule may yield few insights, and this may in turn
mask problems with the analysis due to artefactual differences between groups (Baggerly et
al., 2004). A further problem is the danger of over-fitting, although some methods, such as
random forests (Breiman, 2001), avoid this pitfall through cross-validation based on bootstrap
sampling and out-of-bag prediction. There is a need for further development of intermediate
approaches based on joint analysis of some of the features, using existing information to model
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local dependencies or correlation structures within the data, and this will be discussed further
below in the genomics context.

3 Whole genome association studies

There are several types of variation (polymorphism) in the genome, the most commonly occur-
ring being SNPs, where many individuals differ at a single base. The aim of whole genome
association studies is to identify polymorphisms anywhere in the genome that are associated
with disease, either because they directly alter the function of the gene and hence increase the
chances of the individual developing the disease or because of correlation with a causal genetic
variant in close proximity on the same chromosome. Neighbouring genetic polymorphisms are
often correlated within a population (a phenomenon known as linkage disequilibrium (LD))
because of the evolutionary history of the population. By exploiting LD, only a proportion of
the SNPs in the genome (several hundred thousand) must be genotyped to capture most of the
variation.

Study design, experimental noise and quality control

Statistical considerations are very important in the choice of SNPs to genotype, since key criteria
besides cost and practicality include the call rate (especially since missing data may not be
missing completely at random, leading to seriously biased results), reliability and accuracy,
and, importantly, coverage of the genome. There is now a large statistical body of knowledge
on how to select SNPs so that ungenotyped SNPs are well predicted by genotyped SNPs through
LD (e.g. Chapman et al., 2003).

As data become available from these large-scale association studies it is increasingly apparent
that, without careful study design and quality control, the most statistically significant findings
may be dominated by artefactual differences between cases and controls. For example in a study
of over 6,000 SNPs in cases with type1 diabetes and controls, it was found that the strongest
predictors of “association” were population stratification and differential genotype call rates
between cases and controls (Clayton et al., 2005); as an alternative to excluding such SNPS,
a down-weighting method was proposed to correct for this. Another option to minimize the
effect of missing calls may be to use information from neighbouring SNPs to impute missing
genotypes, although further research is needed to investigate the performance of this approach.

Testing hypotheses, classification rules and complex modelling

Most considerations of the power and other design features of whole genome association studies
have assumed that the analysis will consist of a series of separate association tests, one for each
SNP. This would almost certainly be part of the analytical strategy for any such study. However
such analyses ignore both the local dependence between SNPs through LD and the fact that
common diseases such as cancers and cardiovascular disease arise from complex interactions
between many genetic and environmental factors. Several methods of analysis have been de-
veloped for multi-locus genotypes in the same chromosomal region to deal with the first point
(e.g. Chapman et al., 2003; Verzilli et al., 2006). Analysis of gene-gene or gene-environment
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interaction is even more challenging, since the problem of multiple testing is compounded, and
such analyses may need to be restricted to a limited number of prior hypotheses.

4 Future challenges

Further challenges will soon be posed by the availability of sequence data, as it becomes fea-
sible to determine each individual’s entire genomic sequence (3x10

9 bases inherited from each
parent). This will remove some uncertainty, in the sense that there will no longer be a need
to infer missing genotypes, but will pose fresh problems in how best to model disease risk in
order to detect association. Another area that has as yet been scarcely touched upon is how best
to combine data from different sources (genomics, transcriptomics and proteomics) to further
understanding of disease processes.
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