
Proceedings in

Image Fusion and Shape Variability Techniques

International Conference, held in Leeds, UK, 3-5 July 1996,

incorporating The 16th Leeds Annual Statistical Research (L.A.S.R.) Workshop

co-sponsored by the Centre of Medical Imaging Research (CoMIR)

Edited by

K.V. Mardia, C.A. Gill, I.L. Dryden

Department of Statistics, 

University of Leeds, Leeds LS2 9JT.

Leeds University Press



Front cover: An investigation of asymmetry of the human face using ridge curves, (see 
John T. Kent, Delman Lee, Kanti V. Mardia, Alf D. Linney pp88-99 of this volume).

Copyright ©K.V. Mardia, C.A. Gill, I.L. Dryden, Department of Statistics, 
University of Leeds.

ISBN 0 85316 173 9



Conference Committee

I.L. Dryden
C.A. Gill 
J.T. Kent 
K.V. Mardia

Department of Statistics 

University of Leeds 

Leeds, LS2 9JT, UK

Conference Organisers

I.L. Dryden 
C.A. Gill 
K.V. Mardia

Session Chairs

Session I
J.T. Kent
Department of Statistics. University of Leeds, Leeds LS2 9JT, UK.

Session II
K.V. Mardia
Department of Statistics, University of Leeds, Leeds LS2 9JT, UK.

Session III
Fred L. Bookstein
Centre for Human Growth & Development, University of Michigan,
Ann Arbor, Michigan 48109, USA.

Session IV
D.C. Hogg
School of Computer Studies, University of Leeds, Leeds LS2 9JT, UK.





PREFACE

The Leeds Annual Statistics Research (LASR) workshop has become firmly established 

as an international event. This year the 16th workshop focuses again on the interface 

between Statistics and Image Analysis. The interaction between the two subjects has 
led to many major advancements in the last fifteen years or so and our mission at Leeds 
continues to play an important part in the development of the fields. Summaries of the 

important advancements can be found in the special volumes Statistics and Images 1 and 
2 (Carfax, Oxford 1993, 1994) edited by Mardia and Kanji, and Mardia respectively and 

in the Proceedings from last year's workshop 'Current Issues in Statistical Shape Analysis' 
(CISSA) (University of Leeds, 1995), edited by Mardia and Gill.

Why hold this year's workshop on "Image fusion and shape variability techniques"? 
Through our continued active role in CoMIR (Centre of Medical Imaging Research) many 
applications in fusing images from two modalities have arisen. The desire to match two 

or more different images is finding a diverse range of applications in many other fields and 
we thought it timely to hold our workshop on this theme. The study of shape and shape 
variability continues to be an important topic in image fusion and other areas of image 
analysis, both for prior modelling and for object recognition. Comparison and analysis of 
objects at a variety of scales can lead to powerful new approaches and some multi-scale 

and wavelet approaches will be described in this workshop. Also described will be the 

topic of warping, which is an important feature of fusion, averaging of images and mea 
suring shape variability. We are delighted that several key researchers in these fields have 
agreed to participate in this workshop.

This collection of papers gives a. flavour of the current topics of interest in the field. 

The Proceedings are, like last year, available at the workshop itself. Last year the volume 

was found to be a very useful source both at the workshop and afterwards. Authors are 

to be thanked for sending in their manuscripts (some of them on time!) and making this 
volume a comprehensive source that will be referred to in the future.

We are very grateful for the support of EPSRC enabling us to invite four of the keynote 
speakers: Professor Jan J. Koenderink, Professor Valen E. Johnson, Professor Demetri 
Terzopoulos and Dr. Andre Gueziec. We also acknowledge the support of CoMIR and 

the University of Leeds.

Kanti Mardia 
Christine Gill 

lan Dryden 
12-06-96
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OPENING ADDRESS

The Structure of Relief

Jan J. Koenderink and A.J. van Doom 

June 7, 1996

Scalar fields in two and three dimensions occur often in the sciences. The 
two-dimensional case is of special interest because it applies to many immediate 
applications, moreover, from a more principled perspective, dimension two is 
also somewhat special in the formal sense.

Examples are images (photographs, video frames, etc.), reliefs (the distance 
function for the surface of some smooth object in three dimensional space with 
respect to the vantage point of an observer or a laser ranging device) and ge 
ographical landscapes. Indeed, many of the terms used in the description of 
the structure of scalar fields derive immediately from topography, e.g., "hill", 
"ridge", etc. Historically, much of the mathematical framework has been derived 
in this latter setting (e.g., the Encyclopedea of Mathematical Sciences[14] has a 
section on "topographic curves") Nowadays images have become so important 
that the latest developments rather derive from the former setting. Relief used 
to be important in the theory of art[10] and in visual science[13], nowadays 
applications abound in orthopedic diagnosis[17], computer aided design, virtual 
reality, etc.

The {x,j/} ("location") and the z ("height") coordinates are typically not 
commensurable. In the case of the landscape they apparently are, but even 
here the height is in a quite different category from the location. For instance, 
when the cartographer draws a. cross section of a terrain he or she typically 
uses different scales for the vertical and horizontal ranges. When one walks 
in the mountains one also notices a distinct difference between such ranges. 
Typically one treats the {z,y}-plane as an Euclidean plane, i.e., geometrical 
configurations are left invariant by isometries (or even similarities), whereas 
the z-dimension is regarded as an affine line, i.e., geometrical configurations 
are left invariant by arbitrary translations and similarities. In some cases one 
might even consider more general transformations such as arbitrary (nonlinear) 
monotonic transformations of the z-domain.

In many applications the qualitative structure of images is of much greater 
importance than their quantitative structure. Examples abound in the consumer 
industry: Consider a. population watching TV. No pair of randomly selected 
TV sets will be the same (or even similar). From TV set to TV set there exist 
rather severe nonlinear (but typically monotonic) differences. Yet most of the 
population is convinced that everybody is watching the same TV broadcast: 
Apparently folk wisdom has that largely arbitrary monotonic transformation of 
image intensity are to be considered irrelevant. This means that "the image" 
is to be understood as the qualitative (topological) structure of the curvilinear 
congruence of isophotes, not as a quantitative, spatially organized datastructure. 
When asked to describe it one is apt to talk in terms of hills (light blobs) and



dales (dark blobs), and so forth.
Topologically the simplest (that is the first-order) singularities or "critical 

points" of landscape are the summits that are the local maxima of height, 
the immits that are the local minima of height and the saddle points. (The 
term "immit" was coined by Cayley[4] and used by Maxwell[15] in his seminal 
paper "On Hills and Dales".) Their operational definition is straightforward: 
Locally the ground is level at a critical point (that is in fact the definition of 
these locations). Near a summit all ways go downwards, near an immit all 
go upwards, but in the neighborhood of a saddle point some ways go upwards 
and some go downwards. This clearly exhausts the possibilities. In the natural 
landscapes immits are actually very rare and to a good approximation one 
encounters only summits and saddles. In other examples immits may be as 
commonly encountered as summits.

"Topographic curves" are special curves in the case of the affine z-axis, at 
least, they are roughly defined in such a way by Liebmann[14]. Examples are 
the isohypses and their orthotomics (the "fall lines"), the ridges and ruts, and 
several others. The isohypses are probably the historical oldest (dating from 
Cruquius[5] work in 1729), the fall-lines were apparently introduced by Monge 
(according to Ch.Dupin, Essai hist.) and thus are probably next in line. The 
ridges, and ruts, cliff and plateau curves (v.i.) all date from the IQ'^c. and are 
still subject of research. Apart from these lines which either form curvilinear 
congruences (level curves and fall-lines) or are isolated curves (ridges, ruts, cliff 
and plateau lines), there also exist "topographic curves" which depart in any 
direction from any given point. Examples of the latter are the curves of equal 
inclination, which are paths along which the rate of ascent or descent is constant. 
Such curves have important applications in road engineering.

Some of these curves even exist in the setting of arbitrary monotonic trans 
formations of the z—axis. For instance, the loci of inflections or vertices of either 
the level curves or the fall-lines are of such a nature. Others are only defined if 
one limits the admissible transformations to affinities. An example of the latter 
are the loci of locally steepest ascent along a fall-line.

Many of the topographic curves have special significance in the landscape 
and were drawn on maps long before their mathematical definition was even 
attempted. For instance, ruts are drawn as water courses and valley paths, 
ridges as concatenated strings of hilltops. Curves of steepest slope along the 
fall lines appear as "cliffs" when the slope is serious.

The level curves are characterized by the condition dz = pdx + qdy = 
0 (with the conventional notation p — dz/dx, q = dz/dy) which is by 
construction an exact differential. The orthotomics to the level curves are 
defined by the differential equation p dy — q dz = 0 which is not (in general) an 
exact differential. This latter differential equation defines the directions of the 
gradient, or equivalently the directions of locally extremal slope. We refer 
to it as the "creep equation" because the debris of erosion or water seeping 
through the soil may be expected to make its way down slopes by way of the di 
rection of steepest descent. The integral curves of the creep are the "fall-lines" 
or "slope-lines"

The differential equation pdx + qdy = 0 at any point defines a bushel of 
contact elements that intersect along the direction of the isohypse. We will 
refer to this direction as the "tilt" (T), whereas we refer to the inclination of 
the surface as its "slope1' cr. Both tilt and slope are angular variables, but the



slope is always acute and "absolute" (i.e., referred to the vertical), whereas the 
tilt can assume any value (we will typically take it on [ T, ir)) and is relative 
(i.e., referred to an arbitrary fiducial direction such as the z-axis or indeed 
any compass direction). These angular parameters are simply related to the 
gradient.

Although the local structure of scalar fields is often enough of interest, it 
is typically the global structure that is really sought for. Several of the "topo 
graphic curves" are inherently global geometrical entities, i. e., cannot be defined 
locally.

The so called "natural districts1' were described by Cayley[4] and in more de 
tail by Maxwell[15]. Intuitively "natural districts" are bounded by ridges (moun 
tain ranges) and/or courses (rivers). The technical term "Thalweg'' (originally 
of German origin but adopted by the French mathematicians) indeed derives 
from the definition of the "natural boundary" between France and Germany as 
the course ("Thalweg") of the river Rhine[8].

Starting from any summit one may try various descents, always taking the 
direction of steepest descent (thus we follow the fall-lines). Typically one will 
end up at an immit, from which there is no more escape (from the immit all 
directions ascend). However, not all paths need lead one to the same immit. 
Thus one can divide the downward paths into equivalence families of paths 
that will lead one to the same immits. The (singular) paths ("separatrices") 
that divide these bundles of descents will end up at saddle points or passes. 
From such a path one has the choice of two singular paths that lead one to 
either one of the two immits that are the endpoints of the paths in the two 
path bundles that are divided by the singular path. A single path bundle thus 
covers a (curvilinear) polygonal area that is bounded by singular paths. On 
each such singular path one finds a saddle that is a vertex of the boundary of 
the polygon. The summit and immit are also vertices. Of course the immits 
may (in general) also be reached via descends from other summits than the 
fiducial summit considered here. The polygonal area covered by a single bundle 
of descends may be termed a single, or elementary slope. It is defined by the 
fact that from any point on the slope the ascend will lead to the same summit 
and the descend to the same immit. Thus the single slopes are characterized by 
the unique pair of a summit and an immit.

The area covered by all descends from the summit defines the hill of which 
the summit is the highest point. The hill is a (curvilinear) polygonal area of 
which the vertices are the immits whereas there lies a single saddle on each edge. 
The territory is exhausted by the union of its hills.

If one inverts the whole procedure it appears that it is equally well possible 
to divide the territory into the union of dales. Each dale contains a single immit 
as its lowest point. The vertices of its curvilinear polygonal area are summits, 
and on each edge there lies an unique saddle.

Thus the landscape can be divided either into hills or into dales: These are 
dual descriptions. This division into hills (or dales) is straightforward enough 
in principle, but one has to be wary of such facts as that it may well happen 
that a face is bounded by only a single edge. Moreover, the polygonal meshes 
often have very acute or very obtuse angles. Indeed, though the angles at the 
saddle points are finite, those at the extrema generically vanish or are 180° This 
is indeed geometrically evident since an arbitrary fall-line will always reach an 
extremum along its direction of least (absolute) normal curvature, but we have



never encountered this observation in the literature. In fact, the drawings made 
to illustrate the concept of natural districts typically do not reflect this fact.

Notice that the differential condition dz = pdx + qdy = 0 can be written as 
a homogeneous linear first order partial differential equation (we regard (p, q) as 
given functions), which (of course) has the level lines as its characteristics[12]. 
Arbitrary transformations of the z-axis leave the congruence of level lines  
and thus the equation invariant. If we take a fall-line and assign an arbitrary 
height function to its arclength one can use the method of characteristics and 
obtain a solution for the surface with this boundary condition[12] (Cauchy's 
problem).

The creep equation is defined by the differential condition qdx —pdy — 0. It 
can also be written as a homogeneous linear first order partial differential equa 
tion (we regard (p, q) as given functions). Its characterics are the the fall lines. 
When one assigns an arbitrary function to the arc length along a level curve 
we can use the method of characteristics to obtain an integral surface w(x,y) 
(Cauchy's problem again).

The creep equation is generically not exact, it fails to be so because px ^   qy , 
i.e., zxl + zyy = Az ^ 0. Thus the Laplacean of the height measures "how 
nonexact" the creep equation is.

The creep equation p dy—qdx = 0 is guaranteed (though not likely globally) 
to possess an integrating divisor t?(z,y) such that •&(x,y}dw(x,y) = pdy — 
qdx, where w(x,y) denotes a complete integral. Neither the integral nor the 
integrating divisor are unique of course. If F(f) denotes an arbitrary function, 
then tf'(z,3/) — d(x,y)F(w(x,y)) denotes another integrating divisor of the 
creep equation. Notice that solutions of the creep equation must simultaneously 
be solutions of $(x,y)F(w(x,y)) = 0.

One may assume the integrating divisor and the general solution to be in 
dependent functions, i.e., 8\"' ,' ^ 0. The curves $(z,?/) — 0 satisfy the creep 
equation. When •& and w are independent these curves cannot be members of 
the complete integral. Such curves are singular fall lines, though they satisfy 
the creep equation the complete integral doesn't capture them[16, 9]. We will 
call the slope lines that can be represented as w(x, y) = c as "regular fall lines''

The congruence of level curves has a natural parameterization: One simply 
uses the value of z as a label for the level curve. The only ambiguity that 
might arise is that the level curves often consist of a number of disconnected 
components. But at least in a sufficiently limited neighborhood the height serves 
as a convenient way to label the level curves.

The situation is quite different with the fall lines: On the face of it there 
appears to be no principled way to label them. One might of course single out 
a fall line and give it an arbitrary label ("a"' say), but there is no way to go 
from one to the next in "even steps". Indeed, in the literature the fall lines are 
usually left without a system of labelling and one is satisfied to simply name a 
few ones (a, /?, 7, ...) that figure in the discussion. There is a solution to this 
problem if one is able to specify a complete integral of the creep equation: The 
complete integral of the creep equation itself provides us with a principled way 
to parameterize the congruence of fall lines. Because the equation w(x,y) = c 
is the implicit equation for a fall line, the parameter c—or the value of w—is 
a label for the fall line. Thus w tells us which fall line, just as z tells us which 
level curve. Notice that affine transformations of the z-axis merely relabel



the fall-lines and level curves but do not change them as mutually orthotomic 
curvilinear congruences.

Since one has consistent labellings for the orthotomic curvilinear congru 
ences of level curves and fall lines, one may free oneself completely from 
the arbitrary choice of coordinates (of the plane) and express all relations 
in terms of the labels. Thus we arrive at an elegant, intrinsic description 
of the scalar field. For instance, the metric in the By-plane in terms of 
the intrinsic parameterization (z, w) is given by the classical "line element" 
ds2 = di 2 +dy2 = dsj^+ds2 = (dz2 +7?2 dto2)/<r2 - In this equation dsw denotes 
the arclength along the level curves, whereas dsz denotes the arclength along 
the fall-lines. Apparently the fall-lines crowd infinitely close together when the 
integrating divisor "8 vanishes, i.e., along the singular fall-lines. Clearly this is 
one intuitively very important characteristic of the ridges and courses.

Apparently the complete integral w(x,y) is singular when the integrating 
divisor i?(z, y) vanishes. Indeed, starting from the relation qdx   pdy = tidw 
one may write w(x, y) = WQ + ^(z   xo)   ̂ (y   yo) +       thus w(x, y) fails to 
be an entire function. This will be the case no matter which complete integral 
and/or integrating divisor one accepts.

The intuitive notion of a ridge is perhaps most clearly illustrated by the 
example of the ridge of a conventional western roof: The horizontal intersection 
of two inclined planes that is the highest part overall. "Ridge'' derives from 
the Anglosaxon hiycg or hricg, the Scottish rig or rigg. Principal meanings  
according to Webster's are "an animal's back, a range of hills, or the horizontal 
line found by the meeting of two sloping surfaces; as in the ridge of a roof" 
Ridges are sometimes called "divides" since they act as water sheds. If we invert 
the height the ridge turns into what may be called a "rut", or a "course" since 
it is the likely locus for a river. The definition of these topographic curves has 
been the subject of long and heated debate[14, 16]. Even today the issue is 
not generally been considered as settled. One issue is whether there exists a 
local criterion or whether ridges and courses can only be defined on the global 
landscape. Jordan[ll] flatly denied that there could be such a local criterion. 
He, as Cayley[4] and Maxwell[15], defined courses and ridges as the fall-lines 
through the saddles and running into summits and immits to define ridges as 
strings of summits and courses as strings of immits. This closely approximates 
the intuitive ideas of the early cartographers. Rather early a concensus arose 
that the fall-lines through the saddles are courses. Jordan grants that courses 
may also be fall-lines that start from the highest point of a concave slope though.

If you consider an overal convex hill slope which contains a concave intrusion, 
the level curves are seen to develop an undulation. At one side of the level of 
the undulation the level curves are convex throughout, at the other side they 
have a pair of inflections with a, concave segment. Here one can immediately 
draw horizontal bitangents to the surface, the undulation is the limiting point of 
these bitangents. Such points have been implicated by Jordan as points where 
springs issue forth from the slope: The initial points of courses running down 
the slope.

In Cayley's description a ridge can be followed from a. saddle to a summit, 
then at the summit one may continue in the same direction (the direction of 
minimal normal curvature) to end up at another (sometimes the same!) saddle. 
There one can again continue (keeping on a straight course), etc.. Thus the ridge 
becomes a string of saddles interspersed with summits and a smooth space curve



throughout. The same can be done for the courses of course. Perhaps a slight 
flaw in this contruction is the fact that though this curve indeed runs through 
the summits in the direction of the special fall-line (the one all other fall lines 
asymptotically approach) it fails to coincide with the special fall-line but only 
osculates it. Thus the fall-line congruence fails to asymptotically approach 
Cayley's (and Jordan's, Maxwell's) ridge. Another choice would have been to 
follow the fall-lines that extend the directions of minimum normal curvature at 
the summits. However, empirical studies indicate (and a simple analysis verifies 
this) that these curves are numerically badly behaved.

If one considers the relation between a saddle and one of its immits there 
exist two limiting (non-generic) cases. In one case an asymptote of the saddle 
meets the immit along its direction of minimum normal curvature (we imply 
absolute value here), in the other it meets it along the direction of largest 
normal curvature. But notice that a slight perturbation will always let it meet 
the immit along the direction of least normal curvature because this is the fall- 
line to which all others (except the direction of maximum normal curvature) 
asymptotically approach. In the generic case the asymptote of the saddle will 
not coincide with the special fall line from the immit. This latter curve does 
not meet the saddle at all but proceeds to the summit, which it meets along its 
direction of minimum normal curvature. So what is the course?

Empirically(l) perhaps the most reasonable (and numerically stable) defini 
tion is to ascend at an immit along the fall-line that connects the immit with 
the saddle and follow it upstream until the surface changes from concave to 
convex. At that point a course can be said to "spring forth" from the slope 
(basically Jordan's insight). In this picture there are no courses near the saddle 
at all, which makes formal sense because there is no confluence of the creep (v.i.) 
and also accounts for one's experience in the actual landscape: Near a saddle 
one has marshy conditions at most, but no streams. This definition yields very 
convincing results, but we grant that there is a certain amount of arbitrariness. 
However, all definitions we know from the literature suffer from definitely worse 
defects.

The first one to suggest a purely local criterion was De Saint-Venant[6]. 
According to De Saint-Venant a course is the locus of extreme slope along the 
level lines. This is certainly an intuitively reasonable idea. Thus the condition 
for a course is simply (dcr/dw = 0) A (dz = 0). This immediately leads to the 
condition •OS = 0, where S is a certain mixed second order differential invariant 
proportional to the curvature of the slope lines. However, here De Saint-Venant 
only considers the possibility 5 = 0 and thus arrives at a differential equation 
for the courses (named after him): S = dz/dx dz/dy(d2 z/dx2 - d2 z/dy2 ) - 
((dz/dx)2 - (dz/dy) 2 )d2 z/dxdy = 0. The alternative possibility tf = 0 doesn't 
figure at all in De Saint-Venant's account.

A problem with De Saint-Venant's equation is that the condition S = 0 is 
highly nongeneric because it is highly unlikely that the condition will coincide 
with the independent condition dw = 0, i.e., that the course is also a fall-line.

This latter condition is equally intuitive and is due to Boussinesq[l, 2]: 
Bluntly stated it means that water tends to run downhill. The two conditions 
(S = dw = 0) taken together imply that dr = 0. This is Breton de Champ's[3] 
observation: The implication is that the courses are planar curves running in 
vertical planes! De Saint-Venant's locus only coincides with a fall-line if the 
surface happens to be a member of a certain class of surfaces that satisfy a



certain third order differential equation (easy to derive from the representation 
in terms of a support function, see [18]). Evidently most surfaces are not of 
this type. This clearly poses a problem: For instance, it forbids rivers to do 
what they are wont to do, which is to meander. As a historical curiosity, some 
topographers actually held the opinion that this is how water runs downhill! 
These geographers applied this nongeneric solution to geornorphology and drew 
some weird (rather counterintuitive) conclusions from it! (E.g., [&].) That the 
De Saint-Venant "ridges" are indeed located at intuitively absurd places can be 
illustrated rather easily when one numerically integrates the creep equation for 
a generic example.

The possibility ignored (or rather: missed) by De Saint-Venant is i> = 0. 
Clearly this is the generic case though! These curves also satisfy the creep equa 
tion, thus they are the singular fall-lines. It was Rothe's[16] seminal insight that 
De Saint-Venant's and Boussinesq's conditions are not at odds at all, but serve 
to single out the singular fall-lines as candidate courses and ridges. Rothe's 
solution solves the problem and also very nicely shows why De Saint-Venant's 
reasoning which is certainly very reasonable typically leads to nonsensical re 
sults. Consequently we shall take the singular solutions of the creep equation as 
candidate ridges and courses: Some additional requirements have to be fullfilled 
for them to qualify («.».).

Whether a singular fall-line will be a candidate ridge or course can be very 
simply decided: It depends solely on concavity or convexity of the surface and 
can thus be decided purely locally. The sign of the isohypse curvature is deci 
sive. For the saddles two of the branches are (candidate) courses and two are 
(candidate) ridges. In cases the singular fall-line meets an isohypse transversely 
at a point of vanishing curvature, a changeover from a candidate course to a. 
candidate ridge occurs. This is in fact Jordan's observation that a course can 
start on a slope where the surface changes from convex to concave. A singular 
fall-line can indeed be ridge in some parts and course in another.

Rothe[16] correctly notices that in order to form a river the river bed has to 
be in a position to collect water from an extended region (the so called "basin" 
of the river). Thus one needs an additional condition of "confluence": Somehow 
fall-lines should approach and merge the course (and similarly for ridges of 
course). In the topographical parlance one might say that the singular fall- 
line needs "tributaries" which actually merge it at "junctions" before we will 
consider to call it a course. The singular fall-lines are in a favorable position here 
because we have already seen that the fall-lines tend to crowd closely together 
near a singular fall-line.

The candidate course is given by t?(z, y) = 0, with d(w, i?)/3(z, y) ^ 0. The 
direction of a regular fall-line is given by q/p = —w^/Wy. In order for the 
regular fall-line to meet the singular curve one thus has to check the condition 
tfj/tfy = wt /wy = —q/p. Because of the condition d(w,ti)/d(x,y) £ 0 the issue 
can certainly be decided. The junction can either be at some definite point on 
the candidate course, e.g., an extremum, or it can be at infinity, e.g., at the 
asymptote from a saddle. This condition immediately discards many candidate 
courses as viable. In the case of the saddles the junction is at infinity. Thus 
there will be no true course near the saddle, and whether the candidate course 
is an actual one depends on the shape of the landscape far away from the saddle: 
In many case the saddle is essentially irrelevant on determining the course, in 
contradistinction with Jordan, Cayley and Maxwell's course definition. The



most reasonable definition of courses seems to be the special fall-lines that 
connect the saddles with the immits, taken to the points where the surface 
changes from concave to convex. Such courses are thus curvilinear line segments. 
An analog definition can be framed for the ridges. In cases where there an 
no saddles (e.g., in image processing for limited regions of interest) the only 
way to proceed is to consider Rothe's special fall-lines. Other definitions (e.g., 
De Saint-Venant's or the loci of level curve vertices) need not even be considered 
seriously. That the locus of isohypse vertices is not a particularly fortunate ridge 
definition is clear from such simple obervations as that a gutter with circular 
isohypses (every point is a vertex point! ) has a well defined course and that a 
gutter with elliptical isohypses has a course that fails to coincide with the vertex 
locus.

It will be evident from this exposition that there are still quite a few "white 
areas on the map'' Indeed, though the subject has a venerable history (serious 
mathematics started[7] at about the beginning of the IQ'^c. with much activity 
continuing to the present day) it cannot be regarded as a closed subject. Such 
important and intriguing topics as the proper definition of ridges and courses 
still remain a matter of hot debate. A major lack of knowledge is in the area of 
generic properties of the topographic features. Most of the early work focussed 
on nongeneric, specific examples, which were often generalized wrongly. Since 
many of the interesting properties are of a rather high order it will be a nontrivial 
task to fill in the required understanding. If we as is almost mandatory study 
the topography with scale (or resolution) as a parameter the task becomes even 
more daunting. However, even on the level of fairly simplistic descriptions there 
are still surprises in stores.
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Abstract

We propose a Bayesian framework for the routine construction of image templates. Our 
framework employs implicitly defined likelihood functions derived from observed scale- 
space representations of an image, and a Markov random field prior density on the locations 
of visually identifiable sites. Training data based on human identification of image features 
are used to calibrate both the likelihood function and prior density.

1 Introduction

In this article, we describe a framework for the automated analysis of sets of images taken from 
a common class of objects. By necessity, our approach is Bayesian, and begins with the speci 
fication of a prior distribution on the locations of image features. The types of features that we 
consider are boundaries, corners, and middles, although other features that can derived from the 
scale-space representation of an image can also be used.

The prior distribution on the locations of image features is specified in the form of a Markov 
random field (MRF; see, for example, Besag 74, Geman and Geman 84). Although the applica 
tion of MRF models to image analysis is now common, the MRF models used in our paradigm 
differ from standard applications of these models in the way in which sites are defined. In stan 
dard applications of MRFs, sites represent picture elements (pixels) or volume elements (vox 
els). Pixels and voxels represent discretized areas or volumes of an image scene in which im 
age properties are assumed to be constant. In such models, MRF variables represent either im 
age intensities at a site or a region identifier for the site. Neighborhood structures between sites 
are typically specified as containing only nearby neighbors (Johnson et al 96 and Johnson 94 
use extended neighborhood structures, but retain pixel-based specification). As a consequence, 
high-level analytic tasks that require modeling of global image morphology cannot be accurately 
modeled within the MRF framework.



To extend the MRF specification to incorporate global shape information, we take as sites in 
our fields identifiable image features. The random variables associated with these sites are the 
scale-space location of the sites. The class of priors so defined can be made rotation, translation, 
and zoom invariant. These invariances, along with an introduction to scale-space theory, are in 
troduced in the next section. Also, the connections between image features, that define the MRF 
neighborhood structure, are specified hierarchically, which means that the location of fine detail 
in an image can be modeled conditionally on the location of coarse, large-scale features (see also 
Phillips and Smith 1994). The framework extends to binary, gray-scale, continuous, and digi 
tal images. Finally, because the model is specified in the form of MRF, required computational 
tasks can be handled easily using Markov chain Monte Carlo methods and related maximization 
techniques like iterated conditional modes (Besag 86).

The image features used in our model specification can vaguely be described as object bound 
aries, corners, and middles. The random variables of interest - the scale-space locations of these 
image features - are modeled using likelihood functions defined implicitly in terms of differen 
tial operators applied to the scale-space representation of the image (see also Amit and Kong 
1996). For example, areas in an image that exhibit large gradient magnitude are assigned high 
probability of containing a boundary site, but low probability for containing an object middle. 
For each type of image feature, a differential operator on the scale-space representation of the 
image, like the gradient magnitude, is calibrated using training images and observer input to ob 
tain a parametric model for the likelihood function.

Because the specification of our model requires a rudimentary understanding of the concept 
of scale-spaces, we begin with a description of this topic in the next section. Following this, we 
describe how image templates can be obtained using scale-space descriptors, and then present a 
class of MRF priors based on these templates. We also describe a family of likelihood functions 
appropriate for modeling the locations of image features, and an experimental method for esti 
mating the parameters of both the likelihood function and prior density. We conclude with an 
illustration of our paradigm to a set of magnetic resonance images, from which we automatically 
segment brain ventricle regions.

2 Scale-Space Methods

Witkin (1983) introduced the idea of scale space for continuous one-dimensional signals. Given 
a signal / : R  > R, the Gaussian scale space image L : R x R+ -» R is defined so that the 
representation at "zero-scale" is the original signal,

L(x,0) = f(x)

and the representation at coarser scales is given by the convolution of the signal with the Gaussian 
probability density function, G, with mean 0 and standard deviation a

L(x, a) = f(x) * G(x; 0, <r) = / f(a)G(x; a, cr)da
J-oo

The scale space of an n dimensional image is a (n + 1 )-dimensional space, where n dimen 
sions are "space"' and one is "scale." The scale dimension is tied to the size of a feature or object.
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Therefore, in implementing our model, we are interested in examining not only the spatial dis 
tance between features, but also the scale distance between features. Information concerning 
cuticle cells must be separated from information concerning fractured fingers.

To use scale-space in our model specification, we need a metric for this space. Eberly (1994) 
suggests that measurements in scale-space should be rotation, translation, and zoom invariant, 
where zooming is uniform magnification of both the space and scale variables, and proposes the 
following metric that satisfies these requirements

, , dx • dx dcr2 dP = ——— +   
<7 2 CT2

Here p denotes arc length, x denotes spatial coordinates, and a denotes the scale coordinate.
With this metric, Gaussian scale-space has hyperbolic geometry. The distance between any 

two points (xi, <TI) and (x2 , <72 ), with <TI < <72 , is given as

where
2L

  2(<r? + a2 )]

and L = ||xi   x2 ||, standard Euclidean distance.
The sites in our MRF model correspond to locations in the image that have distinctive fea 

tures in scale-space. These features are themselves rotation, translation, and zoom invariant. A 
convenient class of features that have these properties can be constructed using linear and non 
linear combinations of scale-space derivatives of an image. The features that we consider here 
can be roughly described as middle points, boundary points, and corner points.

Middles of objects are particularly important in describing image shape. The multi-scale 
medial axis, or core (Fritsch 93; Burbeck and Pizer 94; Pizer et al. 94), models medial structure 
directly from image intensity values. The idea is to apply a filter to an image to create a function 
on scale-space, M (x, cr), that describes how medial a point x is relative to object boundaries 
(Eberly 94). The core is defined as a ridge of the medialness function in scale space.

A variety of medialness functions have been proposed, each tailored to specific imaging sit 
uations. For present purposes, we adopt the medial function proposed by Fritsch (1993), given 
by M (x, a) = — a2 V2 L(x, cr), where V2 denotes the Laplacian or trace of the matrix of second 
derivatives.

In modeling the probability that a location in an image contains a middle point (of a high 
intensity object), we assume that the probability density function describing the probability that 
a middle point i lies at scale-space location (x, cr) is proportional to

/(x,<7)« <T 2 V 2i(x,a)p=exp[cm log|<72 V 2 L(x,«T)|] (2)

where c  is a parameter to be estimated from training data. Note that by reversing the sign of 
the argument in the exponential, the likelihood function for middleness of a point in dark object 
is obtained.
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Boundariness is defined in a similar way, but instead of the scaled Laplacian of an image, 
squared gradient magnitude values are examined. That is, boundariness at a given scale is as 
sumed to be high when

Ll + L\ (3)

is high. The probability density function for a point in scale-space to contain a boundary point 
is assumed to be proportional to

/(x, <r) oc <7 2 {Ll + Lt}\" = exp [ct log |cr 2 {L\ + Ij}|] . (4)

The constant cb is the likelihood parameter associated with boundariness. 
Likewise, cornerness is indicated by large absolute values of the function

LyLIX —— ZLxLyLxy + £3. L Jfy (5)

This descriptor is the isophote curvature multiplied by gradient magnitude cubed; corners are 
typically characterized both by high curvature and by large gradient (e.g., Lindberg 1994). The 
likelihood function for cornerness is assumed to be proportional to

/(x,<r) oc exp [cc log ±v* {L2y Lxx - 2Lx Ly Lxy + L*£ra }|] . (6)

The sign of the function is determined through examination of the template and the expected 
"direction" of the corner.

3 Template Description

Once landmarks and features of interest are identified, important geometric relations between 
points must be specified in order to capture shape information. We accomplish this by estab 
lishing a hierarchical branching structure that groups the locations of interest into "branches" 
that contain ordered sets of related features. This creates links among points whose relative lo 
cations are important in maintaining the shape of the template. Often, moving from the top of the 
branch to the bottom corresponds to moving from large-scale features to small-scale features.

Links between branches are also used to specify shape. For example, medial nodes for the 
entire brain may be connected in several locations to the medial nodes for the ventricle. Links 
between the boundary points at the ends of contiguous branches are helpful because the boundary 
points are not uniquely specified by the image features.

Given a set of nodes that are deemed to adequately model those shapes in an image that are of 
interest, the prior model on the locations of nodes in scale-space, relative to a common frame of 
reference, is specified as a MRF. The nodes in model are taken to be the sites of the graph, and the 
neighborhood system is assumed to be "nearest neighbor" (i.e., a site's neighbors are those nodes 
that can be reached by traversing exactly one arc of the template graph). The random variables 
at the sites are not the features of interest, but rather the scale-space location of the landmarks.

The potential functions we employ for nearest-neighbor cliques preserves angles by remov 
ing rotation invariance. The motivation for the potential functions comes from the auto-normal
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model (Besag 74). This model is a MRF with potential functions for two-element cliques given 

by

Va = -k(\\xi -xi \\>+\\H-pj\\ 1 - (7) 

2||zi-Xj||||/ii -Hj\\cos(xi-Xj,i^ -ft))

where cos(z; - z,-, m - ft) is the cosine of the angle between the vectors z, - x, and m - ft. 
From Wilson (1995), if x< andxj are in the same scale-space relationship as ft and ft, then 

(zj   EJ) = c(/ij   ft), and the cosine between x,   x, and ft   ft is one. By substituting 
scale-space distance for Euclidean distance in (7), another potential function can be defined as

Vt, = -*[(<*«(xi,xj))a + (4.(w,«)) 2 - (8) 

2dis (xi, Xj)d,,(ft, /ij) cos(z< - z^ \n - ft)]

This is the form of the potential function used in the example below to model shape information.

4 Estimating Template Parameters

Training data obtained from human observers is used to estimate the likelihood parameters cm , 
ci,, and cc , and the prior parameter k. Ideally, the training data would be comprised of manually 
identified scale-space locations of template nodes in a set of training images. Given such data, let 
Tm , TI, , and Tc denote the sufficient statistics for the medial, boundary, corner parameters c^, ci,, 
cc , obtained by summing the exponential arguments in equations (2,4,6) over all nodes, and let T\, 
denote the "sufficient statistic" for the prior density, i.e., the Gibbs energy. From these sufficient 
statistics and the observation that the posterior falls within the exponential family of models, it 
follows that MAP estimates of model parameters can be obtained by equating sufficient statistics 
from the training data with their expectations. A MCMC algorithm can be used to evaluate the 
expectation of the sufficient statistics for any particular parameter value.

Unfortunately, the numerical scheme just outlined is difficult to implement because human 
observers, while able to locate likely spatial locations of template nodes, find it difficult to esti 
mate the scale of identified template nodes. For this reason, we modify the algorithm above to 
accommodate missing scale information, and take as its input the manually estimated spatial lo 
cations of each node. The EM algorithm provides a simple mechanism to compute the expected 
value of the sufficient statistics for each estimated parameter value (see also Geman and McClure 
87)

5 Example

In this example, the goal was to locate nodes within a human brain ventricle. Figure Ib depicts 
the nodes and neighborhood system we chose to represent ventricle shape. This system was pro 

vided to a graduate student at Duke, who then manually associated each point in a template with 
a point in a MR cross-section of a human brain. From this data, the procedure in the last section
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was applied to obtain approximate MAP estimates of the model hyperparameters. These values 
were (c , cb , cc , k) = (2.55,5.0,5.5,0.96).

Next, we applied the model to another MR brain cross-section, and modified the MCMC 
sampling procedure so that only those random draws that resulted in an increase in probability 
were accepted (we are currently developing more reasonable maximization procedures). The 
results of 60,000 updates at each site are depicted in Figure Ib.

6 Conclusions

This article explores the value of scale-space methods for representing images and proposes a 
class of prior models that captures template information. We have also proposed a convenient 
and generalizable method for specifying likelihood functions for arbitrary images, defined on 
discrete and continuous spaces, and for gray-level and binary images.

The prior distributions for our class of templates model shape by assigning probabilities to 
the relative locations of landmarks. Feature information enters the model through the likelihood 
function. Sites in the MRF represent anatomical structures in scale space, not pixel locations on 
a lattice. This is an important generalization of the MRF framework that has not previously been 
employed in statistical modeling of images.
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(a)

(b)

Figure 1: MR Ventricle Segmentation, a) Stylized template used to model ventricle shape, b) A 
"high probability sample" from the posterior distribution on the ventricle nodes of (a). Note that 
boundary points in the template do not occur at scale 0, so the boundaries appear slightly shrunk 
when projected onto the image space. Also depicted in this image are the estimated locations of 
middle points for the brain itself, which are not depicted in the template model (a).
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The Art and Science of Bayesian Object Recognition
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Abstract

Objects are everywhere - natural and man-made. The study of their shape has become 
increasingly possible with the advent of new technology. In particular, the field of automatic 
object recognition from images has been providing many challenging problems. Bayesian 
solutions to these problems have been gaining popularity for their various advantages. In 
particular, the Bayesian paradigm allows the incorporating of prior information of a given 
scene as well as providing confidence statements about conclusions. These ideas are illus 
trated by focusing mainly on parametric deformable templates for single and multiple ob 
jects with occlusion. We also illustrate how the well-known techniques of machine vision 
such as snakes, the Hough transform, and morphological operations can be expressed use 
fully in terms of statistical terminology. Some indication is given as to what is art and what 
is science in Bayesian object recognition.

1 Introduction

In the last fifteen years statistical approaches to image analysis using the Bayesian paradigm have 
proved to be very successful. Initially, the methodology was primarily developed for low level 
image analysis but is increasingly used for high level tasks.

To use the Bayesian framework one requires a prior model which represents our initial knowl 
edge about the objects in a particular scene and a likelihood or noise model which is the joint 
probability distribution of the image, dependent on the objects in the scene. By simply using 
Bayes Theorem one derives the posterior distribution of the objects in the scene, which can be 
used for inference, e.g. segmentation and object recognition. The computational work involved 
is generally intense since the images are very large-scale data.

An appropriate method for high-level Bayesian image analysis is the use of deformable tem 
plates pioneered by Grenander and his colleagues (see for example, Grenander 1993; Grenander 
and Keenan, 1993), and our description follows the common theme of Mardia et al. (1991) and 
Mardia et al. (1995). We assume that we are dealing with problems where we have prior knowl 
edge on the composition of the scene to be able to formulate parsimonious geometric descrip 
tions for shapes in the images. For example, in medical imaging, we can expect to know what 
the image contains, e.g. heart, brain scans etc. Consider our prior knowledge about the objects 
under study to be represented by a parameterised ideal prototype or template S0 . Note that So



could be a template of a single object or of many objects in a scene. A probability distribution 
is assigned to the parameters with density (or probability function) ir(S), which models the al 
lowed variations 5 of So. Here S is a function of a finite number of parameters, say 9\,..., 9n , 
and it will be denoted by S(0i,..., 9n). A simple example of a template is a circle which will be 
represented by three parameters corresponding to its centre and its radius.

In addition to the prior model, the image model or a full description of the image is required. 
Let the observed image / be the matrix of grey-levels Xi where i = (ii, i 2 )   {1,..., AT} 2 are the 
N x N pixel locations. This image model or likelihood is the joint probability density function 
of the grey levels given the parameterised objects 5, written as L(I \ S). It expresses the de 
pendence of the observed image on the deformed template. It is often convenient to generate an 
intermediate synthetic image (see Mardia et al., 1995) but we will not need it here.

By Bayes Theorem, the posterior density 7r(5 /) of the deformed template S and given 
observed image / is

ir(5 | /) oc L(I | 5)ir(S). (1)

Maximizing the expression with respect to 5 is the maximum a posteriori (MAP) estimate of 
the true scene. The MAP is found either by a global search (which is often impractical due to the 
large number of parameters) or by techniques such as simulated annealing (Geman and Geman, 
1984) or iterated conditional modes (ICM) (Besag, 1986). Alternatively, Markov chain Monte 
Carlo (MCMC) algorithms provides efficient techniques for simulating from any arbitrary pos 
terior density. The latter technique has the advantage that it allows a study of the whole posterior 
density itself.

Our thesis is that the construction of the prior 7r(5) is art whereas the likelihood or noise 
model L(I\S) is often a science. Also, the computational techniques used in understanding the 
posterior density (1) are science and so are computational architectures for their implementa 
tions. However, this distinction is not always clear cut.

2 Prior Models for Objects

The key to successful inclusion of prior knowledge in Bayesian image analysis is through spec 
ification of the prior distribution, which we consider art in broad terms. Many approaches have 
been proposed, including methods based on outlines, landmarks, geometric parameters and Gibbs 
distributions. The prior can be specified either through a model with known parameters or with 
parameters estimated from training data. Grenander and co-workers have constructed a general 
statistical framework for image understanding using deformable templates.

2.1 Geometric Parameter Approach

We assume that there exists a geometric template for 5 consisting of parametric components, eg. 
line segments, circles, ellipses, arcs etc. For example, Ripley and Sutherland (1990) use a circle 
of random radius for the central disc of galaxies. Also Phillips and Smith (1993) use simple 
geometric shapes for facial features, following Yuille (1991) and Yuille et al. (1992). Baddeley
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and van Lieshout (1993) use circular templates to locate pellets in an image, where the number 
of pellets is unknown. (See also Section 6 below.)

In these models, distributions are specified for the geometrical parameters, and the hierarchi 
cal approach of Phillips and Smith (1993) seems particularly appropriate. Often templates are 
defined by both global and local parameters. The global parameters are on a more coarse scale 
and the local parameters give a more detailed description. The idea of a hierarchical model for 
templates is to specify the marginal distribution of the global parameters and a conditional distri 
bution for the local parameters given the global values. This hierarchical division of parameters 
can be extended to give a complete description of the local dependence structure between vari 
ables. Hence, conditionally, each parameter depends only on variables in the levels immediately 
above and below it.

In general, we assume that templates can be summarised by a small number of parameters 
6 = (Oi,...,6n ) say, where variation in 0 will produce a wide range of deformations of the tem 
plate. By explicitly assigning a prior to 0, we can quantify the relative probability of different 
deformations. The prior can be based on training data which may not be large. By simulation, 
we can check the possible shapes that could arise.

For example consider the mouth template of Phillips and Smith (1993) after Yuille et al. 
(1992). They use marginal normal distributions for (x,y) (location), 8 (rotation), b (half the 
width) and conditional normal distributions for a \ b (height given halfwidth), c | a (depth given 
height) and d \ a (curvature of parabola given height). Here the parameters x, y, 9 and b are 
global, a is intermediate, and c and d are local.

In more complicated image scenes where several templates are required, the organisation of 
the templates can be considered at a higher level of hierarchy. For example, there may be nesting 
relationships between the templates, which are subject to constraints. For example, with human 
face templates there are global constraints such as the requirement that the eyes, mouth and nose 
must be strictly contained within the head boundary but this is deterministic not stochastic. We 
now discuss a specific example relating to a mushroom.

2.2 Mushroom Template Model and its Prior Density

A simple two dimensional template for a circle requires centre (61,82 ) and logradius 63. A sim 
plified mushroom template could have the same representation (Mardia et al., 1996). This is also 
a small component of the eye templateused by Yuille (1991) and Phillips and Smith (1993). We 
discuss the prior distribution for 6 = (6lt 6 2 ,63). For an image I of size N x N, say, it is sim 
plest to take (0i, 6-2) to be uniformly distributed over the square 0 < 0i < N, 0 < 62 < N so 
that the density of (0i, 02 ) is simply l/N2 . Suppose the radius r has prior mean fj, with variance 
a- 2 . Since r > 0, it is preferable to model 63 = log r by a normal distribution N(log /i, a2 / jJ 2 ) 
because approximately

var(03 ) = (dlog r/dr)?=(1var(r) = cr 2 /^2 .

That is, 63 has a lognormal distribution. Assuming (8i,62 ) and 83 are independent, the joint 
probability density function of 9 is
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{-(e3 - logAt)2 },0 < 8lt 93 <N,63 > 0. (2) 

Note that the model can be viewed as hierarchical in the sense that we can write it as

so that the "global" parameters (the location 9lt 02) are followed by the "local" parameter (the 
log radius 83). This hierarchy is not very relevant here since 63 is independent of #1 and 92 , but 
in general it is helpful to describe location, scale and orientation as global parameters and other 
parameters as local deformations.

3 Inference

Inference about the scene is made through the posterior distribution of S obtained from (1). The 
full range of Bayesian statistical inference tools can be used and, as stated in Section 2.1, the 
maximum of the posterior density (the MAP estimate) is frequently used, as well as the poste 
rior mean. Depending on the number of parameters, maximisation techniques such as a steepest 
ascent algorithm or simulated annealing could be straightforwardly used. Also, MCMC methods 
may be useful (eg. Smith and Roberts, 1993; Green, 1996 ; Besag et al., 1996) or approximations 
to the maxima such as ICM (Besag, 1986) could be used. There may be alternative occasions 
when particular template parameters are of great interest, in which case one would maximise the 
appropriate marginal posterior densities (Phillips and Smith, 1993 ).

3.1 Mushroom Example

We illustrate these ideas through the circle example discussed before. Let us denote the circle 
template by S(9) which segments the image into two regions: inside the circle 5 and outside S. 
Suppose the image is subject to observational noise. The simplest possible model is

x; = i/0 + Si if i & S ; Xf = i/! + e< if i 0 5,

where z;eR denotes the "grey level" at the ith pixel in an N x N grid. In the simplest version of 
the model, we suppose that the e; are independent normal. The parameters (i/0 , r2 ) and (t/i, r2 ) 
summarise the intensity difference between the circle 5 and its background. Hence the likeli 
hood is given by

L(x | 6) cc exp[-- £(,.. _ VQf - - £(x . _ ^ (3) 
" its " ,(s

More realistic models might include autocorrelation between the errors or an allowance for blur 
ring or both. It should also depend on the sensor used, which is very much a science. 
Posterior Density 
By Bayes theorem the posterior density of S given the data x is

w(9 | x) oc L(x I 8)*(6).
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Hence we get

*(« | z) ex exp ( --L £(X, - *0 ) 2 - -L £(Xl _  ,)' I exp f-^(«3 - log ^) 
(. /T iss ZT tgs J I ZCT

with support 0 < #i,#2 < N, 03 > 0. One possible estimate of 6 is given by the posterior 

mean. One way to calculate this mean is by a simulation method which does not depend on the 

complicated normalising constant in ir(8\x). (For discrete values of 61 , 92 and 93 , a grid search is 

an alternative approach). We now describe an iterative procedure using the Hastings - Metropo 

lis algorithm. This procedure generates a Markov chain whose equilibrium distribution is the 

posterior distribution of 8\x.
Choose an arbitrary initial estimate of 9. Then at each iteration, generate 6ncw , a new set of 

values from
N(6M , S), £ = diag(a12 , of, erf), say,

with density

g(6^\6M ) « exp{- 1 £(0newj - <W3 )>2 }, (4)
z i=i

where 00id denotes the value of 6 at the previous iteration. This distribution is called the proposal 

distribution and its parameters of, o-j, o-J are changed iteratively to approximately "match" the 

variance of the posterior distribution. Calculate the "Hastings ratio"

p = (5)

where now 7r(tfncv»|x) stands for

f or 0 < ^new,i)^ne»,2 < N,6acWj3 > 0. Note that here the proposal density is symmetric, 

<7(M0=«w) = 5(^w|«oid), so thatp = 7r(encw |x)/7r(«old |x).
We accept 8 = 9neYI with probability min(l,p) otherwise keep 8 = 80^, i.e. if p > 1, we 

take 9 = 0ncv7 whereas if p < 1, we perform a further randomization by drawing a random 

sample from uniform (0,1), and accept 9 = 0DCVV with probability p. Typically, a burn-in period 

is allowed in initial simulations and the average is taken of the remaining simulations.

For the algorithm to work in practice, we need updating choices for <r's so that the proposal 

density will roughly approximate the posterior distribution. Also we need to judge when conver 

gence has taken place. (See Aykroyd and Mardia, 1996; Besag et al., 1996; Green, 1996; Propp 

and Wilson, 1996.)
Above we have updated all components of 8 at once. Alternatively, it is possible to update 

the components of 9 one at a time using individual proposal densities g3 (9neW]J \80id,,}, i.e., here 

0newj ~ N(#oidj, <jj). By changing only one component of 9 at a time in turn, we complete a 

sweep. For this example,

P, = 7r(enewj |AJ )s(eoldj |4)/{7r(eold,J 14)S (enewj |4-)},
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where A, = {0neWiJt , k < j; 60\d,k, k > j},j = 1,2,3. Then we select 9, = 0ncw,j with proba 
bility min(l, PJ). These concepts were very much in the realm of science.

For a 32 x 32 mushroom image with 31% noise (va = 100, v\ = 120, r 2 = 400), ^ = 
11.27,02 = 12.67,03 = 2.140(r = 8.5), Fig. 1 shows some iterations starting from a large 
template so that there is overlap with an unknown circle. The first five figures are during the burn- 
in period; the first 4 figures (read by rows) are very early iterations (1,2,5,10) whereas the fifth is 
iteration 100, the very end of the bum-in period. The last one is iteration 500, long after the burn- 
in period. For the last 1000 iterations of 2000 iterations, the estimated posterior means of 0] , 02 
and 03 were found to be 1 1.23, 12.87 and 2.139 respectively with their respective standard errors 
0.032, 0.036 and 0.002. Note that although the discrepancy between the true and estimated 02 
is very high, this discrepancy is of the order of fyh of a pixel value. To estimate these standard 
errors we have used the following procedure after the burn-in period. Suppose the consecutive 

mk observations are divided into m batches of size k. Let xj,j = 1, . . . , m be the m batch 

means based on k observations each. Then an unbiased estimate of the variance of the mean 
is EjliC^j - x)2/{m(m - 1)}, where x is the grand mean. Here we selected k = 100 and 

m = 10. This example highlights the strength of the MCMC method in providing information 

on the whole posterior density.

4 Outline and Bayesian Formulation of Snake

For the outline of an object, Grenander and co-workers specify a series of points around the out 
line and these are connected by straight line segments. In their method, variability in the template 
is introduced by premultiplying the line segment by random scale-rotation matrices. Let us now 
assume that the outline is described by the parameters 0 = {0f , 0^} where 0; denotes a vector 
of similarity parameters (i.e. location, size and rotation) whereas 02 denotes say n landmarks of 
the outlines. For d\, we can construct a prior with centre of gravity parameters, scale parameter 
and a rotation by an angle a. Conditional on 0j, we can construct a prior distribution of 02 as 
follows.

Let rji and e; be the template edge and object edge respectively in complex coordinates, i = 
1, .., n. A simple model is the Gaussian MRF of order 1, i.e.

where {t;} are random rotations. We have

£(i;|rest) = A(t;_! + t,-+i),0 < A < -; var(*i|rest) = ff 2

It can be shown that the resulting process {02 } is a Gaussian MRF (improper) of the second 
order. Kent et al. (1996) give full details and also provide a link with the snake. Recall that 
the snake (Kass et al., 1987) is a spline with penalty on the mean curvature. Let the outline be
/(i)   C, t   [0, 1], /(O) = /(I). The penalty in the snake can be written as

f\(t)\f"(t)\ 2dt+ 
Jo
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Figure 1: Some iterations of the MCMC algorithm for the mushroom example (to be read row 
wise)

where a(t) and /3(t) denote the degree of stiffness and elasticity at t respectively. For t, = 
j/n,j = 0, 1,.., n denote f(t,) = u, + iv,. We find that the RHS of (6) can be written ap 
proximately for large n as

Thus {u.,} and {vj} form a separable MRF of order 2 as for the above prior except that the 
snake does not involve any template. The likelihood term for the snake is also specific. For a 
given landmark 6i< in a pixel z = (ii, i 2 ) (say z = 0), the negative marginal log likelihood in the 
neighbourhood of i = 0 (conditional on 8k in pixel i = 0) can be seen to be
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- log, g(x\6k 6 i) oc {(x_M - x_i,_i) + 2(z0,i - a>o,-i) + (x^j - x l _j)}2

+{(z_i,i - zi,i) + 2(x_i.o - zi.o) + (z-i.-i - zi,-i)}2 (7)

Note that (7) has a multivariate normal distribution and it measures edge strength in the neigh 
bourhood of the pixel i = 0.

Now we can write a conditional posterior distribution of 0], given rest and we can use ICM 
to investigate the maximum of the posterior distribution of 61, .., # . In each sweep, the value 
of Sk is varied over the second order neighbourhood of pixels ii.ij = 0, ±1. The estimation of 
hyperparameters {ay} and {/3j} or ay = a and /3j = /? is also now possible. This technique 
provides an effective combination of science and art, where again we interpret the construction 
of a prior as art.

5 Polar Prior for Outlines

An alternative prior for star-shaped objects is given in Mardia and Qian (1995). Let an object 
be represented by a set of vertices {g°(l), ...,g°(n)} = c°. Then any affine shape s with shift fj,, 
scale p and rotation 6, given by {s</°(l), ..., sg°(n)} can be described in the polar coordinates by

Sg°(j) = v + H0 + pR°(j)(ccs{e(j) + 0},sm{9(j) + 6})T ,,- = !, ..., , (8)

where fj,0 + R°(j)(cos 8(j), sin 0(j))T is the expression for g°(j). Therefore we can write the 
prior probability for the pose of the object as

P(»<?) = P(p,p,8\l*>,B.°) (9)

where R° = {B°(l), ..., R°(n)}T. Note that here the parameters 6 consist of /i, p, S and R°.
Suppose if we want to incorporate deformation, we can use the following prior. Consider 

R(j), the random realization of pR°(j), j = 1, ..., n, i.e.

g(j) = p + MO + R(j)(coS {6(j) + 6}, Sm{6(j) + 6})T 

Then we can model sg(j) as R = (R(l), .., R(n))T with density (Mardia et al., 1996)

- R(j - I)] 2 }, (10)
3=1 3=1

where R = ( R° ( 1 ), . . , R°(n))T, aj and o2 are two deformation parameters (measuring deviation 
from template and smoothness), \ip , A 2p are fixed numbers (both taking values one in practice) 
and reflect the fact that the different parts of the object boundary may have different degrees of 
susceptibility to deformation. Thus {R(j)} is a one-dimensional cyclic Markov random field. 
The deformed object c can be expressed as c = s(c°) + e where e is noise, dependent on a} and 
Q 2 - The conditional distribution of R(j) given rest for Aj = A 2 = 1 is

I)}}, (a, + a,)' 1 ).
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Thus we can execute the ICM algorithm. For various applications see Mardia and Qian (1995). 
An alternative method is to work on edges consisting of template vectors g° , . . , g% with £"=1 g'j 

= 0. Let the vertices be equi-spaced. Following the example of Grenander and Manbeck( 1993) 
as applied to potatoes, define the random vertices g, by

( cos 0 sin ij> \ ( cos i/>j sin if>j \ 0 
  sin ̂ i cos t/i ) \ — sin ̂ j cos i/>} ) ]

where r is global size, •$> is global rotation and ifij are individual rotations. We can take the dis 
tribution of r to be log normal, ifi to be uniform on (0,2ir), the joint distribution of il>i,..,il>n , to 
be multivariate von-Mises such as (Mardia, 1975):

os^],0<^ <2w,j = l,..,n;Vwi = V'lift.ft > 0.
3=1 3=1

Thus /3j and /32 are deformation parameters, /3i allows similar neighbouring rotations whereas 
Pi maintains fidelity to the template. Since £ gj = 0, there are constraints on {4>, }. Let us take 
r = l,i/> = 0. Then £j3 = 0,£<7° = 0 implies the following constraints on V>i,   ,</V

£ 9°x cos V>j + 13 9°y si

where £ g°t = Z)<7°j, = " wnere ?? = (9j*>9jy)- These can be simplified further for small 
values of {V>j} leading to linear constraints on 1/1,. The field of view encloses a single potato and 
therefore location parameters do not matter. Grenander and Manbeck (1993) go on further to 
use these models for automatic testing of defective potatoes; information from a colour model 
is also used.

Yet another general approach is given in Miller et al. (1994) where {t;} of Section 4 are 
assumed to have circulant Toeplitz covariance matrix in constructing a complex Gaussian model. 
The model has been applied successfully to mitochondria. Thus there is substantial scope for 
developing this art of constructing priors.

6 Multiple objects and occlusions

Most of this work has been reviewed in terms of one template. In this section, S0 will denote a 
collection of different type of objects with S as their deformed observed version of S. We will 
use as an illustration one image of mushrooms (see Fig.2(a)) arising in robotic recognition in a 
harvesting situation. Here there are an unknown number of objects in the image.

The parameter space is then a mixture of discrete and continuous components and suitable 
techniques based on the Bayesian framework have been proposed by Grenander and Miller (1994) 
(using jump diffusions), Baddeley and van Lieshout (1993) (using spatial birth-death processes) 
and Green (1995) (using reversible jump MCMC methodology).

Further, Grenander and Miller (1994) and Miller et al. (1994) have built in penalties to pre 
vent overlapping of mitochondria on the micrograph images. Mardia et al. (1996) have provided 
an 'integrated' approach for occluded multiple objects of different types following Baddeley and 
van Lieshout (1993) which we now describe.
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Suppose in the image / with grey levels x = {xi, i 6 /}, there are m objects c\, ..., c^, (m is 
unknown) which are any combination of g specific types (oi,...,u,), e.g. q = 3 for circle, ellipse, 
square. As before each object c, depends on a finite number of real parameters such as size, shape 
and location. Let U denote the space of all possible objects so that a point u e U represents an 
object R(u) C /. Thus c = {ci, ..,0 },^   U, k = l,..,m, is an object configuration. For 
simplicity, let us assume that the likelihood of x given c is given by

where f(-\v) is a known probability density function for each value of population parameter v. 
Here we are assuming that x, are conditionally independent given c. Let us write that the sil 
houette formed by them objects in the configuration S(c) = \J =̂l R(ci,). Further for simplicity, 
assume that i/c'(t) = i/0 if i € S(c) and v\ if i £ S(c). Thus i/0 and v\ are foreground and 
background signal values as before. Various well-known techniques of image analysis can be 
derived from this formulation.

1. Classical Hough Transform Let the noise be Gaussian. Consider a single parameterized ob 
ject u in image /. Consider the hypotheses HO : v(i) = v0 if there is an object u in 7 versus 
H-i : v(i] = i/i if there is no object in /. The likelihood ratio statistic for this problem is found 
to be proportional to

£ *i,«el7 (12)
iS-R(u)

which is the ' sum of votes' from all pixels belonging to the object u. This is the classical Hough 
transform. Usually, the objects are parameterized such as a line x cos 6 + y sin 8 = p. A pa 
rameterized circle used before is another well-known example. This formulation allows various 
extensions, such as multiple objects and a different form of noise density.

2. Morphological Operations Let us assume that the binary image with background value 0 and 
foreground value 1, has

g(xi\ V ) = !/  (! - lO 1  ,* t S(c); = l,i   S(c)

so that only background pixels are changed. Let X be the set of pixels with value 1. It is found 
that a maximum likelihood estimator of c is

C , = X 9 R = {u e U : R(u) C X}

which is a form of the erosion operator of mathematical morphology. Other maximum likelihood 
solutions are subsets of this solution. Note that for U = I C R 2 and R(u) = u + R where R is 
a fixed subset of /, we get

c^ = {u : (u + K) C X} = X 6 R

which is the standard opening operation of X by R in mathematical morphology. Similarly by 
exchanging foreground and background, we obtain a similar result for the dilation and for clos 
ing.
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These are two examples how one can unify the well-known results of image analysis in a sin 
gle framework through statistical modelling. It also allows object recognition under maximum 
likelihood estimation.

3. A Markovian Object Process To constrain the number of objects as well as overlap, we can 
use an object process. It is possible to express the degree of overlap by the following prior.

P(cl ,c2 ,...,cm ) = Z- l exp{-'hm-t2 £ <i(ct ,c,)},7i > 0, 72 > 0, (13)
cfc ~d

where Z is the partition function, 71 and 72 are two parameters where 71 describes the potential 
for the presence of each object and "f2d(ck, c;), the interaction potential between neighbouring 
pairs Cfc and c\. The sum is over all pairs of neighbouring objects c^ ~ cj, with k < I, i.e. for 
fixed k, only neighbours of ck contribute to the sum. It should be noted that as 7l increases, 
the number of objects decreases whereas when 72 increases overlap decreases. The prior allows 
higher probabilities for less overlapping pairs. For more details see Baddeley and von Lieshout 
(1993).

Mushroom recognition
Consider the mushroom image of Fig.2(a), captured by a video camera. The resolution is of 

512x512 and each pixel is represented in one of the 256 grey levels. Based on the knowledge of 
such images, we assume that all pixels are possible locations [j,k, with 7 possible radii, ranging 
from 11 pixels to 17 pixels. Further the interaction function in the object process is given by

|| ^ - ft ||< 7
7 <|| m - ft \\< P, + f, (14) 

otherwise

The two parameters 71 and 72 in the Markov object process (13) were both set to 100, since 
there were few objects with some overlap. Fig.2(b) and 2(c) show reconstructions with rigid and 
with full deformation respectively. For full details see Mardia et al. (1996) who also incorporate 
priors for texture and occlusion as well. This section not only gives imaginative priors as art, but 
blends it with science. Here only a few layers of the prior is discussed.

7 Discussion

We have given some examples to illustrate art in constructing suitable priors in Bayesian object 
recognition; the rest of the ingredients in Bayesian recognition could be regarded as science. A 
satisfactory result in Bayesian object recognition is achieved by blending science with art. Over 
the last decade it seems to emerge that statistical algorithms are widely applicable and reliable. 
There is also an advantage in using explicit stochastic models so that we have a better under 
standing of the working behind the algorithms and we can make confidence statements about 
conclusions.

In general, an object recognition system should ideally satisfy the following criteria:- (i) in- 
variance criterion, (ii) context criterion and (iii) algorithmic criterion. By invariance it is meant
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Figure 2: (a) Mushroom image (b) Rigid Recognition (c) Recognition with deformations

that the solution should allow for shape, occlusion and the type of data (e.g. lighting conditions, 

count data). Context models should be hierarchical, incorporating local ambiguity as well as 
global constraints, and should contribute at each level. Finally, the model driving the computa 
tion at each stage should be robust and its convergence performance well understood. It seems 
that Bayesian object recognition systems have a great potential in satisfying these aims.

We have treated here only one aspect where statistics has an impact on image analysis. An 
other area where the aim is not only object recognition but knowledge representation of objects 
such as biological objects in creation of anatomical atlases such as of brain. In such cases de- 
formable templates and associated probabilities distributions to describe normals and patients 
play a key role. A recent workshop in St. Louis on "Pattern-Theoretic Knowledge Represen 
tation" highlighted various issues. (See http://imacx.wustl.edu .) Again Grenander and his col 
leagues are playing a key role. The recent work in brain mapping has been extended to higher 
manifolds i.e. landmarks (dimension 0) to sulci (lines of dimension 1), cortex and related sur 
faces (dimension 2), volumes and subvolumes (dimension 3).
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In addition to the deformable templates of the Grenander group's work, there are for example 
thin-plate deformations (see, Bookstein, 1989, Mardia and Hainsworth, 1993); Christensen et al. 
(1995) allow large magnitude deformation; the method is used to deform a wedge shaped patch 
into the full shape "C" There are various other developments such as for image sequences (see, 
for example, Mardia, et al. 1992 and Phillips & Smith, 1993). Special problems arise such as 
data fusion for medical imaging. For some recent statistical work see, Johnson et al. (1995), 
Hurn et al. (1996) and Mardia et al. (1996). Robust methods for imaging is another area. The 
present state of art in the area can be seen in the edited volumes Mardia and Kanji (1993), Mardia 
(1994) and Mardia and Gill (1995).

To sum up, images will continue to provide new and challenging statistical methodology 
while statistics has and will continue to play a key role in image analysis and machine vision. 
The interface between statistics and image analysis has still a great potential.
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Abstract

We have developed a novel hierarchical shape description tool, combining two recently developed and 
powerful techniques in image processing: differential invariants in scale space, and active contour mod 
els. We employ this tool for data-driven quantitative shape studies of Magnetic Resonance (MR) images 
of the brain at multiple scales. Extracting a shape at different levels of scale yields a multi-scale shape 
stack which can be used to detect shape changes over scale. The shape stack is obtained by performing 
a shape focusing process as a series of implicit segmentation steps for decreasing scales. Implicit seg 
mentation is carried out using the well-known model of active contours. Starting from an initial active 
contour, a series of shape optimization processes is performed, where the energy function of the active 
contour model is regularized with respect to scale. The presented multi-scale shape stack shows promis 
ing results on extracting and characterizing complex shapes in MR brain images at a large set of scales.

Keywords: Shape analysis, multi-scale hierarchy, differential invariants, scale space, active 
contour models, contour extraction, implicit segmentation.

1 Introduction

A major medical task in MR Imaging is the detection and quantitative description of shape de 
formations of the brain for certain diseases like epilepsy. This information is usually obtained by 
a physician through segmentation, followed by manual quantitative shape measurements. How 
ever, as demand on expert time is high, it has become necessary to automate the shape extrac 
tion and description process in order to derive both inter- and intra-observer independent and 
reproducible meaningful shape information from large 3-D data sets. The goal of this work is to 
provide a shape description tool which incorporates the shape description into an implicit seg 
mentation step. Additionally, we make use of the fact that a shape can be extracted and thus 
described at various levels of detail: at large scales, only the global shape properties are cap 
tured, while finer shape characteristics become more prominent at decreasing scales.



Figure 1: Volume rendered brain scale spaces (acquired in 2D) for a) a patient with severe dys- 
genesis (top row) and b) a patient with only subtle deformations (bottom row). The most left 
column contains the original image data, and the scale space is computed for spatial widths 
a — '!.. 10 of the Gaussian function.

Figure 1 shows two volume-rendered scale spaces of MR brain data, for a patient with epilepsy 
having severe dysgenesis (patient 1), and for a control patient (patient 2). The task is to analyze 
the quite visible different change of shape across scales for both patients, and to derive mean 
ingful shape metrics for clinicians.

2 Methods

Over the last few years, multi-scale approaches in image analysis have proved to be useful in 
terms of describing images at varying levels of resolution. The fundamental concept of multi- 
scale image processing was developed by Marr (Marr, 1982) as a concept in human vision, with 
extensions by Witkin (Witkin, 1983) and Koenderink (Koenderink, 1984) in terms of scale space. 
An improved description uses higher order multi-scale differential invariants (ter Haar Romeny 
et ah, 1993), which are true image descriptors that resemble the receptive field profiles in the 
human front-end visual system and are invariant with respect to the chosen coordinate system.

Active contour models or snakes were first introduced by Kass, Witkin and Terzopoulos (Kass 
et ah, 1987) for image segmentation. They are energy-minimizing spline contours subject to in 
ternal as well as external forces: the internal energy controls the autonomous shape of the con 
tour in terms of its elasticity and bending, and the external energy attracts the contour to image 
features like edges and user-defined forces. Incorporating multi-scale differential invariants in 
the model's energy functional allows us not only to specify the image features that we wish the
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Figure 2: Multi-scale differential invariants for increasing levels of scale (cr = 2..10), from top 
to bottom: gradient magnitude, ridges of image gradient (distance-transformed), and isophote 
image curvature.

model be attracted to, but also to regularize the model with respect to the chosen image scale.

2.1 Multi-Scale Differential Invariants

Using a scale space representation of an image /, local image structure can be revealed by con 
volution ® with the Gaussian kernel Ga , L = Ga ® /, and its linear partial derivatives. In 
corporating these differential invariants into the concept of active contour models enables us to 
perform a shape focusing process by extracting a shape for decreasing levels of scale. The most 
important multi-scale differential invariants for the purpose of this work are the squared image 
gradient magnitude L?w , and the curvature of the image isophotes (contours of constant image 
values), -Lm /Lw , both expressed in a gauge coordinate system (v, w) centred at a point P of 
interest (ter Haar Romeny et al., 1991). Additionally, ridges offer the possibility of defining a 
geometric curve in image feature space along which high feature values are maintained (Eberly, 
1994). Ridges of the gradient magnitude, R(L W ), for example, can be used to locate the centre 
of edges. Examples of these invariants are given in figure 2.

2.2 Multi-Scale Active Contour Model

In contrast to the classic curvature minimizing contour model (Kass et a!., 1987), the proposed 
model based on differential invariants is able to extract very complex and strongly curved objects 
such as brain contours in MRI. This is achieved by incorporating a combination of internal and 
external image forces into the model's energy functional: the deviation of the isophote image
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intensity curvature from the contour curvature (Schnabel and Arridge, 1995). Additionally, the 
spline contour is attracted to image features such as the image intensity gradient magnitude and 
its ridges (Schnabel and Arridge, 1996). The chosen continuous B-spline representation allows 
to derive all autonomous energy terms analytically, and to compute all image terms along the 
continuous contour rather than at discrete contour samples. The energy functional of the spline 
contour v(s) which is to be minimized is thus a linear combination of all forces:

a<RD (Lw ) (1) o

where a distance transform D of the ridges of the gradient is computed in order to create a stronger 
attraction potential. All image features are computed along v(s). As the sign of the isophote 
image curvature depends on the chosen normal direction, this fact must be included as a pri 
ori knowledge. Thus not only the amount of bending of both spline and image curvature can 
be matched, but also the bending behaviour. Optimization is carried out using a modified, non 
sequential greedy algorithm, originally developed in (Williams and Shah, 1992).

2.3 Scale Space Sampling

When constructing an image scale space, it is important to ensure that scale steps are very small 
due to the spatial displacement of edges in scale space (Bergholm, 1987). A natural way is to 
sample scale exponentially:

<n = "ofl, (2)

where a0 is the initial scale and / is the so-called scale-change factor. As it is desirable to ad 
just the active contour model sampling density to the underlying image resolution, we relate the 
model's discrete sampling density d to the image scale using a similar sampling schedule:

* = dof. (3)

To enforce the scale-related sampling density of the model, we adaptively eliminate or insert 
points during the optimization process. This not only automatically determines the number of 
points needed for the extraction of a shape at a certain image scale, but we have shown (Schnabel 
and Arridge, 1995) that the model's contour curvature can be best matched to the curvature of 
the image isophotes when having a corresponding scale following the schedule above.

2.4 Multi-Scale Shape Stack

In order to perform the hierarchical shape description in scale space, we construct a multi-scale 
shape stack for quantifying the rate of shape changes over scale and to localize deformations of 
the grey-matter for patients with epilepsy. The shape description is performed as a shape focus 
ing process in a coarse-to-fine fashion. At a coarse scale, the global and most prominent contour 
is captured, while finer scale details are subsequently detected at decreasing image scales. The
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Figure 3: Overview of shape description technique using a multi-scale hierarchical shape stack.

shape stack is computed via a series of implicit segmentations or shape regularizations with re 
spect to scale. The presented active contour model is used as a regularization tool rather than 
for segmentation, as the intermediate results for each level of scale are stacked and evaluated. 
Evaluation is carried out using global classical shape descriptors like area, perimeter and com 
pactness (denned as perimeter2 /area). Additionally, relative shape measurements are obtained 
by comparing each shape of the hierarchy with the shape obtained at finest level of detail (the 
reference shape) using the Hausdorff (Huttenlocher et al., 1993) and Chamfer (Borgefors, 1986) 
distances. Moreover, local shape changes are detected by computing and visualizing the local 
distances of each shape of the hierarchy from the reference shape. The strategy of constructing 
a multi-scale shape stack is illustrated in figure 3.

3 Results

We have applied the presented hierarchical shape description tool to the brain volume images of 
a patient a) with epilepsy who is having dy sgenesis (severe deformations) of the grey-matter and 
a control subject b). By propagating a simple initial model from a similar location for both cases 
we have obtained initial estimates for all image slices, each of which have been focused down 
separately in a chosen image scale space. In order to illustrate the results, the final shapes of two 
corresponding image slices are shown superimposed on the appropriately scaled image (figure 
4). The resulting shapes are grey-level coded according to their distance from the reference shape 
of each patient.

In order to quantify the global and relative shape measurements for these slices, we have com-
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Figure 4: Shape focusing results for a) a patient with severe dysgenesis (top row) and b) for 
a patient with only subtle deformations (bottom row), for scales (from left to right) a — 10..2. 
The most right column indicates the reference shape from which the distance to each hierarchical 
shape is measured and grey-level coded.

a

10.0
7.29
5.31
3.87
2.82
2.05

A \ P
11925.5
11405.5
11407.5
11481.5
11324.0
11349.5

9997.29
12694.40
17882.03
24860.69
27390.38
27097.04

C

8380.84
14128.96
28031.29
53830.42
66251.59
64694.46

DH

112.79
93.60
75.07
55.97
34.93

DC

0.29
0.13
0.10
0.08
0.07

Table 1: Patient a): Numerical values for area A, perimeter P, compactness C, Hausdorff dis 
tance DH, and normalized root-mean-squared Chamfer distance De

puted the area, perimeter, compactness, Hausdorff and Chamfer distances for each level of scale 
(table 1 and 2). The most striking descriptors are the absolute values of area and perimeter, as 
they both are lower for the patient a), for whom the area remains almost constant due to a rounder, 
less complex shape and missing grey-matter. For the control patient b), the area is uniformly in 
creasing for decreasing scales due to the shrinking effect of the Gaussian at higher scales. The 
relative shape metrics (Hausdorff and Chamfer distances) indicate the deviation form the ref 
erence shape at finest level of detail. The Hausdorff metric for patient a) is slightly, but not 
constantly higher at coarse scales, and the root-mean-squared Chamfer distance decreases more 
rapidly than for the control patient. In order to visualize local shape changes, the distances from 
the reference shape were visualized (figure 4). While for the control patient b) the distances are 
rather uniform across scales, the distances at locations showing deformation for patient a) are 
quite high, indicated by a lighter colour. This rather non-uniform shape change has been ex 
pected when comparing it to figure 1.



a || A

10.0
7.29
5.31
3.87
2.82
2.05

15012.0
15060.0
15022.0
15169.0
15213.0
15322.0

P

10534.05
14775.57
20796.01
29819.66
32274.80
33274.20

C

7391.84
14496.51
28789.38
58620.34
68471.88
72260.30

DH

105.00
87.00
68.01
41.18
26.93

-

DC

0.22
0.16
0.12
0.08
0.06

-

Table 2: Patient b): Numerical values for area A, perimeter P, compactness C, Hausdorff dis 
tance DH, and normalized root-mean-squared Chamfer distance DC-

4 Conclusions

We have presented a novel tool for multi-scale shape description of MR brain images, allow 
ing for quantitative and qualitative shape measurements of a multi-scale shape stack. We use a 
slice-by-slice (2.5 D) approach to describe the changes of shape of 3D MR brain images by prop 
agating the results at the coarsest scale between neighbouring slices. The shape stack is obtained 
via a shape focusing process based on implicit segmentation steps and is further evaluated with 
classical shape descriptors in order to characterize global, relative and local changes in shape. 
Especially the local shape measurements might prove to be useful for clinicians to locate and 
quantify shape changes of the brain coinciding with patients having epilepsy. Preliminary re 
sults of the presented algorithm show a quantitative demarcation between normals and epileptic 
patients which is subject for closer investigation. Other applications of the presented method 
include the investigation of the correlation between spinal cord atrophy and Multiple Sclero 
sis (Schnabel et al., 1996). Future work is focused on true 3D extensions and non-linear scale 
spaces.
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1 Introduction

When testing certain procedures in medical applications, one would rather 
use artificial models than real patients. For example, when testing efficiency 
of different scanning procedures to detect cancer cells in lungs, radiologists 
would like to work with a 'random lung generator' which can produce a set 
of new shapes in such a way that it resembles as close as possible a sample 
of images of real human lungs. Not only the shape should be realistic, but 
also the variance in shape of generated images should resemble the variance 
in an observed set of real lungs.

New images can be obtained by perturbations of simpler images (or tem 
plates) that are widely used in pattern recognition algorithms [1]. For in 
stance, [7, 8] argue for using so-called superquadrics as templates with sub 
sequent transformations determined from some mechanical principles. Here 
we assume that the perturbations stem from a stochastic model and study 
image variability from statistical viewpoint. The initial object is a sequence 
Xi,... , Xn of images which are assumed to be i.i.d. realizations of a certain 
random image X (more precisely, X is a random closed set). The objective 
now is to design a stochastic model for X which produces realizations with 
statistical properties closed to the observed sample. Eventually, such a model 
can be used as a 'random generator' of images. Our working example is a 
sample of 147 right human lungs, see Figure la. The data are binary pictures 
of horizontal planar slices of the lungs taken at the so-called carina level. The 
method is applicable for three-dimensional images as well. It should be noted 
that for these shapes it is difficult to identify landmarks, and use methods 
based on fitting of landmark distributions.



2 Calculating the mean

Convexity is quite a strong assumption for images which appear in practice, 
and, especially in medical applications. We will consider here not necessarily 
convex, star-shaped sets. Stronger, we assume that each image X is star- 
shaped with respect to its centre of gravity c(X). If this is not the case, we 
apply a recurrent procedure to make the centre of gravity a star point. The 
procedure uses the concept of star-hull of a set X with respect to point a,

SHa (X) = {Aa + (1 - A)i: 0<A<l,xeX}.

The procedure starts with Xi = X for i = 0. On each step i we stop if the 
centre of gravity of X, is its star-point. If it is not the case we evaluate the 
next set Xi+ i = SHc(X,)(Xi). It follows from [2] that the increasing sequence 
{Aj} of compact star-shaped sets has a limit with its centre of gravity being 
a star-point.

Thus, we can assume that each set Xt is star-shaped with respect to its 
centre of gravity c(Xi). The radius-vector function of Xi is given by

rXl (u) = sup{t > 0 : tu + c(Xt )   XJ

for u from the unit circle (sphere in higher dimensions). The radius-vector 
average of the images X\,..., Xn has the radius-vector function given by the 
arithmetic average of the radius-vector functions of the observed images [6, 
p. Ill]

*•*(•) = -!>*.(•)•

Figure 1: a) four images of right lungs; b) the radius-vector average X (en 
larged) of the whole sample of 147 lungs slices.

3 Stochastic model

3.1 Perturbations

The star-shapedness assumption enables us to work in the space of functions 
on the unit sphere S d ~ l in R"*, (d = 2,3), so that a random radius-vector
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function immediately yields a model for a random star-shaped image. We 
then interpret the radius-vector function of a random star-shaped set X as 
a perturbation of the radius-vector function of the corresponding average X, 
e.g., the additive perturbation model is given by

rx (u) = rjf(u) + £(«), ueSd ~ l , (1)

where £ is a random function on the unit sphere. From the sample X\,...,Xn 
we can calculate the corresponding perturbation functions £i(-),... , fn (0 
that, being combined with the average, yield the corresponding images. The 
aim is to find a stochastic model for £( ) from the sample £1 ( ),.-  ,fn (')- 
The suggested stochastic model can be used in other situations which may 
require a simple model of a random function on the unit sphere.

3.2 Regularization

Images medical people work with often have rough boundaries with small 
irregularities, which are very difficult to simulate and which are also not 
important to reproduce in view of medical applications. This rules out models 
based on the assumption that £( ) is a Gaussian random function. It should 
be noted also that Gaussian models require estimates of the covariance matrix 
that are difficult to derive using only a small number of observations.

We apply a regularization procedure to the observed perturbation func 
tions &. For each i, the corresponding fj(u) is used to perturb a circle of 
radius R equal to the absolute value of the minimum of f;(u) for all i and u. 
This yields the set P; with the radius-vector function ^(u)+R, see Figure 2b. 
Further, P; is the convex hulls of the perturbed circle P;, see Figure 2c. Its 
support function h(Pi,u) = sup{(w,:t) : x   PJ ((u,x) denotes the scalar 
product) is used to regularize X, using the formula

rx,(u) = rx (u)-h(Pi ,u) + R,

see Figure 2d. Clearly, X, C Xt, so that this procedure is biased. However, 
the bias can be easily eliminated by a simple scale transformation. Below we 
will suggest a model that yields a random set with distribution close to the 
distribution for the regularized images Xi,...,Xn .

a)X, ^ b)P« *"  "*' >

Figure 2: Regularization procedure.
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3.3 Convex-stable polygons
In view of the regularization procedure we have to find a model that corre 
sponds to the sample of polygons PI, . . . , Pn that are treated as realisations 
of a random polygon P in the plane (or polyhedra in the space). However, 
there are not many flexible models for random convex polygons and the corre 
sponding statistical studies are scarce. We will use the model of convex-stable 
polygons suggested in [5] for the statistical analysis of dust particles shapes. 
Such polygons appear as convex hulls P = conv(n^) of points of inhomoge- 
neous Poisson process H^ with the intensity function <j>(x), x S Rd , satisfying 
(f>(rx) = T~a ~ d <fr(x) for each r > 0. The model's parameters are a and the 
function (/>(u), u 6 Sd~ l Smaller values of a make polygons more angular. In 
the isotropic case, <j>(u) = c identically. Alternatively, P appears as the scaled 
limit of a sample in Rd with density having the tail of type (j>(x) [4], that is P 
is the weak limit of suitably scaled convex hulls a~ l conv(^, . . . , Cn) of i.i.d. 
random points fi, £2, . . .. Without loss of generality we assume that Q = UjTjj, 
where vf is distributed on 3d" 1 with probability density proportional to <j>(-), 
and the density of r/j is

fT

p(r) = — -—-, r>0.^ ' \ -|_ j-d+a ' —

In this case only several very distant points from Ci.---.Cn determine the 
shape of the set. The relevant motivation for the use of this model in our 
context may be provided by the fact that interactions of lungs with few neigh 
bouring organs determine their global shape. The function £ (u) = R—h(P, u) 
provides a simple example of a non-trivial continuous perturbation function, 
which is also easy to simulate. The function <j> determines anisotropy of the 
model.

To obtain a suitable model, the support function of P must have the 
distribution that matches the observed support functions of PI, . . . , Pn . It is 
shown in [4, 5] that the distribution of the support function of P is given by

P{h(P,u) <x} = exp{-aTaa(7)} 

where 7 is the angle between u and the i-axis and

»/2

0(7) = a' 1 I 0(7 + /?) cosQ /3 d/3 . (2)
-7T/2

It is easy to see that

a(7) = Efep<»/r(l - I/a) . (3)

4 Estimation of parameters
Since anisotropy of the random point £ is modelled via Vi (i.e. via </>( )), the 
a which appears in the density of 77; must be constant. The value of a can



be estimated for different directions using the method of moments based on 
the relationship

) 2 ) r(i-2/a)

The left hand-side of (4) depends on the direction u. The directional vari 
ability can be explained among other things by the inaccuracy of calculations 
of support function or radius-vector function from digital images. The mean 
value for all u is 1.022 and the median is 1.018. The value of a which yields 
1.022 in the left-hand side of (4) is 9.4. It should be noted that the so-called 
Hill's estimator known from the theory of extreme values [3] yields similar 
estimates for a in different directions.

The mean support function of PI, . . . , Pn is essentially different from a 
constant (see Figure 3a), so that we have to assume that X is anisotropic. We 
can find an estimate of <j> from the integral equation (2) using the average of 
the support function and (3), see Figure 3b. For this, the Fourier expansions 
of both a(-) and 0(-) have been used.

a) := 
S-l

b) g

1OO ZOO 3OO 10O 2OO 3OO

Figure 3: a) the average support function of PI, ... ,Pn ; b) the estimate for 
the function (/>(•).

5 Simulation and discussion
A sample of polygons with a = 9.4 and the estimated function <!>(•) has been 
simulated using the algorithm described in [5]. Figure 4a shows a sample 
of lungs obtained by perturbations of the mean lung using their support 
functions.

Non-parametric tests show good agreement between the distributions of 
the area and perimeter of the original polygons PI ,..., Pn and the simulated 
polygons, e.g. the Wilcoxon test gives the confidence levels 0.09 and 0.69 to 
the area and perimeter. Figure 4b shows confidence levels for the Wilcoxon 
test applied to the support functions of the original polygons and the simu 
lated polygons at different angles. The test discovers a significant difference 
for some angles, although the data agree with the simulated sample for many 
other angles.
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Figure 4: A sample of 10 simulated lungs; b) the results for the Wilcoxon 
test for the simulated sample compared with 0.05 confidence level.

Another possible way to model anisotropy is to assume that P = Y ffi L 
where Y is an isotropic convex-stable polygon and L is a non-random convex 
set. It follows from (4) that Eh(P, u) = Eh(Y, u) + h(L, u) = c + h(L, u) and 
£(h(P, u) 2 ) = c2r(l - 2/a)(F(l - I/a))'2 + 2ch(L, u) + h(L, u) 2 . From this 
we can estimate h(L,u) provided an estimate of a is known.

The advertised model of perturbations based on convex-stable polygons 
is rather simple, low-parametric and easy to simulate. For instance, in the 
isotropic case the model depends on two parameters only. This allows to 
estimate parameters even when not many observations are available for the 
analysis. It is also easy to generalise for three-dimensional images.
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Recovery of surfaces of revolution from range and 
intensity images

Ragnar Bang Huseby 
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Abstract

The problem of estimating a surface of revolution from a noisy and sparse range image is considered. 
It is assumed that the axis of revolution is vertical, the surface is viewed from above, and the surface con 
sists of a fixed number of horizontal segments. A method for estimating the surface based on an image 
model formulated in a Bayesian framework is described. Experiments on simulated and real data are pre 
sented. The real images were acquired by a sensor producing both range and intensity measurements. 
Inclusion of intensity data in the model improved estimation accuracy.

1 Introduction
Recovery of surfaces from range images has been an active research area for several years. In 
this paper, we consider very simple surfaces, namely surfaces of revolution consisting of a fixed 
number of horizontal segments. Such surfaces can often be described by a small number of pa 
rameters, and therefore high estimation accuracy can be expected even in cases when the image 
is noisy and sparse. The present author became interested in this estimation problem through a 
research project on classification of empty bottles. 

We attempt to answer the following questions.

1. Given an estimator, how is estimation accuracy related to resolution, noise, and the true 
values of the parameters?

2. How should range and intensity images be combined in order to obtain satisfactory estima 
tion accuracy?

Efrat and Gotsman (1994) presented analytic bounds on the accuracy that can be achieved on 
estimates of disk parameters from noise-free digital images. One of the first papers on the use 
of range and intensity data was Duda et al. (1979). A more recent paper on this issue is Zhang 
and Wallace (1993).

In Section 2, we describe our basic model assumptions and explain briefly how the surfaces 
can be recovered. In Section 3, we present experimental results on simulated and real data. Con 
cluding remarks are in Section 4.



2 Methodolgy
In this section, we describe a method for recovering a surface of revolution. The method is based 
on a statistical image model formulated in a Bayesian framework. It is assumed that the axis of 
revolution is vertical, and we consider surfaces that can be represented by 8 = (r, c, x) where 
* = (ri, r2,- • .,rn ),7-j's are nonnegative numbers such that TI < r2 < ... < rn , c is the location 
of the axis, x = (xi, x 2 ,... , zn-i), %j is the height at the points where the distance to the axis 
is between r, and TJ+I , and n is a fixed number. We want to estimate 6 from image data.

Let Ro be the disk in the plane with radius n and center c. For j = 1,2,..., n — 1, let 
R, be the set points in the plane where the distance to c is between r, and ri+1 , and Rn is the 
set of points where the distance is greater than rn . Let ii, i 2 ,      , tm be points in the plane not 
necessarily uniformly spaced. We let y; denote the observed record at ti and y the corresponding 
vector, interpreted as a realization of a random vector, Y — (Yi,Y2 ,... ,Ym ). It is assumed that 
the Yi 's are conditionally independent given 8, and the Yf 's are identically distributed within each 
RJ. Hence, the conditional density of the observed records given the surface is

/(»i«) = n n AM*)-
J=0t,£flj

In addition, we assume that f} (yt \9) = f,(yi\x,) for j = 1,2,... ,n — 1, fo(y,\8) = fj(yi), and 
fn(Vi\8) = fn ( yi }.

Prior knowledge is often present on the parameters. For instance we might know that x, is 
greater than xj.. Thus a Bayesian approach is appropriate. We assume that the prior density it 
can be written as

Tr(6) = irT (r)irc (c)*I (x).

Let 6 be the maximum a posteriori estimate of 9. 6 is our choice of inference about 9. We ex 
plain briefly how 6 can be computed. Let x(r, c) be the vector x that maximizes f(y\r, c, x) ir^x) 
for a given choice of (r, c). It is often easy to find x(r, c). For instance, if /, is univariate Gaus- 
sian with expectation x} , and wx is uniform, 5 3 is simply the average of the Yi's from R3 . It 
follows that

« = (r*,c",*(r", C*))

where (r", c") maximizes the function L defined by

L(r, c) = f(y\(r, c, *(r, c))) ,rr (r) *c (c)»r(*(r, c)).

In this paper, the domain of i is taken to be a continuum. Because the set of pixels is discrete it 
follows that L is piecewise constant. Hence (r", c") is not unique. However, if the set of pixels 
is large, the diameter of the set of possible (r*, c') is small. One of the maximum points of L is 
selected. In order to minimize L we apply the technique of simulated annealing. We employed 
the routine called "amebsa" in Press et a/. (1992).

An alternative estimator is the conditional expectation of 8 given y. That approach may be 
pursued in the future.
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r = 3
r = 7

<T= 1

0.08 
0.03

a = 10
0.53 
0.29

Table 1: Standard deviation of various radius estimates.

3 Experiments 

3.1 Simulated data
Simulations were conducted in order to get an understanding of the estimation problem. We 
considered recovery of cylinders. A cylinder is a surface of revolution of the simplest kind. We 
tested the method on two cylinders. The height of each cylinder is 10, and the radii are 3 and 
7, respectively. The height of the background is 0. Images of the cylinders were generated by 
sampling the scene at a 15 x 15-array of points and adding independent noise. The noise was 
Gaussian with zero expectation and standard deviation a. We generated images with a equal to 
1 and 10.

We estimated the radius, the height of the cylinder, and the height of the background. As prior 
information we used that the height of the cylinder is greater than the height of the background, 
the radius is between 0.5 and 8.5, and the axis passes through a square with side length 2. The 
prior distribution was uniform. The standard deviation of the various radius estimators are shown 
in Table 1.

As expected, the estimation accuracy decreases as the noise level increases. Note also that 
we obtain higher accuracy for r = 7 than for r — 3. The same is true for the estimate of the 
height.

3.2 Real data
The performance of the method described in Section 2 was investigated on a set of empty plastic 
bottles without caps. The shape of the bottles is indicated in Fig. 1. When seen from above, 
a bottle consists of 4 segments: bottom, peak, collar, and shoulder. Two types of bottles were 
used in this study: Coke and Pepsi, and the data set consisted of 100 samples of each type.

Images of the bottles were acquired by a laser range finder. The resolution of the height mea 
surements is 2mm. The analysis was restricted to circular regions in the image of radius 35mm 
containing a single bottle. The distance from a pixel to its closest neighbour is between 0.68mm 
and 0.71mm. However, beacuse the pixels are not uniformly spaced, each region does not con 
tain more than 1200 pixels.

Because the height is not measured properly on the shoulder, the slanting part of the surface, 
we were only interested in the upper part of the bottle consisting of peak and collar. Thus our 
goal was to estimate n = the distance from the axis to the peak, x a = the height of the peak, 
r2 = the distance from the axis to the edge between the peak and the collar, x 2 = the height of 
the collar, and r3 = the distance from the axis to the outer boundary of the collar.
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Figure 1: Vertical cross section through a bottle.

We used the prior distribution TT given by ir(9) = rr (ri, r2 , r3 ) irx (x 1 ,x2 ) TC (C) where irr is 
uniform on the set of (r1 ,r2 ,r3 ) such that 7 < rl < 13,1 < r2   r^ < 7.5, and 3 < r3  r2 < 11, 
7rx is uniform on the set of (ii, z 2 ) such that x-i — x 2 > 10, and irc is uniform on a square with 
side length 10. Throughout this section the length unit is mm.

In addition to height, the intensity of the reflected light was recorded. Most of the information 
concerning shape is contained in the height image. However, additional information is available 
since discontinuities in the surface cause discontinuities in the intensity image. Moreover, the 
quality of the height measurements deteriorates with decreasing intensity. The latter fact was 
incorporated in the image model. For simplicity, we assumed that the intensity distribution was 
the same for all segments, that is

for pixels in Rj, j = 0,1,2,3. Note that it is not necessary to know g. The observed height was 
modelled as Yh"3kt = X + W, where W is a Gaussian random variable with zero expectation 
and variance dependent on Y'nten"ty . For pixels in R0 and R3 , X is a random variable uniformly 
distributed on [0,60] and [0,300], respectively, while X = x, for pixels in R,,j = 1,2.

The conditional variance of height given intensity was estimated by employing the Nadaraya- 
Watson estimator, see Nadaraya (1964) or Watson (1964). The estimate is based on measure 
ments from surfaces where the height is known. The relationship is shown in Fig. 2. Note that 
the standard deviation is approximately 1mm for high intensity values and 50mm for low inten 
sity values.
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Figure 2: Relationship between intensity and height variance.

Coke

Pepsi

rl
9.9 

0.37
9.7 

0.34

rl
12.6 
1.00
12.7 
0.78

r3
20.5 
0.32
18.4 
0.29

zl
336 
5.1

345 
3.9

z2
321 
4.0
327 
3.6

Table 2: Summary of the estimation results. Mean and standard deviation are shown for each 
parameter. The unit is mm.

Figures 3- 4 show scatterplots of the data from a single bottle and indicate the values of the 
corresponding estimates. We see that the estimated surface fits the range data well.

We also attempted to estimate the surface parameters without utilizing the intensity data. 
Then we assumed that the height variance was constant. However, the results were poor.

The estimation results are summarized in Table 2. The standard deviation of the estimate of 
TT. is relatively large. This is likely due to the fact that the intensity is low near the discontinuity 
between the peak and the collar, and hence the error of the height measurements near this dis 
continuity are large compared to the difference betweeen x-i and z2 . Note also that r3 was more 
accurately estimated than rj, and that the results for Pepsi were better than the results for Coke.
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Figure 3: Data from a single bottle. Distance to the estimated axis is plotted vs measured height. 
The lines indicate estimates of the parameters.

Figure 4: Data from a single bottle. Distance to the estimated axis is plotted vs measured inten 
sity. The vertical lines indicate estimates of the radii.
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4 Concluding comments
In this paper, we have described a method for recovering a simple surface of revolution using a 
Bayesian approach. The method was tested on simulated images of cylinders and real range and 
intensity images of bottles. The performance depends on resolution and noise level.

Concerning the estimation of the cylinders, the absolute error seems to decrease as the radius 
increases. This might also be true for more general surfaces of revolution. The method does 
also work on real data provided that noise modelling is done properly. Modelling the height 
variance as a function of intensity is a fruitful approach. Further research is necessary in order 
to understand the impact of resolution, noise, and use of prior knowledge on the performance of 
the method.
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Applying Landmark Methods to Biological Outline Data

Fred L. Bookstein
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Abstract. Procrustes superposition and the thin-plate spline, each principally 
developed within the context of discrete landmark data, can be combined in a new 
praxis for outlines without landmarks. The classical thin-plate spline can be constrained 
quasilinearly to relax points along polygonal outlines. When points on a sample of 
cases are located as splined images of points on a template in this way, the Procrustes 
shape coordinates that result lie close to a proper subspace of the familiar tangent 
space that represents proper landmark data. The usual spline grid for the relation 
between two such images is highly informative about group differences at large scale. 
But because group differences are preferentially in the direction normal to the mean 
outline, the complementary search for small-scale features involves a different strategy 
than applies to proper landmarks. This paper suggests a search over neighborhoods of 
every quasilandmark at all radii in order to maximize the signal strength of a kernel 
estimator. The method is exemplified using a data set of outlines of the corpus callosum 
in brain MRI's of doctors and schizophrenics.

Introduction

Over the last decade, previously scattered or fragmentary tactics and techniques 
from medical image analysis, multivariate statistics, and computational geometry have 
been interwoven very effectively in a newly standardized praxis for landmark data. This 
morphometric synthesis binds together the Riemannian structure of David Kendall's 
shape space, multivariate statistical maneuvers in the tangent space at the Procrustes 
average form, and graphical approaches for visualizing a wide variety of signals in the 
resulting data sets. The synthesis brings to the analysis of medical images a newly 
biometrical spirit—a concern for optimal description of causes and effects—that was 
hitherto unavailable. Its power and its promise have been reviewed recently (Bookstein, 
1995a. b, 1996a, b; Mardia, 1995) and will not be revisited here.

The power of the synthesis for scientific description, however, has thus far typi 
cally been bound to the very demanding abstraction of landmark point data. This is 
inconvenient for a number of reasons. Such data cannot at present be supplied automat 
ically with adequate reliability; the automatic algorithms beginning to appear enforce 
assumptions that interact with systematic group differences to bias their interpreta 
tion to an unknown extent. Landmark data seem unavailable or lacking in authority 
for large extents of scientifically important structures such as the human cortex or its 
surface. Most seriously, the discrete structure of landmark data does not particularly 
suit the ultimate goal of supporting physiological or clinical explanations of medically 
important differences, explanations that tend to concern extended integrals like surface 
area or volume or image contents over such extended regions.

The two techniques at the core of the synthesis are the Procrustes-projection con 
struction of shape coordinates and the visualization of localized shape phenomena by 
thin-plate spline. There have been several previous attempts to extend these techniques



from the somewhat constricted domain of landmarks to curving form more generally. 
The thin-plate spline, for instance, has been extended to incorporate arbitrary infor 
mation about affine derivatives (Bookstein and Green, 1993) and curvature (Little and 
Mardia, 1996; Mardia et al., 1996), to treat whole extended curves registered at land 
marks (Cutting et al., 1995), and to handle curves and landmarks in a perfectly equiv 
alent manner (Green, 1995). Procrustes analysis is likewise being extended to whole 
curves (see, for instance, Sampson et al., 1996). But in these extensions there has not 
hitherto been any formal coherence analogous to what is available for landmarks: the 
obvious fact that the spline is linear in the landmark coordinates, and the theorem that 
its eigenfunctions are orthonormal in the Procrustes registration. This essay introduces 
such a coherent combination of tools for a problem that has not previously been for 
malized: the task of localizing group differences in data from curving forms that, while 
not featureless, nevertheless need not have any punctate landmarks anywhere along the 
arcs.

Figure 1. The data set: 25 26-point polygons around the callosal border. Medical 
staff, first twelve forms; schizophrenics, last thirteen. Sample and planes selected by 
John DeQuardo, Adult Psychiatry Unit, University of Michigan. The bulbosity at the 
rightmost (posterior) end is named "splenium"; the one at the left (anterior), "genu."

The data set to be used to exemplify the localization technique of this paper has 
been exploited previously to demonstrate landmark-based techniques (Bookstein, 1995c, 
1996b). The original images are single nearly midsagittal slices selected from clinical MR 
brain scans of 12 doctors and 13 patients from the Adult Psychiatry Unit, University of 
Michigan Hospitals. Previous analyses began with a data set of 13 landmarks located 
by John DeQuardo; the discrimination was sharpened after I included four additional 
intersects placed around the inner boundary of the corpus callosum. But of the original 
13 landmarks, three were already positioned rather arbitrarily along that arc, and two 
others lay with equal arbitrariness along the falx cerebri. In Green, 1995, those five 
landmarks are deleted in favor of augmenting the data set by tracings of the two arcs 
in full. From this scheme I will use only the callosal outline itself, a polygon of 26 
quasilandmarks in each of the forms. The 25 polygons are shown in Figure 1.

Spline relaxation and quasilandmarks

At the core of the technique of spline relaxation along curves (Bookstein, 1991) 
is a rearrangement of the familiar spline equations. Classically, let U be the function 
[7(r ) = r2 log r, and consider a reference shape (in practice, a sample Procrustes average)

60



with landmarks P, = (x t ,y,), i = 1, . . . , k. Writing U,j = U(Pi — P} ), build up matrices

0 J7i2 ... Uit 
0 ... U2k

where O is a 3 x 3 matrix of zeros. The thin-plate spline f(P) having heights (values) 
hi at points Pi = (i,-, y,-), i = 1, . . . , k, is the function

k 
f(P) = £ u>itf(P - P,) + a0 + 0*1 + ay y

where W = (tui, . . . ,wk ,a0 ,az ,ay Y = L~ l H with ff = (hi, h2 , ... ,hk , 0,0,0)' Then 
we have /(Pi) = fo,, all i: / interpolates the heights h, at the landmarks P,. Moreover, 
the function / has minimum bending energy of all functions that interpolate the 
heights hi in that way: the minimum of

JL \dxdy

where the integral is taken over the entire picture plane. The value of this bending 
energy is

±WH=±HlL?Ht ,

where L^ 1 , the bending energy matrix, is the k X k upper left submatrix of L~l , and 
Hk is the corresponding fc-vector of "heights" (/Zi,/i2, . . . , h^.

A plane- to-plane interpolation is couched as a Cartesian pair (fx ,fy ) of these func 
tions based in the same matrix L and for which fx uses a vector Hz of ^-coordinates 
of a target form and fy uses a vector Hy of ^-coordinates. The bending energy being 
minimized is now the quadratic form H^L^ 1 rIT + H'L^Hy

This last formulation is the key to extending the method so that some of the target 
landmarks are freed to slide along lines. Let there be a "nominal set" of target land 
marks Yf,..., Y£ collected coordinatewise as the vector Y° = (Yi lt . . . ,Ykl ,Yly ,. . . , 
Y/fc,,), the concatenation of the two vectors H of the preceding treatment. We now seek 
the spline of one set of landmarks Xi . . . X^ onto another set of landmarks Y\ . . . Y^ of 
which a sublist Ytl . . . Yim are free to slide away from their nominal positions Yj° along 
directions Uj = (ujz ,u]y ).

To minimize the bending energy Y*L^YX + YjL^Yy as the landmarks 1",, of the 
sublist range over lines Y° + tjUj, collect the parameters t\, . . . ,tm in a vector T and 
the directional constraints u\ , . . . , u m in a matrix of 2fc rows and m columns in which 
the (ij,j)-th entry is Ujx and the (k + jj,j)-th entry is Uj y , otherwise zeroes. The task 
is now to minimize the form
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over the hyperplane Y = Y° + UT. The solution to this familiar generalized or weighted 
least squares problem is achieved for parameter vector

target, unrelaxed, energy 0.676 relaxed, energy 0.174

Figure 2. The geometry of relaxation by thin-plate spline. Left: ordinary thin-plate 
spline from an unrealistically symmetric eleven-landmark template onto an arbitrary 
(but similar) polygon. Right: the same after a relaxation along escribed chords (short 
segments shown through starting positions).

Figure 2 demonstrates this computation for a little scheme of 11 "landmarks'' all 
free to slide. I have chosen to let each slide on its "escribed chord," the line parallel 
to the join of its two immediate neighbors. We have saved almost 75% of the bending 
energy of the spline without deviating much from the original form except at the sharp 
bottom corners. In practice, forms will have far smaller exterior angles and shifts will 
be quite a bit less than those shown here.

The bending energy matrix L^ 1 has a spectrum of k — 3 nontrivial principal warps 
(Bookstein, 1991) usefully characterized by a hierarchy of spatial scales. In any mini 
mization such as this, the high-energy terms will be relaxed preferentially in relation to 
the low-energy terms to the extent that they are spanned by the subspace over which 
the minimization is occurring. In the example here, the region of highest energy in the 
initial warp lies in the arch of the form, and the relaxation has concentrated its visible 
effect there, relaxing landmarks of the upper arc to the right, the lower arc, to the left.

In the context of curving outlines, the vectors Uj assembled in the constraint matrix 
U are themselves differences (here, Yt+\ — Yt-i) of the nominal landmark set. Because 
L is evaluated at the nominal positions Pi of the quasilandmarks, and U estimates a 
tangent direction at the newly relaxed target, the optimization must be an iterative 
one. After a relaxation along a chord direction as just demonstrated, the target point 
is projected back down onto the curve, perhaps a new chord direction is computed, and 
all computations repeated until convergence.

The resulting loci for the 26 points around the corpus callosum (Figure 1) do not 
have local definitions—they are not landmarks in any of the senses of Bookstein (1991)— 
yet each set of 26 minimizes the bending energy of the spline representing its deviation 
from their common average. Because each of these 26 points represents a spline of the 
same point of the average, we will refer to them here as quasi/andmaris. The reader 
should keep in mind, nevertheless, that they were computed globally, outline by outline, 
as a joint representation of the whole corporeal outlines on which they lie.
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Figure 3. Procrustes analysis of the whole callosal form. Far left: conventional 
scatter of Procrustes-fit coordinates (least-squares superposition to an average). Center 
left: group mean contours in this registration, with some landmark numbers indicated. 
Solid line, normals; dashed line, schizophrenics. Center right: enlargement of scatters 
at points 14, 15, and 16. N, normals; S, schizophrenics. The difference at point 15 
is significant at about the 2% level by ordinary T~ test. Far right: splined grid from 
normal to schizophrenic mean, magnified threefold.

Even though the assumptions of the Kendall null model are unlikely to obtain, 
the usual Procrustes scatter of our 25 callosal shapes, Figure 3 left, shows mostly well- 
behaved and modestly noncircular scatters at the 26 separate quasilandmaxks. The 
outlying points at lower right center derive from one callosum of extremely recurved 
splenium, the form at the right in the third row of Figure 1.

The group means (center left panel) indicate a series of alternating deviations be 
tween the patient mean outline and the normal group mean outline, of which the largest 
displacement normal to the common tangent is at point 15. The center right panel of 
the figure codes the scatters at points 14, 15, and 16 by group. In this registration, 
the difference at point 15 (JV's vs. S's) is significant separately (by Hotelling's T2 ) at 
p ~ .02.

The weak signal we just detected at point 15 seems to lie approximately normal to 
the outline shape in that vicinity, just where the spline relaxation should have left it. 
(Indeed, the group difference seems nearly perpendicular to the average curve except 
around points 9 and 11, which lie close to true landmarks not shown here.) Yet the true 
relation between group mean shapes along this gently curving segment of arc must be 
confounded to some unknown extent by aspects of the Procrustes fit at a relatively great 
distance. For instance, variations in genu, the structure at the far left, may displace the 
entire form in ways that have nothing to do with the shape difference in the vicinity of 
point 15 but which nevertheless contribute to the residual we just inspected. Since there 
are such group differences at the other end, best to exclude them from our judgment of 
what's happening at point 15.

We experiment, then, with a different starting Procrustes fit: just half the form, 
the "back half," as in Figure 4. The individual shifts and rotations to the average, and 
the individual scaling with respect to Centroid Size (summed squared differences from 
the centroid), have been recomputed de novo. The mean contours change mainly in 
the manner of their superposition, not in their own separate shapes; but the variances 
of individual landmark positions and their covariances with group may be considerably
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altered. The scatter of residuals, at left, is qualitatively unchanged from the earlier 
version, but the residual at point 15, coded by group in the center panel, now has a T2 
that is nearly twice as large as it was in Figure 3, with p ~ .0015, which has become 
promising. A visualization via the original polygonal outlines, far right, confirms this 
tendency of separation for the locus at which the outlines transect their approximate 
shared "normal" near point 15. "On the average," the perturbing effect of including 
distant points in the Procrustes fit seems to have been ameliorated quite a bit by the 
simple amputation of the entire region of genu. Notice, also, that point 15 now lies 
quite near the centroid of the Procrustes landscape within which we are fitting; that 
was not the case in Figure 3.

Figure 4. The same for "the back half of the form, rotated to its own Procrustes 
horizontal. Left: Means and Procrustes-fit coordinates. Center: enlargement for points 
14, 15, and 16. As a multiple of its own standard error, the difference at point 15 is 
40% larger than it was in Figure 4. Right: superposition of original outline polygons 
indicates the extent of separation at point 15 normal to the shared tangent direction.

One can experiment with surgeries like these ad lib. Different subarcs or subregions 
of the outline give rise to different estimates of "the shift at point 15" that mostly align 
with the normal to the mean curve there. The strength of the associated group difference 
signal (as calibrated by the tail-probability of the usual Retelling's T2 ) seems to vary in 
a manner sensitive to details of the fragment of reference. It seems clear, nevertheless, 
that there is some sort of group effect on average shape "at point 15." The Procrustes 
superposition seems to be leading us toward a useful tool for extracting that description.

An adaptive local filter for differences athwart curves

We escape from this perplexity by reconceptualizing the Procrustes-based T2 as 
a signal detection filter complementing that already supplied by the relaxation spline. 
In this construal, the signal being sought is the shift of one quasilandrnark on a back 
ground of a subset of the others presumed unchanging in mean position—a very special 
case of the "resistant residual" familiar to the morphometric community. Any mean 
shift signal will be passed through the "Procrustes projection" (Kent. 1995) like any 
other quasilinear shape signal. This projection attenuates more or less as the landmark 
suspected of shift lies near to or far from the centroid of the mean Procrustes form. 
Thus we should be searching in neighborhoods centered over the target landmark.

The preliminary spline-relaxation step has enhanced the power of this filter surrep- 
titously but very usefully. Because of the severe anisotropy of the spline's spectrum, one



can assume that the individual placements of quasilandmarks, which arise by splined re 
laxation from the grand mean form, massively suppress local discrepancies along smooth 
sectors of the curve with respect to those across the curve. The same anisotropy must 
apply to these comparisons of group mean shapes as well. Hence all along smooth sub- 
arcs of the typical outline, Procrustes filters like that in Figure 4 are read only in one 
single direction, the direction normal to the mean curve. The statistic is thus a simple 
t, not a T2

There remains the concern of neighborhood size, which I handled so diffidently and 
arbitrarily (Figure 4) by chopping the form in half. A plausible analogy for the problem 
of setting this neighborhood radius could cut through the peculiar nonlinearities of 
the present setting—the splines, the rescalings entailed by Procrustes fits—for a model 
from a much more familiar domain: random processes over the integers of the real axis. 
Assume, for instance, that we are trying to compare two groups of functions defined 
over a wide interval of integers centered at i = 0. In either group, the function has 
expected value 0 at every value except i = 0. There, one group has expected value 0, 
the other, some nonzero value a. Suppose that observations vary around this expected 
value by the superposition of two processes of radically different spatial scales. To be 
specific, suppose one is a completely uncorrelated Gaussian process i.i.d. .(V(0,o"2 ), and 
the other the long-range order JV(0, r2 )j2 . (That is, one picks a normal deviate ej,- for the 
fcth case of either group, and then adds i 2 et to the function evaluated at every point i of 
that case.) The small-scale process is an analogue of ordinary edge-location noise. The 
long-range order corresponds to large-scale shape differences or signals from other parts 
of the organ or organism under study. These long-range aspects of bending are typically 
found in almost all meaningful comparisons. It is clearly visible, for instance, in the 
thin-plate spline between our two group mean callosal shapes, Figure 3. The method I 
am about to introduce is robust to changes of this type, which can be described by the 
same methods that already apply to landmark data (Bookstein, 1991, 1995a, b, 1996a).

Figure 5. Three neighborhoods around quasilandmark 15, the point of greatest in 
terest. Smallest: consecutive triangle 14-15-16 along the outline. Its radius is indistin 
guishable from that of the three-neighbor neighborhood, which happens to incorporate 
the nearest point (quasilandmark 4) on the other side of the isthmus. Intermediate: 
the optimal neighborhood according to the algorithm described in the text (maximum 
of signal-to-noise ratio of the (5-filter). Outer circle: the "back half" of the form, Figure 
4, is also the neighborhood of point 15's 15 closest neighbors.

By analogy with our Procrustes-based search for a normal deviation, in this setup 
we apply a filter that contrasts the value of the function at 0 to its average value across
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some neighborhood of zero. This is the "<J-filter" having coefficients

centered at 0. As m varies, the filter will supply an estimate a of the mean shift a 
at 0 whose error variance is a function of m having a proper minimum somewhere. In 
fact, the variance of the filter output for one single case is just the variance of the linear 
combination K evaluated on a process that is the sum AT(0,<7 2 ) + z 2 jV(0,r 2 ); this is

"• 2 + (2m)"2 (2m<r2 + m(m + l)(2m + l)r2 /3), which is minimized for m = v/f 0 + 5. 
From there on out, because of the strongly supralinear long-range order introduced via 
the term z' 2 JV(0, r2 ), the Central Limit Theorem is not only inapplicable but actually 
contravened: as m increases by 1 the contribution of the long-range term ei 2 adds 
new variance of order r2 /3—note this does not drop with increasing m—that is no 
longer compensated by the increase in precision (which goes as a2 /2m2 ) of the baseline 
engendered by the longer sampling interval over which the contrast with /(O) is accrued. 
For T2 /r 2 = 10, for instance, the optimal interval of windowing is (—4,4). It appears 
that such an internal optimum ought to arise whenever the function multiplying ./V(0. r2 ) 
rises faster than linearly.

Back in the domain of morphometrics, this model of quadratic growth (the function 
z 2 ) for long-range or large-scale effects is qualitatively quite plausible. (And the simplest 
parametric operationalizations of these models seem to be quadratic: Bookstein, 1991.) 
If the analogy of a filter balancing competing sources of variance is valid, and if true 
group differences in the form of the curve, beyond the large bends and compressions 
shown in Figure 3, are this local, then they might be found by center-vs.-periphery 
searches of neighborhoods of Procrustes radius neither as large as the whole form nor 
as small as single edge-angles (consecutive triples of quasilandmarks).

Figure 6. Response surfaces corresponding to performance of the 5-filter at all quasi 
landmarks of the callosal data set, for a range of neighborhood sizes. Left: distance 
between group mean Procrustes fit coordinates, scaled to Figure 3. The general rise as 
neighborhood size increases is a consequence of the large-scale bending between groups 
we are attempting to evade. Right: log tail-probability of the t-ratio (signal-to-noise 
ratio) of the J-filters normal to the mean outline. This is the surface texture referred 
to in the text as "corrugated." The obvious ridge is aligned with point 15.

Experiments such as these eventually suggest a heuristic search over the set of
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k(k — 2) potential neighborhoods consisting, simply enough, of all the lists of j nearest 
neighbors of each landmark in turn, j = 2,3,..., fc — 1. The case j = 2 is (or ought to 
be) the triangle of consecutive short segments of the outline; the case j = k - 1 is the full 
least-squares Procrustes residual with which we began (Figure 3). Figure 5 indicates 
a set of three other such neighborhoods around point 15, the point we are finding so 
interesting. It continues to be the case that fits to different neighborhoods use different 
Procrustes superpositions, varying not only shift and rotation but also the rescaling to 
unit Centroid Size.

The model that is being estimated by this heuristic search presumes a common 
grand mean shape around which specimens vary by large-scale processes, by small-scale 
noise, and by one single displacement of a small stretch of outline. The large-scale noise 
is treated as nuisance variation; one imagines it to include affine variation along with 
the sort of bending spanned by the first few partial warps. The preliminary relaxation 
to the Procrustes average by thin-plate spline has concentrated tangential variation at 
these larger scales. Both the small-scale noise model and the displacement of the single 
point are presumed normal to the averaged outline. Estimation is by maximizing S/N 
as captured by c-test of the component of the target point's Procrustes residual normal 
to the mean outline there.

For the set of all 26 quasilandmarks, tail-probability of the associated i-ratio for 
displacement normal to the curve is the surface at the right in Figure 6. (Scaling the 
vertical axis here to minus log probability, a transform just a bit better than quadratic, 
stretches out the interesting region a bit.) Clearly there is one dominant locus of group 
mean difference, exactly at point 15, the point that has intrigued us all along. Also, the 
global texture of this surface manifests a sort of corrugation that supports our overall 
model. The center-versus-periphery Procrustes filter output is very robust to variation 
of neighborhood size but highly sensitive to position along the curve.

Figure 7. Analysis for the optimal neighborhood around point 15. Left: group mean 
outlines and Procrustes scatter. Center: individual outlines (compare Figure 4 right). 
Right: output of the <5-fiIter at point 15.

From Figure 6, the signal-to-noise ratio of the filter atop point 15 is gently max 
imized at neighborhood count 8. For this neighborhood, already indicated in Figure 
5, the corresponding Procrustes fits and coded scatter are shown in Figure 7. The fil 
ter output separates the groups quite effectively (compare the optimal landmark-driven 
separation in Bookstein, 1996a, b). Group separation is by a vector 174% as long as 
the mean \vithin-group s.d. in in this normal direction. The T2 is nominally significant 
at p ~ .0004; but the appropriate test has now become a simple Student's t of 4.9 in
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the normal direction, significant at .000066. Beyond this neighborhood size, the noise 
with which this shift is estimated by these 5-like filters rises over neighborhood aggran 
dizement at a faster rate than the ability of Procrustes averaging to produce better 
estimates of that signal: exactly the confounding that was itself the signal in Figure 3.

Discussions

Why does this work? The model underlying the filter here contrasts strongly 
with the basic distributional model for Procrustes-type analyses of discrete landmarks. 
Our standard landmark methods cast a 26-"landmark" data set like this one into a 48- 
dimensional space of shape phenomena within which a strenuous symmetry is enforced 
a priori. Variation tangential to and normal to outlines must be weighted equally, 
and group differences are modeled as equally plausible regardless of the direction along 
which they lie in this space. For instance, every set of three landmarks, neighboring 
or not, is considered an equally likely locus of some potentially crucial aspect of shape 
discrimination. In this context, the best single overall multivariate test statistic is 
Goodall's (1991) omnibus .F-ratio, essentially the ratio of between-group to within- 
group Procrustes variance. For the data here its value is 1.32. By permutation test 
(as we know the reference model is false) that value is significant at about .25 only. 
That was, in essence, a single test of the displacement between mean curves in Figure 3 
with respect to the net degree of variation around those means aggregated over all the 
"landmarks'1 separately. Because this F cannot exploit the concentration of the finding 
(Figures 6-7), it is blocked from finding anything particularly implausible about the 
configuration of group differences as a whole.

Inasmuch as the data were produced by a preliminary spline relaxation, we know 
that at every quasilandmark one dimension of the Procrustes residual has been strongly 
smoothed with respect to the model of isotropic Gaussian noise that might otherwise 
be applied. According to Figure 6, substantial group difference perpendicular to the 
mean curve seems concentrated along one short stretch of the outline. The finding 
seems to extend over at most two consecutive quasilandmarks and to be quite stable 
over variations of neighborhood size. We certainly gain power if we select over a cycle 
of k = 26 possible foci of shift in this way rather than an entire Ik — 4 = 48-dimensional 
sphere of potential features, and we gain yet more power from the restriction to a single 
direction of shape change. The count of 26 quasilandmarks here is arbitrary, but changes 
won't much alter the Goodall F; the issue is one of localization, not dimensionality. The 
issue of widening the kernel of the ^-filter will be explored in a subsequent paper.

Relevance for medical image analysis more generally. Beyond the obvious 
goal of learning something interesting about the role of the corpus callosum in schizo 
phrenia, the praxis sketched here is intended for two larger methodological purposes.

Throughout the medical imaging community there is considerable interest in the 
general method of image analysis via deformable templates. The available algorithms di 
vide into two general classes, depending on whether the number of parameters is "small" 
or "large." Among the approaches using small numbers of parameters are the landmark- 
driven spline, and also various simplifications, some least-squares and some not, that 
fit linear families of deformations (uniform shears, quadratic transformations, spherical 
harmonics, normal modes of some energy model) by some version of least-squares. The 
approaches involving "large" numbers of parameters typically fit displacement fields to
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every pixel of an image in two or three dimensions under the control of some global min- 
imand that combines degree of bending with degree of image matching. In almost all 
practical algorithms, the low-dimensional methods are used as starting configurations 
for the high-dimensional ones, so that they will converge in a practical expanse of time, 
and to something plausibly near a global minimum.

Data in the format of curving boundaries, either the outlines studied here or the 
equivalent surfaces pertaining to three-dimensional images, are intermediate in this 
scheme: more highly parameterized than the landmark schemes or finite-dimensional 
functional families, but less parameter-rich than the continuous fields of the displace 
ment models. Using the filter here, the formalism of Kendall's tangent space extends 
robustly to incorporate parameterizations of curves of "intermediate" dimension in a 
manner that preserves the geometric structure of the signal that is sought. But these 
curves are the most powerful single information source driving the very-high-dimensional 
computations of displacement fields: as sharp loci of image gradient, they bear most 
of the relevant information. For instance, much of the recent work by Michael Miller 
and his students and colleagues at Washington University, St. Louis, is concerned with 
driving a displacement field by the correspondence of curves or surfaces. Bookstein and 
Mardia, forthcoming, will consider this comparison at length.

The combination of splines and Procrustes filters I have demonstrated here thus 
explicitly bridges the two dominant styles of computation with deformable templates. 
But, uniquely among that large group of methods, it is accompanied by a rigorous mode 
of faiometric inference that enables one to discern scientifically meaningful patterns of 
covariation: not just the analysis of single images, but of whole data sets. However those 
data sets of shapes arise—as structures truly changing over time (growing, deteriorating, 
or pulsating), as manufactured instantiations of the same blueprint, or as homologous 
structures in different organisms—in the real world there are effects on shape that apply 
over such sets regardless of their provenance. In the future, the method here—spline 
relaxation and Procrustes kernel filters—may serve for biometric analysis of deforma 
tions estimated over a sample of images regardless of the parametric scheme by which 
those deformations were computed.

The spline produces a representation of a mapping function between such objects 
in pairs, and the reduced tangent space to Kendall's shape space proves remarkably 
suitable for analyzing such mappings as explicit geometric objects varying around a 
mean form. The combination of splines and Procrustes filters here may thus serve as 
the biometric method corresponding to every deformable template approach, as long 
as the geometry of Procrustes fits is not too distant from the geometry of the actual 
physical or biological processes underlying the variation observed (i.e., nothing fractal, 
no haphazard choice of a focus of deformation different from case to case). The method 
sketched here is the first plausible candidate for such a general biometric method that 
accords with the wide variety of parameterizations by which such data sets are generated 
in current practice.
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Abstract

We have developed a new approach for analyzing the regional and global motion 
and deformation of the myocardium using density and velocity encoded cardiac MR 
images. First, the inner and outer wall of the left ventricle muscle are segmented 
in the density images. A set of homogeneously distributed points on these contours 
of the myocardium wall is automatically generated and used as a set of landmarks. 
Based on the velocity information of the MR images, we predict the evolved position 
of these landmarks at time t' = t + dt. Secondly, by means of a thin-plate spline 
interpolation defined by the original landmarks and their evolved counterparts, we 
create a mapping F of the landmarks at time t into an evolved (or deformed) set of 
landmarks at time t'. By using this mapping to warp the original density image at 
time t into the evolved density image at time t', we can assess the instantaneous de 
formation and motion of the myocardium avoiding the off-plane error introduced by 
scanning the moving heart with a fixed imaging plane. From the interpolation func 
tion we compute the total values of the bending energy of the model and compare 
them to a measure of the total contraction and rotation of the myocardium obtained 
from the velocity images. In this manner we provide with a description of the global 
behaviour of the left ventricle during the cardiac cycle. Finally, the interpolation 
function provides an ideal tool for visualizing the motion and shape variability of 
the myocardium by means of a distorted grid that describes the deformation of the 
cardiac muscle.

1 Introduction

Knowledge of the motion and shape variability of the heart is necessary for the diagnosis 
and treatment of cardiac related diseases. In particular, the evaluation of the motion, 
thickening and contraction of the left ventricular wall of the heart (myocardium) plays a 
key role in the assessment of ischaemia and cardiac malfunction. For this reason, much



research has focused on the analysis [1, 2] and modelling [3, 4] of ventricular motion 
and deformation. Among existing non-invasive imaging techniques, Magnetic Resonance 
Imaging (MRI) plays a very important role because it allows high-resolution cine imaging 
of the myocardium. Additionally, MRI allows the measurement of tissue and blood flow 
velocity.

The motion and deformation analysis of cardiac cine images is a very difficult task. On 
the one hand due to the complexity of the cardiac dynamics, it is not sufficient to analyze 
the myocardium only at the end-systolic and end-diastolic time frames. In order to obtain 
an accurate and reliable quantitative analysis of the motion and deformation, the entire 
cardiac cycle has to be covered. On the other hand, nearly all cine imaging techniques 
use a fixed imaging plane in space and time. However, the heart is undergoing non-rigid 
deformations in a 3D space. A fixed imaging plane ignores the fact that the heart moves 
out of the imaging plane during the image acquisition period, thus leading to an off-plane 
error as different times of the cine sequence scan different slices of the heart.

An elegant approach for measuring biological shape variation and deformation has been 
proposed by Bookstein [5]. His approach is based on using a set of biological landmarks 
which are identified in the undeformed and deformed object. Using the analogical model 
of a thin-plate of metal, a thin-plate spline interpolation function is defined for each set of 
coordinates which warps the original set of landmarks into the deformed one. A common 
problem is the reliable identification of the corresponding anatomical landmarks in two 
different images during the cardiac cycle. In the absence of implanted myocardial markers, 
prominent curvature features could be used as landmarks. However, in normal patients 
only a small number of curvature features exists and these are very difficult to identify 
and track over the entire cardiac cycle.

In order to avoid these problems we are analyzing the movement and deformation of the 
heart at different time frames during the cardiac cycle based only on the density and 
velocity information at that particular moment in time. This eliminates the need to infer 
the cardiac motion and deformation from two consecutive time frames which requires 
tracking of landmark points during the cardiac cycle and introduces off-plane errors into 
the analvsis.

2 Image Acquisition

A standard electrocardiographer synchronized cine Magnetic Resonance Imaging (MRI) 
technique is used to generate a sequence of 15 tissue density (p) tomographic images of 
the short-axis of the left ventricle (LV), at equally spaced time intervals of approximately 
40 ms starting at the beginning of systole and ending at early diastole (we exclude late 
diastole images since they introduce extra noise in the data when acquired with standard 
gated MR techniques).
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For each of the density images we acquire velocity encoded data of the same anatomi 
cal plane of the LV using a phase-sensitive MR imaging technique. The velocity data is 
obtained in three different images, }'x , Vy and Vz , corresponding to the Cartesian com 
ponents of the velocity vector field V. Here x and y are aligned with the LV short axis 
(which is the imaging plane) and z has the direction of the LV long-axis (perpendicular 
to the imaging plane). In this article we do not make use of Vz .

We must notice that gated MRI techniques generate a single image out of a large number 
of heartbeats (normally 256) and therefore each image depicts the average behaviour 
of the heart during these heartbeats. However, the information provided is useful for 
observing the global dynamics of the heart and we can still refer in a meaningful manner 
to a particular time of the cine sequence since it belongs to a specific phase of the cardiac 
cycle.

3 Image Segmentation

The boundary of the myocardium is segmented in the first time frame of the cine se 
quence using a stochastically optimized geometrically deformable template (GDT) [6]. 
This approach allows the incorporation of a-priori shape information in form of an energy- 
minimizing deformable template. After segmentation of the first time frame the boundary 
of the myocardium is tracked using the final shape of the previous time frame as a tem 
plate for the current time frame. We are using two different templates to segment and 
track the inner and the outer wall of the myocardium. The segmentation and tracking 
process is fully automated and requires no user interaction.

4 Landmarks Generation

Once the boundaries of the myocardium have been found we calculate the centre of gravity 
C of the myocardium. From this central point we project n radial lines with equal 
angular spacing. The set of points where the radial lines intersect the inner wall of the 
myocardium is taken as the landmark positions Pm = {P,-n , • • •, P"n } of the inner wall of 
the myocardium. In the same manner a second set of landmarks Pmt is produced for the 
outer wall of the myocardium. This process is also completely automatic.

As mentioned in the introduction any landmark-based motion and deformation analysis 
depends on the choice of landmarks and their reliable tracking and identification in sub 
sequent frames of a cine sequence. We avoid the necessity of tracking landmark points by 
using the velocity information at the set of points P;n and Pmt which have been generated 
from the tessellation of the inner and outer wall of the myocardium in the fashion de 
scribed above. Figure 1 shows the velocity vectors for each of the points P;n and Pout after 
having subtracted from each of them the average translation velocity of the myocardium.
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Figure 1: The velocity vectors of the landmarks at three different times during (a) the 
beginning of the cardiac cycle, (b) the contraction and (c) expansion of the myocardium.

The average is computed using the velocities of all pixels that belong to the segmented 
cardiac muscle on the images. This subtraction has the effect of eliminating from the 
velocities the contribution of the global translation of the myocardium, and therefore, of 
highlighting information about the rotation, contraction and deformation.

Let P be the set of landmarks of the inner and outer wall of the myocardium at time t. 
For each of these points P; = (it,J/t) we calculate the homologous landmark point in the 
evolved image at time t' = t + dt as

P' = Vx (xit y,)dt, i, yt)dt) (1)

Since the computation of the position of this set of evolved landmarks P' relies on the 
correctness of the velocity data used, it is desirable to diminish the effect of noise in the 
velocity images. For this reason we apply an anisotropic diffusion algorithm [7] to the 
velocity images. When used for a short time (i. e. a small number of iterations), this 
algorithm reduces noise while preserving the internal structure of data, essential for the 
deformation analysis.

Once these two sets of landmarks have been identified, we can proceed to define a function 
F which maps the original landmarks P into the evolved landmarks f.

5 Thin-Plate Splines and Deformation Analysis

A thin-plate spline f(x,y) [5] is a smooth function which interpolates a surface that is 
fixed at the landmark points Pi at a specific height hi. If one imagines this surface as 
a thin metal plate, then this plate will take a shape in which it is least bent, i. e. it 
minimizes the quantity

y7R2 (g) (*/_)
^dxdy' (2)
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This quantity is called the bending energy of the thin-plate spline function. Instead of 
assuming that / corresponds to a displacement orthogonal to the image plane at the 
landmarks, one can assume a displacement in the image plane. By using two separate 
thin-plate spline functions fx and fy which model the displacement of the landmarks in 
the x and y direction we arrive at a vector-valued function F which maps each point of 
the image into a new point in the image plane:

(*,»)-> (/«(x,y), /,(*,!/)) (3) 

A thin-plate spline interpolation function can be written as
n

f(x,y) = o.0 + axx + ayy + Y.u>iU(\(x, y) - P,|) (4) 
1=1

where U(r) = r2 log(r2 ) is a so-called fundamental solution of the biharmonic equation 
(A 2 £7 = 0) that satisfies the condition of bending energy minimization. By appropriately 
choosing a n x 2 matrix W of the coefficients Wt, the function F maps F(P,) = P't for all 
z = 1, • • • ,n.

Based on the image It at time t and the interpolation function F we can now predict the 
evolved image It +dt at time t + dt:

It (x, y) = IMt (x', y') = It+dt (F(x, y)) (5)

Using this equation it is possible to calculated an evolved (or warped) image based on 
the velocity field at the inner and outer wall of the myocardium. Because the density 
and velocity images are acquired at the same time (or rather at the same phase of the 
cardiac cycle), the evolved image captures the motion and deformation of the myocardium 
avoiding the off-plane error.

It can be shown that the transformation F minimizes the bending energy in eq. (2) and 
that the value of the bending energy is proportional to tr(WTY) where Y is a n x 2 
matrix of the evolved landmarks P' The bending energy of a thin-plate spline is zero 
only if the coefficients Wi of / are all zero. Moreover, the bending energy is invariant 
under affine transformations like scaling, rotation and translation. This property makes 
it particularly suitable to provide a quantitative measure of deformations. On the other 
hand, the affine part of the transformation (terms corresponding to the coefficients a of 
equation 4) can be used to obtain 'motion' related information.

In practice, the following points have to be considered when producing the warped images: 
First, since F maps pixels in It into pixels in It+cit, it might happen that due to the 
discretisation of the images different pixels in It are mapped into the same pixel in It+dt 
and that consequently some pixels in It+dt are left empty. Since it is not possible to 
write the inverse transformation F~' and its numerical approximation is computationally 
expensive, a linear interpolation of the It+dt image was applied. Secondly, the function 
F does not guaranty to preserve the rectangular shape of the image. Therefore, for the 
purpose of visualization, each warped image that we show in the figures was generated
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using a an extra set of landmarks which, fixed under the transformation F, are located at 
the boundaries of the image (one in each corner and one in the middle of each of the image 
sides). Finally, the velocity images measure the instantaneous velocity and no information 
about the acceleration is available. Thus, accurate predictions of the movement of the 
myocardium can be made only for small time intervals dt.

6 Results and Discussion

The proposed algorithm has been applied to cardiac cine MR images. Some of the results 
of the image warping at different stages during the cardiac cycle are shown in Figure 2. 
The grids representing the thin-plate splines which have been used for warping the images 
are overlayed to help to visualize the deformations.

As we mentioned before, the non-affine part of the transformation F can be used to express 
quantitatively the deformation of the myocardium in terms of the local and global bending 
energy of the transformation. In Figure 3a we show results of the global energy for each 
phase of the cardiac cycle.

Using the MR velocity images and a polar coordinate system with the origin on the centre 
of gravity (C) of the myocardium, we computed the average velocity of the myocardium 
in the radial (Vr ) and tangential (Vt ) directions, for every phase of the cardiac cycle 
(Fig. 3b). While the former provides with a description of the contraction (or expansion) 
of the heart, the latter refers to its global rotation. These quantities describe mainly the 
rigid body motion of the heart and complement the information provided by the bending 
energy.

We have presented a new method for analyzing the motion and deformation of the my 
ocardium during the cardiac cycle which combines information from the density and 
velocity encoded MR images of a cine sequence. By integrating the density and velocity 
information we can automatically generate a set of undeformed and deformed landmarks 
without any off-plane error. The thin-plate spline interpolation function which maps the 
set of landmarks into the evolved landmarks provides not only a method for evolving 
the density images according to the the measured velocities but also for the qualitative 
(in terms of visualization) and quantitative analysis (in terms of bending energy) of the 
deformation of the myocardium. Although our computations are susceptible to noise in 
the velocity data, our results show that the proposed method provides an adequate tool 
for describing the dynamics of the myocardium. Results are discussed in more detail in 
a forthcoming article where we analyze quantitatively the global and regional character 
istic of the dynamics of the heart using thin-plate splines and comparing results to those 
produced by standard methods.
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Figure 2: The original and warped MR images of the left ventricle show the deformation 
of the myocardium and their corresponding bending energy during (a) early systole (E = 
0.031), (b) end systole (E = 0.053) and (c) diastole (E = 0.133).
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Figure 3: Quantitative description of the global deformation and motion of the my 
ocardium during the cardiac cycle, (a) Bending energy, (b) Average velocity of the 
contraction (Vr ) and of the rotation (Vt ). The horizontal axes in both plots represent the 
phase within the cycle, from systole to diastole.
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The thin-plate spline and images with curving features
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University of Michigan, Ann Arbor, MI 48109

Abstract

In this paper the thin-plate spline is used to generalize some of the well known techniques for the 
analysis of images with landmarks in order to incorporate curving features within the images. These tech 
niques include the Procrustes registration, its use to construct average configurations and landmark resid 
uals about the average, the thin-plate spline interpolation, and its uses as a geometry-based metric and to 
construct average images.

1 Introduction
There is a well established theory for the measurement of shape in biological images when all 
features are the individually identifiable point features usually called landmarks (see, for exam 
ple, Bookstein, 1991). Within a particular image the location of the landmarks is given by a list of 
coordinates. These coordinates contain more information than the shape of the landmark config 
uration: they also specify the registration and scaling of that shape within the image. Shape, by 
the usual definition, must be invariant under the application of similarity transformations (com 
positions of translations, rotations and scalings), so, defining similar configurations to be equiv 
alent, the shape of a configuration of landmarks must be a property of its equivalence class, and 
is most simply defined to be that equivalence class. Such an abstract definition would work for 
any type of feature, including curves. For landmarks, however, the space of equivalence classes 
can be constructed explicitly as a manifold (Kendall, 1984), making it amenable to calculation. 
The shape of the configuration of landmarks in an image is then a point in this space.

This description of shape is absolute: the shape of an individual configuration of landmarks 
can be calculated without reference to any others. However, most biomathematical questions 
are concerned with relative shape. For example, we may be interested in the variation within a 
population or the difference between two groups within a population. The shapes are all points 
of the same shape space and an average shape within the shape space can usually be constructed. 
Usually the variation in shape among homologous biological images is small, although the varia 
tion in registration is large. Under these conditions it is convenient to work in a linearized shape 
space. The average shape can be calculated, to a high degree of accuracy, by approximately 
standardizing the registration (usually by Procrustes registration to some configuration) and then 
averaging the landmark coordinates. The tangent space to Kendall's shape space at the average 
shape can be identified with an affine subspace of the space of landmark coordinates, onto which



the landmark coordinates are projected after registration upon the average. Within this tangent 
space the rich structure of shape space can be set aside and the standard tools of linear multivari- 
ate statistics applied.

In practice many of the features in two-dimensional biological images are one-dimensional, 
typically the boundaries of identifiable area features. Often landmarks can be derived from these 
curves, for example by taking points of high curvature or by taking extreme points in some well- 
defined (or not-so-well-defined) direction. These are the landmarks of type 2 and 3 of Book- 
stein (1991). However, landmarks even in this extended sense may be too sparse, or we may 
desire a more comprehensive approach. We wish to treat the curves in their entirety consistently 
with the treatment of landmarks. This paper outlines a possible solution to this problem. It is 
based on and develops the approach presented in Green (1995), but with one substantial differ 
ence to be introduced in section 4.

2 Contours
By a contour I mean an individually identifiable curve that is homologous between images, the 
one-dimensional equivalent of a landmark. We shall assume that our images contain contours 
and landmarks, that the contours are smooth and do not intersect, and that either they are closed 
or they terminate at landmarks. Further, we assume that variation in shape is small. The variation 
in registration (including scaling) is probably large but irrelevant.

A curve, which is essentially a special type of subset of the plane, can be represented as the 
image of a parametric curve, a map from either the closed unit interval or the unit circle into 
the plane that is smooth with non-vanishing derivative. It is convenient to digitize an image as a 
union of points and parametric curves. This corresponds to the list of coordinates in the landmark 
case. Let us refer to such a union as a figure. Each curve can have many different parameteri- 
zations, so figures are equivalent (from the point of view of shape) if one can be derived from 
the other by a re-parameterization of curves together with a similarity transformation. Call the 
equivalence class of a figure under re-parameterization a configuration. The equivalence class 
of a configuration under similarity transformations is then its shape. As before, the registration 
of figures is irrelevant, but now there is a parameterization which is also irrelevant. Our analysis 
must be insensitive to both.

It would be nice to construct a shape space for figures that extends some of the geometric, 
differential or topological structure of Kendall's shape space. There are two obstacles to the con 
struction and use of such a space. The first is a consequence of not knowing the homology be 
tween points on homologous contours. The correspondence is line-wise, not point-wise. Just as 
for the landmark case, the space of figures can be denned as a Hilbert space, and the abstract 
shape space is well defined as the space of equivalence classes of the figure space. However, the 
re-parameterization of curves makes the projection from figure to shape ill-behaved, even lo 
cally, and it cannot be used to define a useful structure on the shape space. Secondly, the shape 
space, if parameterized, would be of infinite dimension.

Instead, we simplify by considering shape relative to a model. In practice, it is convenient 
to define a model to be a figure, rather than a configuration or an abstract shape. We face the
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following sequence of generic tasks:
1. Computation of a model, a figure representing a central configuration. This should gener 

alize the Procrustes average for landmarks. Without a geometric structure on shape space 
for contours, the average cannot be defined as elegantly. On the other hand, a very precise 
definition is not necessary. Provided that, for example, group averages are compared by 
constructing a joint average configuration and comparing measurements relative to this as 
a common model, the main role of the model is only indirect: as a specification of a feature 
space. It is chosen to minimize, in some sense, the variation of the shape of the cases about 
it, so that the assumption of small shape variation is most reasonable.

2. Standardization of the parameterization and the registration of figures relative to the model. 
This should generalize the Procrustes superposition for landmarks. Just as with landmarks, 
this is necessary to provide a canonical representation of the data, eliminating nuisance 
variables. However, here there is much more nuisance to eliminate.

3. Interpolation from one configuration to another. This should generalize the thin-plate spline 
for landmarks. This allowsus to visualize shape differences, to warp or unwarp images, and 
to construct average images.

Ultimately we cope with the inherent infinite-dimensionality of contours by sampling them 
at a finite number of points. By a sampling of a configuration we shall mean the union of the 
landmarks and a finite set of representative points from each curve. Once the first two tasks 
have been performed, we can specify a sampling of the model. The standardization of each case 
with respect to the model supplies a corresponding sampling of each figure. For the purposes of 
statistical analysis the sampling is treated as a set of landmarks. The choice of a sampling is un 
avoidably arbitrary and should be delayed as much as possible. The cardinality must be carefully 
chosen to capture any signal in the data without over-parameterization. This sampling should not 
be confused with (and will certainly not be the same as) the samplings used, perhaps, to repre 
sent the curves in finite form, or to perform calculations with finite approximations. These latter 
samplings can be as dense as necessary to give accurate results; their use should be well behaved 
in the sense that the result of the calculation should approach a limit as the sampling gets larger 
and more refined.

One approach to the reparametrization problem is to normalize the parameterization with 
respect to arc length. This is very simple, but it ignores the geometry of configurations, and, 
anyway, does not work for closed contours. Another approach, most analogous to Procrustes 
registration, is the nearest point procedure: for each point of a curve in the model, choose the 
nearest point in the homologous curve of the figure to be its homolog. This procedure is used in 
Sampson etal. (1996) to calculate average ventricles. A different procedure, normal projection, 
is used in the same paper to calculate residuals: for each point of a curve in the model, choose 
the point in the homologous curve that lies on the normal to the model's curve at that point. Both 
these procedures have some drawbacks. Either results in an homology that is not necessarily con 
tinuous. The second can generate anomalies where nearby normals cross or where one normal 
misses the curve. Both also depend on the registration of the figure with respect to the model, 
necessitating an alternating iteration if both registration and parameterization are to be standard 
ized. In this paper we consider an alternative approach using the thin-plate spline. This gives a
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parameterization independent of the registration and also immediately provides a corresponding 
interpolation. We shall consider the three tasks in reverse order.

3 The Thin-plate Spline
The thin-plate spline is described in Duchon (1976), and its use in morphometrics in Bookstein 
(1991). Given two configurations of homologous landmarks, the thin-plate spline is a map from 
the plane to the plane that maps landmark to corresponding landmark. It can be defined briefly, 
although not quite rigorously, as the interpolation that has the least bending energy, where bend 
ing energy is defined to be the integral of the sum of squared second derivatives. Bending energy 
is zero precisely when the map is affine. The calculation has a simple closed from. All splines 
to be considered here will be of this thin-plate type; I henceforth drop the word 'thin-plate'.

With contours, we have a new type of constraint on an interpolation: every point on a con 
tour must be mapped to some point on the homologous contour. We generalize the spline to 
map between configurations with contours as in Green (1995). We can consider smooth maps 
that satisfy both types of constraint: landmark to landmark and contour to contour. Such maps 
will certainly exist, provided we exclude configurations where three or more contours meet at a 
landmark: almost all combinations of angles of the contours at the landmark in two such configu 
rations will be inconsistent with an interpolation being differentiable there. There will certainly 
be a greatest lower bound to the bending energies of these maps. If the bound is achieved we 
could call the map (or maps) that achieves it the spline from the first to the second configura 
tion; clearly it does not depend on the figure we use to represent either configuration. If not we 
can construct a sequence of maps satisfying the constraints with bending energies converging 
to the bound. Alternatively we can sample the configuration that we are interpolating from, and 
require that the sample points are mapped into the contours of the configuration we are interpo 
lating to. This is a regular thin-plate spline, and the bending energy can be minimized by some 
choice (or choices) of appropriate images for the sampled points. The spline is smooth and the 
contours are smooth, so we can do this for larger and larger (but always finite) samplings, each 
time requiring smaller and smaller modifications. It is reasonable to believe (although I have 
not proved it) that, under suitable regularity conditions on the contours, both of these sequences 
of maps converge to the same map. That is, there is a spline of one configuration onto another, 
and, to a given precision, it can be calculated by minimizing energy on a refined enough sam 
pling with the constraints described above. Green (1995) contains details of an implementation 
and some test cases to motivate the above conjecture as plausible. An example is shown in fig 
ure 1. Besides the interpolation between configurations (task 3) and the bending energy, this 
procedure supplies a parameterization of the image configuration in terms of the domain con 
figuration (half of task 2), simply by restricting the interpolation to each contour. All three are 
effectively independent of the sampling used to calculate the spline, and there is no requirement 
that the same sampling be used for different cases. However, the spline calculation no longer 
has a simple closed form.

In view of the possibility that the minimum of bending energy is very shallow, or that there 
might be more than one local minimum, it is justifiable to ask how informative is the resulting
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(a) (b)

Figure 1: (a) A configuration digitized manually by the author from a parasagittal 
brain section taken from the same set of 25 analyzed in Bookstein (1996). Twocon- 
tours capture detail not adequately covered by derived landmarks around the corpus 
callosum and along the upper border of the cortex, (b) A configuration from a differ 
ent brain section. The spline from the first configuration to this one is represented 
by its effect on a rectangular grid, (c) The second configuration and the image of 
the first configuration superimposed. They almost exactly match indicating that the 
sampling is sufficiently dense for this calculation. The sampling used to calculate 
the spline is indicated by dots on the contours.

spline. This will depend on the configurations. Between configurations with many landmarks 
there will probably be a single deep minimum; between configurations that consist of a single 
near-elliptical closed contour there will probably be many shallow minima (inasmuch as an affine 
map can map one ellipse to another after an arbitrary rotation). Rather than evaluating all pairs 
of configurations, consider just the spline from the model configuration to itself (the identity 
map). Now augment the configuration with another landmark as a probe. We can calculate the 
locus of the image of this landmark under the condition that the resulting spline bending energy 
not exceed some predetermined bound, and with all other landmarks and contours remaining 
fixed. Call these flexibility loci. They form a field, similar to a second order tensor field over the 
model. In some sense their size is a measure of how flexible, or indeterminate, the spline is at 
that location. For a configuration without contours, owing to the isotropy of the formuli for the 
spline, this locus is a circle with radius depending on the location and proportional to the square 
root of the energy bound. In the presence of contours the locus will be less regular. Owing to the 
constraints on the spline, at a landmark the locus will be a single point; on a contour the locus 
will be a segment of the contour. A selection of these loci for a couple of example configurations 
is shown in figure 2. The concentration of the locus is suggestive of an indicator of how 'like' 
a landmark that point is. At true landmarks, it is absolutely concentrated; at contour points it is 
absolutely concentrated in one direction; at contour points that are good candidates to be derived 
landmarks (because of a geometric feature such as high curvature) it is relatively concentrated 
in the other direction. The points of locally maximal locus are in some sense optimal locations 
for one additional landmark.

83



(a) (b)

Figure 2: (a) The flexibility loci at a variety of locations for a model of the brain sec 
tion images. The loci have been approximated by ellipses to facilitate their calcula 
tion. Notice that the top of the cortex is very flexible, while the ends of the corpus 
callosum are relatively rigid, (b) For comparison, the loci for a configuration where 
the contours have been replaced with derived landmarks.

4 Registration and Averaging
The Procrustes registration of a configuration of landmarks against a model consists of 3 steps: 
(1) translate so that the centroids are coincident, (2) scale so that the centroid sizes are equal, 
and (3) rotate to minimize the sum of squared distances between corresponding landmarks. All 
three can be generalized to figures containing contours, by replacing averages over points with 
integrals over contours with respect to arc length. Specifically the centroid, centroid size, and 
sum of squared distances of a figure of n landmarks P, and contours Cj (t ) with combined length 
L will be respectively

where a + (3 = 1 are factors giving the relative weighting of landmarks and contours. We can 
now perform task 2 in two stages: standardize the parameterization using the spline, then reg 
ister as described here. In practice, the integrals are most simply approximated by choosing a 
sampling and calculating the appropriate finite sum. Note that although the minimum of D2 is a 
generalization of the Procrustes distance it is not a symmetric function of the two configurations. 
In Green (1995) the need for the factors a and /3 was circumvented with a scheme for registration 
based on the linear term of the spline at infinity. This resulted in a registration rather indirectly 
related to the features, one that was not a generalization of Procrustes registration.

Once parameterization and registration are standardized, we define and calculate an average 
configuration using the same general procedure as for landmarks. The average is the configura 
tion for which the sum of squared (generalized) Procrustes distances to the cases is minimized. It 
is calculated by iterative refinement of the model, starting with an arbitrary initial model. At each 
iteration the cases are standardized relative to the model, the average displacement of each point



(whether a landmark or on a contour) is calculated, and then these displacements are applied to 
the model. The implementation, including some subtleties, is the same as that described in Green 
(1995), even though the registration method is different. Unlike the landmark only case, or the 
procedure in Sampson et al. (1996), here the iteration cannot be guaranteed to converge to the 
average because the renormalization stage of the iteration might increase some of the Procrustes 
distances. However in practice it converges to an acceptable level of detail.

This completes task 1. We are now in a position to construct a model as the average of a set of 
configurations and to unwarp images onto the model. We can combine these unwarped images 
in any linear combination, creating, for example average or group difference images. Consider a 
spline to be a field of displacements, where a displacement is the vector from a point to its image 
under the spline (or equivalently subtract the identity map from each spline). Then splines can 
also be combined linearly, creating, for example, group average and difference splines. Warping 
the model by group average splines will create group average configurations. An example is 
shown in figure 3.

(b) (c)

Figure 3: (a) An average image created from the entire set of brain sections (a = 
/3 = 0.5). The construction of the model took 3 iterations, but was essentially com 
plete after one iteration, (b) The central area of the two group average configurations 
superposed, (c) The group difference spline, magnified by a factor of 2, represented 
by its effect on a uniform grid.

5 Residuals and Forms
The standardization of a figure against the model can be thought of as a displacement at each 
landmark and a displacement field along each contour. These are the generalization of the Pro 
crustes residuals in the landmark only case. We can calculate their means and covariance. How 
ever, to apply the techniques of multivariate statistics, we must pick a sampling and consider the 
residuals at the points of the sampling. This is equivalent to using the standardization of param 
eterization to 'create' landmarks on the contours, and then to discard the contours and analyze 
just these derived landmarks together with the real ones. Whether such a derived landmark pro 
vides one dimension of useful information or two will depend on the flexibility locus there. The 
selection of this sample is an important problem, because any sample dense enough to compre 
hensively represent the full contour set is likely to result in a dataset with an excessive number of
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redundant variables. This was originally to have been the topic of this paper. Bookstein (1996) 
proposes one solution for when the signal is known to be local, concentrated in one small area 
of the image. At the other extreme, if we are interested in global shape variation, consisting of 
coordinated movements of the entire image, then we can use principal warps (Bookstein, 1991) 
to project the residuals of a large sample onto a smaller dimensional space.

The Procrustes registration implied by a sample of a model will be different from the Pro 
crustes registration of the whole configuration. Hence, the residuals should be re-registered after 
being restricted to the sampling. This is effectively a linear process. It is not necessary to calcu 
late the Procrustes average of the sampled points because the iterative procedure for calculating 
either the Procrustes average, or our generalization, is nearly insensitive to the registration used, 
when shape variation is small. The different registration procedures will result in small differ 
ences in residuals which will, in turn, result in a slightly different refined model at each iteration. 
However, the differences in the residuals are almost linear, so the difference in the refined model 
will be mostly a registration difference. The same applies if we want to weight landmarks or 
contours differently: we must re-register, but do not need to create a new average. For example, 
we may wish to treat a cluster of landmarks as one by averaging their positions, or we may wish 
to give more weight to a curve resulting from a high contrast boundary than to one from a low 
contrast boundary. These are generalizations of the a, /3 weighting used above.

With landmarks only, there are two quadratic forms on the space of residuals: Procrustes dis 
tance and bending energy, allowing three eigenanalyses to be performed: bending energy rela 
tive to Procrustes distance (principal warps), sample covariance relative to Procrustes distance 
(principal components), and sample covariance relative to bending energy (relative warps). On 
the space of configurations, we have Procrustes distance and bending energy as functions. The 
residuals themselves do not form a linear space, but they are naturally embedded in one, just as 
the Procrustes residuals are usually embedded in a linear space with three extra dimensions. This 
raises the possibility that one or more of these eigenanalyses can be performed on the full space 
instead of on a sampled space, and is an area for further study.

6 Conclusion
The methods I have outlined are proposed as an extension of the existing techniques for land 
marks. They have several potential benefits: they treat contours and landmarks in a unified fash 
ion; they do not require a uniform, predetermined or fixed sampling of the contours; they can 
cope gracefully with missing features; and there is no conceptual obstacle to the extension to 
three dimensions. This approach is in contrast to alternatives that use higher-order features, for 
example ridge curve analyses with curvature, or edgels with derivatives.
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Abstract

Ridge curves are important features in human face. These curves are based on third derivatives of 
a surface in R3 Thus, they are very sensitive to noise in a discrete representation of the surface. In this 
paper we look at local smoothing methods to stabilize the calculation of ridge curves. An example is given 
using three sets of laser range data of the human head.

1 Introduction
The description of the surface of an object in three dimensional space can be described in terms 
of landmarks (identifiable points on the surface), tangent directions (first derivative information), 
curvatures (second derivative information), and changes in curvature (third derivative informa 
tion). An example of this last type of description is given by ridge curves which represent ex 
treme values of principal curvatures along principal curves. The purpose of this paper is to in 
vestigate the calculation of ridge curves. In general the calculation of derivative information is 
very susceptible to noise in the representation of a surface. Therefore, smoothing is essential in 
practice for the calculation of derivatives. Thus, in practice the concept of a "derivative" should 
be replaced by a "derivative at a particular scale1 '

A simple ridge criterion given in Kent et al. (1996) is used to identify the location of ridge 
points. The ridge points are connected together to form ridge curves using a zero crossing algo 
rithm.

The use of smoothing serves two purposes. First, it helps to remove small-scale noise in the 
image. Second, it removes small-scale features in the image in order to focus on larger scale 
features. An example might be a dimple in the chin of a human face. By smoothing over the 
dimple we are able to focus on the larger scale structure of the chin.

In Kent et al. (1996) a fitted surface based on kriging, a method related to thin plate splines, 
was used to carry out the smoothing necessary to calculate third order derivatives. In this paper 
some further investigation of their methodology is carried out. Also some other smoothing meth 
ods are briefly sketched. Finally, some examples are given using laser range data of the human 
face.



2 Definition of ridge curves
In this section we give a brief review of the mathematical description of ridge curves. First, recall 
that any surface can be represented, at least locally, in "parametric form",

z = f(x,y), (2.1)

with respect to a suitable coordinate system. Before defining ridge curves it is necessary to set up 
two preliminary concepts, the tangent plane at a point on the surface and the principal directions 
in this tangent plane. (See e.g. Porteous( 1994) for more details.) 

The tangent plane at a point (x, y ) is spanned by the two vectors

,v =
UJ

Here/! = 3//dx,etc. Thus, a two dimensional vector p = (pi,p2 )r defines a three-dimensional 
vector

(2.2)

in the tangent space.
For each such vector p, the vectors piu + p2 v and [0, 0, 1] T define a plane in R3 The inter 

section of this plane with the original surface z = /(x, y) defines a plane curve. The curvature of 
this curve at the point (x, y) varies with p. The directions on the surface at which this curvature is 
extremal are called principal directions and the corresponding curvatures are called the principal 
curvatures. The principal directions and curvatures can be found from the (right) eigenvectors 
and eigenvalues of the matrix A~ 1 B where

// 1+/2 I (23)
Jijy J- T Jj J

is the "matrix of the first fundamental form" and

1 " L/xy /»!

is the "matrix of the second fundamental form". Points at which the two eigenvalues are equal are 
known as "umbilic points". An eigenvector p of A~ 1 B determines a principal direction through 
(2.2).

Fix a point (xa , ya, z0 ) on the surface and suppose the coordinate system has been rotated 
so that in the representation (2.1) the first partial derivatives vanish, fx = fv = 0 at (x0 ,y0 ). 
Such a representation is known as "Monge form" at (x0 , j/o) and leads to a simplification in the 
matrices A and B. Thus A reduces to the identity matrix and B reduces to the matrix of second 
order derivatives at (x0 , t/0 ). In this case the principal curvatures are given by the eigenvalues of 
B and the principal directions are determined by the corresponding eigenvectors of B. In other 
words we can think of the surface (2.1) as looking locally like a quadratic function,

z = z0 + (t - t0 )TB(t - t0 ) + O(|| t - t0 || 3 ), (2.5)
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where t = (x, y)T , t0 = (xa , yo)T • Monge form is particularly convenient for studying the sur 
face at a single point (x0 , 3/0) but is less convenient when we want to look simultaneously at the 
surface at several points. The reason is that a coordinate system which yields Monge form at a 
particular point (xa , y0 ) would not generally yield Monge form at another point on the surface. It 
should be noted that the eigenvalues of A~ 1 B and the directions in R3 determined by the corre 
sponding eigenvectors do not depend on which coordinate system is used to describe the surface. 
By a change of coordinate system we mean rotating the coordinate system to

X'

y = G (2.6)

where G is orthogonal, and describing the surface by z' = f'(x', y') in a neighbourhood of
(*i,i/i,«S).

"Principal curves'" on the surface are curves whose tangent directions always point in a prin 
cipal direction. There are two principal curves passing through each non-umbilic point, corre 
sponding to the larger and smaller eigenvalues of A~*B, respectively. Thus, there are two fam 
ilies of principal curves on the surface. At each non-umbilic point these curves cross at right 
angles to one another.

Along a principal curve, the value of the corresponding principal curvature varies, and at 
certain points it has a local extremum. Such points are called "ridge points" and the set of all 
such points forms a collection of curves called "ridge curves" There are two sets of curves, 
one for the larger and one for the smaller eigenvalue of A~ 1 B. Further, each ridge point can be 
classified according to whether the curvature is maximal or minimal. Let p = (pi,p2)T denote 
an eigenvector of A~ 1 B at a point (x,y) with corresponding eigenvalue np . It can be shown 
that the derivative of the principal curvature KP at (x, y) along the principal curve defined by the 
eigenvector p is given by

+ Plfn )(pif* + P2/vK- (2.7) 
In this formula the eigenvector p must be standardized so that the three dimensional vector

(Pl,P2,Plfx+P2fy)T (2.8)

is a unit vector. Setting R(x, y) = 0 defines a set of curves in the (x, y) plane, which when 
projected up to the surface in R3 give the ridge curves on the surface.

The formula for R(x, y) takes a particularly simple form at a point (x, y) when Monge form 
is used at (x, y). In this case fx = fy = 0. If we also rotate the coordinates in the (x, y) plane 
so that the eigenvector p points along the positive a: -axis, then p = (1,0) with the required 
standarization (2.8), and (2.7) reduces to

R(x,y) = f***. (2.9)
It should be noted that the formula in (2.7) is invariant under orthogonal changes in the coor 

dinate system. In particular, if we rotate from one coordinate system (x, y, z) to a new coordinate 
system as in (2.6), then the value of (2.7) remains unchanged.
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A rescaled version of the formula (2.7) was used in Kent et al. (1 996). However, the version 
used here has the advantage that it represents the actual derivative of principal curvature with 
respect to arc length as we move along a principal curve, and therefore it remains invariant under 
changes in the coordinate system.

3 Smoothing
In order to calculate the ridgeness criterion R and principal directions at a grid of points, the 
derivatives up to order 3 of / in (2.1) are needed. Assuming / is provided at (another) set of 
grid points, some sort of smoothing procedure is required. Here we review several possible ap 
proaches.

3.1 Global Smoothing methods
Assume the whole surface can be given a simple parametric representation (2.1). Then a global 
method can be used for smoothing. One such method was used by Kent et al. (1996) based on 
kriging. Given data z} at points t, = (x^y,)7 , j = 1, ...,«, the fitted surface takes the form

3=1

where P(t) is a polynomial in t and <r(-) is a suitable conditionally positive definite "potential" 
function. In the application of that paper the choice u(t) = -||t|| 5 was used and P(t) was a 
polynomial of degree 2. The coefficients 0, satisfied the constraints Z)/3jt°i<°22 = Ofora^o^ > 
0, <*i + a2 < 2. This choice was used to ensure that the third derivatives of the fitted surface 
f(x,y) exist and are smooth. The kriging predictor can be formulated as a predictor for a certain 
spatial stochastic process with a specified covariance and drift structure, given data at t,,j = 
l,...,n. See, e.g. Mardia et al. (1996) for a more detailed description. The method includes a 
smoothing parameter which controls the trade-off between fidelity to the data and smoothness.

Although the kriging method yields useful visualizations of ridge curves, there are also some 
drawbacks. To use the kriging methodology it is necessary to represent the surface in parametric 
form, z = f(x, y). Such a representation can always be given locally but may not be possible 
globally. Further, it is necessary to pick out a set of n landmarks on the surface which give an ap 
proximate description of the surface. If n landmarks are used the kriging methodology involves 
the inversion of an n x n matrix, which is an operation requiring O(n3 ) mathematical calcula 
tions. Thus, it is necessary to limit the number of landmarks in practice. Kent et al. (1996) used 
n = 200 points. Further, unless smoothing is carried out, the position and value of the surface of 
these landmarks can have a noticable effect on the kriging solution.

For data on a regular grid it may be possible to greatly increase the size of n for the same 
computational burden by using a tensor product of one-dimensional splines. See e.g. Gueziec 
(1995) for related work.
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3.2 Local regression

We need to calculate the third derivatives of f(x, y) in (2.1) with respect to x and y. As noted 
in equation (2.9) these derivatives are most closely linked to the definition of ridge curves when 
the coordinate system is close to Monge form. Therefore, we shall investigate the following 
procedure to calculate smoothed versions of these derivatives. Similar ideas were suggested by 
Flynn and Jain (1989).

First, choose a point on the surface. Second, choose a neighbourhood of points close to the 
given point, e.g. all points within a distance r, say, of the given point. Next, carry out a principal 
component analysis in R3 of all the points in this window. Since the surface will be locally flat in 
a small neighbourhood of a given point, the principal component analysis should yield the fol 
lowing results. The first two eigenvalues should be much larger than the third eigenvalue which 
should be near zero. Further, the corresponding eigenvectors should approximately lie in the 
tangent space to the surface at this given point. (See also, Kent et al. 1994, for the construction 
of curvature maps based on these ideas).

Next, change coordinate systems so that the approximate tangent plane is given by the (x', y') 
plane in the new coordinate system and the value of z' represents the value of the surface as a 
function of a:' and y'. Thus, the new coordinate system represents approximate Monge form at 
the given point.

Next, using least squares, fit a quadratic or cubic regression to z' as a function ofx' and y' 
in this new coordinate system. The the linear terms should be approximately zero because we 
are in approximate Monge form; the second derivatives will therefore roughly represent the cur 
vature information, and the third derivatives will give information about the change in principal 
curvature at this point.

Thus, at each of a selected number of points on the surface, we can calculate values for 
R(x,y). These values can then be used in a zero crossing algorithm as described in Kent et al. 
(1996). The only complication is that although the value of R will not depend upon the coordi 
nate system used at each point, the principal directions will be initially calculated in a local co 
ordinate system. Therefore it is necessary to transform all the principal directions to a common 
coordinate system before checking for alignment. The problem of alignment of the principal 
directions at neighbouring points on the surface is described in Section 4 of Kent et al. (1996).

There are a number of issues related to the use of local regressions which need further dis 
cussion. These include the order of the polynomial to be fitted, the shape of the neighbourhood, 
whether or not to use weights and how big a neighbourhood to use. The laser range data are col 
lected not as data on a square grid, but as a densely spaced set of points on vertical lines down 
the face with moderate gaps between these parallel vertical lines. Thus, there is a case for us 
ing elliptical neighbourhoods for the laser range data. The ellipse will be wider in the left-right 
direction than in the up-down direction.

Another issue concerns whether or not to use weights in the regression. Since we are looking 
for local behaviour of the surface near a point, it is perhaps useful to weight more highly points 
at the centre of the neighbourhood than points towards the edge of the neighbourhood. At the 
same time there is a minimum size of neighbourhood that is needed in order that fitting a cubic 
polynomial, say, will not be degenerate. Further, if we think of increasing the neighbourhood
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size to smooth over small scale features and focus on medium scale features, it is still an open 
question about the best way to do this.

Another possible strategy is as follows. After switching to approximate tangent space coor 
dinates about a point, fit successive polynomials using a sequence of increasing neighbourhoods. 
The first fitted polynomial will be a linear fit over a small neighbourhood. Next, fit a quadratic 
polynomial over a slightly larger neighbourhood but hold the linear coefficients fixed at the val 
ues given by the previous fit. Finally, fit a cubic polynomial over a still larger neighbourhood 
holding the linear and quadratic coefficients fixed at the previous fit. The idea behind this strat 
egy is that lower order derivative information can be determined from a smaller sized neigh 
bourhood than higher order information. However, more work is needed to see if this strategy is 
worthwhile.

3.3 Three-dimensional smoothing
Another approach to surface smoothing is three-dimensional smoothing. See e.g. Ayache (1995) 
for an overview of this approach. That is, the three dimensional image is viewed as a black and 
white image, black inside the object and white outside the object. This image is convolved with a 
Gaussian filter to smear the edge of the object. This grey-level image is then thresholded to define 
the smoothed surface. Algorithms such as the marching lines algorithm (Thirion and Gourdon, 
1993) can then be used to pick out ridge curves on this surface. Notice that both the surface and 
the ridge curves are defined implicitly in this setting.

4 Examples and discussion
In this section, we present some ridge curves of laser range data of human faces with different 
amount of smoothing. With 200 manually picked landmarks, we produce a kriged surface using 
the conditionally positive-definite covariance function o-(t) = —||t|| 5 with quadratic drift, with 
different amounts of smoothing. Smoothing is controlled by a parameter A; higher A introduces 
more smoothing and A=0 corresponds to an interpolating spline with no smoothing. We apply 
the procedure to a normal subject and to a subject with a facial abnormality, called hemifacial 
microsomia, on the left side of his face.

Fig. 1 shows the ridge curves for a smoothed kriged surface (A=0.01) projected onto the 
unsmoothed kriged surface. Fig. 2 shows the same ridge curves as in Fig. 1, but plotted on the 
smoothed surface. Fig. 3 shows the ridge curves for a smoothed surface with A=0.05 (the shaded 
surface is the smoothed surface). Black and white curves in the figures correspond to the maxi 
mal and minimal curvatures respectively.

Smoothing is necessary because small-scale features and noise on the unsmoothed kriged 
surface give rise to many undesirable ridge curves. Furthermore, smoothing is necessary to make 
the procedure more robust to the choice of landmarks. For example, the shaded surface in the 
bottom of Fig. 1 has ripples in the area of the lips that are artefacts of the choice of landmarks and 
the kriging procedure. Smoothing helps to remove such artefacts see, for example, the shaded 
surface at the bottom of Fig. 2.
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Major features of the figures are the white midline, black nose ring, white "nostril" rings, 
black eye line, black lip bow-tie and black cheek lines. Each feature has a different sensitivity 
to the level of smoothing. The midline and the nose ring are more stable than other features like 
the eye line. Features like the "nostril" rings and the lip bow-tie appear to be more stable for 
the normal subject than for the abnormal subject. For example, the bow-tie disintegrates in the 
abnormal subject for A=0.05 in the bottom of Fig. 3. The top of Fig. 4 repeats the picture of the 
normal subject of the top of Fig. 1, whereas the bottom of Fig. 4 shows another normal subject 
with the same smoothing parameter A=0.01. Notice that the basic structure of the ridge curves 
is similar in the two images, but there are also numerous differences in the details.

The procedure can be used to compare differences between the normal and abnormal sub 
ject. Note the left-right asymmetry of the lip bow-tie, the midline and the cheek lines in the 
hemifacial microsomia subject. The preservation of the asymmetry after substantial smoothing 
is encouraging. The question of what is the correct level of smoothing remains open.

The use of local polynomial fitting has not been very successful in practice on the laser range 
data. Three main problems seem to arise.
(i) It can be a problem finding a suitable size neighbourhood for which the cubic approximation 

is valid.
(ii) Moving from one point to another on the surface can involve a discontinuous change in 

neighbourhood, which perhaps accounts for the resulting ridge curve being rather jerky. 
Perhaps the Bayesian techniques of Turner and Handcock (1995) for joining patch infor 
mation together will be helpful.

(iii) Sometimes a suitable tangent plane locally is not adequate over the neighbourhood for which 
the cubic approximation is sought. Indeed sometimes folding can occur, i.e. z is not longer 
a one-valued function of x and y in this local coordinate system. An example occurs on the 
upper tip of the nose in the example of the human face.

This paper has concentrated on exploratory methods for identifying ridge curves. The next 
step is to build a formal statistical framework for comparing ridge curves from different objects.
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Figure 1: Top: Normal: ridge curves of a smoothed (A=0.01) kriged surface projected onto 
the unsmoothed kriged surface. Bottom: Hemifacial microsomia: ridge curves of a smoothed 
(A=0.01) kriged surface projected onto the unsmoothed kriged surface.
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Figure 2: Top: Normal: ridge curves of a smoothed (A=0.01) kriged surface. Bottom: Hemifa- 
cial microsomia: ridge curves of a smoothed (A=0.01) kriged surface.
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Figure 3: fop: Normal: ridge curves of a smoothed (A=0.05) kriged surface. Bottom: Hemifa- 
cial microsomia: ridge curves of a smoothed (A=0.05) kriged surface.



Figure 4: Ridge curves of a smoothed (A=0.01) kriged surface projected onto the unsmoothed 
kriged surface for two normal subjects.
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Abstract
We present an algorithm for simplifying a triangulated surface, or approximating a sur 

face with another surface of lower triangle count. The simplification process preserves the 
volume enclosed by the original surface, preventing shrinkage. It favors the creation of near- 
equilateral triangles. An upper bound to the approximation error is represented using a novel 
tool, the error volume, which is constructed by taking the union of balls centered on the sur 
face, whose radii vary linearly between surface vertices. The error is shown to be less than 
a user-specified tolerance which can vary across the surface, as opposed to a single toler 
ance. We show that the overall computational complexity of the method is subquadratic in 
the number of surface edges.

The applications that we discuss include the registration of a surface to one, or several of its projec 
tions, and the extraction of crest lines from a surface. Our experiments support the hypothesis that the 
surface approximation created by our algorithm is more faithful in high curvature regions of the surface.

1 Introduction
We develop an algorithm for the simplification of a polygonal surface. Without loss of generality, 
we restrict our algorithm to the case of a surface that has been triangulated. The simplification 
process consists of approximating the surface with a surface that contains fewer triangles.

Such an approximation is obtained by solving either one of the two following problems. The 
first problem consists of choosing an error bound and constructing the approximation that sat 
isfies the error bound with the minimum number of triangles. The second problem consists of 
choosing a target number of triangles, deciding whether an approximation containing that many 
triangles can be constructed, and constructing the approximation with the lowest error bound.

The applications of these techniques are multiple. The first problem arises for instance in 
the fields of Scientific Visualization and in Medical Imaging, where large surface models (with 
millions of triangles) are manipulated for feature extraction, visualization or registration. The



second problem arises for instance in Computer Graphics, where a limited number of triangles 
can be displayed in a certain amount of time. Motion of objects or rendering of distant objects 
can be performed with surface approximations unnoticed by the user. For these applications, 
a number of algorithms have been proposed (Schroeder et al., 1992, Kalvin and Taylor, 1993, 
Hinker and Hanson, 1993, Rossignac and Borrel, 1993, Gueziec and Dean, 1994, Hammann, 
1994, Ronfard and Rossignac, 1994, Varshney, 1994).

This article deals with the first problem, that of finding the optimal approximation with a 
given error bound. Related problems have been shown in the literature to be NP-Hard (Agarwal 
and Suri 1994): at least as hard as a known set of problems without a solution capable of com 
pleting in polynomial time. We propose a near-optimal solution, implemented with a greedy 
algorithm that satisfies the following properties: The approximation is guaranteed to satisfy a 
given error bound. Further, various error bounds can be specified across the surface. At no ad 
ditional cost, the approximation error is reported at each vertex of the surface. The volume of a 
solid bounded by the surface is preserved by the algorithm; If the surface has a boundary, then 
we preserve the volume enclosed by a composite closed surface made by juxtaposing to the first 
surface an arbitrary surface that shares the same boundary. We have actually computed the vol 
ume of solids before and after the simplification process and we have observed that it is preserved 
with 6 digits of accuracy, corresponding to simple machine precision. The overal computational 
complexity of the method is subquadratic in the number of edges of the surface. Finally, the 
method favors near equilateral triangles. Similarly to Ronfard and Rossignac (1994) the greedy 
algorithm repeatedly performs the operation of collapsing an edge of the triangulation by choos 
ing each time the edge that has the lowest weight.

We start by recalling definitions of a triangulated surface along with various properties that 
must be verified for our algorithm to apply. We report previous work and give an outline of the 
method. We then explain how vertices of the approximation have to be positioned in order to pre 
serve the volume. This is an important property that this algorithm, to our knowledge, is the first 
to address. We then detail the method used for computing the approximation error correspond 
ing to each simplification operation. While the same edge can be visited and modified several 
times, we keep track of an upper bound to the approximation error at that vertex, with respect to 
the original surface. By linearly blending the approximation error values between vertices, we 
define a volume of space, which we call the error volume, as a union of balls of linearly vary 
ing radii. The error volume contains the simplified surface and the original surface. It is built 
dynamically as the simplification progresses, on top of pre-existing error volumes, that it is re 
quired to contain, until it reaches the size of the tolerance volume, which is defined using the 
tolerance values at the vertices.

We present two applications of the method. The first application consists of registering a 
polygonal surface to one, or several, of its perspective projections. The method iteratively com 
putes apparent contours on the surface. The simplification process allows registration speed-up 
and noise removal on the outlines. The second application consists of the extraction of crest lines 
across the surface. We provide a short review on crest lines, which are loci of curvature extrema 
on a surface. In Gue'ziec and Dean (1994) a simplified surface was compared with a surface of 
the same size obtained by sub-sampling the data, and with a surface at full resolution, for the 
purpose of extracting a specific set of crest lines. The lines extracted from the simplified model
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*M Kv) Boundary Edge Collapse

Figure 1: From left to right, the star *( \ ) of a non-manifold vertex of valence four, its link t( v) in thick lines, the 
star of a boundary vertex, the star *( YI , v 2 ) of an interior edge of valence 11, the illustration of the edge collapse, 
producing a simplified vertex VQ.

showed improved quality with respect to the lines extracted from the sub-sampled model.

2 Background on Surface Simplification
A triangulated surface 5({v;}, {i,}) is a graph. It comprises a set of vertices {v;} and a set 
of triangles {t,}, such that each triangle is a triple of vertex indices. There are two possible 
orderings of the three vertices, resulting in two orientations for each triangle. A surface edge is 
defined to be a pair of vertices that belong to at least one triangle. A dimension two simplicial 
complex is a surface such that two triangles can only meet at an edge or a vertex of both of them. 
In what follows we will designate by "surface" a simplicial complex of dimension two.

If rav is the number of vertices of the surface, ne the number of edges and nt the number of 
triangles, the Euler number is defined to be nv -ne -\-nt . The set of triangles that share a vertex v 
is termed the star of v, *( v) (See Fig. 1). The cardinal (number of elements) of the star is called 
the valence of the vertex v, k(\). The boundary of the star, where all edges that touch v have 
been removed, is called the link, ^(v). The link is a set of polygonal curves. A manifold vertex 
has a link formed of a simple polygonal curve; otherwise it is non-manifold. Among manifold 
vertices, an interior vertex has a closed link; otherwise it is a boundary vertex. Similar definitions 
apply to edges. For instance, the star of an edge *(vj, v2 ) is the union *(Y! ) (J *(v2 ).

A necessary and sufficient condition to have a manifold surface is that each vertex is a mani 
fold vertex. The surface is closed if each edge is shared by exactly two triangles, or equivalently 
if each triangle has exactly three neighbors. In a manifold surface, a pair of adjacent triangles 
(t!, t 2 ) share at most one edge, e. They have the same orientation if the two vertices of e listed in 
*i appear in opposite order in t 2 . The surface is orientable if each triangle can be oriented such 
that each triangle finds itself adjacent only to triangles sharing its orientation. For the purpose 
of this paper, we assume that the surfaces are oriented manifolds. This assumption is necessary 
to define valid volumes of solids bounded by the surfaces, and to develop efficient algorithms 
to dynamically construct the stars of vertices and edges as the surface is simplified. Isosurfaces, 
for instance, can be constructed as oriented manifolds. In other work, we have extended the ap 
plication of this algorithm to non-manifold surfaces by converting them to a manifold topology. 
However, we do not discuss this issue here.
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In the Scientific Visualization and Computer Graphics literature, various algorithms have 
been proposed for simplifying a triangulated surface. While some of the methods attempt to 
reach the global minimum of an objective function (Turk, 1992, Hoppe etal., 1993) with the ex 
pense of a high computational complexity, the bulk of the methods use a sequence of local opera 
tions applied to surface elements (Schroeder et al., 1992, Hinker and Hansen, 1993, Gueziec and 
Dean, 1994, Hammann, 1994, Kalvin and Taylor, 1994, Ronfard and Rossignac, 1994, Varsh- 
ney, 1994, Gourdon 1995). Some of them are greedy, in the sense that they weigh operations 
and at a given time, they always perform the operation associated with the highest weight. Our 
method falls in this category, of generally less expensive methods. In fact, we can prove that it 
has a subquadratic complexity in the number of edges of the surface.

For the simplified surface to respect an approximation error bound with respect to the original 
surface, one solution is to locally project the surface onto a plane, and measure distances between 
the larger triangles of the simplified surface and the smaller triangles of the original surface that 
project to the same location onto the plane (Kalvin and Taylor, 1994). This is the approach of 
choice when dealing with surfaces of the type z = f(x, y) (Aggarwal and Suri, 1994).

Another solution is to define a tubular neighborhood around the surface, i.e., a volume, whose 
width corresponds to the error tolerance, and to verify that the simplified surface will be enclosed 
inside that volume (Varshney, 1994). This is the approach that we have taken, except that the 
tubular neighborhood, or tolerance volume is defined with respect to the simplified surface as 
opposed to the original surface. In this case, we have to verify that the original surface stays 
within the tolerance volume, which is more tractable than the opposite. This is a novel approach 
to this problem.

The following simplification operations have been proposed in the literature: Removal of 
a vertex followed by triangulation (Schroeder, 1992), edge collapse (Hoppe et al., 1993) and 
triangle collapse (Hammann, 1994). As shown in Fig. 1, the edge collapse consists in bringing 
together the two vertices forming a given edge and deleting from the structure one vertex, two 
triangles and three edges that collapsed during this operation. The vertex resulting from the edge 
collapse is called simplified vertex. The triangle collapse brings together the three vertices of a 
given triangle. As the triangle collapse can be implemented with two successive edge collapses, 
and as the vertex removal does not allow preservation of the volume in the general case, we have 
implemented the edge collapse. In the sequel, we will use indifferently "edge collapse" of "edge 
simplification" to qualify this operation.

3 Description of the Method
The greedy strategy is the following: surface edges are assigned a weight, and are entered in 
a priority queue according to their weight. The weighting process is explained in Section 3.2. 
Until the queue becomes empty, the edge leading the queue is removed and undergoes a series of 
tests that determine whether it can be safely collapsed. If the collapse is performed, neighboring 
edges are changed; generally, they will be longer. We retrieve the neighboring edges from the 
queue, compute their new weight, and reenter them in the queue. During this process, some 
edges that were previously tested and rejected may be reinstated in the queue. Consequently,
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the length of the queue does not decrease monotonically.
The following tests are applied to each edge to determine whether it can be simplified (col 

lapsed). Successfully passing each test is a prerequisite to taking the next text. We first verify 
that the edge collapse will not induce topological changes to the surface. We examine the union 
of the links of the two edge vertices, which must be a simple closed polygonal curve of length 
at most three. In order to enforce the volume preservation property, we do not simplify edges 
which touch the boundary of the surface. The second test starts by positioning the vertex result 
ing from the edge collapse to preserve the global volume, as explained in Section 3.1. We verify 
that the face normals do not rotate more than a user-specified angle, and that the compactness of 
the triangles, or ratio between area and perimeter, is not degraded by more than a user-specified 
ratio (Gueziec, 1995b). The last test requires the computation of an upper bound to the approx 
imation error at each vertex, represented by half the width of the error volume. This value is 
compared with the tolerance that was specified at that vertex. The collapse is performed only if 
the error bound is less than the tolerance (Section 3.2).

The computational complexity of the method, which we analyze next, is subquadratic in the 
number of edges. This property justifies the application of this method to a large class of sur 
faces. Indeed, we applied this method successfully to a surface comprising 3.4M triangles, using 
a standard IBM RS6000 UNIX workstation. We assume that the time necessary to complete the 
tests is bounded by a factor of the number of edges that are adjacent to that edge. Generally this 
number, the edge valence, varies little during simplification, which explains the little attention 
it was given by other researchers. An exception is found on surfaces where extreme simplifica 
tion ratios are observed, e.g., one hundred or more. These infrequent cases justify to enforce an 
upper limit k to the edge valence, as k plays a critical role in determining the theoretical worst 
case complexity of the method.

If the collapse is not performed, the time necessary to delete the element leading the priority 
queue is bounded by the base two logarithm of the queue length. The initial queue length is 
equal to the number of edges n, that are not adjacent to a boundary vertex. If the collapse is 
performed, recall that three edges are removed from the surface and up to k — 3 edges may be 
reentered in the queue. Entering an element in the queue is also performed in logarithmic time 
with respect to the queue length. A key fact is that after k edge tests, the length of the queue 
is no more than n, — 3. Similarly, after mk tests, the length of the queue is bounded by rae — 
3m. For simplicity, we introduce n, the integer part of n,/3. Interestingly, if the Euler number 
of the surface is small, and if the boundaries are relatively short, n is a good measure for the 
number of surface vertices. Hence, assuming that, independent of queue maintenance, each test 
is performed in time proportional to k, a number T(n) for the computational complexity is given 
by, using the Stirling formula:

T(n) = fc 2 (log2 n + log2 (ra -!) + ••.+ log, l)(l+o(l)) 
= fc2 log 2 (n!)(l + 0(l))

= 0(k2n Iog2 n) = 0(k2n, Iog2 ne ) 

The complexity is thus subquadratic in the initial number of surface edges of the queue. Since
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Figure 2: Edge queue length versus number of simplification steps. The shaded region shows a bound to the 
maximum queue length.

numbers of vertices, triangles and edges can be compared using linear inequalities, the complex 
ity is also subquadratic in the number of surface triangles and vertices. Although we found no 
reference to the following observation in previous work, a k2 or higher factor potentially applies 
to all simplification methods that locally alter a triangulated surface and produce a new triangu 
lated surface.

3.1 Preventing Shrinkage
For preservation of the initial surface geometry, we use the following criteria: We determine the 
position of the simplified vertex such that the volume of the solid enclosed by the surface will 
stay the same. We show that the simplified vertex must lie on a specific plane. On that plane 
we select the position for which the sum of squared distances to the planes of the edge star will 
be minimum. We show that this is the same as determining a vertex that minimizes a sum of 
distances to lines in the plane (Gue'ziec, 1995b). We choose the centroid of the set of vertices 
forming the edge star as a local origin. In the sequel, coordinates are measured with respect to 
this local origin. To regularize the equations, we incorporate the constraint of minimizing the 
distance of the simplified vertex to the projection of the origin.

Once the optimum position of the simplified vertex is found, we verify that the triangle ori 
entations are not perturbed by a factor exceeding a user specification. Also, we verify that the 
minimum value for the triangle aspect ratios, as measured with the triangle compactnesses, is not 
degraded in excess of a pre-specified factor. As detailed in the next section, we also determine 
the effect of the edge collapse on the overall approximation error, and test whether it is tolerable.

The volume of the solid enclosed by a closed triangulated surface can be computed by adding 
the volumes of all tetrahedra spanned by any fixed origin and the triangles of the surface. As 
the simplification process solely modifies the triangles of the edge star, we place the simplified 
vertex such that the new triangles forming the star will contribute to the same volume as the old 
triangles. The volume v that we must equalize before and after the edge collapse is obtained 
by taking the sum of the volumes of the tetrahedra spanned by the oriented triangles of the star. 
The volume of an oriented tetrahedron is equal to a sixth of the 4-D determinant of its vertices 
having a fourth coordinate equal to 1. v depends linearly on the coordinates of any particular
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vertex. Thus, we can associate a plane to each vertex such that any position assumed by the 
vertex on the plane will result in the same volume.

We have performed repeated volume measurements, by adding the individual volumes of 
tetrahedra covering the solid bounded by a surface, both before and after simplification. The 
figures agreed with 6 digits of accuracy. Due to finite precision computation and to the large 
number of tetrahedra whose volumes were added, it was necessary to perform a double preci 
sion floating point addition to obtain this accuracy figure. To the best of our knowledge, our 
simplification work is the first published algorithm that accurately preserves volume.

3.2 Computation of the Error Volume
To respect a given tolerance on the approximation error, we define around the simplified surface 
a tolerance volume that is guaranteed to contain the original surface. A positive tolerance value 
is attached to each vertex of the surface. The tolerance can vary across the surface. The toler 
ance volume is formally defined as a union of balls centered on the surface, whose centers are 
linear combinations of surface triangle vertices and whose radii are linear combinations of ver 
tex tolerances. Hence, at the vertices the width of the tolerance volume is twice the tolerance. 
During the simplification process, the tolerance volume is modified. As an edge is collapsed, a 
rule is specified to infer the tolerance attached to the simplified vertex from the two tolerances 
attached to the edge. Typically, we take the minimum value.

In parallel, we construct an error volume using at each vertex a bound to the approximation 
error called the error value, or simply, error. The simplification process starts with error values 
equal to zero, or with positive error values reported by a previous simplification process. As the 
simplification progresses, the error values at the remaining vertices are gradually updated. In 
a manner similar to Russian Dolls, a hierarchy of nested error volumes is built such that each 
new volume is guaranteed to enclose the previous error volume. The simplification stops in a 
particular region when the error volume reaches the width of the tolerance volume.

Our notation for a triangle uses the tensor v of coordinates of all three vertices. For each ver 
tex v lying on the plane of the triangle, the vector of barycentric coordinates is a = (a0 , a\, a2 )' 
such that the a, sum to one and a • v = v. Given three error values {e,}, the error volume of 
a triangle, or triangle tube T(V, e) is the union of all balls |J B(a • v, a • e) The error

"»•><>, £), <*,=i 
volume of the surface is defined to be the union of all triangle tubes of the surface:

Thus, the error volume of a vertex v, or fat vertex, is simply the ball B(v, e}.
In order to update the error bounds at each remaining vertex during the simplification pro 

cess, we have to determine new error values {<$;} at the vertices of the simplified star *(v0 ) such 
that the previous error volume T(*(VI, v2 ), {ei}) will be nested inside the new error volume 
T(*(VO ), {Si}). Our criterion is to choose the {Si} that minimize a measure of the volume de 
fined by r(S, {Si}). To satisfy this criterion, We have suggested in (Gueziec, 1995b) that a good 
objective is to minimize the sum of the {6,}. The constraints associated with the {<$;} are found
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Figure 3: A triangle tube.

Figure 4: From left to right: partial views of a surface model representing the proximal region of a human femur, 
before and after simplification. Both surface models enclose a volume of precisely 233.463 mm3 . Note that the 
volume accuracy is measured between the surface models and has theoretical value only: the original CT-scan and 
surface model may differ slightly from the true anatomy of this individual. The left surface contains 181K triangles 
and the right surface 9.3K. The maximum approximation error is bounded by 3.2 mm

by decomposing both old and new error volumes in triangle tubes, projecting each new triangle 
tube onto the planes of the old triangle tubes, and designating each corner of a triangle-triangle 
intersection as a fat vertex that must be contained in the new volume. We perform the linear min 
imization using the simplex algorithm, implemented with the IBM OSL software library. The 
method that we currently use to weigh the edges is to add the error values at the edge vertices to 
the edge length. This completes our overview of the simplification algorithm.

4 Application of Surface Simplication to the Registration of 
a Surface to its Projection

We are given a two dimensional image representing a perspective, or pinhole, projection of an 
object, and a surface representation of that object. We assume that the intrinsic parameters of 
the projective camera, i.e., focal length, image center and image pixel size are known. We wish 
to recover the extrinsic camera parameters, i.e., the position and orientation of the camera with 
respect to the object, or equivalently, the position and orientation of the object with respect to 
the camera. Once these parameters are determined, we will say that we have registered the sur 
face, and the object, to its perspective projection. This problem is often referred to as the pose
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Figure 5: From left to right: two dimensional registration of silhouette curves to observed contours; three dimen 
sional registration of a femoral surface model with its radiographic projection.

estimation problem.
The surface is supposed to be an oriented manifold. Assuming that an initial position of the 

surface is given, we simulate projections through the surface to obtain the surface silhouettes. 
This task is performed by separating the surface triangles in two categories called visible and 
invisible, according to whether the viewing direction makes an obtuse angle with the oriented 
triangle normal or an acute angle. The silhouettes are defined as the boundary of the surface 
formed by the visible triangles. This boundary is a set of closed polygonal curves. It can be 
computed in time proportional to the number of surface edges. The silhouette curves are pro 
jected on the image. In parallel, contours are detected in the image, and aligned with the sil 
houettes. The alignment contours-silhouettes allows the generation of pairings between three 
dimensional points, corresponding to points on the silhouettes and three dimensional lines, cor 
responding to points on the contours. We determine the best rotation and translation to place 
the points and lines in registration, and we apply this transformation to the surface. We iterate 
on the overall process until the registration between projected silhouettes and contours cannot 
be improved. The surface simplification process allows to speed-up the registration and also to 
remove spurious edges from the silhouettes, resulting in an improved registration.

This technique has an application in robot-aided hip surgery, which is under current inves 
tigation by IBM. A three dimensional CT-scan of the patient is acquired prior to surgery and is 
used to develop a surgical plan. The registration, or relationship, patient- surgical plan is lost 
after the CT acquisition. Using radiographs taken intra-operatively, it is possible to register a 
surface model of the anatomy to its radiographic projections. This registration should permit 
the execution of the surgical plan in the operation room.
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5 Application of Surface Simplication to the Extraction of Crest 
Lines

Crest lines, also named ridge curves or ridges (Koenderink, 1990), are curves drawn on smooth 
surfaces that are the surface analog to vertices of smooth curves. Much of the interest centered 
around crest lines stems from the observation that they capture a significant portion of the surface 
shape information.

Practical algorithms have been designed to extract crest lines from different surface repre 
sentations, such as iso-density surfaces embedded in a three dimensional grid of data (Monga et 
a!., 1992, Ayache et al, 1993) or parametric surfaces of the type x(ti, v) (Gueziec, 1995a) for 
the purpose of performing surface alignments.

The working definitions used by these algorithms consisted of computing analytic expres 
sions for the second derivative tensor on the surface and in particular, for the principal curva 
tures and principal directions. Both principal curvatures were differentiated in the directions of 
principal curvature, which required analytical expressions for third order derivatives. A map was 
defined that associated to each surface point the derivative of the maximum principal curvature 
in the associated principal direction. The zero set of this map was extracted as a collection of 
curves, which were filtered according to their length or according to the curvature integral along 
the curve. One drawback of these techniques is that the principal curvatures and their derivatives 
are not defined everywhere on the surface. An in-depth mathematical characterization of ridges 
is provided by Porteous (1994).

An alternative approach that predates these methods (Cutting et al., 1993) consists of a pri 
ori determining the topology of crest lines that one is interested in extracting, and of using this 
topology to build templates. Semi-automatic software tools are then used to fit these templates 
to surface data. This approach is currently implemented for constructing "averages" of complex 
shapes such as a human skull, to use these shapes as a guide for diagnosing and treating cranio- 
facial abnormalities.

Within this framework, as geometrical computer models of anatomy can easily comprise a 
million of triangles, surface simplification algorithms can assist in providing the most accurate 
surface data for given software or hardware constraints. In Gueziec and Dean (1994), the au 
thors compared triangulated surfaces of the same size, that were both extracted from the same 
3-D CT scan. The first surface was obtained by reduction of the original 3-D image by a factor 
of 3 in each dimension while the second surface was obtained by simplification of tenfold factor 
of the surface extracted from the full sized 3-D image. The surfaces are rendered in Fig. 6. Thir 
teen crest lines were located on the three surface models and registered to each other. Pairwise 
distances were computed between curve points, resulting in average distances. The average dis 
tances between the sub-sampled model and the full resolution model were up to 20 times higher 
than the distances between the full resolution model and the simplified model.
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Figure 6: Three different surface models generated from the same CT data. From left to right: A full resolution 
surface (150K vertices, 100% of the data), a surface obtained by volume subsampling (18K vertices, 12% of the 
data) and a simplified surface (16K vertices, 11% of the data).

6 Conclusion
We have presented a surface simplification algorithm that is capable of preserving the volume 
enclosed by closed surfaces. We limited the maximum distance from the surface to its approxi 
mation and extended this requirement by allowing a different maximum error tolerance at each 
vertex. This tolerance can be zero if we want the surface to be faithfully preserved in some areas. 
When the simplification process is complete, the program reports an upper bound to the approx 
imation error at each vertex. The complexity of the method is subquadratic in the number of 
surface elements (vertices, triangles or edges).

Approximations of surfaces can have an advantage over the originals for applications such as 
pose estimation of surfaces, feature extraction and others, provided that the approximation error 
is known.

Another application of the volume preservation property of the simplification method, which 
we are currently investigating, is to measure the volumes of human brain ventricles, based upon 
simplified surfaces rather than full resolution surfaces, for the purpose of determining the validity 
of volume measurements for diagnosing schizophrenia (Buckley et al., 1996).
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1 Introduction
If over the past few years, many digital anatomical atlases based on 3D medical images have 
been developed, very few of them include morphometric tools to estimate the variability in the 
shape of anatomical structures. We can cite the work described in [CHTH93] (description of 
brain structures and their variability), [CBH+ 93] and [CDB + 95] (creation of a 3D morphomet 
ric skull atlas) or [BBW+ 94] (generation of a liver atlas for model-based segmentation). Never 
theless, these atlases are built from an a priori model: a "template" which was manually denned 
by anatomists.

In this paper, we address the new problem of automatically building morphometric anatom 
ical atlases from volumetric medical images without any a priori knowledge. We think that with 
such an automatic process, we could handle with the very fine precision of medical images (voxel 
size of about 1 millimeter) and take into account many landmarks (several hundreds of points) 
from many data (several tens) in order to obtain very accurate morphometric parameters.

Let us assume we have a database of medical images of a given anatomical structure acquired 
from different patients. The problem is threefold: first, we have to extract landmarks in the dif 
ferent items of the database. Then, we have to find the correspondences between them in order, 
at the end, to compute some statistical parameters about their positions and their variabilities.

In the first part of this paper, we propose an algorithm to build a 3D morphometric anatomical 
atlas. Then, in the second part, we show some results about an atlas of the skull and the brain 
and how could they be used to assist medical diagnosis.

2 Description of the atlas construction scheme
2.1 Step 1: feature extraction
This step consists of automatically extracting in the 3D images the features which will constitute 
the atlas.

As features, we choose "crest lines" [MBF92] which are mathematically defined as the salient 
lines on a surface. Crest lines are as a simple representation of the studied anatomical structure 
(see Figure 1) and seem to be anatomically stable [GA92]. In particular, on the skull, they are



very close from "ridge lines" [BC88] defined by anatomists as it is emphasized in [TSD96]. On 
the brain, they seem to follow patterns of convolutions [OKA90]. Crest lines are automatically 
extracted by the "Marching Lines" algorithm [TG93] directly in the 3D image.

Figure 1: Crest lines of a skull and of a brain.

2.2 Step 2: common feature extraction
For each item of the database, we have a set of crest lines. We find correspondences between 
them (i.e. which line of one set corresponds to which line of the other) by using a non-rigid 
registration algorithm described in [STA95]. When we have the correspondences between the 
lines of all the items, we can identify which crest lines are generic, i.e. present in all the data 
sets. These common crest lines will form the structure of the atlas.

Moreover, if the lines of one item have been manually labelled, the labels can be automati 
cally propagated to the lines of the other sets belonging to the same common subset.

As the registration is based only on geometrically defined features, we cannot be sure of the 
biological homology [DGB95]. Nevertheless, in [TSD96], we show that results of registration 
based on crest lines and "ridge lines" are similar.

2.3 Step 3: feature average
In order to obtain the positions of the features, we "average" the crest lines of the different items 
belonging to the same common subset.

But before, as emphasized in [DL89], we have to remove the rigid and isotropic scaling 
transformation between the items in order that the remaining differences between lines represent 
meaningful morphological differences. So, we choose an item of the database as the reference 
Ti. Thanks to the registration results of the step 2, we can compute the global rigid and homo- 
thetic transformations between A and the other items and we apply them in order to have all the 
items in the same frame.

We have developed an algorithm that computes a "smooth" average of a set of tridimensional 
lines composed of tens or hundreds of points. For each line £ of Ti, we find the deformations
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between £ and the lines of the other items belonging to the same common subset. Then, we de 
compose them into a basis of fundamental deformations called modes by "modal analysis" tech 
nique [PS91] [NA94] [MPK94]. The amplitudes of the modes are averaged, defining a "mean" 
deformation which applied to C gives the "mean" line. The set of these mean lines constitutes 
the atlas.

What is particularly interesting in modal analysis is that in the same way as in Fourier analy 
sis, we can approximate a deformation by taking into account just its few first modes. The trun 
cation of the modal development is a kind of filtering, discarding high frequency deformations. 
We use this property in order to smooth 3D lines and reduce noise artefacts.

2.4 Step 4: feature deformation analysis
A statistical process is performed in order to quantify the variations of the features around their 
average position. In particular, it allows us to verify the "stability" of the locations of the fea 
tures.

To analyse the deformations, we use modal decomposition as in [NA94] (application to car 
diac deformations) and [MPK94] (shape analysis of brain structures).

By the same process as in step 3 (just replacing Tl by the atlas), we register each line I of the 
atlas with those of each item of the database, find the deformations and decompose them into 
modes. For each mode i, we compute the average amplitude d\ and the standard deviation a[. 
We can also compute the modes of the deformation dls [i] between the same line I of the atlas and 
those of any new item S and compare their amplitudes according to d\ and a\ by the amplitude 
distance (computed for the x, y and z axis):

Large values of dist(S, I, i) enable us to find the modes i characterizing the "abnormal" de 
formations.

3 Application to the skull

3.1 Construction of the atlas
In Figure 2, left, we display the set of mean common lines of the atlas computed from a database 
of six CT-Scan images of different skulls 1 [STA95].

Among all the common lines automatically detected are major anatomical landmarks as the 
orbits, the nose, the cheekbones, the temples or the mandible. Inside the skull, we also find crest 
lines following the magnum foramen, the sphenoid and the temporal bones. Moreover, we can 
notice how the atlas is symmetric.

With a spline based technique [DSTA95], we warp the surface of the reference skull accord 
ing to the registration between its lines and the atlas lines in order to obtain the surface repre 
sentation of the average skull which is displayed in Figure 2, right. This atlas representation is 
visually very similar to the one presented in [CBH+93]

'CT-Scan data of the skulls (120 slices of 256 x 256 pixels) from the Cleveland Museum of Natural History and 
General-Electric Medical System Europe.
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Figure 2: Left: the skull atlas of crest lines computed from a database of 6 different skulls. Right: 
a surface representation.

3.2 Study of a maxillary deformation
In this section, we use the atlas in order to study a skull2 S affected by a significant maxillary 
hypoplasia (see Figure 3, left).

Figure 3: Left: the skull S with a significant maxillary hypoplasia. Right: the mandible ofS 
was automatically labelled and extracted thanks to the registration with the atlas (in black, the 
mandibular crest line).

By registering the crest lines of the atlas with those of S, we are able to automatically label 
these latter, identifying, in particular, the mandibular line. By taking points of the surface which 
are close to this line, we can automatically extract the mandible of S (see Figure 3, right).

With the pairs of matched points found by the registration between the atlas and S, we can 
compute the rigid and homothetic transformations which best superimpose (in a least-squares 
sense) the two skulls (see Figure 4, left). By this way, we are able to contrast 5 and the atlas 
and emphasize the deformations of the mandible which appears laterally too wide and vertically 
stretched. The surgeon could use this superimposed display to estimate his surgical procedures.

Let us analyze now quantitatively the deformations of the mandible. With the method de 
scribed in the step 4, we compute the amplitude distances of the 5 first modes of the 5 mandibu 
lar line deformation (see Table I) according to the atlas. If we threshold the values by 2 (cor 
responding to a variation of 2 standard deviations around the mean value), we notice that the 
1 st , 2nd x-mode and the 4"1 z-mode amplitude distances are not in the statistics bounds. The

2 CT-Scan data of the skull (135 slices of 256 x 256 pixels) have been obtained by Dr. David Dean (Case Western 
University of Cleveland) from the Naturhistorisches Museum of Vienna.
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corresponding deformations can be considered as typical of the mandibular "abnormality"

X

y
z

ModeO
0.124
0.906
1.806

Mode 1
2.442
0.759
0.896

Mode 2
2.476
1.601
1.062

Mode3
0.745
1.734
1.017

Mode 4
0.353
0.920
2.267

Table 1: Amplitude distances for the 5 first modes of the mandibular crest line deformation be 
tween S and the atlas. The 1 st, 2niix-mode as the 4. th z-mode are detected as "abnormal"

Figure 4: Left: rigid and scale registration of the atlas (in solid) with S (in transparency) em 
phasizing the deformations of the mandible. Right: the three "abnormal" basic deformations 
of the S mandible: the 1 s* x-mode which quantifies the breadth of the mandible, the 2nd x-mode 
which represents the vertical twist of the mandible and the 4"* z-mode which characterizes the 
lateral curvature.

In order to visualize these abnormal basic deformations, we deform the atlas mandible ac 
cording to the three modes (with an amplitude multiplied by 3). From Figure 4, right, we can 
conclude that the l/'x-mode represents the breadth of the mandible. The effect of the 2"d:r-mode 
is not symmetrical. In fact, the mandible appears slightly skew and this mode represents its ver 
tical twist. The 4"l z-mode represents the lateral curvature of the mandible.

3.3 Application to the brain

3.4 Construction of the atlas
The brain atlas was computed from a database of 10 MR head images3 [STA96a]. Due to the 
huge shape complexity and interindividual variability of the cortical surface, we obtain less com 
mon crest lines than for the skull (see Figure 5). Nevertheless, we can notice how crest lines 
underline correctly the cerebral ventricles.

3MRI data (123 slices of 256 x 256 pixels) where the brains were manually segmented by courtesy of Dr. Ron 
Kikinis from the Brigham & Women's Hospital and Harvard Medical School of Boston.
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I

Figure 5: Left and center: the mean common lines constituting the brain atlas. Right: notice 
how the lines underline the cerebral ventricles.

3.5 Study of cerebral ventricles shape
In this section, we use the atlas to study an individual brain'1 C£, in particular, its cerebral ventri 
cles. Their deformations can be characteristic of Alzheimer's disease or hydrocephalus [MPK94]. 

First, we perform an automatic segmentation by mathematical morphology and thresholding 
tools to obtain the cortical surface presented in Figure 6, left. Then, we register the crest lines 
of the brain atlas with those of C£. We propagate the atlas labels to C£ in order to identify some 
structures, in particular the cerebral ventricles (see Figure 6, right).

Figure 6: Left: automatic segmentation of the conical surface from a MRI of the head. Right: 
crest lines extracted on the cortical surface and the ventricles.

With the pairs of matched points found by the registration between the atlas and C£, we com 
pute the rigid and homothetic transformations which best superimpose (in a least-squares sense) 
the two brains (see Figure 7, left). This superimposition shows that the patient ventricles are 
bigger and asymmetric (the left ventricle is larger).

We can analyze the deformations of the longest atlas ventricular line. We decompose its de 
formation towards the patient ventricular lines and compute the amplitude distances for the first

" MRI data of the head (254 slices of 256 x 256 pixels) have been obtained by Dr. Neil Roberts from the Magnetic 
Resonance Research Centre, University of Liverpool.
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Leftx
Right x
Lefty

Right y
Leftz

Right z

ModeO
-0.447
-1.026
-3.687J
-1.242

|+4.429|
+0.309

Mode 1
-5.125
+4.368

[+8.667
1+8.336
-1.287
+1.824

Mode 2
+1.908
-2.254
+0.451
-0.999
-3.731
-5.590

Mode 3
-2.140
+1.603
+0.736
+0.757
-0.186
+1.986

Mode 4
-1.907
4.723
-5.081
-5.233
-1.442
-0.581

Table 2: Amplitude distances for the 5 first modes of the deformation of the longest left and right 
ventricular crest line deformation between C£ and the atlas. The framed modes are detected as 
"abnormal"

5 modes. Significant deformations are those which are further than 3 standard deviations from 
the average value (see Table 2).

If we do not consider the mode 0 which corresponds to the translation, we notice how "abnor 
mal" modes tend to apply simultaneously to left and right ventricles (with different amplitudes). 
It proves that both ventricles are "affected" by the deformations. The y and z "abnormal" modes 
have the same sign, so they are oriented in the same sense. On the contrary, x "abnormal" modes 
have opposite sign and the deformations are in inversed directions. If we only consider the first 
deformation mode which is the more global one, we notice that the x, y amplitudes are larger for 
the left ventricle. It tends to prove that the two ventricles are asymmetric and that the left one is 
the largest.

\, X 1

Figure 7: Left: qualitative study ofC£ (in transparency) ventricles by superimposition with those 
of the atlas (in solid). Right: quantitative study of the ventricles deformation by analysis of the 
deformations and decomposition in "abnormal" modes (Ix and ly modes).

Now, let us study more specifically the two "abnormal" modes Ix and ly. For that purpose, 
we apply successively to the atlas line the 2 modes and we visualize the results in Figure 7, right: 
he parameter \x models the horizontal curvature and the parameter ly measures the vertical 
enlargement.
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4 Conclusion
By automatically building 3D morphometric anatomical atlases, we have been able to obtain 
statistical parameters which could be useful to assist medical diagnosis. In particular, "abnor 
mal" shape deformation can be automatically detected and quantified by a very reduced set of 
parameters.

Our future work will focus on studying other statistical tools for shape description (for ex 
ample, Thin-Plate Splines [Boo91], Principal Component Analysis [CHTH93] or Fourier de 
scriptors [SKBG95]), using other types of lines [SBK+ 92], developing other applications as the 
study of the growth of a child head [STA96b] or the hominin evolution [Dea93], working on 
larger databases and validating our first results on a anatomical and medical basis.
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Analysis of 3D Spinal Shape from two X-ray Views.
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Abstract

The spinal disease scoliosis effects children, and is best treated if spotted early. At present its detection 
is based on a rather crude measurement angle taken by hand from X-rays. In this paper we present some 
empirical and exploratory results giving new measures for detection, and in automating the procedure.

1 Introduction
Idiopathic scoliosis is a common spinal deformity which affects as many as five per cent of chil 
dren and can lead to serious health problems and severe deformity. In order to establish the pres 
ence of scoliosis and monitor its treatment, accurate measurement is crucial. However, existing 
methods rely upon crude measurements (e.g the Cobb angle) based on two dimensional X-ray 
images, even though scoliosis is in fact a more complex three dimensional deformity.

Available to us for study was a large collection of low dose X-rays for two orthogonal views 
from a large scale five year longitudinal study of idiopathic scoliosis in school children. The 
dataset is particularly important as it includes a small subset of children who were found to de 
velop spinal deformities over the course of the study.

In this project we had four major objectives:
• to develop a rapid, automatic technique to characterise the shape of the spine in 3D from 

two orthogonal low dose X-rays,

• assess the robustness of the technique by analysis of data from both normal children and 
those suffering from scoliosis with a wide range of abnormal spine curvatures,

• correlate the parameters/measures which define the 3D shape with existing measures of 
curvature (e.g. the Cobb angle) in a range of spinal shapes,

• determine whether this more sophisticated statistical criterion of spine shape is a more sen 
sitive indicator of changes in spinal shape over a period of years.



2 Cobb Angle
There are two standard views for taking a spinal X-ray; from the back (posterior/ anterior (PA)), 
and from the side (lateral). In a normal, healthy spine the vertebrae will be stacked up in a vertical 
line in the PA view, and in an 'S' shape in the lateral. For the latter, the degree of bending in the 
thoracic (upper) region is known as kyphosis; the degree of bending in the lumbar (lower) region 
is known as lordosis.

Scoliosis is an appreciable lateral deviation in the normally straight vertical line of the spine 
in the PA view. It is usually measured on just the PA view by the Cobb angle. If the spine is not 
straight then there are two vertebrae that are most tilted: the Cobb angle is measured between 
the top of the upper vertebra and the bottom of the lower vertebra, see Figure 1. A spine having a 
Cobb angle between 0 and 5 degrees would be classified as straight (S), between 6 and 10 degrees 
as a query (Q), and greater than 11 degrees as idiopathic scoliosis (I). However, the Cobb angle is 
a poor measure of spinal shape. It is prone to measurement error, and also different shape spines 
can result in the same Cobb angle.

Figure 1: Measuring the Cobb angle, C

3 Extraction of vertebral body line/ spinal curve
Suppose that there are n vertebrae visible in both the orthogonal 2D X-ray projection images of 
the spine, having respective centres of gravity with Cartesian coordinates (x;,j/;, zi),i = 1,... ,71, 
where the z axis is in the vertical direction. Define the spinal curve to be the piecewise linear 
curve in three dimensions passing through the centres of gravity of the vertebrae of the spine.

The coordinates of the centres of gravity (landmarks) are not observed directly, but are to be 
estimated from projections of the data into the x — z (Lateral) and y — z (PA) planes respectively, 
i.e. from the two X-ray views. What is now required is the segmentation of the vertebrae from 
the X-ray images, and the matching of corresponding vertebrae in the image pairs.
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3.1 Deformable templates
Our first attempts were based on the ideas of Grenander etal. (1991), using deformable templates 
to pick out a shape from an image. The shape is assumed to be a deformation of some underlying 
shape, or 'template', and the image is also subject to noise. The template in this case a closed 
set of points in a rectangle which approximates the outline of a vertebra.

After initial location (and orientation) of the template, interest is in local deformations of 
template points. Assuming a model for the noise, there is a likelihood function which is to be 
maximised, and points are moved to achieve this aim, see for example Mardia et al. (1991).

In this setting however the results were not entirely satisfactory. The model assumes two 
different levels for the pixels inside and outside of the object. In the case of spinal X-rays and 
vertebrae in particular this is not the case, and there is just too much variation in pixel intensities.

3.2 Snakes
A snake is an energy-minimizing spline, which is influenced by external constraint forces and by 
image derived forces. Representing a contour by a vector v(s) = (x(s),y(s)), with arc length 
s, energy based solutions seek to minimise the functional (see Kass et al., 1988)

= f1 
Jo

| 2 -7 |

In practice there are a number of points on the contour, and the derivatives are estimated by fi 
nite differences: parameters a and /? control elasticity and stiffness respectively. | V/(x,j/) j 
represents edge strengths in the image I(x,y). Thus, external energy, E,^, is optimised when 
the contour is matched to strong edges in the image, and the internal energy, E,nt , is optimised 
by having little stretching or bending of the snake. The final optimal solution compromises be 
tween matching edges and minimizing deformations. One implementation is given in Williams 
and Shah (1992).

3.3 Correspondence
Corresponding vertebrae are identified in the reconstructions of each of the two views relative to 
a (labelled) reference vertebra. Then the vertebral centres of gravity can be calculated. On both 
views vertebrae appear to be approximately rectangular in shape, and we are able to locate the 
corners, see Figure 2. As in Hainsworth et al. (1994), by simple averaging we then obtain an 
approximate location of the vertebra centre on the PA view (y, z) and lateral view (x, z). (Note 
that these z values will be different). Repeating for the other vertebrae typically gives us 14 
pairs of such points. (If possible we try to obtain measurements from the third thoracic (T3) to 
the fourth lumbar (L4) vertebra, inclusive). Scales of the two sets of z coordinates are compared, 
and the y 's rescaled accordingly to give us a set of three dimensional vertebrae centres (2,, j/;, z;). 
Alternatively each of the pairs of the z coordinates could be matched, and the y's adjusted by 
kriging.

The vertebral body line can then be represented by a piecewise linear curve passing through 
all the points, or by a curve estimated either by splines or a least squares method.
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Figure 2: PA and lateral views of a vertebra, respectively

4 Measures
We have a set of points in three dimensions (i;, ;/;, z^), i = 1, . . . , n, with n typically equal to 
14. Let us consider the sample covariance matrix of this set of points. It should be clear that for 
a healthy spine in standard orthopaedic coordinates that

where si is the sample variance of the x/s, and similarly *J, si.
Study of the eigenvalues and eigenvectors of this covariance matrix (for a healthy spine) 

would give eigenvalues such that AJ » A2 » A3, and have corresponding eigenvectors with 
approximate form 1° 1 M

A= 0 0 1 (1)V 1 ° °;
We use the measure of non-coplanarity 13 = 100 x A 3 /(Ai + A 2 + A3 ) to classify spines, see 

Mardia et al. (1996). If 13 = 0 then the coordinates lie in a (vertical) plane. Departures from 
zero imply a spinal problem.

However the value of 13 alone is not sufficient. It is possible for the spine to twist in such a 
way that vertebrae coordinates still lie in a vertical plane, giving 13 ~ 0, but the plane is not y = 
constant, but some other plane. In such cases, the eigenvectors of the covariance matrix would 
be of the form

/ 0 cos a — sin a \ 
B = (bij) = 0 sin a cos a (2)

U o o j
A measure of departure of this coordinate system (B) from the normal (i.e. healthy) coordinate 
system (A) is given by

which follows from the Euclidean squared distance tr(7 — ABT)(I — ABT ) T . A healthy spine 
has a ~ 0 and this distance would be approximately equal to 0. In practice the signs in the upper 
right hand 2x2 comer of B are unimportant and we calculate the tilt

T = 3 - |M - |423 | - Ifei •

One further indicator of scoliosis is the rotation of the vertebrae themselves. Figure 3 shows 
a PA view of a rotated vertebra; the pedicles are offset (as compared to Figure 2). Using the
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coordinates from just the PA view obtained previously gave us (y, z), additionally we require 
the positions of, say, the mid-inner points of the pedicles, L and R. Let M be their midpoint, 
and P be the centre C = (y, z) projected onto the line joining L to R. We can then calculate a 
measure of asymmetry

When no rotation is present As = 0.

Figure 3: PA view of a rotated vertebra

5 Classification
The combination of these three measures leads us to a possible method for classifying spines.

• If 13 > Ithnsh refer patient to a surgeon - probably scoliotic,

• otherwise if T > Tthresh or As > AtkT,s h. refer to surgeon,

• otherwise a normal, healthy spine.

6 Results
From our collection of X-rays 21 patients were chosen, seven of which were always classified 
as straight on the basis of their Cobb angles, seven who had scoliosis, and seven who developed 
spinal problems during the study period. Combined they gave a collection of 107 sets of data to 
examine. Our classification of section 5 gave:

• Step 1: Ithrtsh = 0.022. 53 cases were 'referred to surgeon' - their original classifications 
were4S, HQ,37Iand IN.

• Step 2: TthT,,h = 0.2, Athresh = 0.5. A further 5 would be referred (1 S, 1 Q, 3 I). The 
remaining 49 would be accepted as healthy - they comprised 43 S, 4 Q, 11, and 1 N.

Note that a patients previous year's classification was not used in the decision making, but it 
could have been.
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7 Conclusions/ Future work
Although we have a method for classifying spinal shape, there is clearly a lot of scope for further 
work. First and foremost is the need to automate the whole procedure, and for this we need the 
automatic extraction of vertebrae from the digitised X-rays. This should soon take place using 
either deformable templates, snakes or active shape models.

The above results are very much exploratory as well as empirical. There is obviously a degree 
of measurement error involved in calculating the vertebrae centres, and this could be used to 
derive the distributions of the above summary statistics and to provide more rigorous tests.

Ultimately what is being aimed for is a screening procedure for school children. First of all 
they could be assessed by a non-invasive device such as Quantec, a white light scanning system 
which gives precise information about the external shape of the back. Those thought to have 
some sort of back problem might then go forward and have two orthogonal X-rays taken, and be 
further assessed in the manner described above.
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An MCMC approach to wavelet warping
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Abstract
Warping techniques have been found useful in various imaging applications. Here we provide a method 

which uses wavelets for deformation. There is some advantage in using wavelets since they provide de 
formations at different resolutions without additional computational effort. The warping deformation is 
estimated, in a Bayesian framework, using a Markov chain Monte Carlo algorithm. This Bayesian ap 
proach allows prior information about the wavelets and the warping deformation to be included in the 
modelling. The use of MCMC methods provides, not only a point estimate of the warping deformation, 
but also variances estimates and allows unlimited investigation of the posterior distribution. We illustrate 
our method using a set of spinal data from a study looking at spinal differences between normal and sco- 
liotic patients. Future directions are also indicated.

1 Introduction
The aim of this paper is to bring together three important and current techniques: (i) Markov 
chain Monte Carlo methods, (ii) wavelets and (iii) image warping. Each of these has draw sig 
nificant attention from statisticians and others; we begin with brief historical background.

The use of MCMC methods has grown enormously over the last 10 years, particularly for es 
timation in large and complex problems. The origins of these procedures date back to the early 
'50s (Metroplis et al., 1953), and have since been extended and generalised many times (Ham- 
mersley and Hanscomb, 1964; Hastings, 1970). It was not until the early '80s with the pioneer 
ing works of Grenander (1983) and Geman and Geman (1984) that these tehniques came to the 
widespread attention of statisticians. Subsequently, many aspects of theory and application have 
been explored; a good review is given by Besag et al. (1995).

Wavelets have an even more recent history. Although the simplest, Haar, wavelet was dis- 
coverd in 1910, it wasnot until thelate'80s when the works of Daubechies (1988), Mallat(1989a, 
1989b) and Mayer (1990) renewed interest. Wavelets have been used widely in image applica 
tion such as image reconstruction and compression. The general approach is identical to that of 
Fourier analysis, that is expression of a given function as a linear combination of orthogonal ba 
sis functions. However, a major drawback of Fourier methods is that a signal of short duration 
in the time domain contributes to many components in the frequency domain and vice versa. In 
contrast wavelets have the property that local changes in one domain correspond to local changes 
in the other, leading to greatly improved accuracy for functions with discontinuities. In addition, 
the hierarchical nature of the wavelet decomposition allows multi-resolution reconstructions of 
the given function.



In many applications of image analysis we have some idea of what we expect to see, perhaps 
from some average scene or from the previous scene in a sequence, hence our aim might be to 
match or warp a template to fit the data. Image warping using deformable templates has been 
studied by many (Grenander, 1970; Amit et al. , 1991; Mardia and Hainsworth, 1993; Phillips 
and Smith, 1993). In particular, Amit (1994) gives a comparison of wavelet and Fourier defor 
mation methods for image matching problems and He et al. (1994) use wavelets for volume 
morphing. A general review of warping methods is given by Glasbey (1995).

In this paper we shall use MCMC methods to estimate the coefficients of a wavelet expan 
sion defining a warping deformation. This will be proposed in a Bayesian setting, incorporat 
ing noisy measurements and prior information regarding the warping deformation and wavelet 
coefficients. We shall consider a simple example using data collected from a study of normal 
and scoliotic spines. The data profiles are pre-processed, to remove effects due to height vari 
ations amongst individuals and arbitrary positioning in the detector system, leaving only shape 
information. The wavelet deformation is then used to warp template profiles to target profiles. 
Wavelet shrinkage (Donoho and Johnstone, 1994) will be considered as a means of introduc 
ing smoothing and as a tool to aid medical diagnosis. Finally, general implications and future 
directions will be discussed.

2 Models
The model described below closely follows that defined in (Mardia and Hainsworth, 1993), where 
the reader is directed for further details.

Suppose that F = {f(x) : x e D}, D C $. d, is a real valued function which is to be used as 
a template, and that G = {g(xt) : i = 1, . . . , N} is the observed image. (In this paper we shall 
only consider d = 1.) We shall assume that F and G are related by

$(*0 = /•(/(#*.))) + *.- « = i,...,JV (i)
where <j> is a deformation of the time axis, \i is the expected value of g corresponding to template 
value /, and the e, are independent and identically distributed N(0, u2 ).

In this paper we shall assume that there is no deformation of the time axis, that is <t>(x) = x. 
Hence, our interest is in estimating the deformation of the template values to the expected value 
of the observed data. Although other approaches are possible we shall assume the following 
relationship between /z and F,

,,(/(*)) = /(*) + *(*)

and that we wish to estimate H = {h(x) : x € D}.
In a Bayesian framework we will estimate H by the mean of the posterior density which can 

be expressed in terms of likelihood and prior density

p(H\G)*p(G\H)p(H). (2) 

From (1), the likelihood of the data given the template deformation is given by

p(G\H) « exp -j GKzi) - ̂ (/(z;)))2 . (3)z;)))2 } .
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There are many possible prior distributions, each corresponding to different prior beliefs. If 
there is no available information regarding the deformation then non-informative uniform pri 
ors would be appropriate, if, however, we expect smooth deformation of the template, then the 
following prior could be chosen

p(H) oc exp ( -0 £ (h(xt ) - h(x,)f ) (4)
I <«.» J

where < i,j > denotes all pairs of nearest neighbours and /? is a non-negative prior parameter 
which controls the amount of smoothing. (Note that this prior has a maximum when the defor 
mation is a translation, that is h(xi] = a for all i.) There are many approaches to estimation 
of the prior parameter, the most common is by trial-and-error, alternatives include an empirical 
approach using training data; or a fully Bayesian approach with hyperpriors for any prior pa 
rameters. In this paper we shall only consider fixing ft at zero, hence will infact be considering 
maximum likelihood estimation. Further discussion will be given in section 5.

3 Methods and algorithms

3.1 Wavelet transform
Wavelet methods are now widely used in image warping as well as many other general statistical 
estimation situations, hence the reader is directed to one of the many comprehensive reviews (for 
example Kay (1993)) for further details, only brief descriptions will be given here.

For a given function, /, we expand in terms of orthogonal basis functions ifi^- The wavelet 
basis functions are constructed by dilation and translation of a single function called the mother 
wavelet, ty,

$, k (x) = y'*T/>(Vx - k),
where j is the dilation number or resolution level and k the translation number. The simplest 
mother wavelet is the Haar function, i/>(x) = -1, 0 < x < |; 1, | < z < 1; 0 otherwise.

In fact for many year it was thought that this was the only function which would form an or 
thogonal basis with compact support, however it is now known that there are many others. In this 
paper we shall restrict ourselves to the Haar wavelets, which work admirably for our examples.

We can now write the wavelet expansion of /
n-l 2'-l

f(x) = u>0 l[o,i](z) + ^ S Wjk^jk( x } 
1=0 4=0

where n is such that N = 2" and l[0 ,i](x) is an indicator function taking the value 1 when x e 
[0,1] and 0 otherwise.

So we have now re-expressed our aim of finding a warping function relating G and F, to one 
of finding the set of wavelet coefficients W = {wa ,wik : j = 0,1,... ,n- 1, k = 0, 1,... ,2;'- 
1}. Also note that in the above equations (2)-(4) we can replace H by H(W) or more simply 
by W. This alternative formulation may also lead to alternative prior distributions, for exam 
ple priors on individual wavelet coefficients derived from training data, see section 5 for more 
discussion.
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3.2 Wavelet shrinkage
In general, the wavelet coefficients can be divided into two groups; large coefficients due to sig 
nal in the data, and small coefficients due to error only. The idea behind shrinkage or threshold 
ing is to remove small wavelet coefficients, considered to be noise. Here we shall only consider 
hard adaptive thresholding, that is

W}k ~ \ 0 otherwise

where \,i, is the threshold for coefficient wjk and is given by A,j. = SjkV^lnN, and in turn sjk is 
an estimate of the standard deviation of coefficient toj*. This approach was proposed by Donoho 
and Johnstone (1994) and also recommended by Nason and Silverman (1994).

3.3 Markov chain Monte Carlo estimation

3.4 Metropolis-Hastings algorithm
In this paper we shall base our estimation on approximate posterior distributions calculated us 
ing the Metropolis-Hastings algorithm. This is a Monte Carlo technique, in which an ergodic 
Markov chain is constructed which has the required posterior distribution as its limiting distri 
bution. For discussion see Hammersley and Hanscomb (1964), Hastings (1970), Geman (1991), 
Green and Han (1992) and Propp and Wilson (1996).

The Metropolis-Hastings algorithm is used in the following manner. In turn, each of the pa 
rameters is considered. A proposed new value for one of the parameters is drawn from a proposal 
distribution, q( W'\ W). Here a double exponential distribution centred on the current parameter 
value is used, with spread parameter chosen to achieve acceptable convergence rates.

Let the current set of parameters be W and the set of parameters containing the proposed 
new value be W The proposal is accepted, and the parameter value updated accordingly with 
probability

1 p(W\G)q(W\W') \ '
otherwise it is rejected and no change is made. Note that in our case the proposal distribution 
is symmetric, that is q(W\W) = q(W\W), hence the ratio of these cancels in the above ex 
pression. Each of the parameters is considered in the same way and the whole cycle is repeated 
until stability is apparent. Let these parameter values be W* where t denotes the sweep number. 
Also, let M be the number of sweeps after convergence has been assumed.

Once the pseudo-sample has been generated from the posterior distribution a number of pos 
sible estimators are available, one choice is the posterior mean, which can be estimated by the 
sample mean of the pseudo-sample

Another benefit of employing sampling techniques is that the pseudo-sample can be used to cal 
culate interval estimates using sample percentiles, or infact the whole of the posterior distribution 
can be examined.
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3.5 Convergence and sample size
The most usual and simplest approach to detection of convergence is to monitor the value of 
one-dimensional functions of the evolving process, once these appear stable the Markov chain 
is assumed to have converged. Clearly this approach is subjective, but usually works well.

The next question is how many sweeps should be performed after the transient period has 
ended. Due to dependence within the Markov chain, the estimates produced will have an asymp 
totic variance var(wji,) = Ta2 /M, where a2 is the sampling variance of w^, r, the integrated 
autocorrelation time, is given by r = £™ _ M p(t) and p(t) is the autocorrelation function of the 
process. This variance is a factor r times greater than would be the case with an independent 
sample. M will be chosen so that the Monte Carlo variance is less than 1% of the sampling vari 
ance of the estimator (Aykroyd and Green, 1991), that is choose M to satisfy var(wjic )/cr'2 = 
T/M < 1/100. The r can be estimated using the truncated periodogram estimator (Sokal, 1989) 
f = Z)|( |<r 0W with window width T chosen as the minimum integer such that T > 3f.

4 Experiments

4.1 Data
The data form part of a large scale five-year longitudinal study of idiopathic scoliosis, which is a 
spinal deformity affecting about 5% of children and can lead to more severe deformity. Lateral 
and anterior-posterior X-rays were recorded annually for 5 years for 896 children. Although 
primary interest is in abnormalities in the anterior-posterior view, we shall examine lateral views; 
scoliosis being characterised by straightening of the spine in the lateral view. Further background 
can be found in Hainsworth et at. (1994) and Mardia etal. (1996).

Figure 1: Scaled spinal profiles
(a) Case 1 . year 1 (b) Case 3, year 1 (c) Case 3. year 2 (d) Case 3, year 3

10 14 18 22 26 3 
Pos-Ant posrton (mm)

0 14 18 22 26 30 

Pos-Ant portion (mm)
10 14 18 22 26 30

Poa-Ant position (mm)
0 14 18 22 26 30 

Pos-Ant position (mm)

Example spinal profiles are given in Figure 1; case 1 is "normal" and case 2 is "idiopathic''. 
Case 2 is particularly interesting in that they were diagnosed as scoliotic at year 1, but for later 
years there was some doubt, more on this later. All profiles are rather similar in appearance, but 
there are clear differences in the detail.
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4.2 Results
Deformation of case 1 to case 2 (normal to idiopathic)

Using case 1 (normal) as the template and case 2 (idiopathic) as the target profile, the above 
procedure was performed, results are summaries in Figures 2 to 6.

The top row of Figure 2 shows the contribution to the deformation function from wavelet 
coefficients at each resolution level. Panel (a), at resolution level 0, shows ahnost no movement; 
panel (b), resolution level 1, shows the middle moving about 0.7mm to the right and the upper 
and lower moving a corresponding distance to the left. Panels (c) and (d) show small movements, 
ahnost at random, which are unlikely to be of great importance.

Figure 2: Multi-resolution warping deformations
(a) Resolution0 (b) Resolution 1 (c) Resolution2 (d) Resolutions

|«,
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 2-1012

Deformation (mm)
•2-101 2 

Deformation {mm}
2-1012 

Deformation (mm)

(e ) Resolution <= 0 (I) Resolution <= 1 (g) Resolution <=2 ( h) Resolution <= 3

I s

Datonnaban (mm)

0 I 2

The bottom row of Figure 2 shows the same information presented as the cumulative con 
tribution to the deformation from all coefficients upto and including a given level of resolution. 
Panel (a) is identical to panel (a), and panel (f) almost the same as (b). For panels (g) and (h) we 
see the deformation getting gradually smoother, but the overall shape of the deformation changes 
little. In panel (h), the deformation transforms the template to the target exactly. From this we 
might suggest that resolution level 1 encompasses all salient features of the deformation.
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Figure 3 presents fitted profiles for the cumulative deformation, the dotted line is the template 
profile, the solid line the deformed template and the squares are the target data. Notice that the 
final fitted profile, panel (e), precisely matches the target profile.

(a) Resolution <= 0

Figure 3: Fitted deformation
(b) Resolution <= 1 (c) Resolution <= 2 (d) Resolution <= 3

I.
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Pos Art! dttpJacement (mm)

-4-2024 

Pas-Ant displacement (mm)

Figure 4 shows the wavelet coefficients at the various resolution levels. This representation 
is widely used, except for the addition of an extra "bar" representing the 95% credible interval 
for each coefficient calculated from the MCMC sample. The horizontal axis gives translate, that 
is N2~3 (k + |) where j is the resolution level and k the translation number.

Figure 4: Wavelet coefficients
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Consider the estimate of the coefficient tii^i (j=l,k=l) at resolution level 1 and translate 4 
(= N1~3 (k+ i)). The solid vertical line is proportional to the value of the estimate so we see that 
u>i,i is large and negative. We see that the bar surrounding the estimate is very small, indicating 
a very narrow credible interval. Note that the width of the credible intervals (and other measures 
of variability) increases with resolution level. It is also worth noting that for coefficients 1113,1 and 
w3is (marked (*)) the credible interval contains zero. If we next consider wavelet shrinkage, the
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policy proposed by Donoho and Johnstone (1994) would lead to the removal of the same two 
coefficients as above.

Recall, that one advantage of usingMCMC methodis that, as well as point estimates, it is also 
possible to study the whole of the posterior density. Figure 5 shows some examples of univariate 
marginal densities; the solid line is a smoothed density estimate.

Figure 5: Examples of marginal posterior densities

(a) Coefficient (1,1) (b) Coefficient (3,1)

8.

-0.94 -0.86 -0.78 -3-2-101 2345

Finally, for these examples convergence to the equilibrium distribution is very rapid with 
small autocorrelation times, see Figure 6 for examples of monitoring statistics. In both these 
cases only values after convergence have been shown, we see that there is relatively little struc 
ture, indicating small correlation. In all examples 200 sweeps were discarded, and sample size 
calculations suggested that samples of between 400 and 800 were required which could easily 
be achieved without additional sweeps.

Figure 6: Examples of monitoring statistics
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Longitudinal deformation of case 2
Case 2 was diagnosed to be of particular interest in that although they were recorded as "id- 

iopathic" in year 1, there was considerable doubt in years 2 to 5, see Figure 1 for the profiles for 
years 1, 2 and 3. Hence we shall take each pair of consecutive years and warp one year to the 
next. Figures 7 shows the deformation functions at resolutions 1 and 2 for each warping.

Figure 7: Longitudinal warping - resolution levels 1 and 2 only
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In panel (a) we see considerable deformation, with the middle moving about 0.7mm to the 
left and the upper and lower a corresponding distance to the right. Note that this is, more or less, 
the inverse deformation shown in Figure 2, in particular panel (b). Increasing to resolution level 
2, the deformation becomes smoother, but does not change general shape; again we see that, 
in these examples, little is gained by increasing resolution above level 1. So, in year 2 case 2 
appears to have the spinal profile of a "normal". Next consider, years 3,4 and 5; we see that the 
deformations to these years is negligible, there is little or no change after year 2.
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Figure 8 shows the wavelet coefficients corresponding to these four deformations. 

Figure 8: Wavelet coefficients
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In panel (a) we see a number of large coefficients, with almost none being removed by shrink 
age. In the other panels, however, all coefficients are small and most can be reduced to zero by 
shrinkage. So, as was suggested by Figure 7, it appears that although scoliotic in year 1, for 
subsequent years the spine profiles are "normal".

5 Conclusions and Discussion
From this work it appears that image deformation use MCMC methods to estimate wavelet coef 
ficients defining the deformation can be successful. Clearly, the work is of a preliminary nature 
and there are many issues which are yet to be considered.

Although we proposed estimation based on the posterior distribution, we have only consider 
maximum likelihood estimation, that is with uniform priors, it is, however our intention to con 
sider posterior estimation with informative priors. Also, in addition to the prior mentioned ear 
lier, many other prior distributions are possible, in particular some types of priors may make 
wavelet shrinkage unnecessary. For example, a prior which favours small numbers of non-zero
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coefficients, p(W) oc exp{—/3#Number of non-zero coefficients} or more generally, coeffi 
cients with magnitude less that A, p(W) oc exp{—/9X)t0j*/[-A,;k](u>jO}-

In the MCMC algorithm many other updating schedules are possible. An obvious alterna 
tive is to exploit the orthogonality of the wavelet decomposition and to start with coefficients at 
the lowest resolution level, once these have converged then move on to those at the next level. 
It should be noted that in a general 2D (or higher) situation the local structure could also be ex 
ploited in the calculation of acceptance probabilities. The question of when convergence has 
been achieved and how large a sample to collect is of great importance, and this has been exam 
ined by Propp and Wilson (1996). Also, when unknown prior parameters are involved, automatic 
estimation in a fully Bayesian setting could be considered (Weir, 1996).
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Abstract

An application of the principle of shape estimation with the concept of fuzzy notion is de 
scribed to the problem of extracting different regions from satellite imagery. The recognition 
system capable of providing output in multiple states reduces the uncertainty in decisions.

1 Introduction
In a remotely sensed image, the regions (objects) are usually ill-defined because of the grayness 
and spatial ambiguities. Moreover, the gray value assigned to a particular pixel of a remotely 
sensed image is the average reflectance of different types of ground covers present in the corre 
sponding pixel area. Therefore, a pixel may represent more than one land cover types with vary 
ing degrees of belonging to them. In this article we describe a classification method based on the 
principle of shape estimation and the concept of fuzzy sets for generating both fuzzy and crisp 
structured output images from SPOT multi-spectral imagery (ground resolution 20m x 20m). In 
other words, the classes (land cover types) representing various regions (e.g., Water, Vegetation, 
Concrete, Soil, Rock, Sand and Shadow) in an image are found by utilizing the training samples 
collected from images of different places. It means, the information abstracted from one image 
needs to be generalized to other images. Therefore, the design of such a classifier is ambitious, 
difficult and potentially a useful computational problem (Bezdek and Pal, 1992).

The classification method is multivalued (Mandal, Murthy and Pal 1992a, 1992b, 1994a), 
which provides output decision in multiple states (viz., single choice, first choice, combined 
choice and null choice). Note that this system has the option of not assigning a pixel to any 
of the given classes, if the information from the training sample set is insufficient. This concept 
of null choice is a natural one in solving the aforesaid problems.

" The work is supported by the Defence Electronics Application Laboratory, Dehradun, India, through a project 
(Contract no. DEAL/66/93-94/DC-01).



2 Shape Estimation and the Concept of Fuzzy Sets
The procedure for classification of pixels is based on the principle of set estimation (i.e., shape 
estimation). The main definitions and results (Grenander, 1981) concerning the set estimation 
are stated below:

(i) Pattern class: A C RN (N > 2)issaidtobeapattemclassif (a) A is path connected and 
compact, (b) cl(Int (A)) = A [ cl means closure, Int means interior] , and (c) \(SA) = 0 
[A is the lebeague measure in RN , 6A = d(A) n cl(Ac }}.

(ii) Density function on a pattern class : p(x) is said to be a density function on a pattern class 
A if (a) p(x) > 0 Vz € A, (b) p(x) = 0 Vx e Ac , (c) B is open in A implies 
fB p(x)dx > 0, and (d) p is continuous on A.

(iii) Consistent estimate of pattern class A : Let Xi,Xj, ......Xn , .... be independent and iden 
tically distributed random vectors with density p(x) where p(x) satisfies the definition (ii) 
on A. Let An be an estimated set of A based on X-i,X?. ..Xn. An is said to be a consistent 
estimate of A if £ji[A(^4n AA)] —> 0 as n —» oo where, E represents expectation and A 
represents symmetric difference.

(iv) Let 0n -» 0 and n6% -> oo.

Let ^ = U?=1{i:||Xi-z ||<«n } (1) 

Then Syi[A(AnAA)] -> 0 as n -> oo. 4

We have used (iv) extensively in our classification scheme by incorporating a few minor mod 
ifications. In expression (1) rectangles around each X, are considered instead of disks. Thus for 
every ith feature there is a value for 6n namely #;„

We have considered a sequence an = \ where, an —> 0 and na% —» oo as n —> oo.
nfS+IT

Here 0tn = factn . Please note the accuracy factor, coverage factor, and extension factor of 
the system stated in the Appendix, fa's are different for different factor.

We have used fuzzy sets to extend the boundaries beyond the given finite set where the ex 
tensions are all based on the above an . We have estimated each pattern class from the training 
samples by the above method. If a point does not belong to any estimated class, we have termed 
it as null class. This concept is used for extracting different regions of interest from satellite 
imagery.

3 Multi-Valued Recognition System
The multi-valued recognition system (Mandal, Murthy and Pal, 1992a) consists of two parts, 
namely, Learning and Fuzzy Processing. Learning section basically decomposes the entire fea 
ture space into some sub-domains based on shape estimation technique, and finds a relational 
matrix. The Fuzzy Processor uses the relational matrix in the modified compositional rule of 
inference (Zadeh, 1977) to decide about the class or classes in which a pattern X may belong.
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1. Decomposition of training samples : The feature space formed by using training sam 
ples is decomposed into hyper rectangles with the help of a window based method (Man- 
dal, Murthy and Pal, 1992a, 1992b). It then separates out the regions having overlap 
ping of classes from the non-overlapped zones. These hyper-rectangles are called space 
sub-domains and the corresponding partitions on the feature spaces are called feature sub- 
domains.

2. Relational matrix estimator : Using the space sub-domains, this block generates a rela 
tional matrix which shows the compatibility of space sub-domains (groups) to the different 
classes using the concept of fuzzy sets (Mandal, Murthy and Pal, 1992a).

3. Classification (Fuzzy Processor) : For every pixel of the input imagery (consisting of 3- 
bands) multiple class choices are provided. For any new input vector (to be classified) 
features are extracted which are used for the generation of relation matrix. Based on these 
features the characteristic vector is generated. Using this characteristic vector, a similarity 
vector (Mandal, Murthy and Pal, 1992a, 1992b and Zadeh, 1977) is computed with the 
help of the relational matrix. The definition of Characteristic Vector, Similarity Vector 
and classification strategy are mentioned in Appendix.

3.1 Algorithm
Learning:

Step 1: Compute the accuracy factor (St ) based on the training samples size (say t).
Step 2: Based on the accuracy factor (6,) and the span of the training samples of a class for 

each feature, compute the coverage factors (e;, i = 1,2,..., AT).
Step 3: Decompose the training set into several groups with the help of a window based ap 

proach (Mandal, Murthy and Pal, 1992a).
Step 4: Decompose the JV-feature space into feature sub-domains and space sub-domains by 

combining the training samples of various classes.
Step 5: Based on the accuracy factor (St ) and the span of the space sub-domain of a class for 

each feature, compute the extension factors (7;, i = 1,2,..., N).
Step 6: Compute the relational matrix (R) based on the feature sub-domains, space sub-domains 

and the training samples.

Classification (Fuzzy Processor):

Step 1: Compute the characteristic vector (CV(X)).
Step 2: Using the characteristic vector (CV(XJ) and relational matrix (R) compute the sim 

ilarity vector (S(X)).
Step 3.a: Make a decision (i.e., assign single choice, combined choice, first-second choice

or null choice) based on the similarity vector (S(X)). 
Step 3.b: Determine crisp classification of input vector into one of the known classes or

null class.
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4 Results
The effectiveness of the system has been demonstrated on various images in India. Here we 
present the results on only one image (e.g., Dehradun, namely DDN1). Fig. l(a) is the enhanced 
image of band-3 from DDN1. Fig. l(b) shows all the classes (i.e., Vegetation, Concrete, Soil, 
Rock, Sand, Shadow and Null class), where Vegetation is represented by black, null class is rep 
resented by white and the intermediate classes are represented respectively by the intermediate 
graylevels. For Fig.l(c-h), the level of darkness represents the various choices. For example, 
black for single choice, white for null choice, the intermediate graylevels represent the first, com 
bined and second choices. These are presented as follows : Fig. l(c) Vegetation class, Fig. l(d) 
Concrete class, Fig. l(e) Soil class, Fig. l(f) Rock class, Fig. l(g) Sand class, and Fig. l(h) 
Shadow class. Water class is absent in this image.
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APPENDIX

Accuracy factor : The accuracy factor (5t ) for a training set of size i with N features is [6]

A St = ——, A > 0
4AM7

The value of A (default value is 1.0) controls the extent of membership functions; thereby im 
proving the flexibility of the recognition system. Increase in the value of A helps in reducing 
the number of null choice points, but may increase the misclassification.

Coverage factor : If the MAX, is the maximum and MINi is the minimum value for the 
tth feature of a class then coverage factor is:
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Extension factor : If the MAX^ is the maximum and MIN, is the minimum value for the 
zth feature of a space sub-domain then extension factor is:

7, = St x (MAXi - MINi).

Characteristic vector: For an unknown pattern X, a Characteristic vector CV(X] is de 
fined as

CV(X) = (ctll (X),cv2 (X},---,cvh(X},---,cvfl(X))
where the /ith element cvh(X] denotes the degree of belonging of X to the hth space sub-domain. 
Letthe/ith(/i = 1,2, ••• ,N) space sub-domain consist of the feature sub-domains Gi,G%, •• -G,,- Suppose fht h(X) represents the membership of X for belonging to the G£th feature sub-domain. Then the hth element of CV(X), i.e., the membership value of X corresponding to /ith space sub-domain, is defined as

otherwise,

Corresponding to each input pattern X, a characteristic vector will be generated with N elements 
(where N is number of space sub-domains).

Similarity vector: A class similarity vector S(X) is defined as S(X) = (s1 (X),s^(X), • • • ,#m(X)) where the j th element 3j(X) denotes the degree of similarity of a pattern X to the j'th class. The Sj(X) is determined as

13 #{? (cvh(X) + rhi} ifCTfcpO >0wdrhj > 0,
' ' ' J = l,2,- ,Af,

0 otherwise

where cvk(X) is the hth element of CV(X), r^j is the (h, j )th entry of relational matrix and N 
is the number of space sub-domains.

Based on the relative values of the components of similarity vector, it infers the certainty of belonging of pixels to different classes and provides multiple choices for output decision. In this 
way every pixel of the input image will be classified to obtain a multiple choice (fuzzy) decision 
space. The different class choices are : single choice — * belongs exactly to one class, combined 
choice — > belong to two or more than one classes with equal likelihood, first-second choice — > 
belong to two classes with different likelihoods, and null-choice — > does not belong to any class.

Crisp classification : Using the fuzzy decision space, crisp output image is generated based 
on the maximum similarity value of every pixel.
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Abstract

In this paper we propose a novel approach to the pixel level fusion of spatially regis 
tered image sequences. This fusion method incorporates a shift invariant extension of the 
discrete Wavelet Transform, based on the concept of Wavelet Frames which yields an 
overcomplete signal representation. The advantage of the proposed fusion method is the 
improved temporal stability and consistency of the fused image sequence. We show ex 
amples of the application of the Wavelet Frame fusion scheme on both real world images 
and image sequences.

I Introduction
By the development of new imaging sensors arises the need of a meaningful combination of all employed 

imaging sensors. This problem is addressed by image fusion. The actual fusion process can take place at 
different levels of information representation, a generic categorization is to consider the different levels as 
signal, pixel, feature and symbolic level [3].

In the following, we discuss the pixel level fusion process. To perform pixel level fusion successfully, all 
input images must be exactly spatially registered, i.e. the pixel positions of all input frames must correspond 
to the same location in real world. To date, the result of pixel level image fusion is considered primarily to 
be presented to the human observer, especially in image sequence fusion. A possible application is the 
fusion of infrared and visible images obtained by an airborne sensor platform to aid a pilot navigate in poor 
weather conditions or darkness.

In case of pixel level fusion, some generic requirements can be imposed on the fusion result: The fusion 
process should preserve all relevant information of the input imagery in the composite image, while sup 
pressing irrelevant image parts and noise in the fusion result. The fusion scheme should not introduce any 
artifacts or inconsistencies which would distract the human observer or following processing stages. In im 
age sequence fusion arise the additional problems of temporal stability and consistency of the fused image 
sequence.

The paper is organized as follows: In section II we briefly summarize the Discrete Wavelet Transform 
and the extended concept of Discrete Wavelet Frames. In Section III the Wavelet Frame fusion scheme is 
introduced. Results of the proposed fusion scheme on real world imagery are presented in section IV.



II Discrete Wavelet Transform and Discrete Wavelet Frames

A. The Discrete Wavelet Transform

The Wavelet Transform as initially described for square integrable functions of a continues variable, i. e. 
/(.r) EL2 (fi), can be viewed as a multi-resolution approximation of the function /(*)• By the Wavelet 
Transform, f(x) can be expressed in terms of limited support basis functions i|f „,(,(*) of different resolu 
tion and extent. These basis functions are obtained by translation and contraction/dilation from a "prototype" 
basis function y(x) as Ty ab (x) = -4= -V(^).

Mallat [5] derived a recursive decomposition scheme to perform the Wavelet Transform of a discrete se 
quence /(n). This recursive decomposition scheme for the discrete Wavelet Transform (DWT) can be 
viewed as a subband coding scheme, known from speech signal coding [5], [7].

Due to the limited support of the basis functions \|f 0 b (x), the Wavelet Transform signal representation is
shift variant, i.e. a shift of the input sequence leads to a nontrivial change of the wavelet coefficients. This 
shift variance is a drawback in many applications.

There are several approaches to overcome this undesirable behaviour of the DWT. The straightforward 
method is to compute the DWT for all possible circular shifts of the input sequence with respect to the se 
quences length.

B. Discrete Wavelet Frames

Another approach to obtain a shift invariant wavelet representation is the concept of wavelet frames, ini 
tially introduced for functions of a continues variable [1]. In the case of discrete input sequences, this is 
known as Discrete Wavelet Frame (DWF) decomposition [6]. For the DWF a recursive decomposition 
scheme, similar to the DWT scheme can be derived:

Each stage of the recursive DWF scheme splits the input sequence into the wavelet frame sequence 
iv,(n) which is stored, and the scale frame sequence s,(n) which serves as input for the next decomposition 
level:

ww (n) = ]Ts(2'. k)-s,(n-k) (1)
k

sM (n) = ^h(l'-k)- Si (n-k) (2)
t

The zeroth level scale frame sequence is set equal to the input sequence sa (n) = /(«), thus defining the 
complete DWF decomposition scheme. The analysis filters g(2' -k) and h(2' -k) at level i are obtained by 
inserting the appropriate number of zeros between the filter taps of the prototype filters g(k) and h(k).

The reconstruction of the input sequence is then performed by the inverse DWF (IDWF) reconstruction 
as a convolution of both wavelet frame sequence and scale frame sequence with the appropriate reconstruc 
tion filter g(2' -k) and. h (2'' -k) .

s, (n) = ]T h (2'' • n - k) - SM (n) + £ |(2' • n - k) • WM (n) (3)
k fc

C. Two dimensional Wavelets and Wavelet Frames

The usual way to extend the Wavelet Transform to 2-dimensional images is the tensor product formula 
tion [5]. This separable two dimensional extension is applicable to both DWT and DWF.

For the 2-dim separable DWT and DWF there are three oriented wavelet sequences w\'^(nt,n) with 
j = 1,2,3, needed to describe the resulting high-pass signal of each decomposition stage. The 2-dim wavelet 
frame sequences and the 2-dim scale sequence of each level are obtained by a recursive application of the 1-

150



dim decomposition scheme (1) and (2) in row and column direction, leading to the following decomposition 
procedure:

sM (m,n) = ^h(l)^h(k)-s: (2m-l,2n - A) (4)
I k

w,'^, (m, n) = £«(/)£ A(*) •*,-(2m-/,2n-i) (5)
/ t

A similar formulation can be derived for the wavelet frame sequences w^\(m,n) and w''J(m,n). As in 
the 1-dim case, the zeroth level scale sequence is defined as the input image sa (m,n) = f(m,n). In case of
1-dim input signals the energy of the wavelet frame coefficients w, (n) is a measure of the signal irregularity
at the resolution 2' [4]. In case of 2-dim images, this signal irregularity can be viewed as edges, thus the 2- 
dim DWF leads to a multi-resolution edge representation of the input image. The wavelet sequence 
H>,<0 (m,n) corresponds to the horizontal edges at decomposition level i, w,<2) (m,n) to the vertical edges and 
the sequence w! 3> (m,n) corresponds to the edges in both diagonal directions.

The image reconstruction from the 2-dim wavelet frame representation can be performed by applying the
2-dim extension of (3) until the zeroth level is reached, where s0 (m,n) = f(m,n) holds.

Ill The Fusion process

A. The basic idea
The basic idea of the proposed wavelet based fusion scheme is motivated from some insight in the human 

visual system, which is primary sensitive to local contrast changes i. e. edges, which can be assumed as the 
most salient image features to human perception [2].

Motivated from these insights, the Wavelet Frame fusion scheme performs a fusion of the multiscale 
edges resulting from the DWF decomposition scheme, thus obtaining a fused image which combines the 
most salient features of all input images.

At the first step of the fusion scheme a 2-dim DWF decomposition (4), (5) is applied to each input image 
/,(m,«), leading to an multiscale edge representation by the wavelet frame sequences iv)f(m,n). The ac 
tual fusion process is performed as a combination of the corresponding wavelet frame coefficients of all 
input images, to build a single composite wavelet frame sequence w (F'](m,n). This combination is per 
formed on all decomposition levels i and all three orientations of the wavelet sequences with j — 1,2,3. At 
the last decomposition level, the scale sequences s(m,n), representing the images average intensity are 
merged together using a different combination rule. The actual combination scheme for the wavelet and 
scale sequences depends on the fused images requirements and is discussed below.

Image A

Image B

Fig. 1: DWF fusion scheme
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By applying the 2-dim IDWF reconstruction scheme to the composite sequences, the fused image 
ff (m,n) is built from the composite multiscale edge representation. Figure 1 shows the principle of the 
fusion process for two input images.

B. Combination of the Wavelet frame sequences
The combination schemes for merging the corresponding sequences can be divided into two main catego 

ries: selection and averaging. Averaging leads to a stabilization of the fusion result while introducing the 
problem of possible pattern cancellation due to opposite object contrast in different input images. This can 
be avoided by the application of a selective combination scheme. In this selective scheme the most salient 
image edge is chosen for the composite wavelet frame sequence, i.e. it is a choose max scheme applied to 
the wavelet frame coefficients w,'f (m,n). This scheme can be extended by a predefined weighting of each 
wavelet sequence, reflecting a possible a priori preference of some input image:

\v (f](m,n) = argmaxja, • 
i \

(6)

The composite scale sequence sFN (m.n) of the last decomposition level N, representing the average in 
tensity of the fused image is composed by a weighted averaging of all input scale sequences s, x (in.n):

i «(>"•«)• (7)

C. Decomposition depth

The necessary decomposition depth is related to the spatial extent of the relevant objects to be fused in 
the input images, which can be expressed in the multi-scale edge terminology of the wavelet frame decom 
position. To perform a consistent fusion of an arbitrary object, this object has to be completely decomposed 
in its edge representation. So the necessary decomposition depth depends on the spatial extent of the objects 
to be fused and the length of the Wavelet filter used. The larger the objects to be fused and the longer the 
wavelet filter used, the more decomposition levels are needed to perform a consistent fusion of all objects.

IV Results
The DWF fusion scheme was investigated for the fusion of spatially registered images and an image se 

quence. We used a real world image pair and a real world image sequence of 99 successive frames, obtained 
by a Low Light Television (LLTV) and a Forward Looking Infrared (FLIR) sensor, see Figure 2.

Input A (LLTV) Input B (FLIP)

Fig. 2: Real World test images

One problem in evaluating the fusion results is that there exists no "optimal" fused image, due to the fact 
the output of the fusion process is presented to the human observer. The human quality measurement de 
pends highly on psychooptical factors, so we can not apply a numerical quality measurement on the fusion 
result, leaving the quality evaluation to the human observer.
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All of the fusion results were computed with the incorporation of the selection scheme of (6) with an 
equal weighting of both input images. The fused image scale sequence was taken from the LLTV image, due 
to the fact that the LLTV is preferred by the human observer.

.4. Fusion of static images

To investigate the influence of the wavelet filters in the fusion process, we used several different 
wavelets, both orthogonal and biorthogonal ones. We found that the wavelet filter used only has little influ 
ence on the fusion result, shorter wavelet filters lead to slightly sharper and more crispy fusion results, see 
Figure 3 below.

B. Fusion of image sequences

We also examined the DWF fusion method in case of image sequences. The DWF method resulted in a 
high temporal stability of the fused image sequence. The resulting image sequences were temporary consis 
tent without distracting flickering, while all relevant objects of all input images are found in good contrast in 
the fused image sequence. The influence of the wavelet filter used in the analysis and synthesis process is 
nearly neglectible. We got stable fusion results of nearly the same contrast with all wavelet filter used (Haar, 
Daubechies-2, Daubechies symmetric Spline (2,2) and (4.4)). The results from these experiments on image 
sequence fusion are available as MPEG coded video streams from the author.

Wavelet: Haar Wavelet: D2

Wavelet: DBSS(2,2) Wavelet: DBSS(4,4)

Fig. 3: Influence of the Wavelet t-ilier used in the DWF scheme

V Conclusion
We proposed a novel fusion method for the pixel level fusion of spatially registered images and image 

sequences. This fusion method is based on a shift invariant extension of the discrete Wavelet Transform 
which yields an overcomplete signal representation, called wavelet frames. Due to the shift invariant signal 
representation obtained by the wavelet frame representation, the fusion results are temporarily stable and 
consistent.
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Abstract

This paper addresses the use of measurement uncertainty in the geometric fusion 
of multiple range images. Geometric fusion is achieved by integrating multiple range 
images into a single implicit surface representation. Uncertainty is used to determine 
the likelihood of overlapping measurement corresponding to the same surface. This 
enables reliable reconstruction of complex object geometries such as thin parts, 
regions of high curvature and crease edges. Comparison of results with previous 
implicit surface based geometric fusion demonstrates significant improvements.

1 Introduction

Automatic reconstruction of integrated 3D models from multiple 2.5D range images is 
a primary goal of recent research in both computer graphics [7, 12] and machine vision 
[6, 9, 10]. Integration (or fusion) of multiple images is required to overcome the occlusions 
inherent in a single 2.5D range image. A comprehensive survey and comparison of algo 
rithms for integration of multiple range images is given in [3, 6]. Model reconstruction 
is illustrated schematically in Figure 1. Solutions exist for the problems of image regis 
tration and mesh optimisation. However, reliable image fusion remains an open problem. 
This paper focuses on the automated fusion of multiple view range images into a single in 
tegrated model. An algorithm based on an implicit surface representation was introduced 
in [6] and is summarised in section 2. The use of uncertainty for reliable reconstruction 
is introduced in section 3. Results are presented in section 4.

Problem Statement: The goal of surface reconstruction is to estimate a manifold 
surface S' that approximates an unknown object surface S using a sample of points 
A' = {xa , ...,£fi-i} in 3D Euclidean space £ = (x, y,z), combined with knowledge about 
the sampling resolution Af and the measurement uncertainty u(xi). Given a method we 
want to be able to specify conditions on the original surface S and sample A" that allow 
S' to be a reliable model.

•Supported by EPSRC GR/K04569. 'Finite Element Snakes for Depth Data Fusion'
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Figure 1: 3D -Model Reconstruction Figure 2: Implicit Surface Fusion

2 Implicit Surface based Geometric Fusion

In this section we summarise the implicit surface based range image mtegiat ion algorithm 
introduced in [6]. The implicit surface provides a framework for fusion of both geometiu 
and topological information. Implicit surface based geometric fusion is illustrated in 
Figure 2.

An implicit surface is defined as the /em-ser of a scalai field function /(.?) = 0. The 
aim of representing a set of surface measurements, X = {XQ....XN-I}, as an implicit 
surface is to construct a smooth field function. J'(.r). such that the zero-set approximates 
the data A" as closely as possible. Meshes. MI,., are initially constructed from each range 
image using ,r step discontinuity constrained triangulatiori, [9, 10, 12]. The mesh Ml; 
approximates the local surface topology assuming that the surface S, is locally continuous 
if the distance between adjacent measurement is less than a threshold, id- For a single 
mesh MI, the field function. fk(£), is constructed as the signed distance to the nearest 
mesh point. ]>(.r,y,z). A binary function. bk (x) = [0,1], is used to explicitly label field 
function values, //t(x), with nearest points on the mesh boundary. If the nearest point, 
p. is not on the mesh boundary, b^x) = 0, the signed distance is the dot product of the 
vector to the nearest point, (x — ;7), with the surface normal, np , at the nearest point: 
/J.(.T) = (,r — p).np . If the nearest point, pj,, is on the mesh boundary. bk (x) = 1, the 
signed distance function is evaluated as the sign of the dot product of the vector to the
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nearest points, (x — pi), with the nearest point normal, npb , multiplied by the Euclidean 
distance: /*(£) = sign[(x -pj,).nn ] x \(x -pl)|. The zero-set of the field function, /*(£), 
for mesh, MI,, is piecewise continuous with the same topology.

Integration of multiple range images requires the construction of an implicit surface 
function based on multiple overlapping meshes A/A., where k = O...M — 1. A field function 
fk(£) can be implemented as described above for a single mesh. The problem is then 
to integrate the individual field functions into a single continuous surface, f(x), and 
boundary label, b(x). This is achieved by first evaluating /t(z) for each individual mesh 
and then integrating them using a simple set of rules based on local surface geometry:

i) Evaluate the signed field function,/^:?), and boundary function, bfl (x) } for each
mesh Mfc for k = O...?n - 1.
ii) Find the nearest non-boundary mesh point, b^(x) = 0, from the set //t(£) ,
/mm(£).

iii) If a non-boundary point, /mm (z), does not exist return the nearest boundary
point, bk (x) = 1: /(£) = /„,„„„„, (x) and &(£) = 1.
iv) Else find all non-boundary points, b^(x) = 0, with the same orientation as the
nearest point, fmin(x): F = {/Same,(z)} i = O...Nsame , where nmin .nsamCl > 0
v) Find the nearest non-boundary point with opposite orientation. fopposite (x) ,
where nj^^.n^posite < 0.
vi) Eliminate all points in F, where /somei (x) > foppo.'.tte(x) •
vii) Evaluate the nearest point as a weighted average of all points in F:
/(*) = Ek *>kfk(z) where £>* = 1 and b(x) = 0

This set of rules enables the integration of overlapping meshes to define a continuous 
zero-set of the field function, /(£) = 0, in all regions where a mesh is continuous and 
non-zero elsewhere. The rules account for complex geometries based on local constraints. 
Implementation of this scheme requires the use of measurement uncertainty to test if 
measurements correspond to the same surface region.

Implicit surface polygonisation is required to reconstruct a triangle surface model from 
the implicit representation. The 'Marching Triangles' algorithm [1] is commonly used to 
reconstruct a triangulated surface model of a closed manifold surface. This approach 
results requires all data to be acquired prior to polygonisation and results in an inefficient 
representation due to non-uniform triangle shape. Recently an alternative algorithm 
was proposed 'Marching Triangles' [5] which is computationally less expensive, allows 
dynamic integration of new data and results in an efficient uniform representation. Results 
presented in this paper are for the Marching Triangles approach.

3 Geometric Fusion Based on Uncertainty
In this section we discuss the use of measurement uncertainty in the integration pro 
cess. The objective is to ensure that we construct a model that accurately represents the 
object surface geometry. Knowledge of measurement uncertainty is used for two purposes.
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1. Test if field function values, fi(S) and f•,(£), correspond to measurements of the same 
surface region (step vii).
2. Integration of multiple measurements from the same surface region to obtain an im 
proved estimate of the surface geometry (step viii).

3.1 Estimation of Measurement Uncertainty
Estimation of measurement confidence for range data has previously been addressed by 
[9, 12]. The measurement uncertainty for triangulation based range measurement is an 
ellipsoid with the principal axis aligned with the line of sight of the light source. Mea 
surement error ellipsoids for two overlapping meshes are illustrated in Figure 3(a). The 
magnitude of the measurement uncertainty is typically an order of magnitude greater 
along the principal axis. Throughout this work it is assumed that the magnitude of the 
measurement uncertainty in the principal direction can be used to quantify the measure 
ment uncertainty.

The variance, crN2 , of the measurement error for a particular sensor can be estimated 
by the distribution of measurement errors on a planar surface. Given a range image we 
can approximate the average distribution of measurement error by a zero mean Gaussian 
distribution, N[Q,aN2}. The validity of assuming a Gaussian distribution of measure 
ment error is verified in [4]. The measurement noise distribution can be used to estimate 
the variance, &?(£), of individual range image measurements based on the surface nor 
mal. Individual measurement uncertainty, Ui(x), is approximately proportional to the dot 
product of the object surface normal, fii(x), with the range image viewpoint direction $: 
Ui(x) = Vi • n,(S) [10, 12, 9]. The measurement variance, a?(x), provides an error metric. 
This is obtained by scaling the measurement uncertainty by the variance of the sensor 
noise, a2N : 0f (3?) = ui (x}a'f] .

The magnitude of the measurement uncertainty is computed as a weighting function, 
u(2), for each vertex in the triangulated mesh. The measurement uncertainty is evaluated 
for points internal to a mesh triangle by linear interpolation of the vertex values. Inter 
polation of the measurement uncertainty to define the bound on the measured surface is 
illustrated in Figure 3(b). A comparison of several interpolation schemes is given by [9J. 
Additional uncertainty in the range image measurements occurs due to alignment of the 
individual range images into a common coordinate system. Accurate range image regis 
tration has been reported in [2, 12]. The residual error associated with the registration 
process is relatively small compared to the measurement noise. Throughout this work 
it is assumed that accurate alignment is achieved. The primary source of measurement 
error is assumed to be due to measurement noise.
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(a) Samples from same surface (c)Jomi Distnbui

(a) Uncertainty ellipsoids for two images
(b) Samples from differenl surfaces (d) Hypothesis mi = mj

Figure 4: Distribution of measurement er- 
(b) Bounds on measurement uncertainty rors.

Figure 3: Measurement uncertainty

3.2 Measurement Overlap
Elimination of measurements from different surfaces according to the approximate distri 
bution of measurement errors is illustrated in Figure 4. The distribution of measurement 
errors for measurements from the same and different surfaces is illustrated in Figure 4 (a) 
and (b) respectively. The hypothesis that two (or more) measurements correspond to the 
same object surface can be tested using statistical decision theory.

OVERLAP HYPOTHESIS: Given two measurements /,-(?), fj(x) with variance 
of (z), ffj(x) respectively the sample distributions have the same mean m,(f) = 
m,j(x} corresponding to measurements on the same surface region.

Here, we assume that the samples, /,(:?), are approximately normally distributed 
N[mi(x),&f(x)]. It is also assumed that the measurement normal nt (x) has been used to 
eliminate measurements from surface with opposite orientation, n,(x) • n,(z) < 0. The 
statistical test of the above hypothesis can be evaluated as follows. The variance of the 
joint sample distribution is given by: a,? = of + <rj. The confidence statistic for the hy 
pothesis is therefore given by: z = |/; — /,|/<J,r Thus we can test the overlap hypothesis 
to the required confidence level. The joint distribution and confidence statistic for the 
above hypothesis are illustrated in Figure 4(c) and (d).

3.3 Accurate Surface Geometry
The relative magnitude of the measurement uncertainty is used to implement the weighted 
average in step viii of the integration algorithm. Given a set of overlapping field function 
values corresponding to the same region of the object surface, fk(x) for k = O...n, estimate 
an integrated field function value, }(x). The weights are based on the measurement 
confidence wk (x) = uk (x)/ £Lo uk (x) where ££=o™*(:r) = 1. The confidence of the 
resulting weighted average measurement is given by u(x) = ££=0 uk (x).
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4 Results
Results of the reconstruction process for four objects are shown in Figure 5. All models 
were constructed from 8—10 range images. The bunny l and telephone2 model consist 
of approximately 25000 triangular elements. The teapot 2 and soldier3 consist of 15000 
and 80000 triangular elements. The results demonstrate that the integration algorithm 
correctly reconstructs the surface topology for features greater than the sampling resolu 
tion, Ai. Complex surface features are correctly reconstructed i.e. holes, regions of high 
curvature and thin object parts. This overcomes the limitations of previous integration 
methods, [7, 9, 12], in reconstructing surfaces of complex geometry [6j. These results indi 
cate that the integration algorithm reliably reconstructs the underlying surface topology. 

A comparison of range image fusion algorithms [6] demonstrates that mesh based im 
plicit surface approach gives improvements for reliable reconstruction. Comparison of 
results obtained for the mesh based implicit surface method to previous implicit surface 
based approaches are presented here. Hoppe et al. [7] presented a general method for con 
structing an implicit surface representation from unstructured 3D points. This approach 
constructs an implicit surface based on points and normals. Unlike the mesh based ap 
proach the resulting implicit surface is not piecewise continuous and there is no explicit 
representation of hte boundary. Figure 6 illustrates results obtained for reconstruction of 
the an ear on the bunny model. The point based implicit surface fails in regions of high 
curvature resulting in spurious artifacts. Failure also occur with the point based approach 
at surface boundaries and thin object parts. For the mesh based implicit surface presented 
in this paper the use of a continuous implicit surface with an explicit boundary enables 
correct reconstruction of complex geometry and topology. The use of uncertainty to test 
measurement overlap ensures correct reconstruction of thin object parts.

5 Conclusions
An implicit surface based representation is presented for the integration of multiple range 
images. Reliable geometric fusion is achieved using the measurement uncertainty. The 
distribution of measurement uncertainty is used to determine if measurements from differ 
ent range images are from the same surface regions. This enables correct reconstruction 
of complex object surfaces that occur for thin parts and in regions of high curvature. 
Previous integration algorithms failed to reliably reconstruct complex geometries. Re 
construction results are compared to those of previous point based implicit surface rep 
resentations. The mesh based implicit surface enables reliable reconstruction of complex 
geometries which result in failure of the point based approach. Geometric fusion enables 
a single representation to be obtained from multiple range images. The representation is 
piecewise continuous with an explicit boundary. Further work is required to validate the 
reconstruction accuracy against ground truth.

'Cyberware scanner range data registered using ICP [12]
2 NRCC scanner range data [8] registered using InnovMetric software [11]
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Figure 5 1 3D Models Reconstructed using Implicit Surface Based Geometric Fusion

(a) Mesh based (this paper) (b) Point, based [7]

Figure 6: Comparison of implicit surface based reconstruction 
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Abstract

The deformable template method obtains a deformation function that maps a template 
onto an observed image. The method simulates the deformation function using a penalised 
least squares method and a Markov Chain Monte Carlo Algorithm. The conventional mod 
elling of the deformation uses a Fourier basis. We propose an approach that expresses the 
deformation in terms of a wavelet basis, that utilises the spatial localisation and multiresolu- 
tion properties of wavelets. We apply the model to images of human femoral condyles and 
observe the localisation of the deformation function and its efficient description as a wavelet 
expansion.

1 Introduction
The deformable template method aims to obtain a function which maps one image (template) 
onto another similar image. Amit el al. (1991) approached the problem by using a Markov Chain 
Monte Carlo method to obtain a deformation function, which is modelled using a Fourier basis. 
Each coefficient in the the Fourier expansion is assumed to have a normal distribution. We pro 
pose that a wavelet basis is better suited as a model for the deformation, since functions with 
localised features are more efficiently expressed in terms of a wavelet basis, compared to the 
Fourier basis. The motivation for this approach arose from the desire to analyse between indi 
vidual variation of biological images, the images in our case being femoral condyles (part of the 
knee joint). It is reasonable to assume that the deformation between any two of these images will 
be zero over much of the domain. Another advantage of a wavelet basis is that the multiresolu- 
tion properties of a wavelet basis make implementation of a cascade algorithm straightforward. 

Section 2 gives an introduction to the deformable template method using the Fourier basis. 
Section 3 introduces our approach, describing the deformation function as a wavelet decomposi 
tion, and outlines a method of obtaining the deformation given an image and a template. Section 
4 briefly describes the data which motivated this approach and gives an example of a deformed 
template obtained using the wavelet method.



2 Deformable Templates

2.1 Background
The deformable template model was first proposed as part of a formalisation in pattern analysis 
(Grenander, 1970). The concept is to find a description of the difference between two images 
as follows. If we observe an image /, we can regard it as a realisation of a standard image, or 
an average of many images, called a template T. The image should have similar features to the 
template, but the exact shape and position will differ. Random perturbation from the template 
can be caused, for example, by the natural variation between biological features (as in Section 4), 
by random blurring of images or by within individual variation such as one individual's written 
handwriting.

We consider the image as a deformed version of the template, this deformation being defined 
by a deformation function f : [0, 1] 2 — > fl2 . Assuming that both the image and template are 
completely defined over the unit square, then

I(x,y) = T(f(x,y) + (x,y)) (x,y) e [0, 1] 2

The mapping f(x, y) + (x,y) must be bijective over the unit square and further conditions may 
be placed on /, such as restricting the smoothness of /.

As / is a random observation from the standard template, / must also be stochastic. It is 
the modelling of / as a Gaussian random field which leads to a construction of /, using Markov 
Chain Monte Carlo methods (Amit et al. 1991).

2.2 Modelling the Deformation
A good model for the deformation function should be easy to simulate from, and yet sophisti 
cated enough to generate a large number of valid deformation functions.

The conventional model for the deformation function uses a subset of the Fourier basis (Amit 
et al., 1991). That is

m,n=0

and
OO

fy(x>y)= ]C ^mn ^mnsi
m,n=0

According to this model the coefficients t^n aa^- Gnn are chosen to be N(Q, 1 ) random variables, 
with suitable constants \mn . The advantages of using a Fourier basis for the expression of / are 
that it is an orthonormal transformation that spans all deformation functions in i2 ([0, 1] 2 ), and 
the magnitude of the coefficients correspond to the probability of realising that deformation (the 
larger the coefficients, the more intricate the shape of the deformation, giving a correspondingly 
lower probability of observing it).
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3 The Wavelet Approach
We have developed a similar model for the deformation function using wavelet bases rather than 
a Fourier basis. The rationale is that a suitable wavelet basis should give an efficient expres 
sion for a deformation, which is zero over much of its domain. In many applications, one might 
assume that deformation functions with localised features are quite likely. However, such defor 
mations are not represented naturally using a Fourier expansion.

An expression for the deformation function using a wavelet basis takes the form

and similarly for fy(x,y}. The index s = (j, ki, k2 , 1) £ S denotes which wavelet is used, j cor 
responding to the resolution level, fcj and fc2 to translations in the £ and y direction respectively 
and I to the "orientation" of the wavelet (horizontal, vertical and diagonal). Details are given in 
Mallat (1989) and Daubechies (1992). In our model, the wavelet coefficients, w* and w*, are 
independent random variables with the following mixture distribution

0 W.p. TSj

Zf w.p. 1-TTj, where Zf ~ N(0, a|)

and the same for w*. The parameters ir3 and a, depend on the resolution level j of each wavelet 
function ^,. The coefficients will be exactly zero with probability it, else it has a normal distri 
bution; in practice many coefficients will be zero.

3.1 Penalised Least Squares Methods
We shall use the penalised least squares method (Green and Silverman, 1994) to obtain a defor 
mation function which compromises between the two contradictory requirements, that / should 
be a good fit for the data and yet be as smooth as possible. 

We define the penalised least squares score as

S(/,a) = exp -a£ (/(*.,!,,) -T(f(x.,yt ) + (x s ,y( )))2 *(/), 
I '.« J

where TT(/) is the roughness penalty and is evaluated using the probability of obtaining the co 
efficients that define /. The sum of squares term measures the similarity between the image and 
the deformed template, using / evaluated at a fixed number of points, and a, a smoothing pa 
rameter. We would like to find a deformation that maximises 5(/, a).

There is a Bayesian analogy to this penalised least squares method, for which the liklihood 
of observing the image given the deformation takes a specific form. Under the assumption that 
the image and template are both two colour images coded by zeros and ones, the image is formed 
by taking each pixel from the deformed template in turn and switching its value with probabil 
ity e~a /(l + e~°). Under this model, S is equivalent to the posterior density function for / 
given the observed image. By exploiting this Bayesian comparison, we use the Metropolis Al 
gorithm to sample from the posterior in the following way (Metropolis, 1953). Obtain the image
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and template, select each wavelet coefficient in turn and simulate from the prior of that coeffi 
cient. Evaluate the deformed template and the sum of squares term. If the posterior odds ratio 
of the new simulation to the previous simulation (p) is greater than one then keep the new sim 
ulation, otherwise keep the new simulation with probability p. To obtain a deformation which 
maximises S(f, a), we obtain a maximum a posterior (MAP) estimate by using a simulated an 
nealing method.

3.2 Choice of Wavelet Function
We have expressed the deformation function as a wavelet expansion, but there are many mother 
wavelet functions that could be used. We would like to choose the mother wavelet function so 
that spatially localised deformations give efficient wavelet expressions. The choice of wavelet 
also affects how the boundaries should be accounted for. For both of these reasons we chose the 
wavelet with the shortest support, the Haar wavelet. The one dimensional Haar mother wavelet 
has the formula

V-(z) = Jio.ijte) - %i)(z ). 

giving the two-dimensional Haar mother wavelets (one for each orientation),

To overcome one obvious drawback of Haar wavelet approximations (that they are discontinu 
ous), we modelled the derivative of the deformation function using Haar wavelets. This means 
that / itself is a linear spline function, but the modelling of the derivative using Haar wavelets 
is desirable as the linear spline basis is not orthogonal.

3.3 Cascade Methods
Cascade methods have been applied to image restoration problems, in which an image has been 
distorted by random noise, (Hum and Jennison, 1995). A cascade algorithm quickly solves a 
reduced problem (say restores an image defined on an 8 x 8 pixel image) which then gives a 
good starting point for a the same problem defined in more detail (16x16 pixels), thus avoiding 
much unnecessary computation that is required if there is no good starting point.

With the deformable templates problem using the wavelet model, a cascade algorithm is 
ideal, due to the multiresolution properties of wavelets. The wavelet coefficients that give a good 
deformation when defined using a small number of resolution levels, are also the best starting 
coefficients available when expressing the deformation using a greater number of resolution lev 
els. We initially simulate the deformation evaluated at a small number of points, obtaining the 
suitable wavelet coefficients. We then increase the resolution of our deformation function by in 
serting coefficients which correspond to the next resolution level; their initial values being zero. 
The Metropolis algorithm can then be repeated obtaining a more accurate deformation.
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Figure 1: femoral condyles viewed from the distal end of the femur.

\attral Cuufyll Cnalir Tnxhanur —*"

Figure 2: Alignment of femora to camera (viewed from above).

4 Data and Example
The original idea for developing a wavelet based deformable template model arose from the de 
sire to analyse a sample of human femora (thigh bones) from an archaeological collection of 
skeletal remains. The condyles of femora exhibit natural shape variability which are of interest 
in many contexts, for example, relating naturally occurring shape valuation to the occurence of 
disease. It may also be possible to quantify shape change due to bone modifying diseases, such 
as osteoarthritis. Comparing an image of a normal condyle to a disease damaged specimen, the 
two may well be similar except where the damage occurred. The deformation which will jointly 
minimise the residual sum of squares and the roughness penally would be zero over much of the 
unit square, hence the use of a wavelet model.

We have captured two-dimensional projections of the femoral condyles viewed axially from 
the distal end of each femur (Figure 1). A video camera was used to record each bone. Spurious 
shape variation (due, for example, to rotation in the planes perpendicular to the plane of projec 
tion) was minimised by using a consistent alignment of each bone relative to the camera. Each 
bone was allowed to lie naturally on a horizontal surface, resting on the 'feet' of the condyles 
and the lesser and greater trochanters at the proximal end, a fixed distance from the camera. The 
'face' of the condyles was then squared against a vertical plane, perpendicular to the main axis of 
the camera, with the inter-condyle notch directly in line with the lens (Figure 2). Each recording 
was subsequently digitised and processed, resulting in a 32 by 32 pixel image (Figure 3). One 
bone, unaffected by any pathology, was (arbitrarily) designated as the template.

Applying the wavelet based deformable template method to one of the images and the tem-
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Template Image

0.5 1.0

Deformation

o.o 0.5 1.0

Deformed Template

0.5 1.0

Figure 3: The Template and Image, a MAP estimate of the deformation function and the resulting 
deformed template, using the wavelet based method
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plate, we obtained a maximum a posterior estimate for the deformation function and deformed 
template, shown in Figure 3. The image and template differ at 53 out of 1024 pixels. The de 
formed template differs from the image at only 14 pixels, and the similarity between the two is 
clear to see. The plot of the deformation (in Figure 3) shows the function f(x, y) + (x, y) eval 
uated on a 32 by 32 square grid. The deformation function is zero over much of the unit square, 
identifiable as the regions where the square grid pattern has been maintained. Only 40 non-zero 
wavelet coefficients are used in the wavelet expansion of the deformation, out of a total 2048 
coefficients.
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Abstract
This paper will show how it is possible to include rigid structures within a non-linear landmark based 

deformation. The final interpolating solution provides an exact match of both landmark and rigid body 
constraints. The algorithm is derived by using a radial basis function approach with a modified radial 
basis function with the additional use of distance measures dependent on the spatial position of the rigid 
bodies. The solution enables us to constrain independent linear transformations for any number of rigid 
bodies within the image while maintaining the non-linear landmark constraints. We will show the results 
of using our deformation algorithm on both synthetic as well as medical images. We will also discuss the 
choice of discrete distance measure required for image deformation.
Keywords: Radial basis functions, image deformation, landmarks, image registration, distance 
transforms.

1 Introduction

Multiple images of a patient acquired using different imaging modalities are frequently neces 
sary for clinical diagnosis. Once acquired these images can be registered and then combined 
to produce a single patient representation. In most cases registration is focused on the head 
and is achieved by assuming that a single rigid body transformation is valid, Hill et al. (1991), 
Studholme et al. (1995). Outside of the head, this will rarely be the case, so in order to match 
images one or both of the images needs to be deformed, see Mardia and Little (1994). Most de 
formation techniques assume that the entire plane or volume is deformable. When the image is a 
medical one which contains bone this assumption is obviously not valid as bone will not change 
shape under normal conditions, but the surrounding soft tissue may deform. This has lead to our 
development of an algorithm which allows the constraint that different parts of an image may 
move subject to different and independent rigid body constraints, while allowing the remainder 
of the image to deform due to both these rigid body transformations and also due to the trans 
formation of user specified landmark points. Our solution is an interpolating one and as such 
satisfies the constraints exactly. We have two main reasons for wanting to register images accu 
rately. One is for fusing images of two or more scans in order to aid diagnosis, surgery planning



or for the assessment of treatment success. The second is for the fusion of a pre-operative scan 
with an intra-operative image acquisition in order that the pre-operative scan may be used for 
surgical guidance during an interventional procedure. The second application normally requires 
a 3D — > 2D matching algorithm which is beyond the scope of this paper.

2 Methodology
Our algorithm is based on an interpolating solution using radial basis functions, see Arad et al. 
(1994), Arad and Reisfeld (1995). It should also be noted that there are similarities between the 
matrix form of the radial basis function solution and both kriging, Mardia et al. (1 996) , and thin- 
plate splines, Bookstein (1989). We shall first outline the methodology of radial basis function 
multidimensional interpolation.

2.1 Radial basis function interpolation
Let us have n landmarks t, = (£;[!], . . . , ti[d]) T which we wish to transform to new positions 
u, = (uj[l], . . . , Ui[d\) T respectively. We can define a general TRd — > lR.d deformation, in the 
same manner as a kriging deformation, see Mardia et al. (1996), by using d independent radial 
basis function interpolators, /((t) I = 1, . . . , d, in the following form,

(1)

with constraints,
= l,...,n, (2) 

so for any point in the plane we have a deformation given by

t-> («[!],..., u[d]f = f(t). (3)

A general interpolating solution for a multi-dimensional scalar field which has two distinct com 
ponents can be formed, see Wahba (1990), Cressie (1993), these are a linear combination of 
monomials and a linear combination of basis functions, <r(t. t,) say. The monomials represent 
an underlying drift or mean in kriging and the null space of an energy functional in splines. 
We can form the basis of this drift in the following manner, first define p = (p[l], . . . ,p[d\) 
to be a multi-index of non-negative integers with size given by |p| = p[l] + • • • + p[rf) and 
tp = «[!]*]... f[dpM. The rth order monomial drift is spanned by tp for |p| < r. We can

represent these as A/ = I I functions, 51 (t), . . . , <?M(t)- For example f or d = 1 and a

linear drift, r = 1, we have M = 3 and,

ffi(t) = l, S2 (t) = t[l], <ft(t) = t[2]. (4) 

We can now form our d interpolators as follows, see Wahba (1990) page 31,

E<«J Wa(t)+E6J [^(t,tj ), / = !,.. .,d (5)
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with coefficients given by
D\(B\_(U }

? o (A j - o '' (6)
where

£y =<7(t,,t,), i,j = -[,..., n, 
A =(&!,..., ad ), a, =

u, = («![/],..., un [l])T , 1 = 1,. ..,d,

. (7)

If we have at least three non-colinear points in two dimensions (or four non-coplanar points 
in three dimensions) then (6) has a unique solution if E is invertible. There are a large num 
ber of possible choices of function <r(-) which ensure this, see Micchelli (1986) for radial basis 
functions, Wahba (1990) for splines and Mardia et at. (1996) for kriging covariances. A well 
known spline solution is that of the thin-plate spline, in this case the basis function is <r(t, tj) = 
|h| 2 log |h| in two dimensions and <r(t, tj) = |h| in three dimensions, where h = t — tj.

2.2 Incorporating rigid structures

In order to control the motion of rigid bodies within an image we have to control both the linear 
drift of the deformation and the non-linear component of the warp. We require that at a rigid 
body our linear transformation is the required linear transformation of that body and the non 
linear component of the warp is zero, while still satisfying the landmark constraints. 

We can rewrite (6) in terms of a set of n linear equations, as follows,

SB + DA = U, (8)

we know E, D and U and A represents the linear part of our transformation. If we define the 
linear transformation for the whole of TRd we can find B from (8).

In order to proceed with the derivation we must define some further image characteristics. 
Let us have an image from which we have segmented n0 rigid structures, let us call them, O,, i = 
1,... ,n0 . Our objects, O,, are sets of pixels (or voxels) which belong to the same rigid structure, 
that is that they all move with the same rigid body transformation. These pixels (or voxels) can 
be part of a complete object, the object could contain a hole or even consist of distinct regions in 
the image which both move with the same rigid transformation. For each of our objects, Ot, we 
have a required linear transformation, L,, which is a d x A/ matrix of coefficients which when 
combined with our linear functions, flj(t), j = 1,..., A/ form a rigid body transformation.

We shall solve the two parts of our problem by using distance based interpolation of the linear 
transforms and by weighting our basis function with an overall distance measure. First we shall 
define an overall object set by O0 = O\ U Oi U ... U On<> , further let the function T>,(t), i = 
0,..., n0 be a measure of the distance from the point t to the object O,.
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We can form a basis function which will tend to zero as it moves towards any of the objects 
in the image by weighting a valid basis function with the distance to the closest rigid body. This 
gives,

o-'(t,t,)=X>o(t)2?0 (ti )(T(t,t1 ). (9)
If we use this in equation (8) we get a matrix E' where EJj = cr'(tj,tj). Ast;, i = 1,... ,n are 
not on a rigid body the distances £>(t,), i = 1,..., n are not equal to zero, hence it is clear that 
if ff(-) is a valid basis function then £' will be invertible.

We now need to constrain the linear part of our warp to be the desired linear transformation at 
each of the rigid bodies, we shall do this by taking a weighted sum of the constraint coefficients 
L{. We require our constraints to be such that at object Of our weighted sum is simply L, we 
can achieve this by using weights similar to those proposed by Shepard (1968), here he used the 
distance from a point in space to a landmark position, we will be using the distance from a point 
in space to our objects, O,, i = 1,..., n0 . Let our weights be,

So we have,

lifted,

Our linear transformation for any point t £ K1 is now defined as,
n0

(12)
1=1

where (11) ensures the required linear transformation at the objects and the existence of the iden 
tity mapping.

Using (12) to define our linear transformation and once again taking E't] = rr'(t,, t,), i,j = 
1,..., n we can re-write the constraint equations (8) as

B = £'~'(£7-T), (13)

where
/ g(t 1 ) r£(t 1 )r \

T= g 2 . *' (14)

, g (tnf £(tnr )
and

g(t,) = (ffi(t,),.. • ,ffM(t,))r (15) 
We can now write the interpolating solution for TR.d -> Rd in the following manner,

t ->• f(t) = £(t)g(t) + ^BfCT'tt.tj). (16)

where cr'(t, t,) is as in (9), J53- is the jth row of B given by (13) and (7), and £(t) is given by 
(12).
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(c) (d)
Figure 1: Deformations using landmarks, and a rigid body with different distance transforms, 
(a) original image, (b) deformation using landmarks only, (c) deformation using landmarks, a 
rigid body and a 3-4 DT, (d) deformation using landmarks, a rigid body and an EDT.

3 Example deformations
When using this methodology with a discrete image we must first choose a suitable distance 
measure for evaluating the distance from an image pixel to our objects. Various distance mea 
sures have been used on images, see Borgefors (1986) for a review. One of the most common is 
the 3-4 distance transform (DT) which is fast and provides a close approximation to the actual 
Euclidean distance. However, if the segmented object has sharp corners then it can produce arti 
facts in the distance transform which can manifest themselves as artifacts in a deformed image. 
Figure 1 highlights this problem and also compares using a warp incorporating a rigid body to 
a warp using only point landmarks. Figure l(a) shows an image with an object, in black, in the 
centre. We shall assume that we know this is a rigid structure. We use the landmarks shown and
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evaluate a warp which consists of a translation upwards of 35 pixels and to the left of 10 pixels as 
well as a clockwise rotation of the object about its centre of 35° while keeping the image corners 
fixed. Using a thin-plate spline we get the image shown in figure l(b). It is clear that the object 
has deformed which is unsatisfactory given our prior knowledge. Figures l(c) and (d) show the 
results of using (8) with a 3-4 DT, l(c), and a Euclidean distance transform (EDT), l(d) and the 
basis function,

a'(t, t,) = 2?0 (t)I>o(ti)(|t - t,| 2 + fl?)*, (17)

with a = 1, as proposed by Hardy (1971), and R, is the distance from landmark t; to the closest 
rigid body. By looking at the deformation in figure l(c) as it moves away from the corners of 
the object it is possible to see artifacts in the grid, these are positions where the 3-4 DT also 
has artifacts. The warp in figure l(d) is much smoother and shows a significant improvement in 
smoothness over l(c).

Figure 2 shows the results of matching sagittal MR images of a volunteer taken at different 
times with the head and neck in different positions, using (16), (17) and an EDT. Figure 2(a) 
and (b) show the two MR images, we will be concentrating on the top of the cervical spine and 
we have provided enlarged views of this region to aid the reader. Figures 2(c) and (d) show en 
larged images of the top of the cervical spine with both landmarks and hand drawn outlines of 
the vertebrae. It is clear from comparing the two images that there has been a significant move 
ment between the two scans. Figure 2(e) shows the results of using just the landmarks to form a 
deformation using a kriging covariance, see Mardia et al. (1996). It is clear that there has been 
deformation of the vertebral bodies. In figure 2(f) we show the result of using (16) with three 
rigid bodies, the vertebrae, and the 8 landmarks not on the vertebrae. We now have an image 
which is smoother than 2(e) and which maintains the rigidity of the vertebral bodies.

4 Conclusions and discussion
We have shown images which demonstrate the usefulness of an interpolating deformation al 
gorithm within which rigid structures can be constrained. There are however still a number of 
parameters which need further investigation. The choice of the basis function will affect the out 
come of a deformation, but this is limited if more constraints are used. Also the choice of dis 
tance transform will be a factor in the overall accuracy of any deformation, and specific choices 
of distance measures not solely based on the distance to a rigid body may also prove to be of use.

We intend to perform a study matching clinically acquired computed tomography and mag 
netic resonance images of the head and neck and it is hoped that this will provide us with some 
insight into the various factors necessary to achieve a robust and accurate solution.

The use of derivative information can improve the accuracy of a landmark based deforma 
tion, see Bookstein and Green (1993), Mardia et al. (1996). It is possible to include derivative 
information in our formulation, directional derivatives of the EDT can be found, /z can be cho 
sen to assure that the weights of the linear terms are differentiable to the required order and the 
basis function can be chosen as in Mardia et al. (1996).
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(a) (b)

(c) (d) (e) (f)
Figure 2: The results of using a rigid body and landmark deformation to match sagittal MR im 
ages of a volunteers head and neck,(a) and (b) sagittal MR images with the head and neck in 
different positions, (c),(d),(e),(f) see text for details.
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Multiple Registration and Mean Rigid Shapes 
Appb'cation to the 3D case

Xavier PENNEC 
ESfRIA Sophia Antipolis - BP.93, F-06902 Sophia-Antipolis, France

Abstract

We present in this article a multiple registration algorithm to compute the mean rigid shape of a set 
of possibly incomplete fc-tuples in any dimension. Synthetic and real experiments in molecular biology 
and medical imaging illustrate the validity and utility of the method.

1 Introduction
To study the shape of an object, it is common to describe the object by a fixed number k of char 
acteristic features in order to obtain a fc-tuple (zi,... a:*). Two objects have the same form if 
there exists a transformation that superimposes them, and thus identifies their "characteristic" 
fc-tuples.

General studies focus on fc-tuples of points and their form under rigid transformation with 
possibly scaling (Kendall, 1989; Goodall, 1991; Le and Kendall, 1993). There are fewer works 
dealing with more general transformations, and most applications concern 2D landmarks (Book- 
stein, 1991; Small, 1988). In computer vision and medical imaging, however, some more com 
plex features can appear (like lines, frames...), and we need to work in 3D. This type of con 
straints is also shared in structural biology, when it comes to the tertiary structure of the proteins.

We have already presented algorithms for recognition and registration of two observations 
for 3D substructure matching of proteins and registration of medical images based on extremal 
points (Pennec and Ayache, 1994; Thirion, 1994; Pennec and Thirion, 1996). We are interested 
here in multiple registration of n observations and the definition of a mean shape based on point 
features under rigid transformations.

We present in the first part a characterization of expected and mean rigid shapes which is 
basically the generalization to nD of some 2D result of Ziezold, (1989, 1994). We show that 
the mean rigid shapes can be computed independently after a multiple registration step of the 
fc-tuples, and propose an iterative method to solve the multiple registration problem. In the real 
world, however, we have to cope with missing data and thus incomplete fc-tuples. We propose 
another iterative scheme that allows to solve this problem. This theoretical framework is illus 
trated in molecular biology and medical imaging with the creation of a model of the heme bind 
ing motif and a model of the head of a patient based on extremal points.



1.1 Expected and mean elements in metric spaces
This theory of expectation in metric spaces was introduced in (Frechet, 1948). Let dist be an 
distance on a manifold M and x a random feature of probability density function (pdf) px (in 
the parameter space). The expected square distance of a deterministic feature y with the random 
feature x is defined by

crl(y) = E( dist(j/,x)2 ) = ( disl(y,xY.Px (x).dx (1) Jv

If <TX (J/) is finite for all y, we call every feature x minimizing <r 2 an expected feature, and we 
denote by E(x) the set of all expected features of the random feature x. We have thus

E(x) = argmf (£(dist(j/,x)2 )) (2)
y£M \ '

If there is at least one expected feature x, then crx = crx(z) is called the standard deviation of 
x and CTX the variance. In general, the existence and uniqueness of the expected value are not 
ensured. In a very similar way, we can define the set of empirical means of features xlt . . . xn 
by

M({zi}} = arg mf <M», ^)2 (3) 

More generally, the "mean deviation" at order a is define by

aa(y) = (E(dist(y,xr)l/a = (7 dist( S/,x) t> .px (x).&) 1 " (4) 
\JM f

If this function is finite over M , the features xa minimizing it are called central features of order 
a. To be more practical, we obtain the modes of the pdf fora = 0, the median features for a = 1, 
of course the mean or expected features for a = 2, and the "barycenter'' of the support of the 
pdf (which is a compact set) if the mean deviation is finite for a = oo. This can also be applied 
to define the empirical central features at any order.

2 Rigid shapes in Rm
We consider in this article point features in Rm and investigate the shape of a &-tuple of such 
landmarks under rigid transformations. In order to simplify the notations, we note . K = Rm the 
manifold of features and Q the rigid motion group.

A rigid transformation of Rm is represented by a translation vector t 6 Rm and a rotation 
matrix (m x m) R satisfying R.RT = RT .R = Id and det(fl) = +1. We denote by / = (R ; t) 
such a transformation. The action of the group on the features is simply / * x = R.x + t.

An object can be represented by a fc-tuple X = (z'1 ', . . . a:'*') € M k of features. The action 
of the transformation group Q on fc-tuples is simply / * X = (/ * i' 1 ', . . . / * i(i) ). The rigid 
shape of this object is characterized by the relative position between features of the fc-tuple, i.e. 
the quotient space M k JQ: two objects have the same shape if they are congruent modulo Q (i.e. 
if there exist a rigid transformation g 6 Q such that Y = g * X).
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2.1 Distances on points, A>tuples and rigid shapes
LetJf = (z< 1 >,...zW)andy = (y(1\. . .yw) be two fc-tuples of points. We define the distance 
between these fc-tuples by the classical square formula

where d is the Euclidean distance between points. If we consider the fc-tuples X and Y as "points" 
in M k = R7™**, then D is the classical Euclidean distance. In order to obtain a distance in the 
shape space, we need to minimize this distance on fc-tuples over all possible transformations':

2.2 Mean shapes
Extending the formalism of section 1.1 to rigid shapes, we define the set of mean shapes of the 
set of shapes {Xi}™=1 as

k/ (5)

In terms of fc-tuples, we can write this equation:

= arg
We note that if M e M({Jf,}), then any fc-tuple of the form M' = / * M is also a instance of 
the mean shape. The problem we are confronted with is thus two-folded: find both a fc-tuple M 
representing the mean shape and a set of transformations /< that register the fc-tuple X, with it. In 
fact, we can extend the results of Ziezold (1989, 1994) and solve first for the multiple registration 
problem, and then for the mean shape.

2.3 Multiple registration and optimal positions

A central notion to decouple the multiple registration from the mean shape problem is the optimal 
position. The fc-tuples Xi , . . . Xn are in optimal position to each other if their positions realize 
the minimum of their relative distances:

£ D(X,,Xrf= inf 
i<,<j<n (h.-Mee"

Theorem 1 M 6 M represents a mean shape if and only if
• there exists a set of rigid transformations (/!,.../„) such as the k-tuples fr 

are in optimal position and

1 Due to the lack of space, all the proofs of this paper will appear in a forthcoming research report.
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1 " 
• considering the k-tuples as vectors: M = — Y^ /, * X,

n fcj 

In this case, the variance is s 2 = — ^2 D(ft* X,,fj* Xj)

Let {X, = (zj 1 ', . . . zf )}?=1 be a set of ra fc-tuples. We call centroid of a fc-tuple X, the 
barycenter of its points 5; = £ Z!*= i ^1 The corresponding centered fc-tuples is then Y, =

Theorem 2 Optimal positions exist and the centroids of the k-tuples correspond in such a po 
sition. The remaining criterion to maximize for rotations is then:

(7)

2.3.1 A closed form solution for the simple registration problem

In the case of two i-tuples (simple registration), the criterion reduces to F = 2tr [R% .Ri.H^J 
since H1|2 = H^i- As me solution is denned up to a rotation (if Rj, and R2 are solutions, then 
RO.RI and Ra-R-2 also are), we are usually looking for the transformation R = #J .Ri from the 
first i-tuple to the second one. Closed form solutions are well known using the singular value 
decomposition (SVD) or using quaternions for 3D points. We recall here the result of the SVD 
method of :

Theorem 3 Let U.D.VT = Kbea singular value decomposition ofK. Assuming that the sin 
gular values are sorted by decreasing value, the maximum of the criterion G = tr(R.KT ) is 
reached over all rotations for

R = U.S.VT with S = diag(l,...l,del(U).dei(V)) 

with the value G^t = tr(D.S). The maximum is unique ifrank(K) > m — I.

2.3.2 An iterative scheme for the multiple registration problem

As in the simple registration case, we observe first that if the set of rotations { RI , . . . Rn} max 
imizes the criterion F = £i§J- tr (fl,./f,; .flj), then the set {.Ro.-Ri, • • • Ra-Rn} also maximize 
the criterion with the same value. The second step is to isolate in the criterion the influence of a 
single rotation RI: we have indeed

F = 2F, + '£'£i tr(R,.H,j.Ri ) with F, = tr 
i& ,#

The basic idea is to maximize the criteria Fj according to the rotation RI only. Since the second 
part of the global criterion F does not depend upon Ri, its value is fixed during the optimization
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of FI, whereas the value of FI is increasing. The value of the global criterion F is thus always 
increasing, and since we optimize on a compact set (SO^), it converges to a local maximum.

We note that starting by registering independently each fc-tuple Y; with the first one (with 
for instance R\ = Id) maximizes the criterion FI. Then, we iteratively maximize over R\ the 
criterion FI = tr(Ri-(T^i ft-Ht,i) T )- We consider that the maximum is reached when the value 
of the global criterion increases less than a given threshold in one pass on each index.

The maximum reached can be verified experimentally to be global by several computations 
with different starting point (start to register with Yi instead of Yi) and/or a randomization of the 
order of maximization.

2.4 Extension to incomplete /c- tuples
In the real world, however, there are often missing data and thus incomplete fc-tuples: some usu 
ally stable features can be mismatched, highly displaced or simply forgotten in the extraction 
scheme in one or a few observations. It would be inauspicious to simply dismiss these features 
since they can bring useful information in most of the cases.

We consider thus that a missing point in a fc-tuple X can correspond to any point location in 
another fc-tuple Y: if there are p missing points, the fc-tuple can be viewed as a p-plane in M k . In 
order to keep a standard representation, we associate to the fc-tuple X = (i (1 >, . . . xm ) a binary 
vector ex such that ex(h) is 1 if the point exists and 0 if the point is missing. The "distance" 
between incomplete fc-tuples can thus be written:

This is not really a distance since the triangular inequality is not verified and this is null if the 
associated p-plane and g-plane intersect. However, this corresponds to the distance on fc-tuples 
we define above if there is no missing data, and the distance of a full fc-tuple (the mean one for 
instance) to an incomplete one is the Euclidean distance from a point to a p-plane. We can thus 
define the set of mean fc-tuples as above (equation 6).

Unfortunately, if we could theoretically separate the multiple registration from the mean shape 
computation, we cannot separate the rotation and translation parts in the multiple registration cri 
terion. Since we now have to optimize on a non compact set, we prefer to use another (simpler) 
iterative scheme: assuming that we have an initial multiple registration, we can compute a mean 
fc-tuple M (with mW = {£?=! ex.W^Ri.x^ + *;)}/{£?=! ex,(h)}), which can now be used 
to minimize criterion (6) for the simple registration of each fc-tuple with M. We iterate this pro 
cess until convergence or a maximum number of iterations.

The initial registration can be obtained by using the previous algorithm with sub-fc-tuples 
that are present in all observation or more easily with a "naive" registration of all fc-tuples with 
the first one.
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3 Experiments
Synthetic experiments showed that the two iterative process converge (to the numerical precision 
of the machine) in about 5 iterations. The incomplete scheme does not give a sensible improve 
ment of the mean shape precision if only a few points are missing, but turns out to be more and 
more interesting as the number of missing points increases and/or the number n of fc-tuples in 
creases. Indeed, the first method is not any more usable if the number of globally common points 
is too small (we need for instance at least 3 points to register in 3D), and its computational com 
plexity increases in n2 whereas it is linear for the second method.

3.1 Mean shape of the Heme binding motif

We present here an application in molecular biology: the globin family collects proteins of many 
different organisms. Their amino acid homology can be as low as 16%. However, their 3D struc 
ture is still related and constitutes the globin fold. It is mainly composed of a helices that form a 
pocket for the active site which in myoglobins and hemoglobins binds a heme group. The motif 
constituted by the amino acids binding the heme in 9 globins was extensively studied in (Lesk 
and Chothia, 1980). We used the correspondences given in this study and the atoms coordinates 
from the Protein Data Bank to determine the mean shape of the binding motif.

A collection of such models of motifs would allow to routinely scan each newly determined 
structure of protein or help protein design by providing reliable parts of the structure.

Figure 1: The 16 amino acids from 9 globins of the active site are represented by their 4 backbone atoms 
(bindings are lines). The mean shape of the motif is displayed in balls and sticks. On the bottom-left of the 
figure, a compact group of atoms represents two alternative (and exclusive) positions of an amino-acid: 
fc-tuples are incomplete.

3.2 Model of a single patient based on Extremal points
In 3D medical imaging, the identification and measurement of meaningful features, or land 
marks, is much more difficult and can become a bottleneck of the shape studies if done by hand.
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we believe that extremal points are good landmarks candidates thanks to their automatic extrac 
tion. The remaining problem is to discriminate meaningful features from spurious or uninterest 
ing ones. In fact, the saliency of features is their stability across a wide range of observations 
for a given "object". We are thus confronted to a multiple matching and registration problem in 
the presence of noise and outliers. Once meaningful features have been identified and matched 
in different observations, it is interesting to merge their observations in order to obtain a model 
that incorporate all meaningful information and has a reduced noise. The shape of this model 
can then be studied, compared with others, used to determine if a similar shape is present in an 
observation (among other objects or outliers for instance), etc.

The experiment is performed on 24 3D MRI images of the head of the same patient (courtesy 
of Pr. Ron Kikinis). We register each pair of images and look for maximal cliques of correspon 
dences between the whole set of images. This process is rather time consuming and can certainly 
be improved, but we focus here on the following step: multiple registration and fusion, whose 
results are presented in figure 2. The 24 sets of highly incomplete fc-tuples where registered and 
merged using the second method within a few seconds. In order to have a more complete model, 
we add to each extremal point the standard deviation of the observations, which gives an idea of 
the geometrical stability or accuracy of this feature, and its probability of observation (the per 
centage of images where it was observed).

The next step in such an experiment would be to repeat this operation on several patients 
independently, and then look for the similar or affine shape based on these models. We could 
then characterize extremal points that are anatomically stable and incorporate them into an atlas.

4 Conclusions
We observe in this study that multiple registration and mean shape estimation problems can be 
solved efficiently in any dimension with a reasonable computational cost. Several tracks are left 
open, the first being the extension of this scheme to similarities and affine transformations. An 
other very interesting point would be to generalize the theory to other types of geometric features, 
such as oriented points, lines, frames.. .Last but not least, an automatic analysis of shapes should 
include a powerful and reliable multiple matching algorithm in order to automatically determine 
the landmarks correspondences.
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Abstract

This paper describes initial results from the application of information theoretic measures of image 
registration to the problem of rigidly aligning MR and PET images of the pelvis. The paper describes a 
method of registration of MR images containing between slice MR intensity mhomogeneity with PETim- 
ages, without the need to correct or model the intensity distortion. A measure of registration is formed by 
encoding MR intensity and spatial location along the direction of distortion in a three component mutual 
information measure. Results are included on a synthetically created image pair where the registration 
solution is known, and a clinically acquired image pair where the results are visually assessed.

1 Introduction
Recently there has been considerable interest in the use of voxel similarity measures for the reg 
istration of different medical imaging modalities, examples of this include the work of Woods 
et al., 1993, Hill et al, 1994, Van den Elsen et al., 1994, Viola and Wells, 1995, Collignon et al., 
1995b. Almost all the work has concentrated on rigid body registration of brain images. In previ 
ous work we have developed the application of interactive point based rigid registration of PET 
to MRI images of the pelvis (Wong et al., 1993), for use in the localisation and staging of cervical 
cancer. This work has shown that useful additional clinical information is provided by the ac 
curate combination of PET with anatomical MRI, and that a rigid body transformation provides 
an acceptable estimate of registration within the pelvic region given the spatial resolution of the 
PET imagery. This paper presents progress in applying voxel similarity techniques to automate 
this registration process.

PET 18FDG imagery of the pelvis is relatively low resolution containing high contrast re 
gions of tumour uptake and some much lower contrast soft tissue boundaries. ISF~ is currently 
added as an additional tracer to provide slightly higher contrast bone features and provides the 
strongest source of anatomical information. An example is shown in figure 4. Conventional 7\ 
weighted anatomical MR images contain many high contrast structures and have a much higher 
spatial resolution than PET. One of the main problems identified with many of the clinical MR 
datasets was the presence of considerable intensity inhomogeneity due to poor alignment or lim 
ited extent of the RF coil with respect to the imaging volume. The intensity distortion was pri 
marily along the length of the patient (z axis) and not across the imaging plane. The distortion



is a function of both the position of the coil within the imaging volume and the characteristics 
of the coil.

Automated identification of corresponding features is difficult, particularly in PET, due to 
low contrast, noise and anatomical variability. Bone and skin surface matching is affected by the 
difficulty of surface extraction from both MR and PET images. The skin surface and other tissue 
boundaries outside the bone structure of the pelvis are also very prone to non-rigid distortion, 
particularly from significant differences in the bed shape in PET and MR scanners.

Initial experimentation with examples of the data indicated that the use of intensity based 
mutual information did not provide an optimum at or near a visually acceptable solution. In the 
MR images regions of uniform tissue type within the RF coil appear with uniform intensity in 
the image. Regions of tissue at the edge of the RF field appear with a large range of intensities. 
Optimising the mutual information by modifying the transformation of uniform PET regions will 
try and map these onto uniform regions in the MR image.

The work presented here describes an approach to introducing additional information into the 
registration process by encoding the location of an intensity along the axis of intensity distortion. 
This enables registration without knowledge of the functional form of the distortion other than 
it is primarily along one axis in the image.

2 Mutual Information as a Measure of Image Alignment
Given a pair of images to register and a transformation mapping one set of voxels onto the other, 
we can find for corresponding voxels, the intensities m e M in image m, and intensities n 6 N 
in a lower contrast, lower resolution image n. In the example considered in this paper m is an 
MR image of the pelvis and n is a nuclear medicine PET image. The sets A/ and Ar therefore 
depend on the rigid body transformation between the images. We can calculate the probability 
of occurrence of individual intensities within the volume of overlap, p{m} from the image m, 
and intensities p{n} from the image n, and also the probabilities of corresponding intensity pairs 
p{m,n}.

The mutual information measure is derived from a statistical analysis of a communication 
channel, and is a measure of corresponding or mutual information between the transmitted and 
received signals as described by Reza, 1994. This measure is alternatively referred to as relative 
entropy or transinformation and makes no assumption about the functional form of the chan 
nel. Mutual information has been proposed independently for various medical image registra 
tion applications by Collignon et al., 1995a and Viola and Wells, 1995. The mutual information 
between an image m with intensity m and an image n with intensity n defined from the intensity 
probability distributions is:

(1)

This can be expressed in terms of the information present in image m, H(M), the image n, 
H(N), and the combined image H(M, N):

I(M: N) = H(M) + H(N) - H(M, N) (1)
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In other words by maximising mutual information we minimise the information in the combined 
image with respect to that present in the two component images. If there are any shared features 
in the two images, at misregistration they are duplicated in the combined image. This duplication 
of features results in an excess of information in the combined image. The relationship between 
the information provided by the images can be illustrated in a set theory form as shown in figure 
1. The sets on the left illustrate the entropies of the two images separately. The central diagram 
represents the joint entropy of the combined image when a transformation maps the intensities 
of one onto the intensities of the other. The diagram on the right shows the resulting mutual 
information.

H(N) j H(MJJ) ( H(MIN) \'A H(NIM) '

Figure 1 : A set theory representation of the entropies involved when combining two images

2.1 An Additional Channel
The problem that we face with intensity inhomogeneity is that the same tissues have different MR 
signal M — {m0 , m.i . . . mj} at different locations z along the length of the patient. Although 
it is possible to model or correct such distortion, the unknown position of the RF coil means 
that this is difficult to do retrospectively. In this work, rather than modelling the intensity as a 
function of displacement, we introduce an encoding of the displacement Z = {zi, 22, . . . zns } 
(where ns is the number of slices) to distinguish between MR intensities at different locations 
along the axis of distortion. In doing this we are not making an assumption about the functional 
relationship between 71 / and Z, we are just supplying Z as additional information about M.

The measure of mutual information can be directly extended to three sources of information 
as the difference between the sum of the information from the three sources separately, and the 
information when they are combined H(M, Z, N),

I(M; Z; N) = H(M) + H(Z) + H(N) - H(M, Z, N). (3)

The relationship between the symbols M and Z is not a function of the alignment of the MR 
and PET images. In finding the best alignment of the MR with respect to the PET, we are only 
interested in the information shared between the PET image and the combined MR intensity and 
axial displacement, which is illustrated by the set representation in figure 2. This can be written 
algebraically as,

I(M, Z; N) = H (M, Z) + H(N) - H(M, Z, N). (4)

The entropies H(M, Z) H(N) H(M, Z, TV) can be derived from the probability of occurrence 
of intensities M and TV, and distance Z,

(6)
i >
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I(M.Z;N) \ 

H(NIM.Z) N
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H(MIZ.N) , H(ZIM.N) i

Figure 2: A set theory representation of the entropies involved when combining two images with 
a third

H(M,Z,N)= E E E -7 ———— r 
p{m,2,rt}

Given thatp{m, 2} = *L n€ .\p{m,z,n} andp{n} = Emgw E.-szp{m. ^n}, this can be sub 
stituted into equation (4) giving,

I(M,Z;N)=

E

which can be rearranged to give a simpler form,

I(M, Z; N) = E E E Pi"*-*, "i I°S ; {m'f?} x (8) 
m«f««^X- P{m,*h»{n}

3 Evaluation and Optimisation of /(M, Z; A )
The MR and PET images, normally sampled at different resolutions, were first resampled to 
3mm cubic voxels using a Gaussian kernel to reduce resolution and tri-linear interpolation to 
increase sampling where necessary. Additional Gaussian blurring was applied to the MR image 
to increase its point spread function to approximately that of the PET image. Multi-resolution 
versions of the images were then created using a Gaussian kernel. For a given transformation T 
a discrete estimate of p{m, n} is evaluated by forming a histogram where intensity in the two 
modalities is mapped to 64 bins and the position in the MR volume is mapped to bins corre 
sponding to each of the MR slices at a given spatial resolution.

An initial estimate of direct alignment of the centre of the two volumes was improved by 
optimisation of I(M, Z: N) over multiple image resolutions with respect to the translation and 
rotation parameters T{tx , ty , t z , 8X , 8y , 6 Z }. A description of this approach is given in Studholme 
etal.,ress.
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4 Method

4.1 Synthetic Data
In order to analyse how the approach can recover a known misregistration we need a pair of im 
ages with an accurately known alignment. Because of the nature of the clinical imagery of the 
pelvis it is difficult to accurately define a ground truth registration. Conventional approaches 
to estimating alignment using external markers visible in both modalities are affected by move 
ment of the skin surface with respect to the internal organs and bone structure. As a result we 
have chosen to create a simple synthetic PET image containing bone features simulating those 
provided by a PET fluoride tracer scan. This was done by taking an MR image of the pelvis 
with no significant intensity distortion and hand segmenting regions of the bone structure us 
ing an interactive region growing algorithm. This segmented image was then subsampled to the 
same spatial resolution of a PET image and blurred with a Gaussian kernel to simulate a PET 
point spread function of around 8mm F.W.H.M. This image is shown on the right of figure 3. To

Figure 3: Orthogonal slices through the MR image volume with simulated intensity inhomo- 
geneity added (left) and simulated PET bone 1S F~ image (right).

simulate the effect of intensity inhomogeneity in MR, an intensity rescaling was applied over the 
length of the MR image with the following properties. Given the axial field of view to be 2(i-tmm 
divided into 66 slices if the MR intensity in the original image was given by i a (z), the distorted 
intensity i d (z) was given by the following:

if ;< 132mm

A value of k = 0.001 was used to give an intensity scale factor of 0.054 at the edge of the axial 
field of view. This was similar to the observed inhomogeneity in a number of clinical scans.

4.2 Clinical Data
In order to test the behaviour of the algorithm on actual data, a pair of clinically acquired images 
were used. The MR image was a conventional T\ weighted 2D acquisition volume consisting of
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66 4.0mm slices of 256 x 256 1.716mm square pixels. The image included a strong intensity 
inhomogeneity extending over the lower third of the scan caused by position of the RF coil. The 
PET image consisted of a combined 1SFDG and ISF~ tracer scan showing bone features and and 
small area of 18 FDG uptake. The image volume was made up of 57 3.375mm slices of 128 x 128 
3.0mm square pixels. Orthogonal slices through the two image volumes are shown in figure 4.

Figure 4: Orthogonal slices through a clinically acquired MR image volume (left) and corre 
sponding PET image volume (right).

5 Results

5.1 Synthetic Data

Using the known alignment of the synthetic image pair, values of I(M: A") and I(M, Z: A") were 
calculated for transformations with a displacement in the z-axis about registration. This degree 
of freedom generally has the largest initial error and is least well constrained. These are plotted 
as a graph in figure 5. Spatial encoding of intensity has the effect of moving the global optimum 
to correspond with true alignment. In addition I(M, Z; A") appears a much simpler function of 
misregistration.
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Figure 5: Graphs of 7(.U; A") (left) and 7(.U, Z; A") (right) with respect to axial (z) translation 
of the simulated MR and PET data around the known registration (z=0mm).
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5.2 Clinical Data
A starting estimate of the centres of the two image volumes aligned and no rotation between the 
imaging planes was used for the starting estimate of the rigid registration parameters. The final 
solution was visually inspected using an interactive colour overlay of orthogonal slices of PET 
intensity onto grey scale MR. The result was found to be visually acceptable, enabling the region 
of high 18 FDG uptake to be anatomically localised.

A plot of the measure with respect to Z axis translation around this final solution in figure 
6, shows the difference in the behaviour of the measures for this data. The trace of I(.M, Z; A") 
shows a local optima displaced from the visually acceptable solution which was avoided by the 
multi-resolution optimisation. This may be caused by the much more complex nature of the real 
PET image which contains some soft tissue features distorted with respect to the MR. The trace 
of I(M; N) on the other hand shows a monotonically increasing function of z axis displacement 
with only a small change in gradient around the visually acceptable registration.
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Figure 6: Graphs of I(M; N) (left) and I(M, Z\ N) (right) with respect to axial (z) translation of 
the clinical MR and PET data around the global optimum found by multi-resolution optimisation 
(z=0mm).

6 Conclusion
In this paper we have described a simple spatial encoding of intensity which enables the rigid 
alignment of MR containing severe intensity inhomogeneity with a corresponding PET image. 
In our application intensity distortion primarily occurs in only one axis. Further work is nec 
essary to investigate how the approach can be extended to handle more complex 3D distortion 
fields, but in principle this could be handled in a similar way.

This paper deals with one problem in the application of voxel similarity measures to the 
alignment of PET and MR images of the pelvis. Experimentation over a larger set of data indi 
cates that robust recovery of orientation can be affected by the type of MR sequence, the quality 
of the PET imagery and the anatomy within the imaged region. In order to reliably align the 
bone features in PET we may need to be able to distinguish these in the MR image volume. In a 
companion paper Studholme et al., 1996 describes a method of introducing connected region la 
belling into the registration process using a similar approach to that used here to introduce spatial 
information.

192



Acknowledgements

This work was funded by the Guy's and St Thomas's NHS trust We would particularly like to thank the 
staff of the Clinical PET Centre of Guy's and St Thomas's. We are grateful for the support and encour 
agement of our clinical colleagues in this work, in particular, Dr Wai-Lup Wong (Radiologist), and for the 
technical assistance of the Radiographic staff of Guy's and St. Thomas' Hospitals in London. We would 
also like to thank Dr John Little of UMDS for mathematical advice and we acknowledge useful discus 
sions with Andre Collignon and Dirk Vandermeulen of KUL, Leuven, Belgium and Sandy Wells and Paul 
Viola of MIT and Brigham and Women's Hospital Boston, USA, on the subject of mutual information.

References
Collignon, A., Maes, F, Delaere, D., Vandermeulen, D., Suetens, P., and Marchal., G. (1995a). 

Automated multimodality image registration using information theory. In Y, B., C, B., and 
R., D. P., editors, Proceedings of Information Processing in Medical Imaging, pages 263- 
274. Brest, France.

Collignon, A., Vandermeulen, D., Suetens, P., and Marchal, G. (1995b). 3D multi-modality 
medical image registration using feature space clustering. In Proceedings of the 1st Inter 
national Conference on Computer Vision, Virtual Reality and Robotics in Medicine, pages 
195-204. Nice.

Hill, D., Studholme, C., and Hawkes, D. (1994). Voxel similarity measures for automated image 
registration. In Proceedings of Visualisation in Biomedical Computing, pages 205-216. 
Rochester Mn.,U.S.A.

Reza, F. (1994). An Introduction to Information Theory. Dover, New York.
Studholme, C., Hill, D., and Hawkes, D. (1996). Incorporating connected region labelling into 

automated image registration using mutual information. In Proceedings of Mathematical 
Methods in Biomedical Image Analysis.

Studholme, C., Hill, D., and Hawkes, D. (In Press). Automated 3D registration of MR and CT 
images of the head. Medical Image Analysis.

Van den Elsen, P., Pol, E., Sumanawaeera, T, Hemler, P., Napel, S., and Adler, J. (1994). Grey 
value correlation techniques used for automatic matching of CT and MR brain and spine im 
ages. In Proceedings of Visualisation in Biomedical Computing, pages 227-237. Rochester 
Mn.,U.S.A.

Viola.P. and Wells,W. (1995). Alignment by maximisation of mutual information. In Proceed 
ings of the 5th International Conference on Computer Vision, pages 15-23.

Wong, W., Studholme, C., Lewis, P., Raju, K., Beaney, R., Tonge, K., Nunan, T, Hawkes, D., 
and Pemberton, J. (1993). Combined MR.CT and PET imaging in oncological patients. 
British Journal of Radiology, 66(suppl):33-34.

Woods, R., Mazziotta, J., and Cherry, S. (1993). MRI-PET registration with automated algo 
rithm. Journal of'Computer Assisted Tomography, 17:536-546.

193



CONCLUDING ADDRESS

Deformable Models 
and the Analysis of Medical Images

Demetri Terzopoulos 
Department of Computer Science, University of Toronto, Canada

Abstract

Deformable models are a powerful approach to model-based image analysis which com 
bines geometry and physics with approximation and estimation theory. These models ex 
ploit constraints derived from image data together with a priori knowledge about the lo 
cation, size, shape, and motion of imaged objects of interest. Furthermore, they support 
highly intuitive user interaction mechanisms. In addition to the multifarious applications 
of deformable models in computer vision, computer graphics, and computer-aided geomet 
ric design, they have developed into a promising and vigorously researched technique for 
computer-assisted medical image analysis, in part because of their ability to accommodate 
the significant shape variability of biological structures over time and across different indi 
viduals. This article presents a brief review of the mathematical foundations of ("classical") 
deformable models and discusses their rapidly growing use in medical image analysis.

1 Introduction
Deformable curve, surface, and solid models have gained substantial popularity after they were 
developed in the mid 1980's for use in computer vision (Terzopoulos et al., 1988) and computer 
graphics (Terzopoulos and Fleischer, 1988). Their mathematical foundations represent the con 
fluence of geometry and physics with approximation and estimation theory. Geometry serves 
to represent object shape, physics imposes constraints on how the shape may vary over space 
and time, while approximation and estimation theory provides formal mechanisms for fitting 
the models to data.

Deformable model geometry usually attains broad shape coverage by employing geomet 
ric representations that involve many degrees of freedom, such as splines. The model remains 
manageable, however, because the degrees of freedom are generally not permitted to evolve in 
dependently, but are governed by physical principles that bestow intuitively meaningful behav 
ior upon the geometric substrate. The name "deformable models" stems primarily from the use 
of elasticity theory at the physical level, generally within a Lagrangian dynamics setting. The 
physical interpretation of deformable models views them as elastic bodies which respond in a 
natural fashion to applied forces and constraints. Typically, deformation energy functions de 
fined in terms of the geometric degrees of freedom are associated with the deformable model.



The energy grows monotonically as the model deforms away from a specified natural or "rest 
shape" and the energy expression often includes terms that constrain the smoothness or symme 
try of the model. In the Lagrangian setting, the deformation energy gives rise to elastic (or, more 
generally, viscoelastic or plastic) forces internal to the model. Taking a physics-based view of 
classical optimal approximation, external potential energy functions are defined in terms of the 
data of interest to which the model is to be fitted. These potential energies give rise to external 
forces which deform the model such that it fits the data.

2 Mathematical Foundations
The "classical" continuous multidimensional deformable models were formulated in a Lagrangian 
dynamics setting (Terzopoulos, 1986a), based on deformation energies in the form of (controlled- 
continuity) generalized splines (Terzopoulos, 1986b). "Snakes" or "deformable contour mod 
els" (Kass et al., 1988), which are popular for approximating the locations and shapes of object 
boundaries in images, represent a special case of the general multidimensional deformable model 
theory. The remainder of this section reviews the simple snakes formulation in order to illustrate 
with a concrete example the basic mathematical machinery that is present in many deformable 
models, and then it presents the mathematics of higher-dimensional deformable models, includ 
ing deformable surfaces.

2.1 Energy-Minimizing Deformable Models

Geometrically, a snake is a parametric contour embedded in the image plane (x, y) e 5J2 The 
contour is represented as v(s) = (x(s), y(s)) T , where x and y are the coordinate functions and 
s € [0,1] is the parametric domain. The shape of the contour subject to an image I(x, y) is 
dictated by the functional

£(v) = S(v) + P(v). (1)

The functional can be viewed as a representation of the energy of the contour and the final shape 
of the contour corresponds to the minimum of this energy. The first term of the functional,

S(v)= f l 
Jo S *, (2)

is the internal deformation energy. It characterizes the deformation of a stretchy, flexible contour. 
Two physical parameter functions dictate the simulated physical characteristics of the contour: 
wi(s) controls the "tension' 7 of the contour while wt (s) controls its "rigidity" The values of 
the non-negative functions wi(s) and u>2 (s) determine the extent to which the snake can stretch 
or bend at any point s on the snake. For example, increasing the magnitude of w\ (s) increases 
the "tension" and tends to eliminate extraneous loops and ripples by reducing the length of the 
snake. Increasing w2 (s) increases the bending "rigidity'' of the snake and tends to make the snake 
smoother and less flexible. Setting the value of one or both of these functions to zero at a point 
s permits discontinuities in the contour at s. The second term in (1) couples the snake to the
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image. Traditionally,

' S ))«fe, (3)o
where P(x, y) denotes a scalar potential function defined on the image plane. To apply snakes 
to images, external potentials are designed whose local minima coincide with intensity extrema, 
edges, and other image features of interest. For example, the contour will be attracted to inten 
sity edges in an image /(z, y) by choosing a potential P(x, y) = — cIV^,, * I(x, y)]|, where c 
controls the magnitude of the potential, V is the gradient operator, and G, * / denotes the image 
convolved with a (Gaussian) smoothing filter whose characteristic width <r controls the spatial 
extent of the local minima of P.

In accordance with the calculus of variations, the contour v(s) which minimizes the energy 
£(v) must satisfy the Euler-Lagrange equation

*'»"•
This vector-valued partial differential equation expresses the balance of internal and external 
forces when the contour rests at equilibrium. The first two terms represent the internal stretching 
and bending forces, respectively, while the third term represents the external forces that couple 
the snake to the image data. The usual approach to solving (4) is through the application of 
numerical algorithms (Sec. 2.3).

2.2 Dynamic Deformable Models
While it is natural to view energy minimization as a static problem, a potent approach to com 
puting the local minima of a functional such as ( 1) is to construct a dynamical system that is gov 
erned by the functional and allow the system to evolve to equilibrium. The system may be con 
structed by applying the principles of Lagrangian mechanics. This leads to dynamic deformable 
models that unify the description of shape and motion, making it possible to quantify not just 
static shape, but also shape evolution through time. For example, dynamic models are valuable 
in medical image analysis, since most anatomical structures are deformable and continually un 
dergo nonrigjd motion in vivo. Moreover, dynamic models exhibit intuitively meaningful phys 
ical behaviors, making their evolution amenable to interactive guidance from a user.

A simple example is a dynamic snake which can be represented by introducing a time- varying 
contour v(s,<) = (x(s,t),y(s,t))"f with a mass density /i(s) and a damping density j(s). The 
Lagrange equations of motion for a snake with the internal energy given by (2) and external en 
ergy given by (3) is

<92v 9v

The first two terms on the left hand side of this partial differential equation represent inertia! and 
damping forces. Referring to (4), the remaining terms represent the internal stretching and bend 
ing forces, while the right hand side represents the external forces. Equilibrium is achieved when 
the internal and external forces balance and the contour comes to rest (i.e., dv/dt = <92v/<9i 2 = 
0), which yields the equilibrium condition (4).
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2.3 Discretization and Numerical Simulation
To compute a minimum energy solution numerically, it is necessary to discretize the energy 
£(v). The usual approach is to represent the continuous geometric model v in terms of linear 
combinations of local-support or global-support basis functions. Finite elements, finite differ 
ences, and geometric splines are local representation methods, whereas Fourier bases are global 
representation methods. The continuous model v(s) is represented in discrete form by a vector 
u of shape parameters associated with the basis functions. The discrete form of energies such 
as £ (v) for the snake may be written as

£(u) = iuT Ku + P(u) (6)

where K is called the stiffness matrix, and P(u) is the discrete version of the external potential. 
The minimum energy solution results from setting the gradient of (6) to 0, which is equivalent 
to solving the set of algebraic equations

Ku = -VP = f (7)

where f is the generalized external force vector.
The discretized version of the Lagrangian dynamics equation (5) may be written as a set of 

second order ordinary differential equations for u(i):

Mil + Cii + Ku = f, (8)

where M is the mass matrix and C is a damping matrix. The time derivatives in (5) are approx 
imated by finite differences and explicit or implicit numerical time integration methods are ap 
plied to simulate the resulting system of ordinary differential equations in the shape parameters

2.4 Probabilistic Deformable Models
An alternative view of deformable models emerges from formally casting the model fitting as 
an estimation problem in a probabilistic framework. This permits the incorporation of prior 
model and sensor model characteristics in terms of probability distributions. The probabilistic 
framework also provides a measure of the uncertainty of the estimated shape parameters after 
the model is fitted to the image data (Szeliski, 1990).

Let u represent the deformable model shape parameters with a prior probability p(u) on the 
parameters. Letp(/|u) be the imaging (sensor) model — the probability of producing an image 
/ given a model u. Bayes' theorem

(9)

expresses the posterior probability p(u|/) of a model given the image, in terms of the imaging 
model and the prior probabilities of model and image.
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It is easy to convert the internal energy measure (2) of the deformable model into a prior dis 
tribution over expected shapes, with lower energy shapes being the more likely. This is achieved 
using a Boltzman (or Gibbs) distribution of the form

p(u) = ^exp(-5(u)), (10)
AS

where 5(u) is the discretized version of <S(v) in (2) and Zs is a normalizing constant (called 
the partition function). This prior model is then combined with a simple sensor model based on 
linear measurements with Gaussian noise

(u)), (11) 
/

where P(u) is a discrete version of the potential P(\) in (3), which is a function of the image
I(*,V).

Models may be fitted by finding u which locally maximize p(u|/) in (9). This is known 
as the maximum a posteriori solution. With the above construction, it yields the same result as 
minimizing (1), the energy configuration of the deformable model given the image.

The probabilistic framework can be extended by assuming a time-varying prior model, or 
system model, in conjunction with the sensor model, resulting in a Kalman filter. The system 
model describes the expected evolution of the shape parameters u over time. If the equations 
of motion of the physical snakes model (8) are employed as the system model, the result is a 
sequential estimation algorithm known as "Kalman snakes" (Terzopoulos and Szeliski, 1992).

2.5 Multidimensional Deformable Models: Deformable Surfaces

Multidimensional generalizations of the snake model have also been formulated (Terzopoulos, 
1986a). Let x = (z 1 , . . . , xp ) € W be a point in parameter space. Let H be a subset of 5ftp 
with boundary dfl. A multidimensional model is given by the image of the mapping v(x) = 
(vi(x),...,ui(x)).

A deformable model of order q > 0 minimizes the deformation energy functional

Here, j = ( ji , . . . , jp ) is a multi-index with \j \ = ji + ...+ jp , and P is a generalized poten 
tial function associated with the externally applied force field. The deformation of the model is 
controlled by the vector w(x) of distributed parameter functions toj(x). For instance, adiscon- 
tinuity of order k < q is permitted to occur at x0 in the limit as WJ(XQ) — > 0 for |j| > k. 

The Lagrange equations of motion for the general model are given by

(assuming a time-varying mass distribution /u), where A™m is the weighted iterated Laplacian 
operator defined by
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and j = (ji,.... jp ) is a multi-index. Associated with these equations are appropriate initial 
conditions on v and boundary conditions for this function on 3J1

Deformable surfaces, which result from choosing p = 2 and d = 3 (and usually q = 2) in the 
above formulation, have seen significant use in vision, graphics, geometric design, and medical 
image analysis.

3 Medical Image Analysis with Deformable Models
With medical imaging playing an increasingly prominent role in the diagnosis and treatment 
of disease, the medical image analysis community has become preoccupied with the challeng 
ing problem of extracting, with the assistance of computers, clinically useful information about 
anatomic structures imaged through CT, MR, PET, and other modalities. Deformable models 
have become a promising and vigorously researched model-based approach to computer-assisted 
medical image analysis (Mclnerney and Terzopoulos, 1996). The widely recognized potency of 
deformable models stems from their ability to segment, match, and track images of anatomic 
structures by exploiting (bottom-up) constraints derived from the image data together with (top- 
down) a priori knowledge about the location, size, and shape of these structures. Deformable 
models are capable of accommodating the often significant variability of biological structures 
over time and across different individuals. Furthermore, they support highly intuitive interac 
tion mechanisms that allow medical scientists and practitioners to bring their expertise to bear 
on the model-based image interpretation task as necessary.

The remainder of this section is a synopsis of the application of deformable models to medi 
cal image interpretation tasks including segmentation, matching, and motion analysis. The reader 
is referred to (Mclnerney and Terzopoulos, 1996) for an in-depth discussion plus an extensive 
bibliography of the relevant literature.

The segmentation of anatomic structures—the partitioning of the original set of image points 
into subsets corresponding to the structures—is an essential first stage of most medical image 
analysis tasks, such as registration, labeling, and motion tracking. Most clinical segmentation is 
currently performed using manual slice editing. Segmentation using traditional low-level image 
processing techniques, such as region growing, edge detection, and mathematical morphology 
operations, also requires considerable amounts of expert interactive guidance. A deformable 
model based segmentation scheme, used in concert with image pre-processing, can overcome 
many of the limitations of manual slice editing and traditional image processing techniques by 
making use of a priori knowledge of object shape to constrain the segmentation problem. The 
inherent continuity and smoothness of the models can compensate for noise, gaps and other irreg 
ularities in object boundaries. Furthermore, the parametric representations of the models provide 
a compact, analytical description of object shape. These properties lead to a robust and elegant 
technique for linking sparse or noisy local image features into a coherent and consistent model 
of the anatomical structure.

Among the first uses of deformable models in medical image analysis was the application of 
deformable contour models, such as snakes to segment structures in 2D images. Various meth 
ods have been proposed to improve and further automate the deformable contour segmentation
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process, including additional internal forces to expand a snakes model past spurious edges to 
wards the real edges of the structure, making the snake less sensitive to initial conditions, the 
use of dynamic programming and simulated annealing to carry out a more extensive search for 
global minima, and the use of discriminant functions and related techniques to incorporate re 
gion based image information into the image forces. Recently, several researchers have been 
developing topology independent shape modeling schemes that allow a deformable contour or 
surface model to represent long tube-like shapes or shapes with bifurcations.

A number of researchers have incorporated knowledge of object shape into deformable mod 
els by using deformable shape templates. These models usually use "hand-crafted" global shape 
parameters to embody a priori knowledge of expected shape and shape variation of the struc 
tures and have been used successfully for many applications of automatic image interpretation. 
Deformable models have been developed based on global parameterized primitives such as su- 
perquadrics. Statistics-based techniques have been employed to build deformable shape tem 
plates from image data and these models have been used to segment various organs from 2D 
and 3D medical images.

Matching of regions in images can be performed between the representation of a region and 
a model (labeling) or between the representation of two distinct regions (registration). Registra 
tion of 2D and 3D medical images is necessary in order to study the evolution of a pathology in 
an individual, or to fuse complementary information from multimodality imagery. An example 
of matching where the use of explicit a priori knowledge has been embedded into deformable 
models is the extraction and labeling of anatomic structures in the brain, primarily from MR im 
ages. The anatomical knowledge is made explicit in the form of a 3D brain atlas. The atlas may 
be modeled as a physical object and given elastic properties, thus making it a sophisticated type 
of deformable model.

Deformable models have been used to track nonrigid microscopic and macroscopic struc 
tures in motion, such as blood cells and neurite growth cones in cine-microscopy, as well as coro 
nary arteries in cine-angiography. However, the primary use of deformable models for tracking 
in medical image analysis is to measure the dynamic behavior of the human heart, especially 
the left ventricle (LV). Regional characterization of the heart wall motion is necessary to iso 
late the severity and extent of diseases such as ischemia. Magnetic resonance and other imaging 
technologies can now provide time varying three dimensional images of the heart with excellent 
spatial resolution and reasonable temporal resolutions. Deformable models are well suited for 
this image analysis task.

In the simplest approach, a 2D deformable contour model is used to segment the LV boundary 
in each slice of an initial image volume. These contours are then used as the initial approxima 
tion of the LV boundaries in corresponding slices of the image volume at the next time instant 
and are then deformed to extract the new set of LV boundaries. This temporal propagation of the 
deformable contours dramatically decreases the time taken to segment the LV from a sequence 
of image volumes over a cardiac cycle. The temporal propagation approach has been applied 
in 3D using a 3D dynamic deformable "balloon" surface to track the LV. Models are now under 
development that represent the endocardial and epicardial surfaces of the LV separately or, bet 
ter yet, that take into account the volumetric nature of the heart wall. These models can use the 
shape properties of the endocardial and epicardial surfaces and incorporate mid-wall displace-
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ment information of tagged MR images.
To summarize, deformable models offer an attractive approach to extracting accurate geo 

metric models of anatomical structures from static or dynamic 2D or 3D medical imagery, be 
cause they are able to represent the complex shapes and broad shape variability of anatomical 
structures. Deformable models overcome many of the limitations of traditional low-level im 
age processing techniques, by providing compact and analytical representations of object shape, 
by incorporating anatomic knowledge, and by providing interactive capabilities. The continued 
development and refinement of deformable models should remain an important area of research 
into the foreseeable future.
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Fusion of Anatomical and Functional Information from 
Radiological Imaging and Sub-dural Electrodes.

AD Castellano Smith, DLG Hill, A Simmons, VAS Sahni, C. Studholme, 

PJ Edwards, CE Polkey, RDC Elwes, TCS Cox, C Andrews, DJ Hawkes

UMDS, Guy's & St Thomas' Hospitals, Institute of Psychiatry, Maudsley Hospital, Kings 
College Hospital, London. <a.d.smith@umds.ac.uk>

Abstract
Some epileptic patients whose seizures are medically intractable and appear to have focal cere 
bral origin are treated surgically. The objective of surgery is to remove the lesion associated 
with the epileptic focus, whilst avoiding damage to the eloquent regions of the cortex. In current 
management of these patients at King's College Hospital, the epileptic focus is localised by the 
implantation of one or more subdural electrode mats which are left in place whilst EEG record 
ing takes place. These same mat electrodes are used for mapping the eloquent regions of the 
brain by means of stimulation. The EEG and stimulation results are then used to guide the sur 
geon in the resection of a structurally abnormal region, or in a Morell procedure (Morell et al.) 
We have developed a technique to register information from 3D gradient echo "anatomical" 
MR images, echo planar "functional" MR images, time varying EEG recordings and post im 
plantation CT images, to make it possible to fuse this diverse information into a combined rep 
resentation of the patient.
Method
Preoperatively, the patient is imaged using a 3D spoilt GRASS sequence and using functional 
MRI on a 1.5T GE Signa MR system retrofitted with Advanced NMR hardware. Intra frame 
movement in the functional MR study is corrected for using registration and transformation 
with sine interpolation (Hill et al). The EPI and GE sequences are registered using a multireso- 
lution optimization of mutual information (Studholme et al.) The functional data is processed 
by a temporal cross correlation of the pixel data with the stimulation function. 
A craniotomy is performed on the patient to implant 4mm subdural electrodes. Immediately 
postoperatively the patient undergoes a CT scan to record the 3D positions of the craniotomy 
holes and electrodes. This CT scan is registered to the preoperative MR using a multiresolution 
optimization of mutual information (Studholme et al.) The MR is segmented to produce a brain 
surface (Griffin et al.).
EEG recordings and stimulations are carried out in the days following implantation. The elec 
trode closest to the focus, and the electrode pair that results in movement of the patient's hand 
is drawn onto the preoperative MR images as spherical details of appropriate size. A combined 
representation of the anatomical and functional information is then made available to the sur 
geon for the resection.
It is possible to display a subset of the electrodes on the brain surface. A dynamic sequence of 
images is produced showing the rendered brain surface with electrodes overlaid which gave an 
abnormal EEG signal at 1 second intervals around the seizure onset. This sequence is displayed 
as a movie showing the spread of activity across the electrode mat and hence across the cortex. 
For surgical guidance purposes, the combined information can be displayed on a computer mon 
itor in the operating theatre. In this situation, the surgeon can mentally fuse the different types 
of information more easily than inspecting the uncombined data.



Results
Six patients have been studied using these techniques. Figure 1 shows one slice from a com 
bined image volume composed of the anatomical MR image, motor cortex functional MR im 
age, and the position of the electrodes which, when stimulated, caused finger movement. In the 
black and white illustration here, the location of significant functional MRI activation is in 
white, and the position of the corresponding electrode pair is shown in grey. Figure 2 shows ren 
dered views demonstrating asymmetry and differences in brain folding between hemispheres. 
Figure 3 shows four frames from a movie showing spread of activity across the brain surface
Conclusions
We have developed a procedure for the combination of anatomical and functional MR images 
and subdural electrode data in a single representation which can be used for operative guidance, 
and for relating abnormalities of function to brain structure. We have found that brain move 
ment between the preoperative MR image and post implantation CT may be significant, and this 
can account for discrepancies between the location of the electrodes and the position of the 
functional MR signal. For the patient illustrated, brain movement appears to be a larger source 
of error than either the registration errors, or inaccuracies of the surgical localiser: the move 
ment of the electrodes between implantation and removal varied between 3mm and 12mm. We 
are investigating non-linear image deformation techniques to correct for these effects.

rigure 1. Combined functional 
IMRI, anatomical MRI(white) 
and subdural electrode location 
(grey rectangle) from patient 
[with focal epilepsy.

Figure 2. Rendered views] 
of segmented MR brain 
surface from a patient with 
focal epilepsy. The left to 
right asymmetry is clearly 
visible

Figure 3 - four frames at 1 second intervals from a movie of abnormal EEG signal on brain surface during a 
seizure
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Comparative Evaluation of Registration Algorithms
Hava Lestei. Simon Arridge 

Depfirlmf n1 of ('nmputer ^ri<-lire. I n/i-t i^itij College London

It is desirable to provide an objective qualitative evaluation of the many 
registration methods developed. Registration algorithms can be classed as 
linear / non-linear, pixel-based / suface-based / landma,rk-based, manual / 
automatic. Ideally the algorithm should be non-linear - for gieatesl regis 
tration precision when applied to deformed source images, and automatic 
to avoid operator bias and for greater speed. Currently, the must common 
robust algorithms in clinical use are either manual, non-linear, landmark 
based (the thin plate spline) or pixel-based, automatic but linear.

Figure 1: thin plate spline waipsof an MR scan image.

\\e have assessed the relative performance of a selection of Ujth linear 
and non-linear registration algorithms: one-step principal axes [I] with an 
amendment allowing for rescaling: Wood? algorithm [2j: I-riston's plastic de 
formation [3] a.nd Bookstein's thin-plate spline1 [-1]. Several measures of reg 
istration accuracy were employed: counts of non-zero pixels in subtraction 
images: standard deviations as defined by Woods, ('hamfer cirors (mean. 
RMS. max) [5] and Hau.-dorff distances [()}.



1 he set of tesl ima»e^ (large! plus sequence of H) sources of inr reusing warp 
Mroneth) was carefully designed for its simplicity and to be simultaneously 
the most advanfaeeous to all the algorithms under test.

Figure 2: selection of test images: (left to right) original image; 7th source; 
10th source - stronucst warp.

Figure 3: 10th source image registered to target using: (loft to right) prin 
cipal axes: Woods: plastic deformation: thin-plato spline with landmarks at 
corners.

Figure 4: subtraction images of 10th \vaip registeied using (left to light) 
principal axes; priiirip.il ,i,\i's + Woods; plastic deformation: thin-plate 
spline.
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Figure 5: comparison of registration algorithms over all 10 warps - (left) 
counts of pixels > 1 in subtraction images; (right) mean Chamfer errors in 
outer boundary matching.

The tests are now being extended to cover other non-linear algorithms, such 
as the fluid and elastic models.
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Modelling Mammogram Outlines
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Abstract

Fibro-glandular tissue in the breast attenuates X-rays to a greater degree than does fat, 
so that significant amounts of fibro-glandular tissue appear bright on a mammogram. This 
appearance is described as 'mammographic density', and, as a measure of dense tissue, the 
proportion of breast area repr^ esentative of mammographic density is measured.

The edge of mammograms is usually indistinct due to the lack of attenuation of X-rays 
by less depth of soft tissue. Frequently, areas of fatty tissue in the breast appear as black 
areas, and such areas near the edge of the mammogram give the appeara^ nee of a sector 
missing from the mammogram. Clinicians have found that the proportion of fatty tissue in 
a mammogram is a useful indicator of disease, and to estimate this proportion the boundary 
of the mammogram should be defined.

Breast neoplasms may occur at the edge of mammograms, so that it is useful to deter 
mine the edge as part of the process of determining the size of the neoplasm. Determining 
the characteristics of the outline shape of a mammogram is also of interest as part of the 
general task of simulating mammograms.

The boundary of the mammogram has been determined by a hand-drawn ou thine using a 
computer mouse (1). Edge detection using image analysis techniques has also been used(2), 
but such methods are not robust when areas of fatty tissue are present near t£ he edge. It is 
clear that there is a smooth boundary to the mammogram, and that this boundary shape has 
defining characteristics. By fusing the hand-drawn outline with the outline determined by 
image analysis, not only are the underlying characteristics of t^, he boundary extracted, but 
also the characteristic distortion of the boundary by areas of fatty tissue. An algorithm has 
been developed for creating an improved outline as follows:

OPrincipal component techniques are used to create an intial template from hand-drawn 
outlines of complete mammograms. The stochastic variation in the apparent hand-drawn 
outline is incorporated in the initial template.

ii)Determine an outline 0 for a mammogram, by using the methods of Besag(3) and 
Gibbs random fields(4) to find the area of the X-ray covered by the mammogram. The ori 
entation of the outline is standardised by finding the point of maximum curvature, and the 
corresponding centre of curvature, and the transforming the outline O so that the these two 
points correspond to fixed reference positions.



iii)By using a Bayesian approach the outline O is combined with the initial template from 
(i) to produce a new outline, OO

iv)By using a panel, outline OO is compared with the original mammogram visually. If 
OO is accepted as an appropriate outline, it is added to the set of data used to produce the 
template, and a new template is produced.

v)The template is compared with all mammograms used to determine whether it pro 
vides a satisfactory model of for all mammograms used in the process. If the template is not 
satisfactory, another mammogram is selected and the process returns to (ii).

The final version of the template is then used with the complete set of mammograms to 
create outlines for each, and to find the distributional properties of the random differences 
between a mammogram and the corresponding outline.
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Detection of Scoliosis by Modelling Geometric
Torsion

K. V. Mardia, A. J. Baczkowski, X. Feng 
Department of Statistics, University of Leeds, Leeds LS2 9JT, U.K.

1 Introduction
A common spinal deformity is idiopathic scoliosis, which gives both a lateral curvature and an 
axial rotation of the spine. For normal individuals without scoliosis the spine essentially lies in 
the median sagittal (front-back) plane, whereas for affected individuals the spine deviates from 
the plane. If the mathematical torsion is calculated at all points along a spine, then a non-zero 
value at any point indicates a deviation from a plane. As torsion is independent of translation 
and rotation, it provides a suitable measure of abnormality of the spine.

The procedure described in this paper models the data using a parametric curve in space. 
Section 2 gives details of this model and fitting procedure. The mean and variance of the fitted 
torsion for two simple examples are also given. Alternative approaches for detecting scoliosis 
are presented by Hierholzer and Luxmann (1982), Mardia etal. (1994) and Mardia era/. (1996).

2 A Fourier model and torsion
Let (xi,yi,zt ) be the coordinates of n points located along the spine, i = !,-•• ,n. The original 
spinal data is transformed so that the x values are in the range [0, 2-rr] and the end points are 
located at (0,0,0) and (27r,0,0) respectively. Model the spinal curve in parametric form as, 
x = t, y = y(t), z = z(t). Typically we model the projections of this transformed spinal curve 
in the (x, y) and (x, z) planes as truncated Fourier models. For example,

y(t) = Pio + 0ii cos(t) + fin cos(2i) + • • • + /?im cos(mt)
+/31 ,m+i sin(t) + /3i,m+2 sin(2t) + • • • + /3lim+n sin(ni),

and similarly z(t) involves terms up to cos(r<) and sin(.si). This general model we refer to as 
the model (m, n; r, s). Fitting this by least squares gives fitted values y(t) and z(t) at points t 
along the spine. Similar models are used by Poncet et al. (1992) and Mardia et al. (1994).

The torsion r(t) of a curve at a point t characterizes the deviation of the curve, in a small 
neighbourhood containing the point, from a plane. The fitted torsion f(t) for the Fourier model 
is in general a function of y(t) and z(t).

We assume that the observed data values j/; and z; are independent and with mean given by 
y(i) and z(t ) respectively and having constant variances. We have then derived expressions for



the mean and variance of f(t), and studied their behaviour.

Example 1. For the circular helix, model(l,0;0,l), with y(t) = /3cos(t), z(t) = /3sin(i), we 
can show thatr(i) = l/(/32 + 1), so an estimate of r(i) is r(t) = l/(/32 + 1), where/? is a least 
squares estimate of /?. Then,

where cr 2, and a\ are the variances of the observed data in the y and z directions respectively. 
Example 2. For theellipticalhelix,model(l,l;l,l), given by y(t) = /3i 0 +/3n cos(i)+^12 sin(i) > 
z(t) = /32o + /32 i cos(i) + /322 sin(i), the torsion r(i) is a function of both t and the parameters 
/3, namely,

r(t) = -————

We can estimate (3 by least squares. Approximate expressions for the mean and variance of f(i) 
have been derived using MAPLE and REDUCE and show that E't(t)] = r(t) + O(l/n).

3 Future work
For several available spinal data sets we have fitted various Fourier models. One problem with a 
globally fitted method is that the Fourier models inherently give a form for the torsion which is 
only a near representation of the true torsion. An improvement uses a kernel Fourier procedure 
to obtain estimates of torsion at all points along the spine. Poncet el al. (1992) split the spine 
into two parts and fitted an elliptical helix to each part. Though an elliptical helix in the kernel 
procedure did not give good results we have had some success using a Fourier model.
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Image Analysis of Fungal Spores

G. Pursey*, P.C. TaylorWd M.C. Denham*

Abstract

Fungal spores are very small and so need a scanning electron microscope in order to see any detail. 
Taxonomy is performed by hand at present which is a laborious job if there are hundreds or thousands 
of spores to measure. Spores are classified according to size and certain shape characteristic. The aim of 
this project is to develop computer methods for automatic classification of such spores.

1 Introduction
Analysing a fungal spore with a computer is a three stage process. First, the spore must be lo 
cated. Then the appropriate information must be collected from the spore. Finally, the informa 
tion is used to classify the spore.

The spore is set on a slide and viewed by a scanning electron microscope (SEM), magnifying 
the spore about twenty thousand times. A camera is attached to the SEM which in turn is attached 
to a computer imaging system. The computer images are processed by the computer to obtain 
the necessary information. These images are of very high quality and so image reconstruction 
methods are not necessary. Since the images are large and there may be many such images to 
process we require a method which is both quick and accurate.

The slide may contain a large amount of spores in no set position within the image. The im 
age of the slide must therefore be searched and individual spores highlighted. Edge detection 
methods such as Canny (1986) are able to highlight the edges of spores. However the image as 
a whole is processed so it is not possible to identify individual spores easily. A method such 
as Hough (1962) can search the enhanced image for pixels that belong to a circle say, but then 
ellipses must be searched for separately. Martelli (1976) presents a method for detecting edges 
using a dynamic programming approach. This means that a path is followed around objects mak 
ing it possible to select edges of individual shapes. However it still relies on specifying properties 
of the shape of interest. A method called Route Tracing (Pursey and Taylor, 1995) has been de 
veloped which makes no assumptions about the level of noise present in the image or the nature 
of the shapes that could be present. It is based directly on following one edge of a shape until 
you get back to where you started. Templates are used to locate the start point of a shape and 
other templates are used in the route tracing to smooth edges out. The method is combined with
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a grey-scale segmentation method which first simplifies the image by analysing cross sections 
and reducing the number of grey-scale values.

Once the edge coordinates of the spore have been obtained, they are used to obtain informa 
tion about the spore's shape. The shape must be classified in order to ascertain which specific 
parameters are required. For example, in a circle the diameter and centre are of interest whilst in 
a starlike shape the centre and the number of points are of prime interest. Current methods such 
as Albano (1974) are shape specific. They are only able to estimate the parameters of a particular 
group of given shapes. Since we are not making assumptions about the shape we are analysing, 
these methods are not appropriate. A method called quadratic fitting has been developed. The 
edge data are transformed so the 'long edge' of the shape lies horizontal. A quadratic model is 
then fitted to half the shape in order to find the centre and curvature in one plane. Rotating the 
shape allows the centre and curvature to be found in the perpendicular plane. With the estimate 
of the centre the distance from each edge point to the centre may be found. This data can be used 
to find out the radius or how many spines a shape has for example.

Having obtained the necessary data, we may use it to either classify the spore as a known 
species based on previous data or to compile a database on a particular spore. This database can 
then tell us things such as the variability of the diameter for a particular species.

In summary, two new methods have been created with the purpose of analysing fungal spores. 
These methods may also have applications in other fields. Route tracing and quadratic fitting 
could be useful in other microscopy applications and other fields such as archeology or astron 
omy.
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Patterns of intra- and inter-species shape variability: 
The example of the African rodent Oenomys
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Shape variability in biology can be related to a large range of factors including 
biogeographic, genetic, and environmental features. The influence of these factors on the 
patterns and amplitude of shape variability in natura is still poorly known. The African murine 
rodent Oenomys, a semi-arboreal genus ranging across the forest zone of Africa, from Guinea 
to Kenya, may be a relevant model to study these factors. It is typically found in montane 
forests with a broken canopy and dense undergrowth and in the fresh herbaceous growth 
following the clearing or disturbance of the forest (Kindom, 1971). Its dentition exhibits a 
trend toward a peculiar dental pattern named stephanodonty, which is interpreted as an 
adaptation to grass-eating (Denys, 1994)

Oenomys has two species with a distinct geographic distribution: O. omatus is limited 
to West Africa (Guinea, Ivory Coast and Ghana) while O. hypoxanthus is present from Nigeria 
to East Africa (Kenya and Ethiopia). The specific statute of O. hypoxanthus and O. omatus 
has been established using different criteria: (i) the chromosomal number (O. hypoxanthus: 2n 
= 32; O. omatus: 2n = 46; Tranier and Gautun, 1979); (ii) the mean body size (O. omatus 
being smaller than O. hypoxanthus), and (iii) the fur colour. Thus Oenomys allows to approach 
the interspecific variability between O. ornatus and 0. hypoxanthus, while the large 
geographical distribution of 0. hypoxanthus allows to assess the intraspecific variability.

Our sample is composed of 200 specimens covering the whole geographical distribution 
of Oenomys. Two large samples from Burundi are available that allow to estimate the 
importance of local variability and measurement error

In order to quantify shape variability, the outlines in plane view of first upper and lower 
molars of Oenomys have been analysed by a Fourier method using the radius as a function of 
the arc length along the outline. Size has been standardized by dividing the radii by the 
perimeter of the tooth. Two data sets were obtained mixing O. omatus and O. hypoxanthus, 
one for the upper and one for the lower molars. Principal component analysis (PCA) has been 
performed on these data sets, allowing to assess the shape variability within and among 
species. This method allows to visualize the main shape variability on a few axes, without 
defining some a priori groups such as species or geographic entities. The patterns of shape 
variability obtained have then been compared to those of molar size and climatic data.

The upper molars reveal an East-West gradient along the first principal axis (PCI, Fig. 
1A). On this axis a morphological difference between the two species 0. omatus and O. 
hypoxanthus appears to exist, but the variability mtra-hypoxanthus between Central and East 
Africa is of the same order of magnitude than the difference between O. omatus and O. 
hypoxanthus. The following axes of the PCA are only related to a strong variability among the 
populations, as shown by the large Burundi samples and/or measurement error.

The morphological signal of the lower molars is less clear. The main source of variation 
here is the intra-population variability and measurement error, which are displayed by the first 
two principal axes. The prevailing East-West gradient shown by the upper molars emerges only 
on PCS for the lower molars (Fig. IB). The shape change that this gradient implied is very 
localized on the contour of the lower molars and may explain the weaker signal compared to 
the upper molars. The upper and lower molars, therefore, show a similar geographical 
gradient, suggesting a functional link between these two dental elements, as already shown on 
fossil rodents (Renaud et al., 1996).



Upper Molar

Figure 1A. Figure IB.

Figure 1. Longitude and shape gradient. The principal components are derived from a PCA on the Fourier 
coefficients of the radius as a function of the arc length along the outline for the upper and lower molars of 
Oenomys. E East-African subgroup; C: Central-African subgroup, W: West-African subgroup.

The geographical gradient of tooth shape presented here suggests three morphological 
subgroups of Oenomys: an East-African subgroup, a Central-African subgroup, and a West- 
African subgroup. This result supports the existence of a morphological differentiation of the 
two species O. hypoxanthus and O. ornatus, but also suggests that the Eastern and Central- 
African subgroups may represent two different species, an idea that is corroborated by a 
difference in size of the molars between the Central- and East-African subgroups. This 
morphological variability could be the consequence of the biogeographical history of the 
African rain forest, which has been fragmented in the Quaternary as a consequence of glacial 
periods (Maley, 1996). Another hypothesis is to relate the pattern of shape variations of 
Oenomys to modem ecological and climatic gradients over its wide geographical distribution.
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Shape-based segmentation of cardiac MR images using 
geometrically deformable templates

Daniel Rueckert and Peter Burger 
Imperial College of Science, Technology and Medicine

We develop a new approach to shape-based segmentation and tracking of cardiac MR images using 
geometrically deformable templates (GDTs). We propose to use an energy-minimizing deformable 
template which can deform into similar shapes under the influence of external forces. The degree 
of deformation of the template from its equilibrium shape is expressed in terms of the bending 
energy of an idealized thin-plate of metal. By minimizing this shape energy along with the other 
energy terms of the classic deformable model [1], the deformable template is attracted to objects in 
the image whose shape is similar to its equilibrium shape. The energy of the deformable template 
is minimized using a global optimization, Simulated Annealing. We have applied the algorithm 
for the shape-based segmentation of the myocardium and the aorta in cardiac MR cine sequences.

GDTs are a class of deformable templates which try to minimize their associated energy function. 
In contrast to GDMs [2] which have a circle as their equilibrium shape, a GOT can assume any 
arbitrary equilibrium shape. Its equilibrium shape is the shape of the template in the absence 
of any external forces. Any deformation from its equilibrium shape requires energy. We call this 
energy the shape energy of the template. Unlike other approaches which restrict a template to 
specific shapes via the parameterization of the model [3], a GDT is restricted only by the amount 
of energy which is necessary to deform it from its equilibrium shape. This shape energy is the 
bending energy of the so-called thin-plate splines [4].

Thin-plate splines have been used to study morphometrics and biological variations of shape [4\ and 
offer a powerful and convenient approach to analyze and decompose the deformations of a shape 
model in terms of the physical bending energy of a thin plate of metal. The bending energy of a 
thin-plate spline is a quadratic form of the height of the plate at a fixed set of points, the landmark 
points. Thin-plate splines can be used to define an interpolation function which maps a set of 
landmark points into another set of landmark points. In the context of deformable templates, we 
use the bending energy of these splines to describe the amount of deformation from its equilibrium 
shape: A GDT can be defined as a set of vertices in the image plane which define not only the 
contour of the object, but also serve as the landmark points of the thin-plate splines. It should 
be noted, that here the vertices are not used as landmark points in their biological meaning but 
rather as control points which define the object shape. Using the vertices of the equilibrium shape 
as landmark points and the vertices of the deformed shape as their homologous landmarks any 
transformation (except for transformations like translation, rotation, and scaling) requires energy. 
This amount of energy can be used to describe the similarity between the vertices of the template 
in its equilibrium and its deformed shape.

The successful application of GDTs relies on the robust energy minimization of the template. 
Local energy minimization techniques are bound to fail in this context for two reasons: First, 
local minima are often caused by noise and initialization. Second and most importantly, the 
deformation process may require shapes of high bending energy as intermediate stages during the 
transition from the initial shape to the final shape. Wo therefore propose to minimize the energy 
of the deformable template using a stochastic relaxation technique, Simulated Annealing (SA) [5]: 
by introducing a control parameter, called temperature, we are able to simulate the annealing



Figure 1: Segmentation and tracking of the myocardium in a cine MR image.

Figure 2: Visualization of a deformable template of the aorta in a cine MR image.

process of a metal: at high temperature, arbitrary deformations of the template are allowed while 
at lower temperatures only energy-decreasing deformations are allowed.

We have used the deformable template to segment and analyze non-rigid objects like the my 
ocardium (Fig. 1) and the aorta (Fig. 2) in cardiac MR images. We have found that the de 
formable template significantly increases the robustness and accuracy of the segmentation result 
compared to classic deformable models.
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1 Introduction
The goal of this project was to determine sizing recommendations to improve the fit of the U.S. 
Air Force's MBU-20/P oxygen mask. This mask is part of the COMBAT EDGE (COMBined 
Advanced TEchnology Design G-Ensemble) system which is being fielded in all U..S. Air Force 
F-15 and F-16 fighter squadrons. COMBAT EDGE is the Air Force's first pressure breathing 
for G (PEG) life support system. The MBU-20/P mask is designed to deliver oxygen at normal 
pressures at acceleration levels below 4.5G, and gradually increase oxygen pressure as the G 
load increases. The maximum pressure is 60mm Hg at 9G. Because the MBU-20/Pmask delivers 
positive pressure oxygen, maintaining a good seal between the mask and the face is critical. Any 
leaks in the seal around the nose or cheekbone area are unacceptable since air would blow into 
the pilots' eyes and cause burning and tearing which obstructs vision. This has caused extreme 
difficulty in fitting pilots with non-customized masks of this type. Thus the approach was to fit 
test the existing sizes and evaluate the anthropometric differences between good and poor fits to 
determine sizing recommendations.

2 Method
The sizes tested were Small Narrow, Medium Narrow, Medium Wide and Large Wide. These 
were tested using thirty male and thirty female subjects. Traditional anthropometric measure 
ments were taken as well as a high resolution surface digitization of each subject's head and face 
with and without the mask. The traditional landmarks and measurements were chosen for use 
fulness in examination of mask fit issues. Traditional anthropometric measurements taken were: 
head circumference, bitragion-subnasale arc, head length, head breadth, bizygomatic breadth, 
menton-sellion length, sellion-supramenton length, menton-subnasale length, bi-inframalar breadth, 
lip length, lip length (smiling), nasal root breadth, nose breadth, nose length, nose protrusion, 
head circumference with subject wearing bald cap, head length with bald cap, and head breadth 
with bald cap. Sixteen homologous anatomical landmarks on the face and fourteen landmarks on 
the mask were used for analysis. The scan data was collected using a Cyberware 4020 RBG/PS- 
D Color 3-D Digitizer which uses a laser and two cameras to capture up to 130,000 points on the 
head and shoulders in seventeen seconds. The resolution is approximately 1 mm (vertically) and



1.5 mm (horizontally). Each point has its geometry (location in 3-D space) and color recorded. 
Masks were fitted for the subjects by the Air Force expert fitters who rated the masks based on 
mask seal leakage and excessive pressure exerted on the face (comfort). In addition to the fit 
ters' evaluation, subjects were asked to rate the masks for comfort, slippage (displacement) and 
leakage to evaluate the operational use of the mask. These ratings were based on the use of the 
mask for sorties or centrifuge-runs. Area leakage and overall slippage were rated separately as: 
None, Slight, Moderate, or Excessive. Both Moderate and Excessive ratings were considered as 
fails. Overall seal was rated as: Excellent, Good, Okay, Fair, or Poor, with the last two ratings 
considered as fails. Area and overall discomf ort was rated by: None, Slight, Moderate, Exces 
sive, or Hot Spots. The last three ratings were considered as fails. Once the data was collected, 
it was analyzed to determine the physical differences between subjects who passed the fit test 
and those who failed. New sizes were to be developed based on the areas identified as needing 
modification.

3 Analysis and Results
The anthropometric measurements and various fit ratings were analyzed using ANOVA, MANOVA 
and Principal Component Analysis to try to anthropometrically differentiate between passes and 
fails. All three analyses showed there to be no significant differences. A new method was needed. 
Euclidean Distance Matrix Analysis (EDMA) was chosen as the method best suited for this ap 
plication. Since the data had been collected using the Cyberware scanner, XYZ coordinates were 
available for the landmarks used.

EDMA was used to identify the areas of the most change between passes and fails. None 
of the ratios "substantially different from 1" (Lele and Richtsmeier, 1991) were anatomical dif 
ferences; all were mask placement differences. This led to the belief that the anthropometric 
differences between passes and fails were either non-existent or were fully confounded with the 
mask placement differences. The significant measurements for ail mask sizes were the distances 
from sellion to the top of the mask and from promenton to the bottom of the mask. In order to 
control the variance in the data, the EDMA process was repeated using only the XY coordinates. 
The two distances were graphed bivariately with fit as the symbol illustrating the areas of non-fit. 
From this graph, locations of the mask top in relation to sellion and the mask bottom in relation 
to promenton by fit were visible.

4 Conclusion
Data analysis for this project points out that the way an item is worn can be more important than 
anatomy in determining fi t. This emphasizes the importance of fit testing as part of the develop 
ment process-not just its use after development has been done. 3-D measurements of the human- 
equipment interface would be needed for design. The use of EDMA in the project allowed for 
identification of the cause of fit problems. Since the problems were not due to anthropometric 
differences, EDMA provided mask placement specifications for a good fit.
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