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Spatial Temporal Modelling and its Applications

Introduction

It is exciting that the 18th Leeds Annual Statistical Research (LASR) Workshop is on the chal 
lenging topic of "Spatial Temporal Modelling and its Applications". The Department's interest in 
this area is reflected in the recent discussion paper "The Kriged Kalman Filter", presented to the 
Spanish Statistical and Operational Research Society, by Kanti Mardia, Colin Goodall, Ed Redfern 
and Francisco Alonso in 1998. The workshop theme was selected to further our aim of striking 
a balance between the fundamentals of statistical modelling in this area and with applications in 
various fields such as computer vision (including tracking), medical imaging (including functional 
MRI) and ecology. The breadth of papers and posters indicates that this aim has been met.

We thought it might be appropriate to look back at the development of the LASR workshops, 
which have now become an international event. The workshop evolved about 25 years ago from 
the idea to invite a speaker on a newly-emerging topic of interest to the Department but to keep the 
open-door policy of encouraging external participants for wider dissemination. The speaker gave 
not only lectures with technical details, but also tutorials and practicals. Slowly the workshop 
changed to a conference format on a single theme, but the time for interaction has been kept to 
allow for informal discussion at coffee breaks and lunch.

There were early annual sessions of this nature, but they were not numbered (numbering as in 
the current '18th' Workshop). John Gower gave such a workshop in 1974 on "Multidimensional 
Scaling" and during 1975-1977, there were symposia on "Directional Data Analysis" supported by 
SRC (now EPSRC) which included several distinguished speakers, starting with Chinubhai Kha- 
tri in April 1975. Other visitors included Ole Barndorff-Nielsen, Edward Batschelet, Rudy Beran, 
Kit Bingham, Tom Downs, Srinivas Jammalamadaka (J.S. Rao), Madan Puri and Geof Watson. 
In 1977, there was also a series of lectures on stochastic geometry under the broad title of "A Di 
rectional Data Fortnight", by Adrian Baddeley and Wilfrid Kendall. The formal numbering began 
after 1979 and the list is given here as a record. Some of these workshops were supported by the 
EPSRC, e.g. through research grants for visiting fellows and from the Mathfit programme. From 
1994, the workshop has been sponsored jointly by the Department of Statistics and the Centre of 
Medical Imaging Research (CoMIR). Indeed in 1998, we decided to support the "Medical Image 
Understanding and Analysis" conference held in Leeds 6-7 July 1998. Its proceedings were edited 
by E. Berry, D.C. Hogg, K.V. Mardia and M.A. Smith.



Geostatistics (Conference)

1. Spatial Processes on Regular Lattices
2. Applied Spatial Processes
3. Spatial Statistics
4. Estimation Procedures for Stationary Spatial Processes 
Statistics of Image Processing (Conference)
5. Bispectral Analysis and Bilinear Time Series Models
6. Statistics and Image Processing
1. Markov Random Fields
8. Experimental Design Package
9. ltd Calculus
10. Statistical Image Analysis
11. Shape Analysis, Landmarks and Biomedical Imaging
12. Shape and Image Analysis for Industry and Medicine
13. Shape Recognition in 2D and 3D Imaging
14. Medical Imaging: Shape and Visualization
\ 5. Current Issues in Statistical Shape Analysis

16. Image Fusion and Shape Variability Techniques

17. The Art and Science of Bayesian Image Analysis

Prof. D.G. Kendall, 1979 
Prof. A. Marechal et al 
Dr. R.J. Martin 1980 
Prof. J.Besag 1981 
Prof. B.D. Ripley 1982 
Prof. X. Guy on 1983 
Prof. J.V. Kittleretal 1984 
Prof. T. Subba-Rao 1985 
Prof. J. Haslett 1986 
Prof. H.R. Kunsch 1987 
Dr. A. Baines 1988 
Prof. W.S. Kendall 1989 
Prof. C. Jennison 1990 
Prof. F.L. Bookstein 1991 
Prof. C.R. Goodall 1992 
Prof. M.I. Miller 1993 
Prof. S. Pizer 1994 
Prof. F.L. Bookstein, 1995 
Prof. J. Gower, 
Prof. PJ. Green, 
Prof. D.G. Kendall 
Dr. A. Gueziec, 1996 
Prof. V.E. Johnson, 
Prof. J.J. Koenderink, 
Prof. D. Terzopoulos 
Prof. U. Grenander, 1997 
Prof. V.E. Johnson, 
Prof. M. Titterington

The list is by no means complete since there was, for example, an informal workshop on shape 
in 1987 with Fred Bookstein and Paul Sampson. In general our tendency has been to not highlight 
the local speakers who have, of course, played an important role in presentations, discussions and 
organisation, as well as after-dinner speeches!

Some further modifications took place as time went on. For example, the photograph and the 
proceedings have become a regular part of the workshop. A full series of photographs from the 
workshops is displayed in the School of Mathematics. From 1995, we began publishing the pro 
ceedings, which are made available to participants at the workshop. We are very grateful to the 
authors for supplying their abstracts in time for this workshop.



Picture 1. Geostatistics Meeting 1979. From left to right: Prof. D.G. Kendall, University of Cambridge; 

Prof. P.A. Dowd, Department of Mining and Mineral Sciences at Leeds; Prof. A. Marechal, Centre de Geo- 

statistique, Fountainbleau; Prof. K. V. Mardia, Head of Department of Statistics, University of Leeds.

Picture 2. Statistics of Image Processing Conference 1984. From left to right: Mr. C. Barrow (Director, 

The Alvey Directorate); Prof. J.R. Ullmann (Chairman of the British Pattern Recognition Association, the 

sponsoring body); Dr. J. V. Kittler (Chairman of the SERC Special Group on Pattern Recognition); and 

Prof. K. V. Mardia (Conference Convenor).

Picture 3. The 15th LASR Workshop on "Current Issues in Statistical Shape Analysis" 1995. From left 

to right: Prof. F.L. Bookstein (University of Michigan, USA); Prof. W.S. Kendall (University of Warwick); 

Prof. K.V. Mardia (University of Leeds); Prof. J.T. Kent (University of Leeds); Prof. C.R. Goodall (Pennsyl 

vania State University, USA).



The first Proceedings, "Current Issues in Statistical Shape Analysis", was dedicated to David 
Kendall and Fred Bookstein. Kanti recalls David Kendall participated in the first conference on 
"Geostatistics" of 1979, and in several others. Fred Bookstein has been another regular supporter 
of the event for a number of years. A few pictures from earlier workshops are given here to high 
light some events. Picture 1 is taken from the first conference, which was really the beginning of 
the workshop and of interests in spatial statistics in the Department at Leeds; Picture 2 is selected 
from the second main conference, which represents the beginning of interest in image analysis in 
the Department at Leeds and Picture 3 is taken from the 15th LASR Workshop, our first major 
conference on shape analysis, which also marked the beginning of the proceedings.

Plans are already underway for the 19th LASR workshop next year on "Shape and Image Anal 
ysis: II", following a successful workshop on this theme in Calcutta in January 1999, which was 
organized under the twinning arrangement between the Indian Statistical Institute, Calcutta and 
the University of Leeds.

Returning to this year's workshop we are very pleased to welcome all the participants to the ex 
cellent surroundings of Fairbairn House. In particular, we are very pleased to welcome our invited 
speakers. On the first day of the workshop Sir David Cox will give a presentation on some simple 
spatial-temporal models. Professors Chris Taylor, Andrew Blake and David Hogg will speak on 
spatial-temporal modelling in relation to computer vision and tracking. On the final day Profes 
sors Noel Cressie and Peter Diggle will speak about statistical modelling of spatial-temporal pro 
cesses, with applications to environmental modelling. In total there are 25 talks and 12 posters in 
this fascinating area of study, and we very much look forward to all these important contributions. 
In view of the wide range of interests of the participants, we do hope that there will be significant 
interaction between statisticians and applied researchers at the event.

Finally, we hope that this unique and high-profile event at Leeds will continue to flourish in 
the future.

Kanti Mardia

Robert Aykroyd

lan Dryden
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Versatility of the Kriged Kalman Filter

Kanti V. Mardia and Edwin J. Redfern 
Department of Statistics, University of Leeds, LS2 9JT, UK

1 Introduction
Spatial-temporal modeling has developed through applications in Geostatistics, Hydrology, Me 
teorology and more recently Environmental pollution monitoring. This workshop highlights 
more recent activities in the area including tracking, functional MRI, health data and facial anal 
ysis.

Mardia et al (1998) developed an approach, outlined in Goodall and Mardia (1994), based on 
the spatial-temporal general state space model designed to model the evolution of spatial fields 
through time. The approach combines Kriging and the Kalman filter.

(a) Kriging has provided a successful Weiner prediction approach in Spatial Statistics and 
Geostatistics.

(b) The Kalman filter gives a well-established recursive procedure for estimation in general 
state space models applied to time series.

This paper addresses some of the modelling issues related to specification of the KKF, in partic 
ular some of the points raised in the discussion of Mardia et al (1998)

2 The Kriged Kalman Filter (KKF) model
The KKF model is a particular type of General State Space (GSS) model for Spatial-Temporal 
data (ST-GSS model), as defined by Goodall and Mardia (1994). In its simplest form the ST-GSS 
model is as follows. The spatial-temporal field

x(s,t), s 6 SC $k , t 6 Tc & (1) 

is decomposed into mean and error components

x(s,t) = n(s,t) + €(s,t). (2)

The mean component is expressed as a time-varying linear combination a(t) of spatial fields 
h(s), which we call the common fields of the ST-GSS model.

/t(s,t) = MsMi) + h2 (s)a2 (t) + ... + Ap(sK(t) = h(sfa(t). (3)

The vector a(t) represents the state of the system of eqn.(4) for //(s, t). The state equations

a(t) = Pa(t - 1) + Krj(t) (4)



introduce a stochastic component into the trend /i(s, t). The innovation at time t is Krj(t), where 
we assume r)(t) ~ NID(0, £77). Generally, some but not all of the parameters P, K, and EJJ 
are specified by the model, so known. We assume that the error component e(s, t) is a spatial- 
correlated error process, with

cov(e(s,t),e(s',t')) = 0 fort^i' alls.s'. (5) 

implying all temporal dependence in X (s, t) is conveyed by the state vector a(t ) and eqn.(4).

3 Model Description

The Kriged Kalman Filter model resembles the singular value decomposition in the sense of sep 
arating out temporal-invariant spatial patterns and spatial-invariant temporal patterns. These are 
respectively a basis for kriged surfaces - the common fields - and the multivariate general state 
space model. The main points of the KKF model are: (a) The observations are linear combi 
nations of spatial fields, called common fields, at each time, (b) The coefficients of the linear 
combinations comprise the state vector in a general state model, (c) The common fields include 
trend fields and principal fields for the so-called normative sites, and together comprise a basis 
for kriging solutions for data at the normative sites, (d) Estimation is via maximum likelihood 
using the EM algorithm, (e) The problem of simultaneous estimation in space and time is re 
duced to recursive estimation, using the Kalman filter and MLE, of a multivariate general state 
space model, (f) The approach to spatial-temporal data is one of exploratory modeling, using a 
broad and flexible class of models.

3.1 Specifying the spatial component

The systematic spatial component in x(s, t) is modeled as time-varying linear combinations of 
p common fields, comprising q trend fields and r = p — q principal fields, written in order as

h(sf = (/H(S), . . . , hq (s), Vi(s),       , WO)  

In this paper the fields are found by considering common trend components, and common spatial 
dependency across time. The principal fields used are based on the kriging predictor for a set of 
normative sites.

The kriging predictor depends on the covariogram S^, the spatial pattern of the points, and 
the trend fields. Thus for the KKF we need to develop methods for determining a suitable, possi 
bly optimal, set of normative sites, while choosing and fitting an appropriate covariogram model, 
identifying the form of the trend matrix, and choosing all or a subset of the principal fields.

Alternative strategies for the choice of the principal fields are based on those with either large 
scale or small scale variation are considered as possible convenient data reduction techniques. 
Other strategies that we consider are to either choose a small set of the normative sites, and all 
principal fields or a small number of fields defined on a grid of normative sites.

3.2 Specifying the Temporal Component

Mardia et al (1998) presented various alternative ways of specifying the temporal component in 
the KKF model. These were based on auto-regressive modeling and dynamic linear modeling, 
each of which determines the form of the transition matrix in the System equation. In this paper 
we compare the case of an unspecified P and the autogressive form.



3.3 Estimation

An iterative two stage strategy is used to estimate the various components of the model.

  Spatial modeling, to define the set of common fields leading to h(s).

  Assuming the parameters and the matrix of common fields H have been specified the 
Kalman filter provides estimates of the states a(i) given the data. This allows us to obtain 
maximum-likelihood estimates using the EM algorithm, of the parameters P, EIJ , and Se .

4 Example

The methods will be illustrated using 707 daily observations of sulphur dioxide levels at 14(= n) 
monitored sites in Leeds and its vicinity. These are almost two years of readings for the period 
29th March 1983 to 5th March 1985. We will compare the results of models based on a range of 
possible normative sites. The example will also illustrate the effect of different choices on the 
spatial prediction at different time points.

In this example we model spatial covariance using the exponential powered covariogram 
from the stable family

e-W, 6>0, 0<p<2. (6)

A model with the large scale variation principal fields gave a far greater reduction in negative 
log likelihood than did a model with the small scale fields. Models using fields chosen on the 
basis of spatial information for all the observed sites rather than a subset gave the best fit.

The choice of the subset of sites to be used are determined as follows. Suppose m normative 
sites are to be selected from among the n design sites, and a total of p = m common fields used, 
to include a fixed set of q trend fields, and r = m — q principal fields. Consider all ( £ ) subsets 
written i = (n,..., im ) of the sites indexed (1,..., n). For each i compute the generalized 
bending energy matrix B\ (eqn.(l 1)) and its largest eigenvalue, written dm\. The selected sites 
are i = axg mini dm\, a minimax solution.

This selection seems to concentrate sites on boundary of convex hull which may not be ap 
propriate. Diagnostics along the lines of Section 4.2 of Goodall and Mardia (1994) should be 
considered. We compare the results based on this with the results obtained using a regular grid 
of sites covering the region. We also compare the result of using an unconstrained P matrix with 
froms constrained by some model specification such as and AR(1) or AR(2).

5 Discussion
Future work falls into the following themes: (i) General Modelling and KKF (ii) Kriging vs 
Kalman Filter (iii) Model Selection (iv) Implementation Issues and (v) Diagnostics. There is 
also scope for using a full Bayesian setup for the KKF with hierarchical implementation.

(i) The KKF is oriented towards data that are spatially irregular and temporally regular, 
though data that are occur irregularly in time can be accommodated using a hopefully-coarse 
discretization of time and 1-, 2-, or more-step predictions, incorporating data however (images) 
and whenever they occur. A further point is that the GSS model allows short series also.

Wherever possible, one should incorporate physical aspects of the model when there is a 
priori information. A strong link with practitioners should improve the modelling process. KKF 
is a flexible, tractable model that can be used for exploratory modeling. The stationarity of the



model can be relaxed by allowing the smooth time evolution of the common fields through a lag 
window, and the deeper notion of letting the bending energy matrix change dynamically. Goodall 
and Mardia (1994) also remark on letting different parts of the model vary at different temporal 
scales. The same statement can be made spatially, for example, the choice of common fields and 
general state space model can vary in space.

(ii) Primafacie it appears that the kriging component in the KKF is not as fundamental as 
the Kalman filter in view of the underlying state space formulation. However, the role of kriging 
is fundamental to spatial prediction and formulation of H. Also the state equation imposes con 
straints on the "Kriging solution" where as the common fields derived from the spatial model 
constrain the "Kalman filter" parameter matrix H. On the other hand, Green and Titterington 
(1988) introduce a spatial temporal Kalman filter in the state vector is taken to be the spatial 
field. A totally different strategy is adopted by Mardia and Goodall (1993).

(iii) Issues on the model selection that require further work include how to select the co- 
variance function on which the principal fields are based and how to formulate the observation 
equation. The key to combining Kriging and Kalman filter into the KKF model is the use of 
common fields. One choice is the use of trend fields and principal fields. Further work requires 
concentration of normative sites where small scale variation is most apparent, Fourier surfaces 
and trigonometric fields, and wavelets. The flexibility of wavelets in modeling patterns at dif 
ferent resolutions is clearly valuable and has great potential as an alternative strategy. There 
are however limitations to the the use of common fields, including for example a moving plume 
which may be addressed by use of the non-linear Kalman filter.

(iv) We have used the EM algorithm which suffers from convergence problems. Also, it does 
not provide standard errors of the estimates. Further, since we are using a recursive method, the 
errors are cumulative in time. We are presently exploring full maximum likelihood estimation of 
the covariance and Kalman filter parameters using MCMC, which has the advantage of providing 
measures of uncertainties.

(v) Diagnostics to detect departure from the KKF model are needed, particularly to detect 
large differences over small distances, persisting for several days.

To sum up, the KKF is a versatile technique for exploring and modeling spatial-temporal 
data. The practitioner needs to have expertise in Kriging and in multivariate time series modeling 
via the Kalman filter. To do both is a significant undertaking.
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Spatial Prediction of Particulate Population Fields in Vancouver

Nhu D Le1 , Li Sun2 , Jim Zidek2 and Haluk Ozkaynak3

1 British Columbia Cancer Agency, 2 University of British Columbia and 
3 US Environmental Protection Agency

In this paper we will present a solution to the problem of predicting ambient space - time 
response fields. Our focus will be the ambient log PM10 field over Vancouver, Canada. We ad 
dress problems that result from the complexity induced by space-time interaction in that field. 
Our solution may well be of general interest since we believe such interaction to be quite com 
mon.

Our paper is a sequel to that of Li et al (1998), analysing the hourly PM10 field over the 
Greater Vancouver Regional District (GVRD). Interest in this pollutant derives from the recog 
nition that elevated levels are associated with acute negative health impacts.

Li et al (1998) analyze hourly ambient PM10 concentrations collected in the Vancouver area 
from 1994 to 1996. Data come from 10 monitoring stations in the GVRD, different stations start 
ing operation at different times. Tapered Element Oscillating Microbalance (TEOM) monitors 
generated it.

The analysis of Li et al (1998) was to be a prelude to the development of a spatial prediction 
methodology for imputing unmeasured levels of PM10 at 299 additional locations. However, the 
interpolation methodology to be used, that of Le and Zidek (1992) requires that realizations of the 
random field: (1) have Gaussian distributions; and (2) be independent. To ensure approximate 
attainment of (1) the data were logarithmically transformed. Y(x, t) will denote the resulting 
response at site x and time t.

(2) proves more challenging. A remarkable consistency in temporal pattern across sites of the 
log-transformed measurements proved an important initial discovery. So a trend model T(t) = 
V- + Hhwr + Dda.y 4- Wm,,k at time t was fitted across all ten monitoring sites. The "detrended 
residual" at site x and time t was then computed: E(x, t) = Y(x, t) — T(t).

Subsequent analyses showed {E(x, i)} to be well-modeled by a single AR(3) model for all 
sites for each fixed x and varying t:

E(x, t) = a-iE(x, t - 1) + a2 E(x, t - 2) + a3 E(x, t-3) + e(x, t) (1)

where «i, a2 and a3 are the model coefficients. Call {e(z, t)} the "deAR'd" residual. For fixed 
x, the "deAR'd" residuals prove to have small auto-correlations at each of the 10 sites.

Ideally spatial prediction would now entail the imputation of the {e(x, t)} for all 299 new 
sites x not among the original 10. We would then obtain {e(x, t} for such sites. Proceeding 
along this imaginary path, we would next construct the detrended residuals for those sites. This 
we would do by letting them be 0 at times t = -2, -1 and using (1) recursively to obtain the 
E's for those sites Finally the trend would be added to these imputed residuals to get series on 
the original log-PMIO scale.

However that plan proves unsatisfactory. For fixed t the deAR'd residual series at all 10 sta 
tions had not only the anticipated small autocorrelations but as well small between-site cross-



10

correlations on the order of about 0.2 or 0.3. These small correlations contrasted with their sub 
stantially larger counterparts for the {E(x, t)} which proved to be around 0.6 to 0.7 between the 
10 sites. Where had that correlation gone?

Our answer came through additional analysis that showed spatial correlation had "leaked" 
into the lag-one hour cross-correlations between sites. Substantial correlation remains between 
{e(x, t)} and {e(x', t — 1)} at any two sites x and x' for varying t.

This finding shows the 10 parallel time-series to have a complex spatial-temporal structure 
that cannot be modelled through univariate time-series methods applied one site at a time. More 
over, the seemingly obvious solution of using a multivariate auto-regressive approach cannot be 
used as we now explain.

The multivariate approach would involve use the detrended residual series for all of the 10 
sites in the model:

E(t) = AiE(t - 1) + A2 E(t - 2) + A3E(t - 3) + e(t) (2)

where the {A,} are the 10 x 10 matrices of model coefficients, E(t) = (E(l,t),.. .,£(10, <))' 
for all t and the {e(i)} are the multivariate deAR'd residual vectors.

This approach would block the spatial correlation in the E-series from "leaking" into lag-1 
spatial cross-correlation in the e-series. With the resulting increased cross-correlation in the lag- 
0 e-series success in constructing the e series for the remaining 289 stations would be assurred. 
To that extent the multivariate method would succeed.

However, difficulty with this approach arises when we attempt to construct the E series. Our 
10 x 10 A coefficient matrices would need to be extended to 299 x 299 matrices for all the 
sites. This seems to be an even more challenging problem than the interpolation of the series 
themselves. We see no way of solving it and alternative approaches are required.

The analysis of Li et al (1998) suggests three possible alternatives that we will now describe 
for completeness although a detailed description of the results obtained for the latter two must 
be deferred to a subsequent paper. The first is the subject of this paper and we turn from hourly 
to daily log average concentrations of PM10. Generally daily levels of airborne pollutants are of 
importance in environmental epidemiology where their association with morbidity and mortality 
are considered (c.f. Burnett et al 1994, Zidek et al 1998).

Since the detrended hourly series was found to have an AR(3) structure it would be expected 
that successive detrended log daily averages would have markedly smaller autocorrelations than 
their hourly counterparts. Theoretical considerations indicate that the possible lag 1 cross corre 
lations should be small as well. Thus the spatial-temporal complexities described above for the 
hourly series should be circumvented. At the same time for many purposes interpolated daily 
values should suffice. In particular, studies in spatial epidemiology can rely on such daily val 
ues.

However for other purposes such as setting regulatory standards, hourly values may be 
needed. In this case one could treat each of the 24 hours one at a time. The AR(3) structure of 
Li et al (1998) suggests that these hourly values will be approximately independent since they 
are separated by 23 hours. Moreover we can fit different models for each hour thereby enabling 
us to capture such effects as the shifting wind field. That analysis will be further enhanced by 
fitting different models for the different seasons to allow for seasonal variations in the daily wind 
field. We present the results of that analysis elsewhere.

The one-hour-at-a-time analysis suffers from the disadvantage that we cannot "borrow 
strength" from the hours adjoining that of interest. Therefore the last of our approaches uses the 
multivariate method of Brown et al (1994). As a preliminary step we use the univariate approach 
above to cluster the hours according to their degree of similarity. We expect to see one, two
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or more hour clusters that might be grouped into multivariate response vectors for subsequent 
analysis. That analysis is now underway.
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1 Introduction

We wish to recover information about underlying biological signal sources from optical 
imaging (OI) and functional magnetic resonance imaging (fMRI) data.

Techniques for the analysis of spatio-temporal data-sets into component spatial and 
temporal modes can be divided, roughly speaking, into those which are are purely de 
scriptive, such as principal component analysis, and those which require that temporal 
behaviour be specified in advance, such as General Linear Model analysis.

We define here an intermediate class of weak temporal models which can utilise in 
complete prior information about temporal responses suggested by experimental protocols 
(for example causality or periodicity).

These weak models leave associated spatial modes under-constrained. We propose 
that this ill-posed problem be regularised using the entropy measure underlying spatial 
independent component analysis.

The performance of the regularised weak linear model algorithm will be illustrated by 
application to 01 and fMRI data sets.

2 Weak Models

A spatio-temporal data set will be represented by an m x n matrix X where m is the 
number of spatial pixels and n is the number of temporal slices. A linear decomposition 
into k modes X = £, s± ® t^ is equivalent to a matrix factorisation

X = ST'

where 5 = (si|... \s^) and T = (ij|... \tk)', pixel vectors s; for spatial modes are repre 
sented in the columns of 5 and their associated time variations i; in the columns of T. 
Although infinitely many such factorisations of X are possible we assume that the data 
set has a 'correct' factorisation in which the modes s,, ti correspond to underlying physical 
processes.

Matrix factorisations are usually determined by algebraic considerations (for example 
triangularity of LU components). However, when m or n is large, we have the option 
of using statistical properties of the spatial or temporal modes to determine a unique 
factorisation. We will call such a factorisation stochastic. For example we can demand 
that the spatial modes Si be pairwise uncorrelated, and similarly for the time series t,. In 
this case 5 and T are column orthogonal matrices and the factorisation recovered is (up
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to scaling) the singular value decomposition. We refer to this factorisation as principal 
component analysis (PCA).

Because of the orthogonality constraint it imposes on temporal modes, PCA is inap 
propriate to cases where the time courses of underlying physical processes are likely to 
be correlated, for example where there are different biophysical responses to the same 
stimulus. However we can use a preliminary PCA to reduce the rank of the problem 
by retaining only the first k principal components to give a best-least-squares-fit rank-fc 
factorisation

XsiU'V

(where U is m x k column orthornormal and V is is n x k column orthogonal). Alternative 
rank-fc factorisations can then be parametrised by a k x k spatial unmixing matrix Wg

S = UWS T = VWT WT = (W's )- 1

Recently McKeown et al. (1) have successfully applied independent component anal 
ysis (2) to spatio-temporal data sets. They use a stochastic factorisation in which pixels 
of spatial modes Si are modelled as independent samples from a known pdf p and tempo 
ral modes are left unconstrained. The maximum likelihood estimate of W$ under these 
assumptions is obtained by minimising

(the sum being taken along rows and the expectation down columns of S). The choice 
p(x) oc sech2 (x) can be shown to be appropriate for highly kurtotic data sets such as 
images. The spatial modes recovered by this method are very 'clean' and hs (Ws) can be 
regarded as a measure of pictorial goodness.

Spatial ICA places no constraints at all on temporal modes. This is inappropriate 
in cases where prior information is available about temporal responses. For example the 
response to a stimulus must follow that stimulus. A response is thus characterised by the 
unpredictability of its post-stimulus behaviour given its pre-stimulus behaviour.

The first temporal mode extracted is t = Vw where w is the first column of WT- 
Splitting the data into pre-and post stimulus parts gives tpT , — VpT,w and tpost = Vpostw 
so the pre-stimulus variance is

w'(Vpre - E[Vpre])'(Vpre - E\Vpr,])w = w'Cprtw

Using the pre-stimulus mean as a. predictor, an estimate of the post-stimulus signal is 
tposi   E[tpre ] which has variance

w'(Vpost - E[VTT,])'(Vp,,< - E(Vpre])w = w'Cpastw

so the optimal linear discriminator between pre- and post-stimulus behaviour maximises
the ratio

1 w'Cpostw^) = 2 log i^r
This procedure can easily be refined to allow more general models of the unstimulated 
response to be used.
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A similar procedure can be used to define an optimisation principle to recover responses 
to periodic stimuli. In fact a tractable class of models appropriate to many such situations 
can be obtained by maximising log-signal-to-noise-ratios of the form

where WT is the matrix formed from the first I columns of WT when I models are specified. 
These weak model maximise an approximation to the differential entropy of the signal 
channel.

Maximising ht alone leads to a generalised eigenvalue problem for modelled temporal 
modes but leaves the remaining temporal modes and all spatial modes undetermined. 
We propose to use the spatial goodness measure denned above to regularise this ill-posed 
problem by choosing the factorisation to maximise the combination

h(Ws ) = ht (WT ) + ahs (Ws )
Both quantities in the sum can be regarded as differential information measures so the 
choice a = 1 seems to be indicated. This seems to be effective in practice and has been 
used in the applications below. It would be satisfying, however, to provide a Bayesian 
formulation of this problem which would rigorously determine a.

Note that the spatial ICA is used only as a regularisation criterion. Our analysis is 
thus essentially model-driven and belongs to the class of model-driven analysis methods 
rathen than that of purely descriptive methods.

3 Applications

We have applied the weak causal model to the analysis of multi-spectral optical imaging 
data taken from rat barrel cortex during whisker stimulation (3).

The algorithm recovers highly causal, biologically plausible, estimates of the response 
of oxygenated and de-oxygenated hamemoglobin concentrations to stimulation. These are 
shown in Figure (1) together with the corresponding spatial activity maps which clearly 
identify a whisker barrel as the main area responding to whisker stimulation (this has been 
verified histologically). Our analysis supplies independent evidence for the important de- 
oxy dip response to stimulation which has been reported elsewhere (3, 4).

We have applied a weak periodic analysis to a human fMRI data set obtained during 
exposure to a box-car auditory stimulus. The preliminary results shown in Figure (2) 
confirm those obtained by conventional analysis techniques and the recovered activity 
maps and time series seem on visual inspection to be cleaner than those obtained by 
other methods.
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Figure 1: A multi-spectral image set was spectrally-analysed (3) to estimate changes 
in Hbo and Hbr concentrations in rat barrel cortex while stimulating a whisker for one 
second, 8 seconds into a 16 second period of observation. Results of a weak causal analysis 
of the two data sets are shown. The two images show activity maps for the Hbo and Hbr 
components associated with the near-causal responses shown in the plot (vertical dotted 
lines mark the 1 sec period of whisker stimulation). Other modes (not shown) can be 
clearly associated with physical processes such as movement artefacts, vasomotion etc.
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Figure 2: Weak periodic model analysis applied to a single slice of fMRI data to find brain 
areas responding maximally to an auditory stimulus in a box-car design (alternating 10 
seconds on, 10 seconds off, vertical dotted lines mark the 20s stimulus period). The 
activity map and its associated time series in the first column show a strong response to 
the stimulus in right auditory cortex. The second activity map and its associated time 
sequence are typical of eye movements. Other modes (not shown) can be clearly identified 
as movement artefacts etc.
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1 Introduction
Functional magnetic resonance imaging (fMRI) is a medical imaging technique where fast MR 
scanners are used to measure changes in blood oxygenation in the brain. It is believed that these 
oxygenation changes correlate with neural activity in the surrounding tissue, and hence the tech 
nique can be used to measure activation in the brain. fMRI is a very attractive modality for imag 
ing the brain since it is non-invasive and has a good temporal and spatial resolution.

In a typical fMRI experiment a subjects brain is scanned while specific centres are stimulated, 
for instance the visual cortex can be activated by flashing a light in the eyes. The acquired data 
consists of a sequence of scans, typically around 100, and the aim of the statistical analysis is to 
identify regions in the images, where the intensity changes according to the stimulus rhythm. A 
biostatistical introduction to the subject is given in Lange (1996).

The analysis of the data is impeded by two main factors: The data are very noisy and contains 
artifacts such as subject movement and pulsations caused by the cardiac rhythm. The other main 
factor is the uncertainty about the haemodynamic responses to the stimulus. It is well known 
that the response is delayed about 6-8 seconds and dispersed in time compared to the stimulus 
paradigm, but otherwise there is no general accepted biological model for the response, which 
can guide us when modelling the signal.

A typical approach to analyzing these data is to marginalize the problem to a one dimensional 
time-series problem for each voxel in the scan, see for instance Lange and Zeger (1997) and 
Worsley and Friston (1995). The spatial structure of the data is included in a second step, when 
the estimates of activation in different voxels are combined to form an image.

We propose to combine these two steps to one and analyse fMRI data by a spatio-temporal 
model, which explicitly accounts for the fact that activation occurs in spatially coherent areas. 
This latter is an implicit assumption in most analysis procedures, due to the haemodynamic ori 
gin of the signal. We will incorporate the spatial coherency by assuming that the activation pat 
tern can be modelled as a collection of Gaussian bells, which to some extent can be thought of as 
individual centres in the brain. The model is formulated in a Bayesian setting where the centres 
a priori are distributed as a marked point process; here the points are the locations of the centres 
and the marks describe the shape and height of the centres. By simulation techniques we can 
calculate posterior means in the model, which allows us to estimate the activation pattern and 
the uncertainty of the estimate, or to test hypothesis regarding the activation.

2 The model

Suppose the data set consists of m scans, acquired with a stimulation paradigm TI,..., 7rm, where 
TTi = 1 indicates stimulation and T< = 0 no stimulation at time i. Typically the paradigm is 
arranged in blocks of, say, 10 scans with stimulation and 10 without.



22

Thespatialactivationpattern J4(x)ismodelledasacollectionofn"centres",x = {zi,x2 ,... ,xn} 
each parametrized as x3 = (/j,j,a} ,dj, 9j,rj). The global pattern A(x) consists of the superpo 
sition of n activation peaks,

Ai(x) = h(i;x 1 ) + --- + h(i;xn ), i   V,

where V is the set of voxels covering brain tissue. For simplicity, we will only consider single 
slices here, hence V C R2 The function h(-, x.,) above is given by

i;x,) = a,exp< --£ 

where

Hence h( • ; x3 •) is a Gaussian bell of height a., centered at fj,j . The parameter d, e R+ is the area of 
the countour ellipse at half height, r, e ( 0 , 1 ) is a measure of the eccentricity of the ellipse, more 
precisely the ratio of the first principal axis and the sum of the two axes, and 8,   [-T/4, Tr/4] 
is the rotation of the ellipse.

In order for this specification to be meaningful, we need to restrict amplitudes to be non-zero 
and incorporate some regularity in the point pattern. We will achieve this by formulating a prior 
model for X in the context of marked Markov point processes as advocated by Baddeley and 
Lieshout (1993). A priori X is a marked Strauss process with density given by

with respect to the unit rate homogeneous Poisson process. Here/3 > Oand7   [0,1]. The term 
s(x) is the number of neighbours in x, where two points are neighbours if the distance £( ,  ) 
between them is less than a specified radius p. A natural choice for S is a metric on the product 
space of points and marks, such as the symmetrized Kullbach-Leibler distance between the two 
Gaussian bells.

The priors for a, d and r are chosen to be as uniform as possible, yet penalizing amplitudes 
and areas close to zero, and values of r corresponding to very eccentric ellipses.

A series of preprocessing steps is applied to the original images: A movement correction 
routine is applied, the data is log transformed and each time series is corrected for a drift in the 
intensity by removing a linear trend term. Let Y denote the preprocessed data and let <p denote 
a function modelling the temporal haemodynamic response. The model for Y is

YiJ = Ai (x)Vj + eij, e,j ~ JV(0,a2 ), i 6 V,j = 1,. . . ,m (1)

where {e^} are independent. Notice that we assume the same temporal pattern in all voxels, 
which is a restrictive assumption. Also we assume a rather simplified noise model, but more 
general covariance structures can be incorporated in a theoretically simple way, albeit with an 
increase in computertime.

We have several possibilities when modelling the temporal response. An initial model would 
be to assume a known and fixed function such as that adopted by Worsley and Friston (1995). 
These authors model the response as a convolution between the stimulation paradigm and a Gaus 
sian density, the latter accounting for the delay and dispersion. However, the assumption that the
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response is stationary over time is questionable, and an appealing approach is to omit this and 
model the response in a semi-parametric framework. As an example of this, we will consider a 
state space model for the unobserved temporal pattern <p. Suppose we assume a priori that the 
response function has limited variation locally, but can vary considerably on a global scale. This 
can be achieved by a random walk prior,

ifi = <f,-i + ";, ",' ~ N(0,r2 ), j = 1,2,... , n

where {i/,-} are independent and <p0 = 0. Since if enters linearly in the mean value in (1), the 
posterior distribution of if given (Y, X) is Gaussian and can easily be simulated from the Kalman 
Smoother equations or by a Gibbs sampler. Hence we can estimate if via the posterior distribu 
tion given (Y, X).

This is of interest, both because the initial convolution model is necessarily a simplified one, 
and also because the latter procedure does not require knowledge of the paradigm v. In more 
complex stimulation experiments, such as emotional stimulation or stimulation of memory pro 
cessing centres, the experimenter might not be able to determine the paradigm completely and 
hence it is appealing to estimate activation with an unspecified paradigm like this.

3 An MCMC algorithm
As mentioned above, we can simulate from the posterior distribution of the temporal pattern if 
given the data Y and the spatial pattern X. In order to make inference about (X, <p) simulta 
neously, we need to simulate the marked point pattern X given Y and if. We have written an 
MCMC algorithm for this purpose, by adopting the algorithm for ordinary point processes pro 
posed by Geyer and M011er (1994). At each iteration of the algorithm we propose to either insert 
a point, delete a point or update one of the parameters of an existing point.

When proposing to update a parameter, we wish to simulate from the conditional distribution, 
given the value of all other parameters. However this is not possible, since the distributions are 
rather complex, and instead we have chosen to approximate the densities of interest by piecewise 
log-linear densities, and sample from the latter instead. This gives reasonable acceptance rates 
(50%-80%) without proposing too small steps.

As for the insertion of new points we have chosen to propose the parameters of a new point 
sequentially, starting with the position of the point keeping the other parameters fixed at prede 
fined typical values. This gives acceptance rates around 0.!%-!%.

4 Results

Below are the results of 15000 simulations from the MCMC algorithm. To the left is the mean 
activation image. Depicted is an oblique slice of the brain with the front part located at the bot 
tom of the image. The visual cortex, which is clearly visible in the activation image, was stimu 
lated by flashing a light in the right eye. To the right is the estimated temporal response pattern, 
modelled in the state space framework as described above. Overlaid is for comparison the con 
volution model of Worsley and Friston (1995).
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5 Conclusions
We have described a model for fMRI data where the spatial and the temporal structure is mod 
elled simultaneously. This allows us to incorporate explicit assumptions about the spatial pat 
tern, and omit stationarity assumptions of the temporal pattern. Testing hypothesis about the 
activation such as "This part of the brain is more activated under task 1 than under task 2", is 
straightforward by calculation of posterior probabilities and confidence intervals. This is often 
difficult with existing methods.

The drawback of the method is of course that we need to run an MCMC algorithm for hours 
in order to obtain the estimates. It is difficult to design algorithms which mixes sufficiently well, 
and assessing convergence of the chain is an important part of the analysis.

Finally, the model is formulated as a stochastic geometry model, rather than in terms of vox 
els in the scans. This makes parameters interpretable as geometric quantities such as areas and 
angles, which are closer related to the brain mapping problems of interest than voxelwise acti 
vation estimates are.
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A Bayesian smoothing method for detecting brain activation
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1 Introduction

Functional magnetic resonance imaging (FMRI) is a noninvasive medical imaging technique 
widely used in neuropsychological designed experiments (Binder and Rao, 1994). FMRI data 
set is typically a sequence of 2D or 3D images acquired at equally spaced time intervals. The 
objective of FMRI studies is to localize neural processing in human brain indirectly by measur 
ing changes in brain haemodynamics. For illustration purposes one case from a larger dyslexia 
study will be considered.

The basic model for FMRI data is

v(j;0 = ftffO';*) + «0';0 (D
where y(j; t) is an observation at time t in location j, g is reference function describing local 
haemodynamics and c a zero-mean random error.

2 Spatio-temporal dependence structure

If random errors are approximately temporally independent, it is enough to consider spatial cor 
relation structure. Spatial dependencies can be modelled using Gaussian conditional autoregres- 
sive random fields. A density for e like

/.(e) oc exp Ir £7,7,6,6, - £7^) (2)
\ >~i a /

contains one spatial interaction parameter and one scaling parameter 7, for each voxel to take 
into account potential heteroscedasticity in data.

If the temporal correlation structure is not weak, one way to proceed is to move from space- 
time domain to space-frequency domain as Lange and Zeger (1997) did. It is then possible to 
model the spatial structure of Fourier transformed residuals separately for each frequency using 
Markov random fields. The analysis is simplified if the test paradigm itself has periodic pattern.

3 Priors and posterior

We use spatial pairwise difference smoothing priors to incorporate prior knowledge about /? and 
7 parameters into analysis. The uncertainty of the level of smoothing can also included into 
analysis, which essentially means adding one more level in our hierarchical Bayesian model. 
Since 7 parameters are scaling parameters in the noise model, it is easy to handle the normalizing 
factor of the density (2) if the interaction parameter T is kept fixed.
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4 Inference
Since there is so much unknown territory in understanding cognitive processes in human brain, 
applied scientists are usually willing to explore the data. Pixel-based activation maps provide 
one starting point for improving our vision about locations of neural processes. These findings 
may lead to neuropsychological hypotheses about cognitive processing and it is then needed to 
validate these beliefs using statistical inference.

Lange and Zeger (1997) proposed a chisquare statistic to test focused regional hypotheses. It 
is also possible to create simultaneous confidence regions that have rectangular shape and which 
thus are easier to visualize. To do this the probability distribution of maximum of a random field 
on an irregular region is needed. In practice, this can be difficult to calculate and one has to ap 
ply asymptotic results from the theory of excursion sets of random fields, see for example Adler 
(1981). A Bayesian alternative for frequentistic simultaneous confidence regions are simultane 
ous credible regions, which can be estimated from MCMC simulations (Besag et al, 1995).

5 Conclusions

In order to avoid problems with overconservativity a priori regions should have reasonable size. 
In other words, the ability to construct focused hypotheses has certain benefits. Also, more am 
bitious spatial priors for activation might be appropriate. In the approach just presented the only 
type of prior information was spatial smoothness. Sometimes applied scientists may have more 
detailed prior belief about spatial properties of activation.

Convergence and mixing of the sampler may be a problematic issue, if the number of voxels 
is very high. To reduce computational burden it may be a good idea to carry out focused analysis 
by deleting areas which are not expected to be involved in neural processing of interest.

The role of the prior distribution is not crucial, if we have many repeated observations from 
the same task. Bayesian methods may have more value when several stimuli are compared in 
the same scanning session instead of repeating the same paradigm all the time.
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1 Introduction

Functional magnetic resonance imaging (fMRI) is a non-invasive imaging technique capable of 
detecting changes in cerebral activity. Activation leads (via neural feedback) to increased lo 
cal blood flow so as to replace local oxygen consumption. Since oxygenated blood has different 
magnetic properties to de-oxygenated blood the (over-) compensating blood flow leads to a mea 
surable change in the MR signal. This BOLD (blood oxygen level dependency) effect nowadays 
provides the chief source of raw data for functional imaging.

2 Structure of the raw data

We have modelled data from two subjects acquired within a simple periodic on/off experimental 
paradigm. Images were acquired at 584 time points with an inter-scan time of 2.33 seconds. 
Each image has 8 parallel coronal slices, consisting of regular lattices with 256 x 256 voxels 
(i.e. 3D pixels). Voxel dimensions are 3 x 3 x 8 mm, this 8 mm being the distance between 
slices. Stimulation cycles consisted of 7 seconds of speech stimulation followed by 28 seconds 
of silence. The subject was requested to attend to the speech but no response was required. The 
short stimulation period was used to prevent the MR signal reaching saturation, whereas the long 
silence period allows the signal to return to baseline before beginning the next cycle. A further 
2 minutes of imaging in the silent condition were acquired both before and after the experiment, 
in order to obtain stable baseline estimates.

The experimental paradigm can be represented by a reference function f(t) where i = 1,..., T 
are the regular discrete intervals at which pixelated images are acquired. For the on/off paradigm 
used here f(t) can be expressed as:

1 . stimulus on 
0 : off

The observed time series at each voxel s contained in a voxel set S is denoted by Ys (t). 
"Thanks to Dr D Hall2 for preparation and pre-processing of data sets.
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All fMRI data are subject to various sources of noise and confounding effects. Currently 
most of these are dealt with at the pre-processing stage utilising a standard software package 
such as SPM, Friston el al. (1994) and will not be further discussed here.

3 The haemodynamic response function
The delay in increased blood flow to the neurons activated and the consequent change in blood 
oxygenation levels, provides a considerable confounding effect when trying to correlate stimu 
lation with response.

MR
signal

approx 4-8 seconds

This delay is described by the HRF h(r), where r is the time from the onset of activity. Fig 
1 above shows the shape of a typical HRF curve. Modelling of the HRF to date has assumed it 
to be constant across voxels. A parametric reference HRF (e.g. Poisson, gamma) is convolved 
with f(t) to produce a HRF-adjusted reference function, Friston el al. (1994). The use of the 
convolution approach was also suggested by Lange and Zeger (1997) to model a spatially varying 
HRF. However, convolution places strict constraints on the form that the HRF-adjusted reference 
function can take. The peak of activation is forced to occur at the end of a stimulation period, 
and the HRF must rise and fall at the same rate. So even though the choice of reference wave 
form is made because it resembles the observed HRF, after convolution the fitted shape of the 
HRF is little affected by either variation in parameter estimates or choice of reference function.

There has been a lack of concrete evidence that it is worth modelling spatial variation of the 
HRF explicitly, but this may be in part due to the false assumptions in convolution methods. The 
new type of first stage analysis proposed below aims to avoid confounding by analysing HRF's 
directly, starting with quantifying their spatial variation. This variation has not been studied in 
detail, as when documenting gross activation, simplicity in data processing has been paramount.

4 Parameter extraction
The data sets are first analysed on a voxel by voxel basis to summarise the major aspects of in 
terest within each voxel time series Y,(t) by just a few parameters. These parameters can then 
be considered as the source of input for subsequent spatial analysis.

A reference function (e.g. scaled gamma density, quintic polynomial) is fitted to a HRF es 
timate for each voxel hs (r). Summary parameters (possibly transformed) 9S of hs (r) are used
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to represent the nature of activation in voxel s. The procedure has four steps:
  Estimate the baseline at each voxel using two minutes of resting MRI signal 

before and after the experiment. Note that intermediate drift of overall signal 
is removed at the pre-processing stage.

  Average the data across cycles to produce a 'mean response' cycle hs (r) for each 
voxel s.

• Fit a curve to each voxel's mean response cycle using least squares estimation.
  Create summary maps for the parameter estimates of the fitted curves and

quantify the relationships between parameters via regression curves. 
Example contour maps of fits for the gamma density parameters for a region of activity in 

auditory cortex are shown in fig 2 below.

Gamma area (magnitude) Mode (delay) Variance (spread)

The parameters mapped are transformations of the natural parameters, magnitude (scaling fac 
tor), delay (mode) and spread (variance). The assumption of constant delay across voxels (as 
used in the convolution approach) is clearly false. There is up to a 2 second difference between 
voxels. Magnitude and delay are highly correlated across voxels and there is some correlation 
between spread and the other two parameters (but of smaller magnitude); the biological interpre 
tations of these correlations will not be discussed here. Using the polynomial to fit the HRF al 
lows modelling of the negative overshoot and demonstration that it's magnitude correlates highly 
with that of the main positive response.

5 The Bayesian multiplicative Markov random field model
The parameter estimates obtained from the first stage analysis at the voxel level are subsequently 
used as the input for a Bayesian Markov random field (MRF) model. The model provides a 
framework within which to perform a wide range of spatial inferences.

The activation at a voxel s is considered to be some function of the estimated HRF param 
eters r,(6s ). Initially, rs (0,) = m, will be used, here m, is the response magnitude parameter 
at voxel s. More complex functions may be used when more is understood about the biological 
implications of the relationships between parameters.

The model equation for response level at each voxel is:

where z, is a binary random variable with value 1 if the voxel is activated and 0 otherwise, zs
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is the activity potential or ceiling level and the error term e, is assumed to be distributed as 
JV(0,a2 ).

When considered over a region of interest S, each of the parameters describes a random field 
which is denoted by it's parameters' capitalised form. X is modelled a priori by a conditional 
auto-regressive (CAR) Gaussian random field and Z by the indicator field of an intrinsic Gaus- 
sian random field W thresholded at zero, i.e. zs — IWt>a, see Weir and Pettitt (1997) and De 
Oliveira (TBP). First order spatial constraints incorporated into these Bayesian prior models en 
courages posterior smoothness in the maps in a more flexible way then linear spatial smoothing.

The high dimensionality of the posterior distribution necessitates the use of Markov chain 
Monte Carlo (MCMC) techniques in order to make posterior inferences. A combination of Gibbs 
and Metropolis-Hastings steps are employed to sample directly from the posterior distribution. 
These samples can then be used to make a wide variety of inferences about the regions of activity. 
The Bayesian approach allows both small-area high-level and large-area low-level activity to 
be detected. The separation into two fields allows probabilistic inferences to be made naturally 
on a multi-voxel basis via the binary Z field, so avoiding the problem of multiple comparison 
adjustment.

Preliminary results on simulated data sets are encouraging. The flexibility of the 2-field ap 
proach gives sharply defined activity regions via the Z field but does require that care be taken 
when implementing MCMC; ensuring the chain converges correctly requires that the sampling 
methods used for the random field hyper-parameters do not lead to the chain getting stuck any 
where. The long term goal is to model HRF data in a combined spatio-temporal approach that 
incorporates all confounding effects and sources of noise; however the complexity and size of the 
data, as well as our incomplete understanding of both the phenomena and the sources of poten 
tial error, advises modest initial aims: defining the edge of activation area and whether it differs 
or has moved between two conditions. The model also provides a basis for making use of the 
separate types of information in the individual haemodynamic response parameters.

References

De Oliveira, V. Bayesian prediction of coarsened Gaussian random fields. To be published

Friston, K.J., Jezzard, P. andTumer.R. (1994). Analysis of functional MRI time series. Human 
Brain Mapping. Vol. 1, 153-171

Lange, N. and Zeger, S .L. (1997). Non-linear Fourier time series analysis for human brain map 
ping by fMRI (with discussion). Applied Statistician, 49, No.1, 1-29.

Weir, IS. and Pettitt, A.N. (1996). Alternative to the autologistic model using a hidden con 
ditional autoregressive Gaussian process. Proceedings 28th Symposium on the interface, 
SISC-96



SESSION III





Integrating evidence over image sequences

Chris Taylor

Wolfson Image Analysis Unit, Department of Medical Biophysics, University
of Manchester





A Lesson from Morphometrics for Spatiotemporal Image Analysis
Fred L. Bookstein

University of Michigan, Ann Arbor, Michigan 
fredObrainnap.med.umich.edu

Current methodologies for spatiotemporal images, which inhabit data sets of ridiculously 
high dimension, can likely be enhanced by techniques borrowed from morphometrics, a com 
panion methodology suiting the somewhat lower-dimensional data resources of biometric shape. 
Over the last decade, modern morphometrics has converged on an important algebraic/statistical 
core that incorporates an explicitly theorem-driven representation of "shapes" (our principal 
subject of study) distinct from merely normalized images, realistic models for noise distribu 
tions in these derived spaces, permutation tests for practical issues of scientific inference, and 
least-squares methods for extracting predictions and patterns wherever scientific theory is weak. 
Variants of these tactics should apply as well in the more complicated arena of spatiotemporal 
image analysis.

The most fundamental aspect of contemporary morphometrics is the non-Cartesian re 
formulation of image locations. In other image analysis traditions, wherever geometry enters 
into models or analyses, the mathematical structure of those underlying labels is Cartesian. 
Analysis of image intensities is usually "vertical," in terms of an auxiliary Cartesian direction 
for the pixel contents, and displacements are usually construed as vector fields in the same 
spirit. For instance, in an analysis of displacement fields, that a voxel is shifted from (x,y, z) 
to (x + 3, y - 2, z + 1) is treated as a property at the voxel (x, y, z)—namely, a "shift vector" 
(3,-2,1). Morphometrics discards parameterizations of this type in favor of explicit pairings of 
pixel or voxel coordinates, in this case, the pairing of voxel (x, y, z) with voxel (z+3, J/-2, z-f 1), 
the voxel "shifted onto," whereby the vector (3, 2,1) is not constructed, if at all, until much 
later. (Here, it will finally turn up as the Procrustes tangent plane vector T — S in the foreshort 
ening spline of the second, third, and fifth figures.) Insofar as image normalization is, formally, 
the replacement of an image by an orbit under the action of some pixel relabeling group, all 
subsequent methodologies must deal with parameters that pertain to such orbits, not to the 
original pixel or voxel subscript schemes.

This note is concerned with exploratory biomathematical methods for the study of con-
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tinuously interpolated nonstationary deformation fields after normalization to Cartesian orbits 
in this way. A description in terms of local extrema of compression fields, parameterized as 
cubic forms and visualized as "creases" in spline grids, has recently been found quite helpful 
(Bookstein, 1998ab, 1999). The underlying technique is intended to apply to ensembles of 
homologously labelled anatomical scenes. The example here treats an octagon of landmarks 
from 21 male laboratory rat skulls observed over 83 days of growth. The original Cartesian 
coordinates are set out in full in Bookstein, 1991. On the preceding page, changes of sample 
mean shape between contiguous age classes, extrapolated tenfold, are displayed by thin-plate 
spline. Our attention is drawn to a stable focus of interest at upper left, but it is quite difficult 
to put into words just what it is that we are looking at there, or what other signals there may 
be elsewhere in this sequence of diagrams.

The search for objective features is aided by adapting a technique from functional image 
analysis, the construal of local peaks or pits of a scalar field as focal features. In this case, 
the local parameter whose extremum is sought is the directional derivative of the interpolating 
spline, and the representation is by way of a foreshortened view in which a suitable multiple of 
the optimal directional derivative is subtracted from the scene as a whole (Bookstein, 1999) , the 
resulting scene then rotated so that strain is horizontal. There are at least two such analyses of 
each deformation, corresponding to the two senses of local extremum (maximum or minimum) 
of that directional derivative.

If we write the derivative of the thin-plate spline from a starting form 5 to a target form 
T as the 2x2 tensor OiT DO-es , where the O's are rotations and D a diagonal matrix of 
principal strains, and if <rext be an extremal value of the entries of D, then the map here adapts 
the foreshortening 5   > T— Oor_s s <reXf5, the spline "subtracting off the extremal directional 
derivative," by extrapolating it back to the original scale. The resulting diagram shows the 
deformation

5 -> S + (T - S)

followed by a rotation that sends OT to horizontal. From this representation, above, we are 
somewhat surprised to see that the maximum strain near Spheno-occipital Synchondrosis (sec 
ond landmark from left, bottom row, in the figures on page 1), ranging over 1.05 to 1.07 per 
time interval, is, from age 14 days on, approximately stable in position, and its gradient varies 
only slowly in orientation. This phenomenon was far from apparent in the earlier figure, as our 
eye was drawn away from it by the less stable (but more dramatic) features toward the back of 
the skull.
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The corresponding analysis of minimum directional derivative, above, shows even greater 
stability over the second through fourth time intervals, from age 14 days to 40 days. (For legibil 
ity, the Procrustes subspace of uniform variation has been suppressed.) Lacking an appropriate 
distribution theory, we turn to an explicit examination of sampling variation for this matched 
(fully longitudinal) analysis. The minimum strains for the three temporal intervals in question 
are 0.927, 0.943, 0.928, nearly aligned, with product 0.811. Then extrapolation by a factor of 
(1   .811)" 1 = 5.29 can be expected to drive their composite to minimum directional derivative 
zero. The next figure shows this extrapolation of 14-to-40-day change for each of the twenty 
animals having data at both ages. The scenes are remarkably similar, and indeed the minimum 
strain is always near zero.
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We do better to analyze these same comparisons by the foreshortening technique, so as 
explicitly to parameterize the crease visualizing that local minimum along the calva. While 
minimum <rext of relative growth is highly variable among these animals (from 0.878 to 0.678 
of the change in overall Centroid Size, see below), both the locus of the minimum and its ori 
entation are remarkably invariable across this small sample. Here is startlingly strong evidence 
for a hypothesis of canalization (stable regulation of certain growth parameters individual by 
individual).

I bring this novel analysis to your attention as potentially superseding a variety of more 
traditional investigations in nonstationary spatiotemporal image analysis. The search for pat 
tern in data sets of this design requires attending not only to foci in space and time but also 
to variation over organisms. (A fourth aspect of the spectrum, spatial frequency, is considered 
in Bookstein, 1999.) The data set here proved amenable to the simplest possible model from 
catastrophe theory, but its parameterization is that of a tensor, not a scalar field. The final 
figure here, hinting at homogeneity of this phenomenon over the entire sample, would afford an 
immediate application for a distribution theory of these features, for instance under a Mardia- 
Dryden model of uninformative landmark variation, and for parameterizations that embrace 
covariance-based modeling strategies. In my view, only formalisms like these will lead to an 
appropriate extension of spatiotemporal modeling techniques into the domain of medical image 
analysis, for which modeling in terms of shape variation and normalization is so much more 
powerful than approaches in terms of intensity.
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1 Introduction

In this paper we will compare two methods for analysing growth of faces. We will con 
centrate on the shape and size of the profile of the face. The two methods differ in the 
way that the individual profiles are registered. In the first method Generalised Procrustes 
Analysis is used to register the profiles. This technique can cause some errors due to mis 
registration. In the second method the profiles of each individual are registered together 
using the Iterative Closest Point Algorithm (ICP) (Besl and McKay, 1992). See Morris 
et al. (1999) for fuller details of the algorithms discussed here.

We have obtained a set of laser scans (Moss et al., 1989) from a number of individuals 
with between two and eight scans per subject taken at ages between 5 and 15. Each scan 
consists of about 30,000 3D points arranged as a mesh of quadrilaterals. For the purpose 
of this paper we do a preliminary analysis of the scans of five individuals (a total of 28 
scans in all).

2 Extracting the Profile and Defining Landmarks
Both methods share a common way of extracting the profiles from the 3D datasets and 
calculating landmarks on the profiles.

First the medial plane of a head is found. This is the plane which runs vertically down 
through the nose separating the left and right sides of the head. We use a version of the 
Iterative Closest Point algorithm (ICP) to find a plane such that the reflection in that 
plane matches the left side of the head onto the right side.

Once we have found the medial plane the head is rotated so that the medial plane 
becomes the plane z = 0. The profile is then extracted by calculating the boundary of 
the shadow cast by light rays parallel to the z-axis onto a plane parallel to z = 0 lying 
entirely behind the surface.

A hierarchical scheme based on bi-tangents and distances from lines is used to calculate 
a set of landmarks on each profile. First the bi-tangent lines connecting the forehead and 
nose and the nose and chin are found. The four points of bi-tangency are connected 
by three line segments. For each segment those points on the profile which are local 
extremals of distances from the line (both maxima and minima) are found. This strategy
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Figure 1: Constructed landmarks: x in 
dicates bi-tangent landmarks, o indicates 
first stage landmarks and   indicate sec 
ond stage landmarks. The two bi-tangent 
lines are also shown.

(a) First method (b) Second method

Figure 2: The registration of three profiles 
produced by the two methods.

gives points at the top, bottom and tip of the nose, points on the top and bottom lips, 
a point between the lips and one between the lower lip and chin. We call these first 
stage landmarks. The process is then repeated for the line segments joining successive 
bi-tangent points and first stage landmarks. The points at maximal distances from these 
segments are called second stage landmarks. These give us more detail for the forehead 
and nose. Finally we thin out some of the artificial extrema by hand to get a set common 
to all subjects. This set is shown in figure 1 and consists of 14 landmarks.

3 Analysis using Procrustes registration

Our first method of registering the profiles uses Procrustes analysis (Dryden and Mardia, 
1998; Kent, 1994) to produce a representation of the size-and-shape of each profile. This 
representation is independent of the rotational and translational components of the orig 
inal profiles. We obtain a set of Procrustes tangent coordinates {Uj £ R2 *~3 : 1 < i < n} 
where k = 14 is the number of landmarks on each profile and n = 28 is the number of 
profiles. The first 2&   4 elements of each vector represent the shape and the last element 
is the logarithm of the centroid size.

The tangent coordinates are grouped by subject and the within group covariance 
matrix calculated. The eigenvectors of this matrix are used as the basis for the Principal 
Component Analysis. In practice we found there was little difference between using 
within-group covariance matrix and the full covariance matrix. The age ranges of the 
subjects are all different so there is a considerable component of growth exhibited between 
the groups. For this reason we use the raw Procrustes tangent coordinates, rather than 
coordinates centred for each group, when calculating the principal component scores. The 
first principal component (PC) was found to account for 70 percent of the total variability, 
and there is a strong correlation of 0.84 between age and the first PC score. Figure 3 
shows the first and second principal component scores for each profile. The lines connect 
the different profiles for the same person at successive ages, and the number by each point 
is the age. In all there are five subjects with 3, 4, 6, 7 and 8 scans respectively.
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Figure 3: The first and second principal 
component scores for size-and-shape using 
the first method. The lines connect the 
profiles of each subject.

Figure 4: Principal component scores us 
ing the second method.

Note how there is some backtracking in the first principal component score. Ideally 
this score would increase monotonically with age. Figure 2a illustrates the cause of this 
backtracking. The three profiles in the figure show the same individual at increasing ages. 
The profiles are registered fairly well but there is some shifting in the vertical direction. 
In one of the scans the individual held his mouth tightly closed which raised the chin. 
As some of the landmarks are on the chin this has the effect of raising the centre of the 
configuration of landmarks and hence lowering the registered version of the profile. The 
degree of mis-registration of this profile is of the same order of magnitude as the total 
variation between ages.

4 Registration on Foreheads

To overcome the mis-registration problem we exploit the fact that there is little change 
in the forehead of a person after the first few years of life. Hence it is a good candidate 
for a basis for registration.

The ICP algorithm is used to register pairs of foreheads. This minimises the distance 
of the points on one forehead to their closest point on another. It optimises over the 
set of translations and rotations in an iterative fashion. This technique is very sensitive 
to the vertical component of the starting point. The ICP algorithm will quickly find a 
good match in the horizontal direction but not in the vertical direction. This is because 
the forehead is approximately a vertical straight line and there is little information to 
pull the registration up or down. To deal with this problem the ICP algorithm is run 
for a large number of starting transformations each with a different vertical shift. The 
transformation with the smallest least squares error is used to register the two profiles.

For a sequence of profiles from the same subject with increasing ages we register each 
adjacent pair and take the cumulative transformations to produce a registration for the 
entire sequence. Part of such a sequence is shown in figure 2b. We can see that the 
registration from this sequence is much better than that obtained earlier. The mean



42

profiles for different subjects are registered using Procrustes analysis.
Once we have registered each set of profiles we can again find landmarks and use 

within-individual PCA to examine size-and-shape information. This gives a slightly better 
correlation with age of 0.85. There is also less backtracking in the plot of the first two 
principal component scores, figure 4. The variation between the two plots of PC scores 
shows how sensitive the algorithm is to finding a good registration.

5 Conclusions

We have discussed two ways for representing the size-and-shape of the profile of the human 
face and a method for analysing its growth. The results show that a large proportion of the 
change in size and shape with growth can be explained by the first principal component.

Both methods of registration give us similar results. The registration of the second 
method looks better visually but this is not reflected by a significantly better correlation 
with age.

Our current model has so far only looked at a simple one dimensional model of growth. 
Further work is needed to take account of the differences between male and female faces, 
the differences between the major facial types, and the variations, with age, in the rates of 
growth of different parts of the face. In particular, there is a need for better methods for 
the quantification of shape change. More work is also needed in identifying the source of 
errors, whether they are due to measurement, facial expression or inaccuracy in landmark 
selection.
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1 Introduction

Bayesian cross-correlation is a synthesis of cross-correlation with probabilistic sampling and has required 
several key developments. The first is the interpretation of correlation matching functions in probabilis 
tic terms, as observation likelihoods. Second, a response-learning procedure has been developed for 
distributions of filter-bank responses. Lastly, multi-scale processing is achieved, in a Bayesian context, 
by means of a new algorithm, layered sampling. A fuller account will appear shortly at the web-site 
above.

Relation to previous work Key elements of the work outlined here are: 

IB intensity Based observations, not just edges, using correlation-like measures.

FL Foreground Learning in terms of probability distributions estimated from one or more training 
examples.

MS Multiple Scale search is well known to be a sound basis for efficient searching of images.

PD Posterior Distributions for object location, rather than just a single estimate, to support sequential 
reasoning for multi-scale and image-sequence analysis, and potentially across sensory modalities.

BM Background Modelling In a valid Bayesian analysis, image observations Z must not be a func 
tion Z(X) of the hypothesis X. For example, sum-squared difference violates this principle by 
considering only the portion of an image directly under the template T(x). A Bayesian approach 
must use evidence about where the object is not. That requires a probabilistic model of the image 
background.

SI Statistical Independence of observations must be ensured if constructed observation likelihoods are 
to be valid. For instance, assuming independence across adjacent pixels is unjustified, and has been 
known to cause variations in likelihood p(Z\X) as great as several hundred orders of magnitude 
(Ripley, 1992), even for minor perturbations of X.

There are two outstanding precursors to Bayesian cross-correlation, one concerning random diffeo- 
morphisms (Grenander et al., 1991), the other an algorithm (Viola and Wells, 1993) for registration by 
maximisation of mutual information. Attributes of these and other important prior work are summarised 
in table 1, in terms of elements of Bayesian cross-correlation as listed above. A fuller account of the 
theory of Bayesian cross-correlation can be found at the web-site above, but here just an introduction is 
given.
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Burt(1983)
Witkin etal (\ 986), Scharstein & Szeliski ( 1 998)
Grenandere/a/. (1991), Ripley(1992)
Viola & Wells (1995)
Cootes^a/. (1995)
Black & Yacoob (1995), Bascle & Deriche (1995), 
Hager&Toyama(1996)
Isard& Blake (1996)
Olshausen & Field ( 1 996), Bell & Sejnowski ( 1 997)
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FL

X

X

X

X

MS
X
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PD

X

X

BM

X

X

SI

X

Comments
multi-scale pyramid
scale-space matching
random diffeomorphisms
mutual information
multi-scale active contours
affine flow/warp

random active contours
independent components 
(ICA)

Table 1: Precursors to Bayesian cross-correlation.

2 Probabilistic inference of shape

A natural choice for the set Z of image observations is a filter-bank consisting of inner-product elements 
zjt, k = 1,..., K applied to the image /. Each filter-element has the form

(1)z* = / W,t(x)/(x)dx,
JS:.

computing an inner product of the image and the element function W^, over a finite support S^. Element 
functions may consist of copies of a single response-function W(x], translated to the nodes of a regular 
grid, so that the world is effectively being viewed through a sieve, as in figure 1. In the familiar case that

Figure 1: The world through a filter bank Z = (zi,..., ZK), with circular supports Si,..., SK on a regular 
grid. The world is viewed, in effect, through a sieve. Given a hypothesised outline A', circular supports are 
labelled foreground (grey), background (black) or mixed (white). Left: hypothesised A' close to true position. 
Right: hypothesised A' far from true position.

the space of warps X consists of two-dimensional translations, the bank can be thought of as a discrete 
sampling of the cross-correlation of W with /. In that case, the response-function W(x) could well be a 
translated copy of the object template T(x), which would have the effect of tuning z(X) to respond to 
object position. For the higher-dimensional warp-spaces X (e.g. planar affine) that we want to deal with 
here, systematic scanning of z(X), X G X is no longer feasible. Generalising the filter bank Z therefore 
has to take a different tack. The two-dimensional grid layout can remain, but the response-function W 
becomes something more general. The translated copies W^ generate a set of linear functional to encode 
(partially) an image /, with the necessary statistical independence, but no longer tuned to any particular 
object. Of course, an important generalisation is that there may be more than one type of response- 
function (eg for various scales), each of which is replicated over the grid to form the components z^ of 
Z. The entire filter-bank scheme has the attraction that fixed, computationally efficient architectures can 
be used to compute Z, for instance wavelets (Mallat, 1989), pyramids (Hurt, 1983; Shirai and Nishimoto, 
1985) or biological "hypercolumn" hardware (Hubel and Wiesel, 1968).
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3 Methodology

The Bayesian Correlation methodology is not given in detail here, but contains three main elements: 
observation modelling, response learning and random sampling.

Observations The observation (ie output value) z from an individual filter is generated by integration 
over a support-set S (figure 2) and generally has both a background component B(X) and a foreground

object outline

Figure 2: The support of a filter is split into subsets F(X) — foreground and B(X) — background. The 
boundary between subsets is approximated as a line, so B(X) and F(X) are segments of a circle with offsets 2rp 
and 2r(l - p) respectively.

component F(X):
:LY =f

JB(B(X)
W(x)/F (x)dx. (2)

MAIN NOISE SOURCE

The principal source of variability in z\X is expected to come from the background which is a sample 
from some class of scenes, assumed large and only generally known. In contrast, the foreground relates 
to a given object, relatively precisely known, though still subject to some ambient- and class-variability. 
This means that there should be a steady reduction in the variance of the distribution of z\X as X changes 
from values in which the circular support is over foreground, via mixed foregrounoVbackground, to pure 
background, a view that has found experimental support.

Learning Rather than tackling the complexities of image-texture modelling head-on, an oblique ap 
proach is to learn filter-likelihoods p(zk\X] directly from training images. This side-steps any need for a 
complete model of foreground or background, modelling them only as they appear in the sieve of figure 
1. It can be shown that the Wi, can be chosen to give the necessary statistical independence. Then the 
full observation likelihood can be constructed as a product:

p(Z\X) = T[p(zk \X). (3)
t=i

The details of foreground and background learning are crucial and intricate, but space does not permit a 
discussion here.

Sampling For non-Gaussian problems, Bayesian inference can be simulated by generating random 
variates from a distribution that approximates the posterior p(X\Z). In factored sampling (Grenander 
et al., 1991), a weighted particle-set {(sj, TTI), ..., (s;v, TTJV)}, of size JV, is generated from the prior 
density po(X) and each particle Sj is associated with a likelihood weight JT; = f(st ) where f(X) = 
p(Z\X). If an index i 6 {1,..., JV} is sampled with replacement, with a probability proportional to 
?TJ; the associated s, is drawn from a distribution that converges (weakly) to the posterior, as N —> 
oo. "Layered sampling" is a development of the basic sampling scheme that is applied to a sequence 
p(Z\\X), p(Zz\X),... of likelihood functions, which become successively narrower, so that the support 
of p(Zk\X) is a subset of the support of p(Zt-\\X). Again, space does not permit a full explanation 
here.
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4 Results

Layered sampling is applied here to the problem of multi-scale localization and pose determination, in 
which Z^ is a bank of filters at the fcth scale, becoming finer with increasing k.

Sampling across scales Operation of the layered sampling algorithm is illustrated here, in figure 3, for 
the problem of locating a hand in clutter. Given a Gaussian prior po, a multi-scale sampling strategy is 
applied to give estimates of location at successively finer scales. Observations at each scale are cast by 
layered sampling in an "advisory" role, to focus the sampling process at the next finer scale.

prior scale 40 pixels scale 20 pixels scale 10 pixels

Figure 3: Layered sampling across spatial scales Successive layers contain samples from the distribution of 
locations for successively finer scales. (Light outline depicts estimated mean configuration. Algorithm used A" = 
240 particles, A'/3 = 80 particles per layer).
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1 Introduction

In recent years there has been an increased interest in the modelling and recognition of human activities 
involving highly structured and semantically rich behaviour such as dance, aerobics, and sign language. 
In this paper a novel approach is presented for automatically acquiring stochastic models of the high-level 
structure of an activity without the assumption of any prior knowledge. The process involves temporal 
segmentation into plausible atomic behaviour components by identifying suitable break points at which 
to partition an activity. The high-level structure of an activity is efficiently captured by a variable length 
Markov model (Ron et al. 1994, Guyon et al. 1995) using atomic behaviours as an output vocabulary. 
Experimental results are presented which demonstrate the generation of realistic sample behaviours and 
evaluate the performance of models for long-term temporal prediction.

2 Related Work

In this paper an activity is viewed as a temporal sequence of atomic constituent movements with a high- 
level structured behaviour model controlling the temporal ordering and constraints between constituent 
movements. Others have used a similar approach to perceiving behaviour of human activities. Bobick et 
al. (1998) used a context-free parsing mechanism together with HMMs modelling low-level behaviour 
primitives for the recognition of activities, using a hand-coded stochastic context-free grammar to repre 
sent a priori knowledge of the high-level structure of an activity. Bregler (1997) used a framework for 
the probabilistic decomposition of human dynamics at different levels of abstraction, modelling complex 
gestures as successive phases of simple movements using an HMM.

Unfortunately, HMMs do not encode high order temporal dependencies easily. Local optima are fre 
quently encountered by iterative optimisation techniques when learning HMMs with many free parame 
ters, and thus model topology and size are often highly constrained prior to training. We propose the use 
of VLMMs as a simple, yet powerful and efficient mechanism for capturing behavioural dependencies 
and constraints.

3 Augmented configuration space

Behaviours may be viewed as smooth trajectories within an appropriate feature space, and the modelling 
framework presented here is based on an augmented configuration space which describes both object con 
figuration C, and its first derivative C,. The first stage of the modelling process involves the acquisition 
of sequences, ft, of regularly sampled augmented configuration vectors, F, = (C,, X.C,). Each sequence 
7 = {F0, FI , ...,¥„}, describes the temporal evolution of a behaviour.

In order to generate a discrete representation of behaviours, each augmented configuration vector F, 
is replaced by the nearest prototype p^ from a finite set !P = {po, pi, ..., pn } of prototypical augmented 
configurations. Prototypes are acquired automatically using a robust vector quantisation (Johnson and 
Hogg, 1996), and are further sub-sampled to produce a more uniform distribution of prototypes over the 
space of observed behaviours. Having assigned augmented configuration prototypes, a behaviour is now 
represented by a sequence of prototypes.
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4 Modelling behaviour using variable length Markov models

A VLMM is equivalent to a Probabilistic Finite State Automaton (PFSA) represented by fAf = 
((2,£,t,y,7i) where £ is a finite alphabet -the set of tokens- and Q is a finite set of model states. Each 
state corresponds to a token string of length at most N, (N>0), representing the memory for a conditional 
transition of the VLMM. The transitionfunction is t, y is the output probability function representing the 
memory conditioned probabilities of the next token a   £ and n is the probability distribution over the 
start states.

Variable length Markov models have been used for text compression (Bell et al. 1990) and more 
recently in language modelling to improve the accuracy of speech and handwriting recognisers (Ron et 
al. 1994, Guyon et al. 1995). The advantage that a VLMM has over a fixed memory Markov model is 
the ability to locally optimise the length of memory required for prediction. This results hi a more flexible 
and efficient representation which is particularly attractive in cases where we need to capture behavioural 
dependencies at a large temporal scale.

Motion in human activities has different characteristics at different time scales, usually carrying syn 
tactic and semantic information at larger temporal scales. A hierarchical memory mechanism is proposed 
that captures behaviour dependencies at two different temporal scales with a VLMM capturing dependen 
cies at the higher level of abstraction.

4.1 Temporal segmentation

Within this research, the magnitude of the first derivative C, of a prototypical object configuration is used 
to identify a subset of key prototypes, 3C= {ki,k2 ,...,kt_i,kt} C !P, that could represent suitable seg 
mentation points of activity behaviour hi the augmented configuration space.

A threshold value is chosen by inspection and prototypes with first derivative magnitude below this 
threshold are chosen as key prototypes. These are then utilised to facilitate the learning of larger scale 
temporal dependencies in activity behaviour.

Having identified a set of key prototypes, a set of atomic behaviour components a,-y is acquired, 
where each a,y represents the range of behaviour observed between key prototypes k, and k, for i ^ j. 
Each atomic behaviour component ay comprises a set of m template sequences a[y, 1 < / < m. Each 
such template is an ordered set of n augmented configuration prototypes a':j; = {pt[ , p,2 , ..., p,,}, and 
£, P(cc'y) = 1, where P(a-y) is estimated from the training data.

4.2 Inferring a higher-level behaviour grammar

Temporal segmentation into plausible atomic behaviour components enables the learning of a higher-level 
behaviour model that efficiently captures temporal ordering and constraints between constituent atomic 
behaviour components. This is achieved using a VLMM to capture the memory conditioned probabilities 
of transitions between atomic behaviour components. A VLMM !*4 = (Qt , 3C,tt,yt,Jtt) is trained using 
the set of key prototypes as an alphabet.

Although key prototypes are used as the alphabet, the memory conditioned probabili ties of transitions 
between atomic behaviours are implicit within the model. Suppose P,^ (ky | sk,-) denotes the probability of 
observing key prototype ky conditioned on the observation of history sk,, where s denotes a key prototype 
history. Since a,y is the atomic behaviour component representing the transition between k, and ky, clearly 
Pj^(a;y|sk;) = Fy^(kj\ski). Within such a behaviour model, the probability Pjn(ajy|sk/) of observing 
template sequence ot,'y, conditioned on the observation of a key prototype history ski, is given by:

k,.). (1)
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43 Behaviour generation and prediction of future behaviour

Behaviour generation is achieved by traversing the model's automaton i\4, generating a key prototype at 
each step and replacing each k,k; subsequence with a kjojyky subsequence. The choice of template aj; 
representing the atomic behaviour a,y is achieved by either choosing the template that maximises equation 
1 or sampling from the set of possible templates a[y . Entirely hypothetical sequences can be generated 
using the start state distribution n* to select an initial model state.

In order to use the model !\4 for behaviour prediction, it is necessary to locate the current model 
state, to identify the atomic behaviour template currently being observed, and to locate the current position 
within this template. Once the atomic behaviour has been found, the subsequent model state is implicitly 
identified.

Suppose that, at time t, it has been established that the current state of the model !Mi is qc, having mem 
ory sk,, and that the prototype sequence O, = {o!,o2 , ...,o,_i,o,} has been observed since the last ob 
served key state k, . The atomic behaviour template currently being observed is identified using a Bayesian 
approach where the estimated transition probabilities of the learned model 914 are used as priors. The pos 
terior probabili ty that atomic behaviour template a{; represents the observation sequence at time ;, taking 
into account the history of the high-level behaviour model, is approximated by:

P(ajj|0( ,*,) « P(0,|^)P^(4kki ) > (2)

where P^ajyl sk,) is given by equation 1 and P(0|a'^) is the likelihood of template <x[; giving rise to the 
current observation sequence.

All the atomic behaviour template sequences from all the possible atomic behaviour components 
defined from the last observed key prototype k, to any other key prototype k? are considered. For 
each such template sequence o^, a position ^ < n is found such that the distance or the cost to align 
{Pii> Pi2 >    > Pi? } with{oi, 02, ..., o,} is minimum using DTW. This minimum cost is denoted by 
c,(i, q,r). Utilising the cost function, it is possible to approximate the likelihood P(0, |ajj) with the rela 
tive probability of atomic behaviour template a'^ giving rise to the observation sequence 0, :

The atomic behaviour template for which equation 2 is maximised is chosen, thus identifying the sub 
sequent VLMM state.

Having located the next state qc+ i of the VLMM model 3M* and the position § within the atomic be 
haviour template currently being traversed, generation of future behaviour is possible. The generated 
behaviour comprises the remaining template behaviour sequence {o^+1 , ..., o,} and the behaviour gen 
erated from the state qc+i using the model % either as a stochastic or a maximum likelihood behaviour 
generator.

5 Experiments

Individuals performing exercise routines were tracked using a simple contour tracker and object config 
uration is represented by the control points of a closed uniform B-spline approximating the silhouette 
boundary. Training data was generated from a single sequence of an individual performing an exercise 
routine comprising two exercises, each repeated four times and followed by four repetitions of a sub- 
exercise. Shape was represented by B-splines with 32 control points and a training set of 1 28-dimensional 
augmented configuration vectors was generated. Finally, a set of 7 1 prototypes in the augmented config 
uration space was learnt from the training data set.

From the set of 71 prototypes, 5 key prototypes and 8 atomic behaviour components were identi 
fied. Using atomic behaviours as an alphabet, two VLMMs were learned automatically using memories 
of maximum length 6 and 8. The resulting VLMM models were of size 35 and 45 states respectively.
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(a) (b) 

Figure 1: (a) Behaviour extrapolation (b) prediction results.

Figure 1 (a) illustrates an example of maximum likelihood future behaviour extrapolation at selected 
time instants during the generation of a sample exercise routine. Figure 1 (b) illustrates predictor perfor 
mance usmg me learned stractured behaviour model for W= 6,8. The performance of the behaviour mod 
els is compared with a first order Markov model encoding transitions between prototypical augmented 
configurations.

6 Conclusions

A novel method has been proposed for the automatic acquisition of statistical models for structured and 
semantically rich behaviours. The use of variable length Markov models provides an efficient mecha 
nism for learning long-term behavioural dependencies and constraints. The learned structured behaviour 
model encodes behavioural dependencies at two temporal scales and using a VLMM at the higher level 
of abstraction, with constituent atomic behaviours as an alphabet, it is possible to automatically infer a 
stochastic model of the high-level structure of a behaviour. The structured behaviour model has good 
generative capabilities and can be utilised for behaviour recognition and for improving the robustness 
and efficiency of object tracking systems.
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Abstract: The problem of statistical identification of a spatial configuration 
from a large number of random images is solved. It is shown that the projective 
coordinates of a marked point with respect to a moving frame, can be used to 
design z-tests or x2 -tests to determine the real dimension of a scene.

1 Introduction

Blake et al. (1998) note that the problem of identification of 3D scenes calls for a probabilistic 
approach. We give a large sample approach to the question of identifying a 3D scene from 2D 
images in relation to motion, based on ideas of statistical analysis on projective shapes by Mar- 
dia and Goodall (1999) and Mardia and Patrangenaru (1999). It is elementary to show that the 
projective coordinates of independent images of a planar configuration, registered by a moving 
external observer, are constant. We test the constancy of a random variable [U], valued in JRP2 
(5 points configuration). On one hand, based on a directional statistic due to Prentice (1982), in 
Corollary 3.2 we give a large sample test for the (extrinsic) mean of [U] to be equal to a value 
of [U], on the other, given that the random variable is constant, if its intrinsic total variance is 
zero, based on results by Bhattacharya and Patrangenaru (2000) on estimation of intrinsic param 
eters, we answer the question of coplanarity, in terms of a confidence interval for the intrinsic 
total variance of a [U]. This solution to the spatial scene identification problem is expected to be 
useful in enhancing machine vision.

2 Moving projective frames

The whole point of doing 3D spatial analysis is the 3rd dimension. However, when it comes 
to images, the 3rd dimension appears only indirectly in terms of perspective. Assume a fixed 
number of points can be identified from the background in a succession of images. Then 3D 
configurations can be identified from a principle of relative motion with respect to the moving 
frame of the virtual camera.
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The interpretation depends in this case on the moving coordinate system with respect to which 
the images are taken. These projective coordinates, defined in terms of a projective frame (pi ,p2,ps, 
in HP2 , are explained by Mardia and Patrangenaru (1999).

We recall that a point in HP2 is a set p = [X1 . X2 . X3] = [(X 1 , X* , X3 )*] of elements 
X(X1 ,X2,X3 ), A ^ 0, and(X\X2 ,X3 ) 1 / 0 .

PROPOSITION 1.1. Assume an external observer travels in the 3D space, and registers images 
of a configuration of points with respect to a projective frame of marked coplanar points. If the 
configuration is planar, then the projective coordinates of the registered images are independent 
of the position of the observer.

PROOF. Note that the cross-ratio is a projective invariant, and therefore independent of the point 
of view of the observer. It suffices to show that the affine coordinates of the projective point 
corresponding to p with respect to the frame (pi,p2:p3,Pt) can be expressed in terms of cross- 
ratios of a derived configuration, which is shown in Mardia and Goodall (1999).

3 Testing for coplanarity from image data.

We assume that the user observes a configuration of points in a 3D environment, while moving; 
four marked points from the background are selected for a projective frame. The user changes 
her position random, and registers, the projective coordinates with respect to this frame.

Assume for simplicity the projective coordinates of a point p are [«0] and the arbitrary registered 
projective coordinates of p are [U]. From Proposition 2.1, we are led to consider the hypothesis 
testing problem: K0 . [U] = [ua] vs. K\ : [U] ^ [u0]. We relax this strong null hypothesis as 
follows:

A. H0 : /ij = [«0] vs. the alternative HI : /j, e ^ [u0]» where /te is the it extrinsic mean of [U] 
with respect to the embedding j of RP2 given by

For details on the extrinsic means see Bhattacharya and Patrangenaru (1999).

In order to settle A, one may use a statistic on RP2 , due to Prentice (1984). Assume [uk], \\uk \\ = 
1, k = 1, ..., n is a random sample from the distribution of [U]. The extrinsic sample mean of 
this sample is the least square Procrustean mean [u,]. Kent (1992) shows that [ue] = m is a 
unit eigenvector of 5 = n" 1 £ uku*k , of the largest eigenvalue rj3 . Letma ,a = 1,2 be unit 
eigenvectors of the other eigenvalues of 5, ?/a , a = 1,2. Thenma,a = 1,2 is an orthobasis 
of Tpy RP2 and the extrinsic sample variance with respect to this basis, is given by the 2 x 2 
matrix G(u):

(3.1) G(u)at = n-\r,3 - Tfe)-1^ - r,,,)- 1 ^(ma   uk )(mb • uk )(m • uk )2 , a = 1, 2
k 

Then, for a generic distribution of [U] , using Bhattacharya and Patrangenaru (1999), we get:
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THEOREMS. 1. The (Prentice) statistics P.associatedwiththe random sample[ui,],k — l,...,n, 
defined by

(3.2) P([m]) = nmi [(ma )a=1 ,2]G(U)-1 [(^a)a=i,2] im, 

has asymptotically a xl distribution.

COROLLARY 3.2. Assume [ut], \\uk \\ = 1, k = 1, ..., n is a random sample from the distribu 
tion o/[{7). Then with a coverage error of the order 0(n"2 ) , the p-value of problem A, is 1   
F(P[uQ]), where F be the c.d.f. of a xl random variable and P is the Prentice statistic.

H0 is useful for image data of widespread surfaces, such as satellite images of planets. However 
H0 is very likely to be rejected for close range images of surfaces, or of moderately curved sur 
faces. Therefore we consider another approach.

The original problem is equivalent to:

B. H0 : I ? It = 0 vs. the alternative HI : \ $ |, ^ u0 , where | $ |< is the intrinsic total variance 
of [ U ]. Intrinsic parameters of a probability measure on a Riemannian manifold, are considered 
by Bhattacharya and Patrangenaru (2000).

We consider the distance d on JRP2 = 52 /^2 given by the quotient metric. Assume the mini 
mum of the expected square distance to a point of HP2 occurs at a single point ^.

Let Exp = Exp^ be the exponential map on IRP2 . Let [Uk], k = 1, ...,n be i.i.d. random 
variables with same probability measure Q as [U], and let Qn = ^ S*=i %*] be the empir 
ical probability measure. Then the intrinsic mean of Qn respectively the intrinsic total sample 
variance t ^(CJn) are strongly consistent estimators of m, respectively oft ^ and it follows that

THEOREM 3.3. If m = /i;(Q) exists, then n1/2(t^(Qn ) - t$ ) is weakly convergent to

Let m; be the intrinsic sample mean and define Vk such that Expmt Vk = [Uk]. Then since 
£[<24 (mi, Qn) = n'^Li ||T4|| 4 = g4 is a consistent estimator of £[<i4(/i;,[Z7])], if we set

COROLLARY 3.4. nl'2 (t £(<3n) - t ^)/K converges weakly to N(0,l). 
and

COROLLARY 3.5 A symmetric I - a confidence interval for t$-,is given approximately by 
(t $($«) - ̂ /2-fiT/n1 /2 , t ^(Qn ) - za,,K/nV») where t ^(Qn ) = n^ ̂ Li ll^ll 2  

B is equivalent to the original hypothesis testing problem. However the drawback is that the 
intrinsic sample mean on JRP2 is hard to get. To avoid this technical limitation, one can map the 
observations to JR2 , via Exp at some convenient point, and find instead the confidence interval 
for the total variance of the transformed data. This approach works, because the transformed 
variable is constant iff [U] is constant. The spatial scene identifiction problem is solved.
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1 Introduction

In this paper we introduce a multiresolution approach to regularization inverse problems 
for image sequences. The inverse problem of estimating a spatial random field at each 
point in time from the observation of noisy linear functional of the random field fre 
quently arises in the context of dynamic image statistical estimation. For example, in 
the estimation of motion or in the reconstruction of surfaces in image sequences, sample 
information is often provided by measuring devices that distort the original image or by 
image observations degraded by noise (see Alien, Luettgen and Willsky, 1994; Luettgen, 
Karl and Willsky, 1994, among others). Two important problems must be tackled in the 
spatio-temporal estimation of image sequences. One is the discretization of the space and 
the regularization of the problem by an appropriate spatial prior model for the initial 
condition. The other problem is the computation related to updating sample informa 
tion and estimations according to the temporal behaviour of the image. We present a 
wavelet-based approximation to this problem leading to a discretization in space in terms 
of wavelet bases. The conditions for deriving a wavelet-based orthogonal expansion for a 
spatial random field axe given in Angulo and Ruiz-Medina (1999). These conditions are 
satisfied by a wide class of stochastic models including elliptic fractional-order differential 
models. In this paper, we consider an initial spatial prior model of this type (see Ruiz- 
Medina, Angulo and Anh, 1998). The scale of reconstruction of the underlying image at 
each time t is initially determined from the prior information. Truncation of the wavelet- 
based orthogonal expansions at each time is then achieved according to this scale, leading 
to a finite-dimensional formulation of the inverse estimation problem corresponding to 
each time t. The least-squares linear estimates based on the discretized spatial sample 
information at each time t are calculated following the results of Angulo and Ruiz-Medina 
(1998). The fusion of such estimates according to the dynamics of the image sequence 
is accomplished by updating the estimates of the past using the forward equation associ 
ated with the discretized temporal model. Alternatively, we can also update the discrete 
sample information of the related past by using the backward equation of the associated 
temporal model. In both cases, the final estimate at each point in time is calculated by 
fusing the updated least-squares linear estimates of the related past and the least-squares 
linear estimate based on the spatial sample information at the present.
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2 Spatial discretization in terms of wavelets
We assume that the spatial sample information of the underlying image / at each time t 
is given by the following observation model: For i = 1, ...,pt ,

= f 
Js

i ,z)f(t,z)dz + v(t,xl ), SCRd. (1) 
s

At each time t we have a different finite set of observations {y(t, z,) : i = 1, ...,pt}, denned 
in terms of an integral operator tCt (the measuring device at time t) and a spatio-temporal 
additive white noise v, with intensity r(t), uncorrelated with the input image /. Here 5 
is assumed to be a C°°— bounded domain. We consider that the initial spatial behaviour 
is denned in terms of the prior model (£/0 )(z) = e(z), z   S, for /(O,  ) = /o(-)> where 
£ is a fractional-order elliptic differential operator with smooth coefficients. In fact, we 
can consider a more general linear operator £, not necessarily differential (see Angulo and 
Ruiz-Medina, 1999). The prior covariance function r/0 y0 is then defined by

r/o/0 (z,y) = /?(z,x)f(y,x)dx, z, ye 5, (2) 
Js

where / represents the kernel of the inverse C,~ L of £. The prior model considered satisfies 
the conditions given in Theorem 3.1 of Angulo and Ruiz-Medina (1999). Therefore, /0 
can be represented by the following orthogonal expansion:

N(o) <}(j) 

/<>(*) = E /ok>Wz) + E E /°V)7Ai(z), (3)
T=l ]>0 li=l

where Vkr = Z^^k,), 7* = ^(^i), #-(«) = Js /o(zVk'(z)<fe, Vk' = £'(^),

/oH") = /s /o(zhv-(z)<fa, 7V" = £*(^i), for kr 6 Z"4, r = 1, ..., JV(0), and A' 6 A; C Z d, 
u = 1, ..., <30), j > 0, with {^k, : r = 0, ..., JV(0)} being an orthonormal basis of scaling 
functions of the coarsest-scale subspace of interest, V0 C L2 (S), and {^, : u = 1, ..., <3(j)} 
being, for each j > 0, an orthonormal wavelet basis of the subspace Wj C £2 (5) in terms 
of which the detail coefficients at scale j are calculated. Here 7V(0) denotes the number 
of non-zero coarsest-scale scaling coefficients, and Q(j) denotes the number of non-zero 
wavelet coefficients at scale j. £* represents the adjoint operator of £. The random 
coefficients {/o' : r = 1, ..., JV(0)} U {/0Ai : A{,u = l,...,Q(j),j > 0} are orthonormal. 
According to the characteristics of the prior model considered for /o(-)> the series (3) is 
initially truncated at j = M — I. The scale of reconstruction M can be modified later 
according to the additional information provided by the data. In order to simplify the 
notation, we consider the case where d = 2, which is common in image applications. 
iFrom Eq. (3), the prior covariance function is given by

, (4)

where [-} T means the transposition of [ ], [<f>(y)T , V'(y)3'] denotes the vector of arranged 
coarsest-scale scaling functions and wavelet functions evaluated in y 6 T, corresponding 
to the non-zero coefficients in Eq. (3), and F01/l2 denotes the matrix where each column 
contains the coordinates of each deterministic function in the orthogonal expansion (3), 
with respect to the system of functions defining [^(y)r ,V> (y)T]   Eq. (3) truncated leads 
to a discretization of Eq. (1) evaluated in t = 0 as follows:

(5)
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where KQ represents the matrix whose i-th row is given by the juxtaposition of the elements 
{(KoVk,)(0,xO,r = l,...,tf(0)}, and {(Ko7()l)4 )(0,xO,ii = l,...,Q(j),j = 0,...,M - 1}, 
for i = I,...,p0 , with K0 being the measuring device at t = 0. Here, f£ and f^ represent 

the vectors of random coefficients /£', r = 1, ..., AT(0), and /^){l , u = l,...,Q(j), j = 
0, ..., M   1, respectively. Moreover, y0 is the vector of observations and V0 is the vector 
of additive white-noise components associated with the observations at t = 0.

iFrom Angulo and Ruiz-Medina (1998), for each z e T, the least-squares linear esti 
mate of /o(z), based on the sample information given by Eq. (5), is denned as

/o(z) = [rtz^zjVWfro + ffoKjr'yo, (6)

where -RVo is the covariance matrix of v0 . Furthermore, the elements of the matrix fl0 = 
FQ (FQ )T are the coefficients of the prior covariance function r/0 /0 with respect to 
the basis generated by the tensorial product of the original basis of scaling and wavelet 
functions up to scale M   1. We refer to this matrix as the wavelet transform of the prior 
covariance function rfa /0 . The matrix Kg can be decomposed as K0 = KoF0 , with KO the 
matrix whose i-th row is given by the juxtaposition of the elements {('Co'#kr )(0,Xi),r = 
1, ..., N(0)}, and {(ACoV-wiXO, *), « = 1, ..., Q(j), j = 0,...,M- 1}, for i = 1, ... lPo . Eq. 
(6) is then written as

[<Kzf , ^(zf] ftf 1/2 [[f0kf , [f0Y] T = [#zf , V>(zf ] V + *0T<*o ~' Affl^yo, (T)
-~

where FQ is the estimated wavelet transform of the square-root of the covariance matrix

of f0 , and f0 = f(0,u>) = Ff [[f0k ] T , [fo] T ] T 
corresponding spatial wavelet transform of /0 .
of f0 , and f0 = f(0,u>) = Ff [[f0k ] T , [fo] T ] T is ^e least-squares linear estimate of the

3 Dynamic inverse estimation

We consider the case where the temporal behaviour of / can be discretized in terms of the 
following finite-order AR model with time-dependent coefficients. For each fixed z 6 T,

/(«, z) = fi(0/(< - 1. z) + 6(0/(* - 2, z) + -. + &(*)/(* - P, z) + X<X*, z), (8) 

where to is a space- time white noise, uncorrelated with the observation noise v, and 
uncorrelated with the initial condition fa , having as covariance matrix the identity. Eq. 
(8) can be equivalently expressed in terms of the spatial wavelet transform f(i) of f(t,  )

f(t) = [A,(0,...,4M] [f(t- l)T , : .,f(<- P)T] + B(«)w(i). (9) 
Above, for each f, and for I = l,...,p, Ai(t) is a diagonal matrix, with i-th element 
[4(*)1« = 6(t), for i = 1, ..., <?(M- 1), with <?(M- 1) = J\T(0) + E^o 1 <30' )  The random 
vector w(t) represents the wavelet transform of w, and B(t) is the corresponding diagonal 
matrix defined from b(t) in Eq. (8). In the following derivation, in order to simplify the 
calculations, we consider only the case where p = 1. Nevertheless, the extension to the case 
p > 1 is straightforward, considering p prior models for the p-initial random conditions 
defining the initial behaviour of /. In addition, the estimation of / at each time t is 
calculated by fusing the updated estimates of the past with the estimate of the present. 

Similarly to Eq. (7), we obtain the least-squares linear estimate ft of f(i), based on 
the sample information provided by Eq. (1) at time t, given by
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The matrix Rt is recursively obtained from the initial prior matrix RQ, by using the 
Lyapunov equation associated with model (9), with p = 1 and A(t) = .Ai(i), that is, 
using Rt = A(t)Rt-iA(t}T + B(i)B(t)T The least-squares estimate {,, of f (t), based on 
the sample information provided by Eq. (1) at time t — 1, is calculated by updating the 
estimate ft_i of the past to the present, using the backwards equation associated with (9). 
This equation is defined by f(t-l) = Htf(t)-A-l (t)B(t)vr(t), where Ht = Rt^A(t)T R^ 1 , 
and £[w(i)w(t)T ] = / - BT(t)R- l B(t) = fi*. Then, ft_ is given by

ft_ = \Rt * + Ht Kt_ 1 RVt _Kt-iHt \ Ht Kt_ 1 RVt_yt_-i ,

where flv,_ = [Kt- 1 A- l (t)B(t)R*B(t)T(A- 1 (t)fK?-i + fly,.,] • Finally, the fused esti 

mate ft+ , based on f4 _ (the past) and ft (the present), is defined as

ft+ =

4 Conclusions

The approach we present in this paper provides a. discretization in space in terms of 
wavelets. Model allowing such an approximation include the class of spatial fractal prior 
models. An interesting example is the inverse estimation problem associated with optical 
flow in image sequences, corresponding to the case of C = ( A)1/2 This problem is of 
special interest in the detection of moving objects in image sequences. Each component 
of the optical-flow vector field can be modeled as a spatial fractional Brownian motion 
since its spatial gradient is a zero-mean Gaussian white noise. The temporal behaviour 
of the optical flow is discretized in terms of a first-order autoregressive linear model with 
constant coefficients. That is, this example corresponds, in Eq.(8), to the case where 
p = 1 and A(t) and B(t) are identity matrixes (Eulerian dynamic model). Moreover, as 
this example corresponds to a Gaussian model, the results of Sections 2 and 3 provide 
maximum a-posteriori linear estimates of the optical-flow vector field at each time i of 
interest, at any location of the space T.
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1 Introduction
In this note we introduce a new inferential method for STAR (spatio-temporal autoregression) 
models. Due to the complexity of such models the maximum likelihood estimation is difficult to 
undertake when several nearest neighbours are included in the model, see Ali (1979). Moreover, 
only approximate likelihoods are available in practice because of the observations lying on the 
edges of the spatial domain. On the other hand, simpler estimation methods such as least 
squares and Yule-Walker are not generally consistent. With this background, we propose the 
use of an inferential method based on an auxiliary model whose parameters can be consistently 
estimated with Yule-Walker. From this estimation, consistent estimators for the parameters of 
the STAR model of interest are then retrieved with the help of simulated data. The method and 
its asymptotic theory are presented in Section 2. In Section 3 we illustrate its small sample 
properties with a limited Monte Carlo experiment. The note is concluded in Section 4.

2 Model, method and theory

Let {Z(x,y,t)}, where (x,y)   Z2 indexes the spatial location, and t e Z the time, be a 
spatio-temporal stochastic process admitting a STAR representation

Z(x,y,t)-n='£i Oiilc (Z(x-i,y-j,t-k)-ij)+f(x,y,t), (1)
'j,k

where the summations are done over |i|, \j\ < p and 0 < k < q; here 6000 = 0. The process 
{f(x, y, t)} is independently and identically distributed with mean zero and finite variance a1 
The model is fully described when a distributional assumption on the noise {e(x, y, t)} is made. 
To obtain the likelihood a Gaussian noise is assumed. For the inferential method described be 
low, we only need the distribution to be such that realizations can be generated with a computer 
program. The process {Z(x, y, t)} is here assumed to be covariance-stationary under translation 
of (x, y, t). This can be shown to be the case if the polynomial 1 - £i)3- >t flytzjz^* in complex 
variables 21,22, and 23 is non-zero when simultaneously we have |2i| = \z%\ = 1 and |23 | < 1 
(Whittle, 1954; Ali, 1979). Note that the two processes with 0ij:t and 0^.jik interchanged have 
the same covariance structure. We have assumed for clarity of notation a constant mean fj,, al 
though the case/j := p.(x,y,t), a so-called large scale variation, does not bring further technical 
complication as long as, e.g., least squares can be used to estimate it. We are, however, mainly
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interested in the small scale variation modeled with (1), whose estimation by least squares and 
Yule-Walker is inconsistent (Whittle, 1954). Whittle also showed how approximate maximum 
likelihood estimation could be tackled when the time dimension was not present (SAR models). 
This was later improved on by Guy on (1982). Several generalizations of the SAR model have 
also been considered such as the introduction of a moving average component (Cressie, 1993, 
Chap. 6 and 7). The consideration of the time dimension lead to further complications, and the 
maximum likelihood inference has been studied by Ali (1979).

Indirect inference can be applied to the estimation of the STAR model parameters by using 
a unilateral representation of (1), namely a finite order QAR (quadrant autoregression) model

X! nijk(Z(x-i,y-j,t-k)-n) = i'(x,y,t), (2)
0<ij,*<r

where 7r0oo = 1 and {v(x, y, i)} is a process with mean zero and finite variance r2 , such that 
E(v(x, y, t)Z) = 0, where Z is the vector formed of Z(x - i, y - j, t - k), for 0 < i, j, k <r, 
except for Z(x, y, t). Representation (2) is uniquely denned, and can be consistently fitted with 
the Yule-Walker estimator (Tjostheim, 1978; Ha and Newton, 1993). Note that the process 
{v(x,y, t)} will generally be correlated unless r is large enough (often infinity is necessary). 
Finally, seven other representations may be obtained by letting i, j or/and k be negative instead 
of positive, e.g., by summing over 0 > i > — r in (2). In the sequel, it is assumed that one of 
the unilateral representation has been chosen.

Because there is no trivial way of analytically retrieving the parameterization of the model 
of interest (1) from the auxiliary model (2), simulated data is used in the spirit of the indirect 
inference procedure introduced by Gourieroux et al. (1993); see also Brannas and de Luna 
(1998) and de Luna and Genton (1998). Let 0 be the vector formed by all the parameters in 
(1), i.e. Oijk for |t|, |j| < p and 0 < k < q, and a1 . We assume without loss of generality 
that n = 0. Denote also by TT the vector formed by all the parameters of (2), i.e. Tiy,^, for 
0 < i, j, k < r and r2 . Assume we have observed Z(x, y, t) on a regular three-dimensional grid 
with dimensions nx x ny x nt . The indirect estimator for 0 is then obtained by i) fitting (2) to 
the data set, thereby obtaining TT, ii) simulating data (on a grid of dimension (nx x ny x nt)s, 
with $ > 1) from the model of interest (1), to which (2) is fitted, yielding TT* The latter is 
a function of the simulated data and therefore 0. By varying 6 we try to bring TT" close to TT 
where close is defined by a generalized least squares distance. In other words an estimator for 6 
is 0 = arg min e (n'(0) - Ti)'fl(ir'(9) - TT). Note that in ii) the same realization for {t(x, y, t)} 
must be used throughout the algorithm.

Let h(0) = TT be the function Unking the parameter of interest 9 and the auxiliary parameter 
TT. It can then be shown that when r is large enough -the dimension of ir must be at least as 
large as the dimension of 6—, the function h is locally injective around the true value of 6. 
Therefore, by Proposition 4.2 in Gourieroux and Monfort (1996) and because n (and hence TT*) 
is consistent and asymptotically normally distributed (Tj0stheim, 1978), § is also consistent and 
asymptotically normal, i.e., for nx , ny , n t —> oo,

v^»vH(9-e)~JV(o,wr ), (3)
where W = (1 + l/s){(J'SU)- l J'Q.VttJ(J'HJ)- 1 }, with J the matrix of the first partial 
derivatives J — dh(9)/89' evaluated at the true value of 9, and V is the asymptotic covariance 
matrix of TT given in Tjostheim (1978) and Ha and Newton (1993). The matrix Q may be chosen 
so as to maximize the efficiency (Gourieroux and Monfort, 1996). A consistent estimator of V 
can be obtained as explained in de Luna and Genton (1998, Remark 4.3). Thus, inference
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associated to 9 can be carried out as usual. For instance, Wald type tests are readily available 
(e.g., Brannas and de Luna, 1998). The above results state that Ois consistent for any s > l.and 
that efficiency can be improved by increasing s, although obviously only marginally. Efficiency 
may also be improved to a certain point by increasing r, although, as illustrated in the next 
section, too high values may be harmful.

3 A Monte Carlo experiment
To illustrate the performances that may be obtained with an indirect estimator we present a 
limited Monte Carlo experiment based on the simple SAR model

Z(x + f (x, y),Z(x, y) = &{Z(x, y-l) + Z(x, y + 1) + Z(x - l

where {f(x, y)} has standard normal distribution, i.e. a'2 = 1. We use simulated data on 
10 x 10 and 15 x 15 grids. Observations on the edges are simulated by letting the unavailable 
Z's be equal to zero. We use the Splus library S+SpatialStats to obtain maximum likelihood 
estimators (ML) for 9 and <r2 , and a Pascal program to obtain indirect inference estimators 
based on QAR auxiliary models, as well as truncated versions, i.e. QAR models where the sum 
in (2) is over Q<i,j,k,i+j + k <r. We use the orders r = 1, 2, and 3 in both cases. QAR 
parameters are estimated using the biased corrected Yule-Walker estimator of Ha and Newton 
(1993). We use s = 1, and the identity matrix for £1 Results for 200 replicates are summarized 
in Table 1.

Table 1: Simulation results based on 200 replicates of 10 x 10 and 15 x 15 grids. Here 9 = 0.2 
and a2 = 1.

mean(0) s.d.(0) mean(a2 ) s.d.(52 )
10x10

r = 1 (t) 
r = 1 
r = 2 (t) 
r = 2 
r = 3 (t) 
r = 3 
ML

3 
4 
6 
9 
10 
16

0.223 
0.214 
0.219 
0.227 
0.213 
0.183 
0.193

0.022 
0.022 
0.020 
0.025 
0.029 
0.035 
0.024

1.212 
1.239 
1.189 
1.221 
1.224 
1.205 
1.018

0.226 
0.196 
0.191 
0.206 
0.214 
0.251 
0.316

15x15
r = l 
r = 2 
ML

4 
9

0.197 
0.193 
0.196

0.020 
0.016 
0.013

1.097 
1.089 
1.034

0.101 
0.108 
0.195

Note first that IT' was taken constant throughout the 200 replicates (i.e. the same seed was 
used to generate data for all indirect estimations). This implies that results are to be understood 
almost as if a large value for s had been used since the variability of TT* is not present. The 
above results show that indirect estimators can perform very well. Indeed for the estimation of 
9 they can be as efficient as ML. On the other hand, the estimation of tr2 is biased. The best 
indirect estimators were obtained with r = 1 and r = 2 (truncated version) for 10 x 10 grids. 
As expected, estimators improved when increasing the sample size.
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4 Conclusion

We have introduced a new inferential method for spatio-temporal autoregression models. The 
proposed indirect estimator is consistent and is therefore an alternative to least squares for 
STAR models. We have presented some small sample results showing that maximum likelihood 
efficiency may be attained, although more such investigations are needed. Notice, however, that 
full efficiency of 9 is not needed to estimate efficiently p(x, y, t), the large scale variation, which 
is often the variation of interest. Finally, the indirect inference method has the advantage over 
maximum likelihood to be simpler to robustify against outliers, see de Luna and Genton (1998). 
To obtain a robust estimator for 6 one may use robust sample autocovariances (Ma and Genton, 
1998) with the Yule-Walker equations for TT.
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1 Introduction

Many phenomena occurring in the environmental, social and economics sciences are charac 
terised by spatial-temporal interaction structure, and by mechanisms which are themselves sub 
ject to changes in space and in time. One approach to modelling spatio-temporal variability is to 
consider the data as separate time series, which are correlated in space. Unfortunately, these pro 
cedures do not allow directly for spatial prediction at locations for which data are not available. 
Another approach to modelling spatio-temporal variability is through the extension of traditional 
geostatistical methods. For instance, kriging can be extended to the spatio-temporal domain by 
adding an extra dimension. However, geostatistical spatio-temporal modelling is complicated 
by having to specify not only space and time components, but also spatio-temporal interaction 
components of variation. In fact, the complete joint specification of the space-time covariance 
structure that is necessary for geostatistical models is practically impossible for large data sets 
involving complicated physical phenomena. For this purpose, when the spatial and temporal 
components are separable, a useful approach to modelling spatio-temporal variability is to com 
bine dynamic temporal models with descriptive spatial models. In this context, a natural ap 
proach for temporally dynamic and spatially descriptive modelling is by the Kalman filter (Wikle 
and Cressie, 1997). Another, quite different, but very interesting approach is based on a spatial 
temporal general state space model designed to model the evolution of spatial principal fields 
through time (Mardia et al.,1998). In what follows, we propose a statistical model in which the 
spatio-temporal data is expressed by means of a functional relation of the distance between the 
locations and some particular support points. With the specification of a measurement equation, 
the model naturally leads to a space-time Kalman filter (Meinhold and Singpurwalla,1983) to 
predict in time as well as in space, simultaneously.

2 The Spatial Model

It is known that social-economic and physic-ecological phenomena are characterised by factors 
that, interacting with each other, constitute processes evolutive in time and diffusive in space. 
In this work we assume that these processes are generated by p sources (points) of diffusion c; . 
Under this assumption, a possible statistical model could be based on a functional relation be 
tween the obsevation XSl collected in the i-th spatial location and the distance d(c,-, s^) from the 
diffusion points. If we are prepared to assume the time fixed to t=to, then, for the i-th location, 
the general spatial model we propose is
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P(<o)

*") + E /{<*(«= *;* )} + ejio) (1)
k*t 3=1

where, go, is a spatial parameter interaction of a simultaneous autoregressive spatial model (Cliff 
and Ord, 1981), f{d(c,, s<; to)} is the spatial "diffusion" function based on the distance between 
the i-th location Si and the j-th diffusion points c, and finally, es, (<0 ) is the error term of model (1). 
While the specification of the autoregressive component depends on the hypotheses of spatial 
contiguity between the observed locations, two main problems arise for f{d(cj, s;; i0)}- The for 
mer concerns the identification of p diffusion points while the latter concerns the specification of 
the function f{d(., .)}. About the first problem, we could have three different situations: 1) the 
number and co-ordinates of the diffusion points Ci are known and well defined; 2) notwithstand 
ing it is known that some diffusion point exist, their co-ordinates are unknown; 3) no informa 
tion is available and each point of the territory could be a diffusion point (Di Battista and Ippoliti, 
1999). In this work we highlight the third case. As each point of the territory could be a diffusion 
point, surely, among all the possible points of the territory, there is one, say T)J, which optimizes 
the functional relation between the observation X^ and the distance d(rjj, s^; t0 ). The procedure 
we propose to find out the point % is based on the application of an adaptive method which, 
starting from a sample of sites of the territory, leads to the selection of an optimal location called 
support point. Our intention is to propose an interpolative model of spatial data which, taking 
into consideration the functional relation between the observation A,, and the distance from the 
identified support point, is characterised by the minimum Mean Squared Error. Hence, keeping 
in mind model (1) and excluding for simplicity the simultaneous component, the first problem to 
solve concerns the search of T)J. A laborious method, but easy to apply, is the grid search. This 
method involves several steps, the first of which needs the superimposition of a regular grid (k,k) 
on the observed territory. Following this procedure, each knot of the grid is a sample location 
drawn by means of a systematic spatial sampling method. Each of them is characterised by spec 
ified co-ordinates and can be considered a possible support point for which to compute a distance 
vector. If d(r]j,Si; ta) is a linear function, so that f{d(rij,Si;to)} = a(ta) + P(t0 )d(r)j,Si; to), 
then in the simplest hypothesis, the next step could involve the computation of the linear cor 
relation coefficients between each distance vector and the one containing the intensities of the 
observed variable. Of course, in this case, the highest absolute value of the linear correlation co 
efficient means that the highest functional relation between distance and phenomenon intensity 
exists in that particular knot of the grid. It should be noted that, if this point corresponds with a 
knot situated on the boundary of the grid, it would be better to widen the dimension of the grid to 
extend the exploration on those point which, notwithstanding are outside the observation area, 
could be useful in constructing the best interpolating model.
It must be stressed that owing to this territorial division, the cells of the grid could be too wide. 
Consequently, another point, situated in the middle of some cell, could have a correlation co 
efficient value higher than the identified one. Starting from this consideration, to find out the 
support point, the method must be reiterated superimposing new grids with smaller and smaller 
cells near to the previous chosen point. In absolute absence of information on the phenomenon, 
a linear function is easy and immediate to apply but it misrepresents the real spatial tendency. 
This means that an important part of this tendency is contained in the residual component. To 
increase the percentage of the explained variability, it is possible to reconsider the residuals as 
new observations and afterward to repeat all the phases described above to search a second sup 
port point. The procedure will continue to find out q support points till the explained variability 
increase significantly and the residual component results distibuted as a White Noise. Thus, the
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final model is as follows:

S('o)

*..(<o) = £ ai(*o) + ft(toX»?j, *; i0) + e,.(*o) (2) 
j=i

Finally, when the support points and the distance-vectors computed for each of them are avail 
able, it will be possible to compute a simultaneous parameter estimation rewriting the model in 
a multiple regression form:

X = D© + e (3)

where, X is the spatial data matrix, D is the distance-matrix [1 d t d 2 ... dq(to) ] and 0 isthe 
parameter vector.

3 The proposed Spatio-Temporal Model
The spatial-temporal field, Ys,(t), s £ S C TZ? and t e T C K is decomposed according to the 
following equation

Ks,(t) = Xs,(i) + Cs,(<) (4)

where
X(.)(t) is the spatial process defined by equation (2) and C(.)(*) is a zero mean, White Noise pro 
cess, independent of X(,)(t). In (2), it is assumed that {*(.)(*) : t = 0,1,2,...} and {C(.)W : 
t = 0,1,2,...} are mutually independent. To obtain the estimate of XSo (t), at a location s0 , 
we could use the previous spatial model. In what follows we use the spatio temporal model and 
a Kalman filter to consider past data as well as current data into the prediction of the observed 
phenomenon. Recalling equation (4) we now turn our attention to the vector relation given by

Y(i) = X(0 + C(0 t = 0,l,2,... (5)

where all the vectors are (n,l) corresponding to then observed sites. The processes {YSt (t) : s, e 
S, t = 0,1,2,...} are assumed to be mean zero, spatially and temporally stationary whereas 
{-Xs,(<) : s; e S,< = 0,1,2,...} represent the unobserved state processes. Hereafter it is 
assumed that the state processes evolve according to a Generalised Space Time Autoregressive 
CS7M/?G(j,;Al ,A2 ,...,A,)J model (Ippoliti, Redfern and Romagnoli, 1998):

X(t) = EE^wWx(«-fc) + «(<) (6)
k=0 j=0

where

  p is the temporal order of the autoregressive component;

  A t is the spatial order of the k-th autoregressive component;

  <j>kj is the autoregressive parameter at temporal lag k and spatial lag j (with <£0o = 0);

  W(-> is the (n,n) weights matrix at spatial lag (.); the weights wQ are equal to 1 if the site 
u is within some specified distance from the site r, and to 0 otherwise.
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* {vSl (t) • s,   S,i = 0,1,2, ...} is a zero mean, spatially, and temporally stationary 
Gaussian process such that t>(.)(*i) and v^(t^) are independent for all <i ^ t2 ; v^)(t) and 
X(.)(< - 1) are independent for all t; C(ti) and v^(t2 ) are independent for all <i, i 2  

For 7=0 and £/0, the variables characterise a simultaneous spatial component of the model. The 
structure of the STARGfa^^,...,^ model is formally concurrent with that of Vectorial Autor- 
gressive (VAR, Lutkepohl, 1991) models. Starting from this consideration the model (6) can be 
written as follows:

BoX(i) = BtX(< - 1) + . . . + BPX(i - p) + v(t) (7) 

where

Bo = I - E£I <foW« Bt = E;=o 4-k, W« for k=12,...,p 

Assuming B0 non-singular we get to the VA/? representation

X(t) = AxX(t - 1) + . . . + APX(< - p) + {(*) (8)

where {(t) = Bo 1 u(i) Afc = Bo^t

Following model (8) it becomes natural to extend the state space methodology for VAR models to 
the models of the form (6). (For an extensive discussion, see Ippoliti, Redfem and Romagnoli, 
1998.) The Kalman filter is a recursive algorithm for inference about the state variables X(t) 
and enable to compute the optimal spatio temporal predictor of -Xs0 (*)> not onty f°r sites where 
observations are taken but also for locations where no observations are available.
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Spatially Descriptive, Temporally Dynamic Models for 
Environmental Statistics

Noel Cressie
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The environmental sciences are devoted to the study of the surroundings of organisms. Of 
ten the organisms of interest are humans, although our interest is much broader. We are partic 
ularly interested in climate and its relationships with flora and fauna, including humans. Cli 
mate scientists possess understanding, to varying degrees, of behaviors of the atmosphere and 
the oceans. Similarly, ecologists have developed models for local forest health, for example, and 
transportation of pollutants. In the long term, our goal is to combine such knowledge to produce 
spatio-temporal statistical models. In this way, global climate change and its effect on various 
ecosystems are modeled all at once. Furthermore, complexity in both processes, and in their 
interactions, is accounted for in an appropriate manner. As a consequence, predictions (spatial 
and temporal) are more accurate and the statistical uncertainty measures associated with those 
predictions are more realistic.

We believe that the way to achieve this goal is through hierarchical modeling, whose basic 
components consist of a data step and a process step. The data step models show how the data 
are obtained. This statistical model is always given conditionally on the underlying, hidden sci 
entific process and some model parameters. The process step is where scientific knowledge is 
incorporated, and it is here where the temporal dynamics come into play. But our knowledge is 
uncertain and processes are often more complex than the dynamic model chosen. In a spatial set 
ting, this can often be handled by including spatially descriptive components in the model. Thus, 
the process step often involves a spatially descriptive, temporally dynamic statistical model, con 
ditional on its model parameters.

Now, a choice must be made regarding what to do with the model parameters from the data 
step and the process step. The predictive distribution of a process value at a given space-time 
point depends on these parameters. Estimating them from the data and substituting them into the 
predictive distribution corresponds to an empirical Bayesian solution to the problem. Adding a 
third step to the hierarchical model, OK parameter step, corresponds to a. fully Bayesian solution 
to the problem. We can imagine instances where each is appropriate.

Ideally, we would like to use the fully Bayesian approach, because it accounts for uncertainty 
at all steps of the statistical model. However, in order to build a reasonable model at the parame 
ter step, it would help to have a rough idea of central tendency, spread, and shape of the statistical 
distributions. This can be obtained through empirical Bayes analyses of like problems for like 
data sets. We are reluctant to always turn to uninformative prior distributions at the parameter 
step, for precisely the reason that it gives a less informative posterior distribution. If we can do 
better, and obtain better knowledge of the scientific interpretation of process and parameters at 
the same time, then we should. There is a place for empirical Bayesian analysis!

In this paper, we shall contrast the spatially descriptive, temporally dynamic models with the
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purely descriptive spatio-temporal models found in geostatistics. To do this, we shall use a wind- 
speed example from climate science; there will be no attempt to build a multivariate interaction 
model here although, as mentioned earlier, this is our long-term goal.

Let {Z(s; t) : s e D C Kd ; t   [0, oo)} denote a spatio- temporal random process that is 
observed at N space-time coordinates (si;ti), . .. , (SN; iw). Optimal prediction (in space and 
time) of the unobserved parts of the process, based on the observations

is often the ultimate goal but, in order to achieve this goal, a model is needed for how various 
parts of the process co-vary in space and time.

For example, Z might be the wind speed measured every 6 hours at n monitoring sites dis 
tributed throughout a region of interest. Thus, between November 1992 and February 1993, 
there are on the order of N = 480n observations for the spatio-temporal process representing 
wind speed. Although wind speed is potentially observable at any space-time coordinate (s0 ; to), 
where sa may not be a monitoring site and t0 may be a time in the middle of a 6-hour period, 
the uncertainty associated with the unobserved parts of the process can be expressed probabilis 
tically by modeling the wind speed to be a random process in space and time.

Based on the mean function,

and the covariance function,

K(s,r;t,q) = cov(Z(s;t),Z(r;q)); s,r 6 D, t > 0, q > 0, 

the optimal (minimum mean squared prediction error) linear predictor of Z(so', to) is

Z'(s 0 ; to) = n(sa ; i0) + c(s0 ; to)'S~1 (Z - /t), (1)

where £ = cov(Z), c(sa ; to)' = cov(Z(sQ ; ta ), Z), and jt : E(Z); the minimum mean squared 
prediction error (MSPE) is c(s0 ; t0)' E"1 c( so; to). A slight modification of (1) results when 
Z( • ; • ) contains a measurement-error component of variance.

It is often convenient to assume that the covariance function is in fact stationary in space and 
time, namely

K( S ,r;t,q) = C°(s-r;t-q\d), (2)

for certain functions C°. In this paper, we introduce a new parametric family that will increase 
substantially the choices a modeler has for valid (i.e., positive-definite) spatio-temporal station 
ary covariances. One commonly used class consists of separable covariances,

C°(h;u\9} = C\h\0JC\u\6i), (3)

where C 1 is a positive-definite function in ]Rd , C2 is a positive-definite function in J?1 , and 
8' = (8'i,8'i). However, the class (3) is severely limited, since it does not model space-time 
interaction. Notice that, for any two fixed spatial lags hi and /i 2 .

C°(h1 ;u)<xC°(h2 ;u~), u € JR.

In this paper, a new and simple methodology is given for developing whole classes of non- 
separable spatio-temporal stationary covariance functions, in closed form. We derive a theoreti 
cal result that shows how positive-definiteness in ]Rd+l can be obtained from positive-definiteness
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in }Rd , which is then used to define various classes of valid spatio-temporal stationary covariance 
functions.

Results of the sort described just above might be used in situations where little or nothing 
is known about the dynamics of the process. For climate processes, some knowledge is often 
available; for example, a first-order partial differential equation can be approximated in discrete 
time by a first-order autoregressive process. In the case of the wind-speed data, such a model in 
the process step seems reasonable.

For the data step, we suppose that the observable process has a component of measurement 
error expressed through the measurement equation,

Z( S ;t) = Y( S ;t) + e( S ;t), (4)

where Y(s; t) can be thought of as an unobservable process, "smoother" than Z(s; t). Our goal 
is to predict the process Y(-;  ) at all spatial locations and time points of interest, regardless of 
where and when the data Z(si; *i),..., Z(SN; <#) are observed. In the following development, 
we assume that the data and the processes we are dealing with have been suitably detrended. 

Now, for the process step, we assume that Y(s; t) can be written as,

Y(s;t) = YK (s;t) + i,(s;t), (5)

where v(s; t) is a component of variance representing small-scale spatial variation that does not 
have temporally dynamic structure (a spatially descriptive component). By contrast, the compo 
nent YK(S; t) is assumed to evolve according to the first-order autoregressive equation,

YK (s; t}= S us (u)YK (u; t - l}du + r,( S ; t), (6) 
JD

where r](s; t) is a spatially colored error process (a spatially descriptive component) and us (u) 
is a function representing the interaction between the state process YK at location u and time 
(t — 1) and YK at location s and time t (a temporally dynamic component). For stationarity over 
time, we further require that this interaction function satisfies fD u(u)du = a, where |a| < 1 is 
an unknown parameter.

In this paper, we shall give a space-time Kalman filter based on (5) and (6) that achieves 
minimum mean squared error prediction of Y(s0 ; t0). Thus, optimal prediction can be carried 
out recursively and extremely rapidly. With the addition of the parameter step, we lose these 
features and have to use a much slower Markov chain Monte Carlo computing methodology. 
Some discussion of such an analysis will also be given.

The research presented in this paper is drawn from joint work with Mark Berliner (Ohio State 
University), Hsin-Cheng Huang (Academia Sinica), and Christopher Wikle (University of Mis 
souri).





A spatio-temporal model of a solar radiation microclimate
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1 Introduction

Knowledge of the statistical characteristics of solar radiation has many uses, one of which is in 
the design and evaluation of solar energy systems. Therefore, the EU funded two projects to 
collect data on the solar radiation microclimate around Edinburgh. Between 1987 and 1989,10- 
minute averages of solar radiation were recorded at 10 sites in the Pentland Hills to the south 
of Edinburgh. Then, between 1993 and 1995, 30-second averages of solar radiation were mea 
sured at a pair of sites in the city of Edinburgh, with the sites changed each month and 12 sites 
used in total (Graham el al., 1996). Information in the two sets of data is complementary, be 
cause the Edinburgh data has more temporal detail and the Pentland data contains more spatial 
information. Therefore, here we analyse them together.

Fig 1 shows data for a single day in the second dataset. We found that by dividing each 
observed radiation value by a multiple of the elevation of the sun at that position in space and 
time (also shown in Fig 1) we effectively removed diurnal and seasonal patterns in both the mean 
and variability of solar radiation. The resulting variable is a measure of clearness (C). In this 
paper, we will first model the second moments of C in space and time, and then its distribution.
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Figure 1: Radiation plotted against time, for May 18,1993: — data at site 1,--- data at site 2, 
— expected radiation.
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2 Model of second moments
Spatio-temporal correlations in the clearness index were found to be well approximated by

Here, CUtVtS denotes the clearness index recorded at a site at easterly location u, northerly lo 
cation v, at time s, x and y are, respectively, the easterly and northerly displacements between 
the two sites, t is the time delay for the measurement at the second site, and <f>, @z , j)y and 7 
are parameters. Correlations between variates decay exponentially in both space and time, and 
there is a time delay: sites in direction (ftx , fty ) experience fluctuations in radiation at a later 
time. Parameters were estimated using two computationally-fast methods: by a least-squares 
fit between sample and expected correlations, giving $ — 0.95, /3X =  0.18 km/min, j)v = 0.0 
km/min, 7 = 0.68 km/min, and by maximising Whittle's spectral approximation to the Gaussian 
likelihood. Simulations showed the methods to have similar efficiencies (Glasbey el al., 1998). 

Parameters fix and 0y can be interpreted as the easterly and northerly components of the aver 
age high-altitude wind velocity. The time lag at which the cross-correlation in clearness indices 
at two sites is maximised is given by

""

As high-altitude wind was not recorded, to allow tu to vary with time, we generalised to

tu = x(axQ + axxwx + axywy) + y(ay0 -f ayx wx + ayywy ) ,

where (wx ,wy)is the vector wind direction at ground level, and a denotes unknown parameters. 
(Initially, we also included wind speed, but obtained the counter-intuitive result that time lag 
increased with speed!) Parameters were estimated by first identifying tu from each day's data, 
and then using these as regressors. For example, Fig 2 shows the fit to a single pair of sites for 
one month. Estimates using all the data, simplified to al0 = -0.22, aya = 0.0, &IX = -&ly = 
&yi = &yy = 0.12. If we ignore the 72 term in the divisor, this result can be interpreted as 
the high-level wind being approximately a 45° rotation of the wind direction at ground level, 
superimposed on a prevailing easterly direction.

3 Distributional model
The second stage in the analysis, to model the multivariate spatio-temporal distribution of clear 
ness index, is work in progress. The marginal distribution is strongly bimodal, with the two 
modes resulting from cloudy times, when radiation is diffuse, and cloud-free times, when radi 
ation is direct (Owczarek, 1997). Many nonlinear times series models are capable of generating 
such a marginal distribution, including nonlinear autoregressive processes (Tong, 1990, §3) and 
multiprocess dynamic linear models (West and Harrison, 1997, § 12.3). However, bivariate dis 
tributions of the data, at various temporal lags and spatial dispacements, indicate dependencies 
distinct from those previously modelled in either time series or spatial contexts. For example, 
Fig 3 shows bivariate histograms of clearness index at lags of 0.5 and 60 minutes.

The joint distribution of a pair of consecutive observations at a single site can be approxi 
mated by a finite mixture of bivariate normal distributions:

„ |  - JV [ ft \,a}\ Pt 1 with probability TT,, fort = l,...,m.
Oi+0.5 I \L '*' J [ Pi 1 \)t
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wind directiw (degrees)

Figure 2: Time lag at which cross-correlation in clearness indices at two sites is maximised (site 
2 is 6km West, 1km South of site 1), plotted against wind direction (measured anticlockwise, with 
zero being a wind blowing from the North): x denotes daily estimates of time lag in June 1993, 
— denotes the fitted model.

Figure 3: Bivariate histograms of clearness index at lags of 05 and 60 minutes, at a single site, 
using all data 1993-95.



A mixture of 3 components seems to be sufficient, with the third component needed to describe 
large fluctuations in clearness as clouds pass in front of the sun at times when cloud cover is 
partial. The mixture component can be regarded as a latent variable, as in multiprocess dynamic 
linear models, but in this formulation the state of the latent variable at time t + 0.5 depends on 
Ct rather than directly on the state of the latent variable at time t. If the bivariate distribution is 
used to specify a nonlinear, first-order, autoregressive process, the resulting time series is time 
reversible, but otherwise difficult to analyse. For example, it can be shown that (Ct , Ct+ i ) is not 
itself a finite mixture of bivariate normal distributions. The challenge is to find a mathematically- 
tractable spatio-temporal model with marginal distributions that match those in the data.
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1 Introduction

Spatial point processes have a long tradition in biology and environmental sciences, in particu 
lar in forestry. Traditionally such point pattern data have been very cumbersome to collect and 
consequently the patterns have been very sparse. However modern techniques have made it pos 
sible to acquire large data sets and even sufficiently large spatio-temporal data sets. We present 
two examples of such data sets and show how spatial log Gaussian Cox processes (M011er et al, 
1998) can be extended to models for spatio-temporal point patterns. The first example is from 
weed science and concerns modelling the spatio-temporal development of the positions of weeds 
in a field. The second example is from spatial epidemiology and aims at building a surveillance 
system for the relative risk of gastro intestinal disease based on the locations of cases with gastro 
intestinal disease. Section 2 briefly introduces the log Gaussian Cox process, whereas the exam 
ples and the models used are described in Sections 3 and 4. We conclude by a brief discussion 
of some possible extensions of the models.

2 Log Gaussian Cox processes
A log Gaussian Cox process (M011er et al., 1998) is a simple model for clustered point patterns, 
which has many similarities with generalised linear mixed models and model-based geostatistics 
(Diggle et al., 1998). In order to define a log Gaussian Cox process, consider a Gaussian random 
field Y = (Y(s))sew on some observation window W C R2 , and define A = (A.(s)),ew = 
(exp(Y(s)))s€w to be the exponential of Y, i.e. A is a log Gaussian random field on W. A log 
Gaussian Cox process X is defined as a Cox process on W with intensity A. Specifically, the 
intensity measure of X is

and given Y the number of points in A follows a Poisson distribution with mean v(A), for any 
Borel set A c R2 .
Log Gaussian Cox processes have several appealing properties, which make them suitable for 
modelling clustered point patterns. In particular all moment measures of X are given by the 
mean and covariance functions of the Gaussian random field Y, simulation of X can be done 
quickly without any border effects and, using the Metropolis adjusted Langevin algorithm (see 
e.g. Besag, 1994, and Roberts and Tweedie, 1997), it is possible to predict the underlying Gaus 
sian process Y from the point pattern X.
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3 Log Gaussian Cox birth processes

In developing a model for the spatio-temporal distribution of weeds in a field, Brix and M011er 
(1998) extend log Gaussian Cox processes to what they call log Gaussian Cox birth processes. 
The germination of weeds in a field depends on many factors, such as e.g. the seed bank, soil 
moisture and nutrients in the soil. The idea behind using log Gaussian Cox processes for mod 
elling weeds is that the effect of all these unobserved factors is modelled through the latent Gaus 
sian process Y, whereas the temporal development is modelled non-parametrically by a birth in 
tensity measure 7. Moreover, X = (Xt (s))s€w,t>o is now a spatio-temporal Cox process, such 
that the spatial intensity measure /i of X is given by

The main feature of this model is that up to a scaling factor, the spatial intensity is unchanged 
over time. Moreover, conditional on the spatial process Y, the spatio-temporal point process X 
has independent increments.
Brix and M011er (1998) estimate parameters using minimum contrast estimators based on em 
pirical estimates of the intensity and pair correlation functions. Due to the product nature of the 
intensity measure, and the fact that no points "die", it is possible to estimate the parameters of 
the Gaussian process Y and the birth measure 7 separately.
In the specific experiment considered in Brix and M011er (1998) weeds are observed in a special 
observation window consisting of 45 rectangular areas on 8 different dates. The results are very 
promising in the sense that model checks using simulation envelopes are not able to reject the 
model, but in order to tell whether the results generalise to other fields and other species more 
data are needed.

4 Surveillance and forecasting using LGCPs
In ongoing work (Brix and Diggle, 1999) the spatio-temporal modelling by log Gaussian Cox 
processes is taken a step further by allowing the Gaussian random field to evolve over time. 
Briefly the object of the study is to build a surveillance system for the relative risk of gastro 
intestinal disease in Wessex (UK). GPs will report the post code every case they have of gastro 
intestinal disease, and based on this spatio-temporal point process the objective is to estimate 
the spatial relative risk in real time (in practice every day). The basic assumption is that the ge 
ographical locations of cases with gastro intestinal disease follow a log Gaussian Cox process 
with intensity A = (exp(Yt (s))) s€ w,t>o- Here Y is given by the stochastic differential equation

AYt (») = (A(s) - (BYt)(S )} di + dDi(«), s   W

where A is a deterministic function, B is a linear operator and U is a spatial Brownian motion. 
The process Y is a spatial Ornstein-Uhlenbeck process, and is thus a stationary Markov process. 
The process U is chosen so that at any time t the spatial covariance of Yt is R, where R is some 
predefined parametric covariance function. For practical purposes we will discretise the obser 
vation window W, whereby Y becomes an ordinary multivariate Omstein-Uhlenbeck process 
and A and B become matrices.
The intensity of cases depends much on the actual population density A = (At(s))56nr,>0 , which 
is known approximately from census data. We therefore use A as a spatio-temporal covariate, 
redefine the intensity process A = exp(K)/A and let X be a spatio-temporal log Gaussian Cox 
process with intensity A.
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Letij < t2 < ...be the times of observations and denote by X, and ̂ respectively the spatial 
point process and the Gaussian process at time i;, i = 1,2,.... Furthermore let X, = Xi — X;_j 
denote the increments in X, i.e. the pattern of points occurring between <;_i and <;. The object 
of the study is to estimate the latent Gaussian process Y; from the sequence of point patterns 
Xi,..., Xi. We will show how this can be done using a simulation-based algorithm related to 
Kalman filtering techniques.

5 Discussion

We have presented two simple parametric models for spatio-temporal point patterns, which are 
both analytically and computationally tractable. The models can easily be extended to include 
marked point patterns and inhomogeneity (i.e. non-stationarity) in the intensity. For example 
Brix and M011er (1998) model two weed species simultaneously, one of which has a trend in the 
intensity. Actually the inclusion of the population density in Section 4 can also be considered as 
a way of modelling inhomogeneity in the intensity.
The models described in Section 3 and 4 are pure birth processes. In the weed modelling case, 
the weeds are modelled at a very early stage and no plants die during the experiment. In the 
epidemiological example cases with gastro intestinal disease will of course disappear as time 
passes, but since we are only interested in estimating the current risk and not duration of diseases 
we are not modelling deletion of points. It is, however, perfectly possible to include "deaths" of 
points in the models, for example by independent deletion of points using life times attached to 
each point. Such a procedure (also called thinning) leads to particularly simple expressions for 
e.g. the intensity, because the processes considered are Cox processes.
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1 Introduction
The analysis of small area data where the location of residence and time of diagnosis or reg 
istration is known provides a rich and little developed area of the spatial/environmental epi 
demiology of non-infectious diseases. When spatial and temporal coordinates are known then 
spatio-temporal models can be employed. In what follows we examine the possibility of mod 
elling the clustering behaviour of case events in space-time, via the use of cluster distribution 
functions relating locations to putative cluster centres in the relevant dimensions. Our task is to 
estimate or reconstruct the centre locations from data where centres are unobserved.

In our approach, we regard the case events to be clustered with a pattern which has three 
types of cluster: spatial, temporal and spatio-temporal. This distinction is important in the 
definition of cluster types and it can be seen that spatial and temporal clusters are characterised 
by persistence. That is the clusters must remain within the other dimension. For example, a 
spatial cluster must persist over time otherwise it would be regarded as a spatio-temporal cluster. 
As a corollary, spatio-temporal clusters must occur within short spatio-temporal domains. Each 
of these cluster types is represented by a separate component in our cluster model described 
below.

2 Model Development
In this section we shall devlop a model to deal with spatio-temporal clustering in small area 
health data. The analysis of spatio-temporal data is more complicated than the spatial case, with 
edge effects arising in a number of different forms, and a larger variety of possible sampling 
approaches which could lead to different modelling strategies.

The edge effect problem can take a variety forms due to possible lead times in detecting a 
disease, e.g. breast cancer. This of course has a consequence for defining the temporal location 
and how coarse one can split time up. If the outcome is death then, of course, this problem does 
not exist. Alternatively, there may be cases occurring outside the spatial study region during the 
temporal study period and these will be censored.

Putting these problems aside for the moment, we can imagine a number of possible cluster 
ing structures. The clustering structures that are included in our model are:

1. The disease may cluster in time throughout the whole spatial region. We shall call this a 
temporal cluster

2. The disease may cluster in space throughout the whole temporal study period. We shall 
call this a spatial cluster
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Figure 1:

3. The disease may cluster locally in both time and space. We shall call this a spatio- 
temporal cluster

Each of these can be seen in figure 1 .
We shall assume that these cluster terms can be separably defined, and so we define three 

different and additive functions of the three cluster centre types. We assume an intensity func 
tion of the form

A(yixi.x2 ,x3 , (y' - x lt )

nstc

+a3 Y h (y - 23,)}
1-1

where g(y) represents the background structure, ys is the spatial coordinate of y, y' is the 
temporal coordinate of y, x = {xi,} ^! are the spatial cluster centres, x2 = {x2i}r=ci are 
the temporal cluster centres and x3 = {x3i}"lf are the spatio-temporal cluster centres and 
9 is a vector of parameters that specify the cluster distribution functions (/ii,/i-j and /i 3 ). A 
series of weights {QI, 02, ^3} are also included within the formulation, to allow for different 
contributions from the different components.

In order to fit the above model we need to make use of advanced model fitting techniques, 
such as the spatial birth-death-shift algorithm described below.

3 Birth-Death-Shift Algorithms

The birth-death-shift (BDS) algorithm is an extension of the usual birth-death process, it begins 
with a set of points { x} and updates using either
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1 . BIRTH: (or addition) The addition of a randomly selected new point, the location of the 
new point (say u) being generated from a point process with density 6(u|x)(which usually 
depends on the location of the other points).

2. DEATH: (or deletion) The removal of an existing point (say it), the point is chosen from 
a distribution d(ii|i).

3. SHIFT: (or random displacement) The random movement of one point, this must be 
chosen from the current set with equal probability and is moved to u with density s(xt , u).

The probability of choosing such a move can also depend upon the location and number of 
the points, however we have chosen to make the probabilities each 1/3.

3.1 Birth density
When we apply a BDS algorithm to clustering problems the points are cluster centres. To 
simulate the new location we use the prior distribution, but with the scaling parameter missing,

then if we wish to propose a new location we need to simulate from the Strauss with these 
parameter settings, but with nst = nst + 1. Letting IT" denote the distribution of the nst + 1 
points, then since we know nst of the points all we need is a new point (say y") which we can 
simulate using the method of Ripley (1979).

3.2 Death density

Given a set of cluster centres, say y\ = {yn, 2/12,    > yinst}, we simply randomly select one for 
deletion.

3.3 Shifting density

For simplicity we have chosen to do this totally at random in initial runs, i.e. we set s(x,, u) = 1. 
Other possibilities including Gaussian shifting are possible.

3.4 Algorithm

The algorithm used is

1. Initialize with I = 0, r| = 0.1, j/J = {0.5, 0.5}, y£ = {0.5}, 3/3 = {0.5,0.5,0.5}

2. Update other parameters in the usual MCMC fashion

3. Update y[+1 using a spatial birth-death-shift algorithm as described above

4. Update yfl using a temporal birth-death-shift algorithm as described above

5. Update j/3+1 using a spatio-temporal birth-death-shift algorithm as described above

6. If converged then stop, otherwise set I = I + 1 and goto 2.
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The items 3,4 and 5 need particular care as they are the updates which require use of the 
SBDS algorithm which greatly increases the complexity of the Metropolis-Hastings ratios. It 
can be shown Geyer and Moller (1994) that these ratio take the form

DEATH :LR*PR*

SHIFT :LR*PR*

. 
(x) d(xt \x)

where q(x] is the probability that we propose a birth given the current configuration (in our case 
always 1/3), LR is the likelihood ratio and PR is the prior ratio.

3.5 Spatio-Temporal Example:

Scottish Birth Abnormalities
We examined the application of the sampler to the distribution of congenital birth abnormal 

ities within post code units in the Tayside region of central Scotland for the period 1991-1995. 
The distribution of the total abnormalities is not orderly within post code units and multiple 
events can occur, and so we resort to a count model for the unit spatio-temporal area. We have 
used total births for the post code sectors as a control for the population background.

The results are encouraging but the use of covariate information needs to be investigated.

4 Conclusions
In this paper we have described a wide range of approaches to cluster modelling, all of which 
depend on the use of RJMCMC to allow the exploration of the joint posterior distribution of 
{nx , Xi}, the number and locations of the cluster centres.

We have demonstrated the model on a spatio-temporal data set in Scotland. It is hoped that 
we can include covariates in this model to allow for trend and differing levels of deprivation. 
The results have been promising and reflect the general applicability of the approach.

While one can never replace a carefully designed case-control study with observational 
data, the development of realistic models for clustering can suggest the need for further study. 
The inclusion of covariates into such models is of prime importance. However, covariates are 
usually hard to obtain and one often has to result to crude measures such as the Kafadar-Tukey 
urbanization index.
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1. Introduction

In most developed countries, Hodgkin's disease (HD) is characterised by a distinctive 
bimodal age distribution. Incidence peaks in young adults, then declines in middle age before 
rising steeply beyond 55 years of age (Grufferman and Delzell (1984), Cartwright et al. 
(1990), Medeiros and Greiner (1995)). Different histological subtypes predominate at 
different ages: in the young adult peak the predominant Rye histological subtype is nodular 
sclerosing; but in older cases there are several subtypes and the incidence of the mixed 
cellularity subtype increases with age. These characteristics have led to the suggestion that 
HD is composed of more than one disease entity, with each one involving different 
aetiological factors (MacMahon, 1966). One hypothesis is that HD in young people has an 
infectious aetiology, but investigations of case clustering have been confusing, some finding 
evidence of clustering (Alexander et al. (1989), McKinney et al. (1989), Urquhart et al. 
(1989), Greenberg et al. (1983), Alexander (1990)), or of excessive social linkage between 
cases (Vianna et al. (1971), Vianna and Polan (1973), Grufferman and Delzell (1984)) while 
others did not (Alderson and Nayak (1971), Kryscio et al. (1973), Smith et al. (1977)). Few 
studies of HD have included stratification by histological subtype (Mangoud et al. (1985), 
Grufferman et al. (1979)) or by age group. Since the histological subtypes of HD have 
different age distributions, and hence may have different aetiologies, this suggests that 
analyses should be stratified by age and subtype. The differences between males and females 
in age-specific incidence rates by subtype, especially above age 15 years, suggest that 
analyses should also be stratified by sex.

2. Methods and Results

Data comprised 2024 cases of HD aged 0-79 years arising throughout the period 1984 to 1993 
in the areas covered by the Data Collection Study, a specialist population based register of 
leukaemias and lymphomas (Cartwright et al. (1997). Using the Knox space-time method 
(Knox (1964), Mantel (1967)) the data were systematically examined for evidence of space- 
time clustering of onsets in 3 different age groups: childhood (0-14 years), young adult (15-34 
years) and older adults (35-79 years); for adult cases separate analysis was carried out by sex 
and by subtype (nodular and non-nodular sclerosing). P-values were adjusted for the effects of 
multiple significance testing.

Our prior hypothesis was that young adult cases, particularly of the nodular sclerosing 
subtype, may have an infectious aetiology, but older adult cases do not, hence space-time



88

clustering was expected among young adult cases only, perhaps limited to the nodular 
sclerosing subtype.

The results showed no evidence of space-time clustering in children for either subtype.

For young adult cases there was evidence of clustering which was limited to the nodular 
sclerosing cases, and was more prominent in nodular sclerosing cases (particularly females) 
diagnosed in the period 1984-88, than in those diagnosed in 1989-93.

No evidence of space-time clustering was found among older adults with non nodular 
sclerosing disease, and there was only weak evidence of clustering among cases of nodular 
sclerosing disease in older adults.

3. Conclusions

Space-time clustering was limited to the nodular sclerosing cases and appeared strongest 
among the young adult cases. This may provide further evidence that an infectious process is 
involved in the aetiology of young adult nodular sclerosing cases of HD. An alternative 
explanation of the clustering is that it could be the result of a promoting factor which prompts 
clustered onsets or causes symptoms which lead to clinical examinations during which the 
malignant disease is discovered. Finally, the clustering of onsets could be due to episodic 
exposures to some environmental hazard, although this explanation is perhaps less plausible 
for HD in young adults, due to the potentially long latent period between initiation and onset.
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1. Introduction
Population dynamics, combined with spatial structures, produce diverse spatio-temporal 
patterns. In modem population ecology these patterns have been studied using cellular 
automata and coupled map lattice-structured population models (Hassell et al. 1991, 1994 
Comins et al. 1992, Sole et al. 1992, Boerlijst et al. 1993, Rohani and Miramontes 1995, 
Sole and Vails 1991). The spatio-temporal patterns of interest include travelling waves, 
such as spirals and rings, crystal lattices, patches and spatial chaos.

Existence of such patterns have been interpreted such that spatially structured populations 
tend to become self-organized (Hassell et al. 1991, 1994, Bascompte and Sole 1995, 
Perry 1995). The nature of this self-organization property is not yet fully understood in 
population ecology.

We report an analysis of a spatial population dynamics model suggesting that some 
spatial patterns observed in population dynamics data are in agreement with the view that 
spatial population dynamics generate traveling waves (Kaitala and Ranta 1998, Ranta and 
Kaitala 1997). Our model is developed to describe the cyclic four-year fluctuations of 
Scandinavian microtines (Hansson and Henttonen 1985; Hanski et al. 1994, Stenseth et 
al. 1996). We report that periodic population dynamics are capable of producing 
traveling waves in a homogeneous environment. We suggest that the traveling waves are 
associated with synchrony patterns which we observe in populations dynamics. The 
synchrony in population dynamics decrease with geographical distance between the 
locations. We also suggest that the presence of spatial autocorrelation is typical for 
travelling waves. We also report empirical data on the annual, spatially structured vole 
damage in young stands of forest trees in Finland (Ranta and Kaitala 1997). We argue 
that the data are consistent with the possibility that vole population dynamics are self- 
organized which can be observed as traveling waves.
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2. Spatial population dynamics
We study the dynamics of a set of local populations each of which are modeled by using 
the discrete-time nonlinear Ricker-Moran equation subject to delayed density dependence 
(Ranta et al. 1995b, Kaitala et al. 1996). The local populations are connected through 
dispersal such that a constant fraction m (0 < in < 1) of the new-born individuals disperse 
to non-natal locations. Thus, the population dynamics are given as

Xi(k +1)= (1-m) F(Xi(k) ,Xi(k-l)) + I s ^ Mc,(k) . (1) 

where Xj(k) is the population size in patch i at time k. We assume, in particular, that 

F(Xi(k),X±(k - 1}} = Xi(k)exp[r> - a1Xi(k) - a2Xi(k - 1) ] , (2)

where r* is maximum per capita rate of increase, and a\, a2 are parameters. Furthermore, 
the net amount of immigrants dispersing to patch ; from patch i is given as

,,,,_m F(Xs (k),X,(k - 1)) expC-crfJ " () =             '

where c is a constant parameter, and ds, is the distance from patch s to patch i.

We first analyzed the population dynamics in the absence of dispersal to characterize the 
stability properties of single-patch population dynamics. The general pattern of 
population dynamics moving from stable behavior top chaotic behavior was observed 
when growth rate was increased. We then chose parameter values to produce the 
population dynamics generating four year cycles.

3. Traveling waves, synchrony, and autocorrelation
For the analysis of spatial population patterns we used a coupled map lattice model where 
each of the 25 subpopulations were coupled through dispersal. Our main observations 
were as follows. Our model easily produces spatial population dynamics patterns that by 
visual inspection can be identified as traveling waves. The presence of traveling wave is 
not sensitive to specific values of the population growth rate, and consequently, not 
sensitive to the stability properties of the dynamics. The wave patterns are not unique, 
though. The shape and the direction of the waves can vary. This may be related to the 
non-uniqueness of the attractors of the dynamic system. However, all the traveling waves 
showed a clear pattern of spatial autocorrelation, at least during some stage of the four 
year population cycle. Finally, the close-by populations tend to fluctuate in synchrony 
with the level of synchrony decreasing with increasing inter-patch distance. Interestingly, 
a large number of empirical data sets (Ranta et al. 1995a,b, Ranta et al. 1997a,b,c,d,e, 
Ranta et al. 1998, Kaitala et al. 1996, Kokko et al. 1996, Lindsrom et al. 1996, Heino et 
al. 1997) show this same pattern. A more detailed comparison of our observations based 
on simulations was made using data on vole dynamics (Ranta and Kaitala 1997).
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4. Conclusions
We have analyzed the property of self-organization in spatial population dynamics. 
Periodic population dynamics may create traveling waves suggesting that the interaction 
of subpopulations or different locations through dispersal may organize population 
structures in space. There is an evident lack of theoretical and statistical tools to be used 
in detecting and analyzing self-organized patterns in spatial population dynamics. We 
suggest that self-organization may be associated with synchrony patterns that often 
depend on geographical distance and with spatial autocorrelation patterns, which may not 
be detectable each year in the population dynamics.
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1 Introduction
We describe two related approaches for modelling the generic visual appearance of various 
types of human interaction. The range of things that can happen in any given interaction is 
learnt automatically through passive observation of video sequences depicting typical 
instances of that event. The first approach is shown to be applicable for jointly modelling the 
profiles and facial appearances of two interacting individuals (Johnson, Galata and Hogg, 
1998). The second approach was developed specifically to deal with the interactions between 
people and motor vehicles in car parks (Morris and Hogg, 1998).

2 Joint Interaction Models
We suppose many video segments are available depicting randomly chosen examples of a 
target interaction (e.g. a handshake) between two individuals. A general method (Johnson and 
Hogg, 1996) is used to produce a model from this training set as follows.

Profiles of the two individuals are extracted by subtracting successive frames from a reference 
image of the background, obtained by median filtering corresponding pixels over a fixed 
number of previous frames (Baumberg and Hogg, 1996). Thresholding the difference-images 
partitions the frames into foreground regions corresponding to the two individuals (with some 
additional processing) and the background. The profile of each person is represented by a 
closed 3rd order B-spline curve with a fixed number of control points (Figure l(a)), aligned in 
the material coordinate at the top of the head.. Each profile is thereby uniquely represented by 
the concatenation of these control points into a 2n-vector S = (x,,y l ,x.,,y2 ,---,xn ,yl,).

(a) (b) 

Figure 1: (a) B-spline around each profile (b) predicting future behaviour.

The instantaneous state of an interaction is represented by the concatenation of profile vectors 
for the left and right individuals (S L ,S S ), their separation sand their relative height h- 
together with the first derivative of these parameters: F = (S L ,S L ,S R ,S R ,s,s,h,h). In our
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experimental training set of handshakes, there were 32 control points for each profile, giving a 
state vector of size 260.

The set of all states observed in the training set is summarised by a set of prototype states 
obtained using vector quantisation. A concise encoding of the order in which prototypes are 
visited as each person in the training set traverses the scene, finally provides a probability 
density for complete trajectories through the state space (Johnson and Hogg. 1986). This 
provides a likelihood for any given handshake.

Using this model, a partial interaction can be extrapolated into the future (Figure l(b)). The 
model may also be used to complete a partially occluded interaction by the introduction of 
uncertainty in the elements of the state vector acquired from pre-processing each incoming 
frame. A Bayesian framework is adopted in which the posterior density for the hypothesised 
state F, at each frame is estimated recursively from a prior density for the state and a 
likelihood for the current state observation F,. The overall framework for representing and 
updating the posterior density is essentially the CONDENSATION algorithm (Blake and 
Isard, 1998). Several frames from a sequence in which an occluded partner is reconstructed in 
this way are shown in Figure 2.

Figure 2: Interaction with a virtual person.

To illustrate this idea in a different domain, we have carried out experiments on facial 
interaction with the aim of simulating a face with which a user can interact. A joint interaction 
model was constructed from the output of a face tracker (Edwards, Taylor and Cootes, 1998). 
Figure 3(a) shows a single frame from a training sequence in which the right-hand individual 
is nodding their head in response to head-shakes of the left-hand person. Figure 3(b) shows a 
virtual face on the right-hand side, nodding in response to head-shakes from the real face on 
the left-hand side.

(a) (b) 

Figure 3: (a) Frame from training sequence (b) reconstructed face (right) with real face (left).
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3 Monitoring Car Parks
Our aim is to detect unusual events in car parks. A powerful way to do this could be to 
classify a behaviour as unusual if it is an outlier to a model of normal behaviour acquired by 
observing a car park over several hours of activity. We go some way towards this ideal by 
introducing a statistically calibrated measure of interest in a person as they traverse a car park. 
A supervised learning procedure to used to finally distinguish between normal and unusual 
behaviours.

We focus on the relative locations of people and vehicles. Vehicles are tracked first (Tan, 
Sullivan and Baker. 1994) followed by the pedestrians (Baumberg and Hogg, 1994, 1996) - 
see Figure 4(a). Occlusion masks indicating the depth and extent of projected vehicles within 
the image plane are passed to the person tracker to improve its reliability. This greatly 
improves tracking performance within car parks, since people are often partially occluded by 
vehicles.

(a)

£ 4 6 8 10 12 14 16
distance (m)

(b)

Figure 4: (a) Combined tracker for people and vehicles (b) scatter plot of speed-distance 
measurements at closest approach.

An important aspect of the behaviour of someone in a car park is their relationship with the 
closest vehicle at any time. At the point of closest approach to each such vehicle, two 
measurements are recorded - the speed of the person and their distance from the vehicle. From 
these measurements, a 2-D cumulative probability distribution is formed.

For a person moving through a car park, we treat the cumulative probability of the speed- 
distance tuple at each point of closest approach as a measure of significance - the closer a 
person is to the vehicle and the slower they move, the more interesting the event. In order to 
distinguish between normal and unusual behaviour, the cumulative probabilities of all points 
of closest approach for a single person are ordered, and the smallest five values retained
{/>J< = 1,5). A planar decision surface is used to distinguish between normal and unusual 

behaviour:

5

IF j,a,p, >0.5 THEN unusual ELSE normal

hi one experiment, we recorded two hours of video at the start of the working day, during 
which 129 people were observed to enter and leave a car park, of which 11 were behaving
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unsually (performed by an actor). The scatter plot of speed-distance measurements acquired 
from the 129 trajectories is shown in Figure 4(b). The five smallest probabilities for two of the 
unusual behaviours are shown in Figure 5.

D left • 
right •

Figure 5: Two unusual behaviours seen from above and the corresponding sequences of five
smallest probabilities

The decision surface (i.e. values of a : ) was positioned to correctly separate a subset of 59 
behaviours of which 5 were unusual. The remaining 70 trajectories, 6 of which were unusual, 
was classified using the same decision surface. All 6 unusual behaviours and all but 4 of the 
normal behaviours were classified correctly.
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Tracking Rainstorms
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1 Introduction
This paper introduces a procedure for tracking rainstorms using the information provided by 
ground-based weather radars. The special features of the data provided by these radars are dis 
cussed in the next section. Being able to track a storm enables one to make more specific short- 
term forecasts: if a storm has travelled 12 km due East in the last quarter of an hour, then it can 
be expected to be about 50 miles due East in an hour's time.

Past information can also be used to improve present information. Suppose that at the present 
time there are two storms, A and B, so positioned that B is 'masked' from the radar by A. If A 
is a severe storm then much of the information about B will be corrupted (Fernandez-Duran and 
Upton, 1999). However, the relative positions of the storms with respect to the radar will have 
changed over time. Earlier information about B, although somewhat out of date, may be more 
reliable because the masking by A was then reduced or non-existent.

More generally, being able to track storms can also provide information concerning the evo 
lution of storms. Different patterns may be detected in different regions of a storm   in partic 
ular, at different altitudes. It may also be possible to draw conclusions about the rate at which 
the precipitation is descending.

2 The special features of radar data

Data from weather radars have 4-dimensional space-time characteristics of a peculiarly difficult 
nature. The description here refers to the data collected every 15minutes,in 1997,bytheC-band 
radar at San Pietro Capofiume near Bologna in Italy.

A collection sequence usually consisted of 18 separate 'PPI' scans. A PPI scan is obtained 
from a complete 360° rotation of the radar at a fixed angle of elevation. The 18 scans followed 
a fixed pattern of elevations, starting at about 0.5° and finishing at about 15°

Each scan contains information on several variables, for each of about 400 different azimuths. 
The variable of concern in this paper is reflectivity, z. This is the amount of transmitted signal 
that is reflected back to the radar. The reflecting objects of interest are raindrops, hail and water- 
covered hail, with unwanted echoes (clutter) arising from prominent terrestrial features.

The delay between the time of transmission and the time that the reflection is received is an 
indication of the distance of the reflecting object from the radar. The power of the reflected signal 
is adjusted for the inverse-square loss of power and is attributed to one of 440 time-delay bins. 
Each bin corresponds to a region 0.25 km wide, so that the range of the radar is 110 km. For 
each variable, therefore, over 3 million readings are being taken in each quarter of an hour.

Each bin has the same width so that the volume of a bin is proportional to the square of its 
distance from the radar. At the ranges at which weather radars operate, this has a negligible effect
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on the mean reflectivity per unit volume, but it does affect the apparent variability of the recorded 
values   extreme values are mostly reported from bins close to the radar.

3 The tracking process

Tracking the storms by comparing successive PPI images is complicated by the fact that the in 
formation they provide refers to a range of altitudes. As a consequence, storm features that ap 
pear in the same PPI at time ii may, without any alteration in their altitude, appear in several 
different PPIs at time <2 .

3.1 Creating a Cartesian analogue

Treating a radar beam as being a cone with half-angle 0.45°, its cross-section at the maximum 
range of 110 km will be a circle of radius 0.86 km. Too fine a Cartesian mesh would give an 
unjustified appearance of accuracy. However, the vertical structure of the storm is of particular 
meteorological significance. The mesh chosen therefore used 2 km steps in x and y and 0.5 km 
steps in the altitude a.

The simple procedure used to assign the PPI bins to Cartesian cells is also used by the UK 
Meteorological Office. The value reported for a PPI bin was identified with the bin centre and 
transferred to the Cartesian bin in which that centre was located. The x and y co-ordinates of the 
centre were calculated from the bin number and azimuth. The calculation of the a co-ordinate 
involves R, the earth's radius. To allow for refraction due to the earth's atmosphere, following 
standard practice (Rinehart, 1991), R was replaced by |1? in the calculations.

The raw data consists of (discretized) versions of Z, where Z, measured in dBZ, is given 
by Z = lOlogjo ( -.  Z6 . 3 J. Since the polar bins have differing volumes, the value finally 
reported in the Cartesian cell is volume-weighted.

3.2 Data selection

The comparison of two Cartesian x - y grids is complicated by the incompleteness of the data 
and the presence of ground clutter. If a Cartesian cell is uninformative for one of these reasons 
then it is excluded from the tracking calculations.

3.2.1 Information-free regions

For simplicity, the matching process treats each radar ray as a line rather than a cone. Conse 
quently, as distance from the radar increases, the rays appear to diverge. At the higher eleva 
tions, the resulting Cartesian cross-sections ultimately appear as concentric circles, separated 
by gaps containing no information. Although these gaps can, with some computational effort, 
be 'repaired', there are two other regions that cannot be avoided.

The lowest Cartesian layer refers to the altitudes up to 0.5 km. With the lowest elevation PPI, 
an altitude of 0.5 km is exceeded at a range of 60 km: there is therefore no information about 
the weather below 0.5 km at locations more than 60 km from the radar. The UK Meteorological 
Office solves this problem by 'bringing down' the data from the next elevation.

The maximum elevation of the Bologna radar is 15° and thus there is also a region directly 
above the radar for which there is no information. This region grows in cross-section with in 
creased altitude. Regions remaining storm-free also provide no information useful for tracking.
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3.2.2 Ground clutter

Although weather radars are carefully sited, it is often the case that their lower elevation PPIs are 
affected by ground clutter. On the whole this appears in the same locations in successive images 
and its stationary nature would lead a naive tracking algorithm to conclude that the storm was 
stationary. Cells identified as clutter are therefore excluded from the analysis that follows.

3.3 The measurement of similarity
Let the value in the Cartesian cell (x, y , a) at time t, (i = 1,2) be denoted by Z(x, y, u,, (,). 
Define the values x', y' and a' and the shifts Sx, 6y and Sa so that x' = x + Sx, etc. We want to 
choose values for the shifts so that, for all {x, y, a}, {Z(x, y, a, ii)} matches {Z(x', y', a', < 2 )} 
as closely as possible.

A natural measure of (dis) similarity is S(Sx, Sy, So) given by

S(Sx, Sy,Sa)=^^ ̂ {Z(x, y, a, t,) - Z(x', y', a', t 2 )}2
x V "

Because of the uninformative regions and also because information is in any case restricted to 
a 100 x 100 grid, different displacements lead to different numbers of pairs of informative Z- 
values. Let nj(Sx, Sy, Sa) be the number of informative pairs at a particular displacement. A 
good candidate as an estimate of the shift between times ti and t^ would appear to be to choose 
those values of Sx, Sy and Sa that minimise the ratio S(Sx, Sy, Sa)/nj(Sx, Sy, Sa).

However, this measure does not work well because of the possibility of choosing an extreme 
shift (Ai, Ay, Aa) corresponding to the slight overlap between two unrelated parts of a storm 
that happen to have similar values.

A more reliable measure results from 'rewarding' close matches. For a particular choice of 
{(Sx, Sy, Sa)}, a value vx ,v ,a is awarded to cell (x, y, a) where, for some value c,

f Z(x,y,a,t1 ) + Z(x',y',a',t2 ) if\Z(x,y,a,tl )-Z(x',y',a',t2)\<c 
*'*'" \ 0 otherwise

Low values of Z are of little interest. A variant of the above therefore specifies that both Z(x,y,a,ti)
and Z(x', y', a', 4 2 ) must exceed some minimum threshold, d, with the revised reward being {Z(x, y, a, tt)+
Z(x', y', a', i2 ) - 2d}. The values chosen for {(Sx, Sy, Sa)} are those that maximise T, where
rr\ _ V~* ^™\ V~^

3.4 Assessing confidence

The total reward, T, is the sum of the nine component totals (Tlt ... ,T9 ) given, for a 100 x 100 
i-y grid, by, for example,

fc=0 1=0 a 

33 32

fc=0 1=0 a 

32 32

4=0 i=0 a
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For each of the nine component totals the optimal values of{(6x,6y,6a)} were determined. For 
each shift, the median of the nine separate estimates was used as the overall estimate.

A measure of the precision of this process is provided by m, the median absolute deviation 
from the median. The sum of the m values over a sequence of images acts as a 'tuning' measure 
for deciding on the optimal value of the constants c and d.

Reducing c or increasing d results in fewer rewarded matches. To guard against using esti 
mates based on just one or two chance matches, displacements resulting in fewer than n rewarded 
matches were ignored.

4 Results
The procedure was used to track a fast moving thunderstorm using data from June 18,1997. The 
results for two consecutive radar cycles in mid-afternoon (14.50 and 15.05), when the thunder 
storm was near its peak, are given in Table 1. Estimates with high precision (m = 0) are given in 
bold, those with rather low precision (m = 2) are given in italics; less precise estimates (m > 2) 
are omitted. The 24 columns correspond to the 24 altitude bands. Positive values of 6x, 6y and 
6a correspond to shifts to the East, the South and downwards, respectively. The values of c, d, 
and n were respectively, 5 dBZ, 0 dBZ, and 10.

Altitude
6x
gy 
So.

Altitude
6x 
gy 
Sa

1
0 
0 
0
13
7 
2 
2

2
7 
2 
-1

14
6 
3 
1

3
7 
2 
0
15
7 
2 
2

4
8 
3 
1
16
8
2 
1

5
8 
3 
1

17
7 
2 
1

6
7 
3 
2
18
8
2 
2

7
7 
2 
3
19
8
2 
1

8
9
2
-1

20
9 
2 
2

9
8 
2 
0

21
8 
2 
2

10
8
1 
0
22
9 
1
2

11
7 
2 
1

23
10 
1
2

12
6
2 
2

24
9

4

Note the slight shearing that occurs, with the clouds at the greater altitudes moving at around 
70 kmh, compared to around 60 kmh nearer the earth. This leads to the anvil shape that is a 
characteristic of many thunderstorms.

The values for the two lowest altitudes are almost certainly incorrect. At these altitudes there 
is a comparatively high incidence of uninformative pixels. At higher elevations the estimates 
are reassuringly consistent The negative estimate of Sa could be genuine, since wet hailstones 
in thunderstorms may travel upwards, butit may be an indicator of attenuation.
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Space-time calibration of radar-rainfall data
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1 Introduction
This extended abstract is a summary of Brown, Diggle, Lord and Young (1999), available from 
www.maths. lanes . ac.uk/~brownpe/radar .ps . gz.

Weather radar stations are used to make short-term forecasts of rainfall intensity over a geo 
graphical region, A say. A radar station provides data in the form of a series of rainfall intensity 
estimates at regular time-intervals on a fine grid of pixels to cover A. These estimates give a 
reliable indication of whether rain is falling in each pixel, but a much less reliable indication of 
rainfall intensity. Ground-truth monitoring networks of tipping bucket rain gauges at a set of 
locations within A provide more accurate, direct estimates of rainfall intensity at their respec 
tive locations. However, for obvious practical reasons the coverage of A by such rain-gauges is 
likely to be spatially sparse by comparison with the grid on which radar rainfall estimates can 
be calculated. This raises the following statistical problem: model the space-time relationship 
between radar rainfall estimates and rain-gauge rainfall measurements with a view to making 
real-time predictions of the ground-truth rainfall intensity throughout the region.

Figure 1 compares a raw radar image, a pre-processed image, and the calibrated image 
which results from the methodology developed in this paper. Note that post-calibration esti 
mates of rainfall are substantially higher than pre-calibration estimates.

Figure 1: Raw radar image, a pre-processed image, and the calibrated image. All three images 
use a common gray-scale, with darker shades corresponding to larger values.
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2 The Model
We first fit time-series models to data from individual sites. In this phase of the modelling 
we build a dynamic regression model to describe the relationship between ground-truth and 
radar rainfall estimates. We then conduct an exploratory spatial analysis of the outputs from 
the n single-site models. Specifically, we estimate the space-time covariance structure of the 
minimum mean square error predictors of the dynamic regression coefficients, and use this 
estimated covariance structure to guide our formulation of an integrated space-time model for 
the entire region A. Finally, we fit the space-time model by likelihood-based methods and assess 
its predictive value by comparing model-based predictions of ground-truth rainfall intensity 
with observed values at seven validation sites.

Consider a single site at which we record both ground-truth measurements and radar rain 
fall estimates at equally spaced time-intervals through a rainfall event. In modelling these data, 
we make the fundamental assumption that the relationship between ground-truth and radar re 
flectance can be described by a power law (Collinge and Young, 1993),

G = aRli - e, (1)

where G is the gauge measurement, R is the radar measurement and e is a multiplicative error 
term. Taking logarithms, we therefore obtain a linear relationship, with zeros treated as missing. 
Using a subscript t to denote time, this leads to the observation equation

Yt = A t + Btut + Zt :t = l,...,T. (2)

In (2), Yj = log(G( ), ut = log(.Rj) and the time-series Zt is uncorrelated Gaussian noise with 
mean zero and variance a\.

The At and Bt are stochastic processes whose time-evolution is described by the state equa 
tions

At - HA = <S>A(At-i - HA ) + % (3) 
Bt - HB = <J>n(Bt-i - HB) + ft (4)

where rjt and et are uncorrelated Gaussian stochastic processes with zero mean and respective 
variances a\ and a\. Also, 0.4 and <t>u are autoregressive parameters, each lying in the range 0 
tol.

Let Ait : i = l,...,n;t = 1,..., T denote the minimum mean square error predictors of the 
dynamic regression coefficients as obtained from the single-site models fitted to data from each 
of the n sites. Formally, the array of values Att constitutes a multivariate time-series, and we can 
use standard time-series methods to compute the corresponding sample auto-covariances and 
cross-covariances. Figure 2a is a grey-scale image of the estimated unlagged spatial covariance 
function. It is obtained by averaging the zero-lag cross-covariances within square bins defined 
by the two-dimensional spatial separations, :EJ   Xj. This suggests that the spatial covariance is 
strongly dependent on separation distance, «y = \\xt — Xj\\, and on direction, being strongest 
along a principal axis running in an approximately south-easterly direction. Figure 2b shows 
the covariance at time lag 1.
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a) lag 0 b) Iag1

Figure 2: Covariances of A

By comparison with Figure 2, the variance of the B process is very much smaller, and there 
is little evidence of spatial structure. For these reasons B will be treated as constant over space 
and time from now on.

2.1 A space-time model for radar-rainfall data
At gauge site Xi there is a time series of calibration parameters .4^ ... A,T. Time series from 
different sites are related to each other hi a manner determined by the geographical distribution 
of the x^ However, the underlying process for the Ait should be assumed to be continuous in 
space and time, with Ait = A(x,,t). The time points t = 1... T are equally spaced 15 minutes 
apart, and the spatial locations x\... X N are in SJ2 . Our aim is to develop a suitable model for 
A(x, t), which can be used to predict A(y, t) where site y has a radar measurement but no rain

For a separable space-time process, p(x,t) = p1 (x)p2 (<). Constructing such a process is 
simply a matter of finding pi (x) and p?(t). To construct a separable space-time process, we will 
use the Matern and exponential correlation functions,

r0 = (5)

3 Results
The calibrated image shown in Figure 1 uses the separable model, with parameters estimated 
by maximum likelihood. Below is the predicted and true rainfall at one validation site, in the 
untransformed scale.
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true gauge 
predicted gauge 
radar

Figure 3: Validation gauge

4 Conclusions
The structure of the model implies the fitting of a linear state-space time series model at each 
site. In the resulting multi-site model, the underlying state-variables Alt . i = 1,..., n asso 
ciated with the n sites at which ground-truth measurements are available are linked through a 
postulated covariance structure which respects the underlying spatial setting. In particular, the 
assumed space-time covariance structure imposed on the data can be extrapolated to continu 
ous space-time. This makes its interpretation robust to any change in the time-interval between 
successive observations and, more particularly, enables the prediction of the underlying state 
variable at arbitrary locations, which in turn leads to prediction of ground-truth rainfall inten 
sity at locations for which only radar data are available.

In the wider context of environmental monitoring applications, the essential features of the 
class of problems to which the current modelling approach might usefully be applied are: a 
spatially sparse network of data on an environmental variable of primary interest; a spatially 
dense network of data on more easily measured explanatory variables which are not of direct 
interest, but which have predictive value for the variable of primary interest; a substantive in 
terest in spatial interpolation and/or short-term forecasting of the continuous spatial variation in 
the variable of primary interest.
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Spatial Regression for Misaligned Data: 
A Deforestation Problem

Deepak Agarwal and Alan E. Gelfand,
Department of Statistics, University of Connecticut,

Storrs, CT, 06269-3120, U.S.A.

We attempt to clarify an anticipated relationship between deforestation and population pres 
sure. We employ a dataset from eastern Madagascar. We have four layers of data. The first 
three are observed on a rasterized map at a pixel resolution of 1km x 1km. They are 1) land 
use, a binary classification, forest or not forest, 2) elevation, which measures the height of the 
pixel from sea level at a central point in the pixel, and 3) slope, a quantity derived as a local dif 
ferential of elevation. The fourth layer of data is human population, which is available from a 
vectorized map at the town level giving rise to misalignment. We model land use as a function 
of elevation, slope and population after smoothing for both pixel level and town level spatial as 
sociation. The vectorized town level map was first rasterized using CIS software so that every 
pixel belongs to one and only one town. Hence the roughly 75,000 pixels are nested within the 
169 towns. The modeling is done at two levels. At the pixel level a logistic regression of land 
use on slope, elevation and "missing" population adjusting for pixel level spatial association. At 
the town level an aggregated Poisson regression of pixel level population on pixel level elevation 
and slope using the town level population data and adjusting for town level spatial association 
in population. A hierarchical Bayesian model connects the levels, with the town level model 
imputing the "missing" pixel level population values. We have experimented with partitions of 
the region and with decreased resolution. Models are fitted using Markov chain Monte Carlo. 
With such large datasets and so much missing data, we witness high autocorrelation and slow 
convergence yielding very long run times. Nonetheless, the results thus far are encouraging.





Spectral Analysis of Spatial Point Patterns in Incompletely 
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1 Introduction
Spectral analysis is a useful tool in the investigation of the second-order properties of spatial 
point patterns. A drawback of the technique is that the study region must be rectangular and 
completely observed within the outer boundary. The Farmland Ecology Patch experiment at 
lACR-Long Ash ton is an example of a problem in which the study region contains holes. A 
consequence of this is that elements of the sample spectrum which correspond to the pattern of 
holes are biased. It is possible to modify Ohser and Stoyan's (1981) translation correction for 
the estimated reduced second-order moment function (Ripley's (1976) .K-function) for use with 
spectral analysis.

Calculation of the translation correction can be difficult with a complicated pattern of unob 
served regions We introduce an alternative correction which conditions on the observed point 
pattern and is computationally simpler to estimate.

2 Spectral Analysis of Spatial Point Patterns
The exploratory analysis of a spatial point pattern involves the examination of its second-order 
properties. These provide evidence on the nature of the stochastic process: are the events ag 
gregated, inhibited or completely random? Rather than examining the covariance function for 
the point process directly, Bartlett(1964) introduced the technique of spectral analysis. One of 
the main advantages of this approach is that directional properties are not ignored. The spectral 
density function is defined as f(w) = / K(C) exp(-zo)Tc)dc, where K(C) is the complete covari 
ance function for locations separated by the vector c = a - b and i = ^/^T (see Mugglestone 
& Renshaw, 1996). The estimator

/(?,?) = Jj{N + ]T>r,cos [2ir[p(ir - i,) + q(yT - y,)]] }, (1)
T/J

is due to Bartlett(1964) where the periodogram is expressed in terms of the inter-event vectors 
Cr-y,'). -^ is me number of events and p and q are the integral-valued frequencies of the sample 
spectrum being estimated, in the x- and ^-directions respectively. The weights wr, are all equal 
to 1 for a rectangular region which is completely observed within the boundary. If the region is
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incompletely observed then the elements of the sample spectrum which correspond to the pattern 
of holes will be biased. For instance, a region with one large hole will see the greatest bias in 
the lowest frequency elements of periodogram.

3 Farmland Ecology Patches experiment
The Farmland Ecology Patches experiment at lACR-Long Ashton is an interesting example of 
a study region with a pattern of holes. The locations of sycamore seedlings within a crop of 
barley have been recorded on two years. Figure l(a) and (b) show the rectangular field with the 
seedlings' positions marked. The shaded regions represent patches of semi-natural vegetation 
within which it is not possible for sycamore seedlings to germinate. Thus, the point pattern of 
the seedlings is observed within a region with internal holes.
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Figure 1: Positions of sycamore seedlings within the Farmland Ecology Patches experiment in 
(a) 1991 and (b) 1997. Shaded areas represent the patches of semi-natural vegetation within the 
field of barley. Distances are marked in metres.

4 Translation Correction for Spectral Analysis
One solution to this bias is to adapt the translation correction developed by Ohser and S toy an 
(1981) for Ripley's (1976) K function. The K function is widely used to study second-order 
properties of point processes. Figure 2(a) shows an example inter-event vector and the hatched 
area in (b) indicates the locations of xr within the region at which it would be possible to observe 
xs , separated by the same distance and direction. The translation correction for the K function 
uses the hatched area as a proportion of the total area of the region as a weight in the calculation 
of its estimator.

However, the problem we face is that shown in Figure 2(c) where the study region has an 
internal hole (shaded). The hole reduces the area in which it is possible to observe the inter- 
event vector (xr   x,) as shown in Figure 2(d). Since the sample spectrum is not biased when 
the region is completely observed, we can take the hatched area shown in (d) as a proportion of
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the hatched area in (b) as a weight for this particular inter-event vector in the calculation of the 
sample spectrum (1). If we denote the study region as R, and the hole H , then the weight is

" | R n Rv |
where |   | is the area of the region, v = XT   xs and Hv = {x + v : x e H}.

(a) (b)

(c) (d)

Figure 2: Diagrams showing: (a) an inter-event vector (xr  xs ) in a completely observed region; 
(b) the area in which the event xr of the inter-event vector (x,   xs ) can lie; (c) the same inter- 
event vector in a region with an internal hole; and (d) the area in which the event xr of the inter- 
event vector (xr   x,) can lie given that neither event can occur inside the hole

5 Conditional Correction
For a study region like the Farmland Ecology Patches experiment, the translation correction 
would be difficult to calculate. The conditional correction however, is simpler to estimate. Given 
that inter-event vectors are only observed at the particular locations of the observed events, it 
would seem reasonable to weight the contribution of an inter-event vector by the amount which 
it is affected by the hole. Figure 3(a) shows an inter-event vector in a region with a hole and (b) 
marks with squares the events which could have observed this particular vector. We wish to de 
termine the proportion of these affected by the hole. Figure 3(c) marks these with filled squares. 
The conditional correction is then calculated by repeating the process for the vector in the oppo 
site direction (see Figure 3(d)) and calculating the overall proportion of events affected by the 
presence of the hole. The weight used in (1) is then,

_ JV(flv) + -

where v = xr — x, and N(-) is the counting measure.
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(a) (b)

(c) (d)

Figure 3: Diagrams showing: (a) a point pattern within a study region with a rectangular hole 
(shaded) and the vector between events x, and xs ; (b) events able to observe the inter-event vec 
tor (xs   x,) are marked by squares; (c) events affected by the presence of the hole are marked 
by filled squares; and (d) the appropriate diagram for the vector (xr   xs )

6 Conclusions
The translation and conditional correction are two techniques which compensate for the bias in 
troduced into the sample spectrum by incompletely observed study regions. Further develop 
ment of the conditional correction will allow its application to the A'-function. This promises a 
simpler correction for edge-effects with Ohser and Stoyan's (1981) orientation analysis.
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1 Introduction
Research on statistical modelling and prediction of spatio-temporal processes has received 
increasing interest, particularly in recent years. Areas such as environment and ecology, 
geology, geophysics, agriculture, etc., provide a broad spectrum of practical problems in 
volving space-time interaction that motivate the development of new methodologies and 
techniques. One problem of special importance in this context is the design of sampling 
strategies to improve the quality of information in the data for estimation. For purely spa 
tial processes, a variety of statistical approaches to sampling design have been introduced 
in related and applied literature (see Bueso, Angulo and Alonso, 1998, and references 
therein). As observations of time processes are in many cases taken at regular intervals, 
as occurs with standard time-series models, strategies for sampling purely temporal pro 
cesses usually involve decisions on the sampling frequency (see, for example, Quimpo and 
Yang, 1970; Zhou, 1996; etc.). The case of spatio-temporal sampling design is considered 
in Rodrfguez-Iturbe and Mejfa (1974) and Stein et al. (1998), among others.

Generally speaking, the statistical problem of spatio-temporal sampling design for 
prediction involves: modelling the space-time interaction or evolution, formulating the 
objectives of prediction in both space and time, defining the type of sampling schemes, 
and adopting concrete optimality criteria. The key point of the discussion in this paper 
is to show how the space-time interaction structure affects the configuration of possible 
alternative strategies, with different emphasis on space or time observation points for fixed 
target values related to the adopted optimality criterion.

2 Elements
We assume here that a model for the spatio-temporal random process {Xt(s) : t   T C 
R,s   D C R 2} is given, either prescribed o priori or estimated. In our illustration 
(Section 3), we consider two different extensions of the ARMA univariate time-series 
models to the space-time context.

The region of interest for prediction of the random process X is assumed to be com 
posed by a finite set of space-time points A. Sampling information is considered to consist 
of observations of a related spatio-temporal random process Y on a finite number of sites 
that remain fixed for a certain finite sequence of equally spaced times.
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Optimal sampling design criteria are usually based on different measurements associ 
ated with the prediction-error covariance matrix, such as the trace, the maximum eigen 
value or the determinant. In this paper we consider the entropy-based approach presented 
in Bueso, Angulo and Alonso (1998). In a spatio-temporal context, the problem is thus 
formulated as finding a set of spatial locations 5 and a (common) time frequency / that 
maximize the amount of information on the variables of interest contained in the sampled
variables /( YS,/, XA ) = # (XA ) - #(XA | Y5,/),

where vector XA represents the variables of interest on A, vector YS,/ the sampled vari 
ables at sites in S with sampling frequency /, J?(XA) the entropy of XA, and H(\^\~Ys,l) 
the mean conditional entropy of XA given YS,/. In the Gaussian case, the problem is 
reduced to finding an 5 and / that minimize the conditional covariance matrix of XA 
given Y5,/.

3 Examples
In the following examples we intend to illustrate two main aspects inherent to the problem 
of spatial sampling design in the space-time context according to the above setup. First, 
for a given target rate of information (i.e., the proportion of information achieved with re 
spect to the information provided by the most comprehensive sampling scheme), we may 
find (almost) equivalent configurations with, generally, an inverse relationship between 
time frequency and number of sites. Second, the structure of the space-time interaction, 
in addition to the marginal spatial and temporal dependence structures, is an impor 
tant factor in the ordering of the possible space-time sampling configurations in terms of 
their associated rate of information, as well as regarding the shape (increments) of the 
resulting curve for the different sampling configurations at increasing rates of information.

Example 1: We first assume (see Angulo et ai, 1998; Huang and Cressie, 1996) that, 
at each location s   D, process {X( (s) : t G Z} evolves in time according to a stationary 
and invertible ARMA structure, *«=!!§*<->.
with £t(s) being a zero-mean Gaussian temporal white noise process with constant variance 
<r£2 (s). The polynomials Q(B) = 1-9^-.. .-9fB" and *(B) = 1-&B-. ..-^,-B' are 
common to all locations. Spatial dependence is prescribed under the hypothesis that, for 
each fixed t, {et(s), s   D} is a zero-mean Gaussian spatial process. As a restriction on the 
structure of the space-time dependence, we assume that £t(s) and £f(s') are uncorrelated 
if t ^ t', for all s, s' 6 D. We also assume that observations of the variable of interest 
X are affected by additive noise: Yj(s) = Xt(s) + 7jt(s), where T] is a Gaussian process 
uncorrelated in both space and time, and mutually uncorrelated with X.

Number of sites
1 
2 
3 
4 
5 
6

Ai
0.4403 
0.7378 
0.9354 
0.9679 
0.9901 
1.0000

A2
0.4171 
0.7015 
0.9000 
0.9336 
0.9564 
0.9664

A3
0.4138 
0.6964 
0.8955 
0.9291 
0.9520 
0.9619

A4
0.4136 
0.6962 
0.8953 
0.9289 
0.9518 
0.9617

Selected sites
B or D 
C,D 
B,C,D 
A,B,C,D 
A,B,C,D,E 
A,B,C,D,E,F

Table 1: Rate of information (example 1).
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STMA(LS) STMA(Ll) STMA(LO)
Sties

A
B
C
D
E
A, B
A, C
A, D
A, E
B, C
B, D
B, E
C, D
C, E
D, E
A, B,

Ai

8
24
2
4
17
35
10
13
22
26
29
50
6
18
41

C 36

A2
7
19
1
3
15
31
9
11
20
21
27
47
5
16
37
33

Ai
9
27
2
5
23
43
10
13
31
28
33
55
6
24
35
44

A2
7
17
1
3
15
37
8
11
21
18
25
47
4
16
19
38

A!

9
25
2
5
23
43
10
13
37
26
29
51
6
24
27
44

A2
7
17
1
3
15
35
8
11
31
18
21
47
4
16
19
36

Sties

A, B, D
A, B, E
A, C, D
A, C, E
A, D, E
B, C, D
B, C,E
B, D, E
C, D, E
A, B, C, D
A, B, C, E
A, B, D, E
A, C, D, E
B, C, D, E
A, B, C, D,

STMA(LZ) STMA(Ll) STMA(LO)
A!
39
53
14
25
45
30
52
59
42
40
54
61
46
60

E 62

A2
32
49
12
23
43
28
48
55
38
34
51
57
44
56
58

Ai
45
57
14
32
41
34
56
59
36
46
58
61
42
60
62

A2
39
51
12
22
29
26
48
49
20
40
52
53
30
50
54

Ai
45
59
14
38
41
30
52
53
28
46
60
61
42
54
62

A2
39
55
12
32
33
22
48
49
20
40
56
57
34
50
58

Table 2: Orderings of the configurations (example 2).

We have considered the case where 6(B) = 1 - 1.8B + 1.19S2 - 0.342B3 + 0.0365"; 
= 1; et(-), for all t 6 Z, has a spatial covariogram of exponential type with range 5, 

and (T 2, = 2. The region of interest A is defined as the set of sites {(2, 1), (3, 4)} at time 
t = 24. Candidate sites for observation are given by the set H consisting of the points 
A = (1,3), B = (2,3), C = (2,5), D = (3,2), E = (5,2), and F = (6,3). Possible fre 
quencies considered for observation in time, within the set T = {1, . . . , 24}, are A3 = 1/j, 
j = 1, . . . ,4, with A,, indicating that observations are taken every j unit times starting 
at t = j. The resulting rates of information for the optimum case for each fixed number 
of sites and each frequency, compared to the case where S = II and / = AI , are given in 
Table 1. The selected sites coincide for all frequencies. Results for Aj, A3 and A4 are rel 
atively similar, with more significant differences with respect to the results for AI. Figure 
1 (left) compares the rate-of-information curves for Aj and Ag. In particular, we observe 
that configurations ({sites;frequency}) given by {B, C, D; Aj} and {A, B, C, D, ; A2 } are 
almost equivalent, both having an approximate rate of information of 93%. The same cir- 
cunstance occurs with configurations {A,B,C, D; AI} and {A, B, C, D, E, F; A2 }, both 
giving an approximate rate of information of 96%.

Example 2: We now assume the spatio-temporal random process X to have a STARMA 
representation (see Pfeifer and Deutsch, 1980). We have considered, for illustration pur 
poses, the case where

(i + 1, j) + e,_!(i - 1, j) + et_i(i, j + 1) + et-i( 1)] + 
03 h-i(* + 1, j + l)+et-i(i + i,j - l)+et-i(i - 1,3 + l)+e«-i(i - 1,3 - 1)]

for t 6 Z, (i,j) 6 Z 2. Here, e represents a. zero-mean random Gaussian spatio-temporal 
process uncorrelated in time and with a time-invariant spatial distribution. Observations 
of X are also here considered to be affected by observation error, as in example 1.

Specific cases of 6 = (9i,02 , 83) have been considered, corresponding to three different 
degrees of spatio-temporal interaction: STMA(L2): 9 = (0.6,0.4,0.3), STMA(Ll): 0 = 
(0.6,0.4,0), STMA(LO): 9 = (0.6,0,0). In all cases, e was assumed to have a spatial 
covariogram of exponential type with range 1.28. Moreover, <r2 = 1. The region of interest
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Figure 1: Rate-of-information curves for example 1 (left) and example 2 (right).

A is defined as the set of sites {(1, 2), (2,1), (3,4)} at time t = 24. For observations, 
candidate sites are given by the set II consisting of the points A = (2,5), B = (1,3), 
C = (5,2), D - (1,4), and£ = (2,4). Possible frequencies within the set T = {!,..., 24} 
are A3 = 1/j, j = 1,2. Results on the orderings of configurations according to their rates 
of information, for each model, are given in Table 2. In Figure 1 (right), the resulting 
increasing rate-of-information curves for the three models are compared, each one obtained 
with respect to the corresponding ordering of the 62 possible configurations. Both the 
ordering of the configurations and the structure of the curves are clearly affected by the 
degree of spatio-temporal interaction, as expected.
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1 Introduction
Spatial categorical data can arise in ecology when information such as species or vegetation type 
are recorded per grid cell on a lattice. Often these data are collected at different time points to 
study the changes and dynamics in the vegetation system. A first step in the analysis is to look at 
the proportions of cells that have changed to a certain category, given the category in the previous 
period. These proportions are transition probabilities pu, and define the probability of change 
from category / to k and the matrix listing all possible pn, is called a transition matrix.

The transition matrix and the categories are the main components of Markov chain models 
which have been extensively used to model dynamic systems in ecology. Their main feature is 
that under certain assumptions the long-term expected proportions, e.g. the species composi 
tion, can be derived. The assumptions are that a stable state exists, transition probabilities are 
stationary over time and depend only on a defined number of the immediately preceding states.

Unfortunately in ecology transition probabilities are rarely stationary and past history influ 
ences future changes, e.g. vegetation types recorded in year 10 depend on vegetation in year 9 
as well as preceding years. Also, the transition probabilities differ with location and depend on 
the states in surrounding locations. Despite these problems, Markov models have been used in 
simulation studies to mimic different scenarios, test for equilibrium of the system and to predict 
future vegetation changes under different management strategies. This is done by applying a 
range of transition matrices representing different scenarios, for example representing different 
climatic periods in grassland dynamics (for example Scanlan, 1994 and Childress etal, 1998). In 
most applications transition probabilities are estimated from two-way cross classified tables of 
empirical data and do not take spatial and other continuous explanatory information into account. 
Often stationarity is assumed. As a consequence most of the models are not very successful in 
matching reality, the observed population patterns and have limited predictive value.

We propose to improve estimates of transition probabilities pik, by estimating them as a func 
tion of location, neighbourhood information and other factors at time t - 1. Such a transition 
model provides a flexible tool to test different assumptions on the dynamics of a system. The 
probability of transition from category / at time t — 1 to category k at time t can be modelled 
using a multinomial logit model (Agresti, 1990). Although transition (Markov) models for cat 
egorical data have been applied to longitudinal data (see Diggle el al., 1994 for a review), not 
many applications on spatial data exist.

We illustrate this approach on Scottish vegetation land classification data. The data are grid 
cells classified by semi-natural vegetation type from aerial photographs taken in 1947,1967 and 
1977. We use the transition model to test different assumptions on the dynamics of the vegetation
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system. Little information on management types is available and it is hard to retrieve, thus an 
additional aim of the analysis is to detect features characterising certain management styles.

2 Data description and exploration
We are investigating the change in vegetation of a particular square of size 0.25 km2 photographed 
in 1947, 1967 and 1977 (Figure 1). This square is one of 22 squares for which similar data is 
available. The same person mapped and classified the vegetation seen on all the photographs. 
The maps were then converted to a grid format, with each pixel (cell) equivalent to 5 by 5m on 
the ground, using procedures given in Green et al (1993). We refer to aggregations of adjacent 
pixels of the same vegetation type as polygons. The observed vegetation types are bracken (P), 
rush (R), bogs (B), graminoids (grass)/heath co-dominant (I), graminoids neither enclosed nor 
improved (G), burned heath (L) and dwarf shrub heath (H). The pixels are mainly graminoid 
dominant (B, G) and heath dominant vegetation (H, I, L). Not much about the average time to 
change from one to another vegetation type is known, but within an interval several changes in 
vegetation could have taken place. Therefore, for this model, it is assumed that succession of 
vegetation category does not tend to happen in any particular order and that the transitions are 
strictly nominal. Investigating transition probabilities (not tabulated here) shows that the square

Figure 1: Vegetation classes of a square of size 0.25 km2 with semi-natural vegetation near 
Banchory (Aberdeenshire, Scotland) in the years 1948, 1967 and 1977. Pixels are of size 5 x 
5m. Vegetation types are bracken (P), rush (R), bogs (B), graminoids/heath co-dominant (I), 
graminoids neither enclosed nor improved (G), burned heath (L) and dwarf shrub heath (H).
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is mostly covered with dwarf shrub heath and more than 70% of pixels remain in this category 
during both periods. More than half of the pixels with vegetation category P, R, B, I and L change 
in both periods. The grass/heather vegetation type (I) is notably unstable, with only one pixel 
being so recorded in consecutive photographs, and is clearly a successional stage in transitions to 
and from H and G. In the first period 62% of the pixels with graminoid/ heath co-dominant vege 
tation (I) change into dwarf shrub heath (H) and 29% change into graminoid (G). This is reversed 
in the second period, where only 25% change into heath (H) and 74% change into graminoid. 
This may imply that grazing pressure had increased.

3 Transition model
The probability of change from category k at time t — 1 to category I at time t, pu,, can be mod 
elled using a multinomial logit model (Agresti, 1990). The multinomial logit model is a gener 
alised linear model (GLM) and parameters can be estimated using GLM software catering for 
the multinomial distribution. The model has the form:

where the parameter vectors $ and fls relate to categories / and s respectively and the scalar r is 
the number of categories. The vector x, ( _i is a row of the design matrix containing four possible 
explanatory variables at time f   1 and their interactions:
(1) neighbour: The number of neighbouring pixels with the same vegetation category. Here the 
neighbourhood consists of the 8 nearest neighbours, but the neighbourhood size could potentially 
differ between categories. (2) centrality score: This score is a measure of the position of a pixel 
within a polygon. Score 1 corresponds to a single pixel, score 2 corresponds to an edge pixel, 
score 3 corresponds to a pixel where the eight nearest neighbours are the same category, up to 
score 5 corresponding to 48 and more nearest neighbours from the same category. (3) edge- 
ratio: The ratio of the number of edge pixels over the number of pixels in the polygon, thus 
characterising the shape and size of the polygon. A small polygon has an edge-ratio close to one, 
a large polygon has an edge-ratio close to zero. (4) changeu-\'. Change of vegetation category 
from time point t — 2 to t — I on pixel i.

Due to low frequencies of some transitions for different values of explanatory variables we 
reduced the number of vegetation types by combining R (rush) with B (bogs) and I (graminoid/heath 
co-dominant) with G (graminoid) or H (dwarf shrub heath) depending on what cover type 26% 
to 50% of the area on the pixel was.

Initial results when fitting a model to transitions between 1967 and 1977 indicate that the 
explanatory variables neighbour and edge-ratio have the strongest effect on transition probabil 
ity. The effect of neighbour was stronger than the effect of centrality score. Although the factor 
changeu-i has an effect on transition probabilities, it could not be included in the model with 
the other explanatory variables due to aliasing problems. The model with explanatory variables 
neighbour and edge-ratio and their interaction fitted best.

One possible way of investigating the effects of explanatory variables neighbour and edge- 
ratio on transition probabilities is to plot the two-dimensional surfaces of the estimated log-odds 
ratios in Figure 2. The log-odds ratio is the log of the ratio of two transition probabilities, e.g. 
the log-odds of changing from B to G versus changing from B to is:

log
Pr(yit = H\ yii_, = B)
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A value for log-odds greater than zero indicates that Pr(yn = G\yu-i = B) > Pr(yit = 
tf \yu-i = B) and the reverse for log-odds less than zero. Here we can see that transitions from 
B to G are always less likely than transition from B to H (all log-odds <= 0), but for a B pixel 
surrounded by B which is also part of a large polygon (edge-ratio small), the odds for transition 
to G is extremely small.

tog odds of changing from B to G versus B to H

Figure 2: Estimated surface of the estimated log-odds ratio log

4 Conclusions/Further work
Our limited investigation has shown that in the case of the Scottish land classification data there 
are strong spatial effects on the transition of vegetation. Fitting a multinomial logit model to 
transition probability showed that the number of neighbouring pixels from the same category 
(neighbour) and the size and shape of polygon (edge-ratio) both at time t — 1 has a strong influ 
ence on transition probability. So far we have not addressed the issue of spatial autocorrelation 
of transitions and incorporating this into the model could potentially improve estimates of tran 
sition probabilities. The improved estimates of transition probability could ultimately feed into 
Markov models used in simulation studies testing different management strategies and hopefully 
improve their predictive value.
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1. Introduction
Although primarily sit-and-wait predators, many money spiders (Linyphiidae) are extremely 
mobile pioneer species of disturbed habitats and newly available land. Carried by silk lines on 
wind currents (ballooning), the dispersal process consists of a number of flights repeating an 
alternating two-stage pattern: an airborne phase and a grounded phase. Using the 
distributional properties of the number of flights, the distance moved per flight and the time 
spent grounded between flights, a simulation model of this process has been developed, which 
predicts the number of flights and the distance moved as a function of time. The model gave 
realistic estimates of the distances moved under typical weather scenarios. Details of the 
experiments and the model are given in Thomas (1992) and Thomas et al. (submitted).

2. The dispersal process
Under suitable micro-meteorological stimulation, the spider initially climbs to an elevated 
position in the flow of wind. When air currents are suitable, a silk line is extruded and the air 
drag carries the spider aloft, usually in a thermal of rising air. As the thermal dissipates, the 
spider falls to the ground at its terminal velocity, drifting downwind as it descends. When the 
spider lands, it spends a period of time finding another launch site and waits for suitable air 
currents enabling another launch. Field observations have shown the grounded phase to 
comprise a fixed time when no flight is made, after which, the time to entering the airborne 
phase is exponentially distributed. The two-stage process repeats throughout the day while 
weather conditions are suitable. Experimental measurements were made of the change in 
spider density with height, change of wind speed with height and the time spent grounded. A 
published fluid mechanics model (Humphrey, 1987) was used to estimate the terminal 
velocity of a spider and silk filament.

3. Assumptions of the model
The model describes the dispersal process of the spider as two alternating stages; the flight 
stage and the resting stage. The following assumptions are made:-

1) The flight stage. The spider initially climbs to the tip of a blade of grass, at a height of 
approximately one metre. It is then instantaneously relocated to a random height (H) by a 
wind thermal. The probability distribution function of this height (f(hj) has been 
experimentally determined from observations of spider heights, and is of the form ln(f(h)) 
= a - b xln(h), with the value of b being approximately 0.9. This implies that the
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corresponding c.d.f. is monotonically increasing with height, being proportional to h01 It 
was thus assumed that no spiders could rise higher than one km, when the normalising 
constant, a, could be found. Once it has achieved its random height the spider then falls 
with a constant velocity, drifting downwind as it descends. The wind speed profile (g(h)) 
has also been experimentally determined (g(h) = ln(h+l)/c + d for 0</i<100, and is 
constant above this height), and the horizontal distance moved can be shown to be the 
integral of the wind-speed from the ground to the starting height, divided by the descent 
rate; this can be obtained analytically for a given starting height. When the spider lands it 
enters the resting stage.

2) The resting stage. Experimental observations of the length of the resting period shows 
that it consists of a fixed period during which no flights occur (determined 
experimentally), after which the time to entering the flight stage is exponentially 
distributed (the exponential parameter again have been determined experimentally).

3) Independence. We assume that the length of the flight does not affect the length of the 
resting period, and that that there is no interaction between the spiders.

4. The model of spider dispersal
The dispersal process outlined above is an example of an alternating renewal process (Cox, 
1967) consisting of two independent stages, flight and resting. The properties of this process 
are exactly known when the lengths of the two processes are exponentially distributed. For 
other distributions, only the asymptotic rate of increase of the mean distance with time, and 
the variance, are known. As we were interested in the behaviour over short periods of time, 
and were also interested in the extremes of the distribution, we simulated the flight / rest 
process. We did this by using random number generators to obtain random heights with the 
correct distribution, and then random resting periods. The random heights gave us random 
distances moved in a single flight. Using these we could simulate the alternating renewal 
process for an individual spider, to obtain the distance moved after any time interval. We then 
simulated the process for 10,000 spiders to obtain the distributional properties of the distance 
moved.

5. Results
There was good agreement for the predicted mean and variance between the simulation results 
and the theoretical asymptotic results. However, the simulation approach is still required to 
predict the properties of the extremes. The percentage of spiders travelling further than a 
given distance during a single flight is given in Fig. 1, and it can be seen that about 10% of the 
individual flight distances are greater than 3 kilometres. The simulated distribution of the 
distance moved over an eight-hour day is presented as a series of snapshots in Figure 2, where 
we note that during this period of time the average distance moved is almost 30 kilometres, 
which is in good agreement with experimental observations. The mean distance moved versus 
time is presented in Fig. 3, when it can be seen that the relationship rapidly becomes linear 
after a few hours, indicating that the asymptotic behaviour is rapidly achieved.
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Figure 1: Percentage of spiders which disperse by more than D kilometres during a single flight.
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Figure 2. Simulated distribution of distance moved at one-hour intervals (moving from left to right).
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Figure 3. The mean distance moved (km) (—) is plotted versus time, with the standard deviation (—) 
above and below the mean.
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6. Discussion
The model is a simplified description of the dispersal process. The simulation model predicts 
dispersal for a "typical" day, with a constant wind speed. It also assumes that the dispersion 
process is spatially invariant and, in particular, that the terrain is flat with no barriers. In 
practice, all of these assumptions are usually violated. The simple model described above 
thus needs to be extended to deal with these more realistic scenarios to give a more detailed 
picture of the dispersal behaviour of these spiders. The model also only deals with the one- 
dimensional case, whereas in practice wind direction will also be a random variable. The 
model presented can be used as the basis of more complex, and more realistic, models of the 
dispersion of these spiders.

The model as presented is appropriate for flights over land. However these spiders will 
colonise islands, where they will, of necessity, travel over water. In this situation the dispersal 
dynamics will change, as colonisation will only occur if a single flight is of a greater distance 
than the distance from shore to the island. The distribution of the single flight distance, 
shown in Fig. 3, enables the proportion of flights capable of crossing different width 
waterways to be estimated.
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Introduction
A substantial amount of experimental evidence, from humans and non-human primates, implicates the 
extrastriate visual area, V5 (located in the posterior region of the inferior temporal gyrus and sulcus) in motion 
processing and area V4 (located in the fusiform gyrus) in colour processing (Tootell el al, 1995, Watson et al 
1993, Dubner and Zeki, 1971). Over the past decade, evidence has emerged to suggest that attention to colour or 
motion enhances activity in V4 or V5 respectively. In non-human primates, the effect of attention on neuronal 
activity is to enhance both baseline activity (Luck et al, 1997, Ferrera et al, 1994), before a visual stimulus is 
presented, and the activity evoked by a stimulus with the attended attribute (Treue and Maunsell, 1996). In 
humans, neuroimaging techniques (positron emission tomography (PET) (Corbetta et al, 1991) and functional 
magnetic resonance imaging (fMRI) (Buechel et al, 1998, O'Craven et al, 1997)) show that V5 activity is 
enhanced when subjects are paying attention to moving stimuli relative to passively viewing the stimuli or 
indeed, paying attention to a different attribute such as colour. Enhanced V4 responses to stimuli have also been 
demonstrated as a result of attending to their colour (Corbetta el al, 1991, Haenny and Schiller, 1988, Spitzer et 
al, 1988).

Enhanced baseline activity is taken to reflect attentional 'set' or expectation, whereas changes in stimulus evoked 
activity reflect changes in sensory processing (Corbetta etal, 1991). However the functional significance and 
relationship between changes in 'set' and changes in evoked activity is not known. In functional neuroimaging 
studies of humans, it has been difficult to unambiguously dissociate activity due to attentional set and that due 
to stimulus evoked responses (Rees et al, 1997) because of the relatively long periods of time over which 
haemodynamic signals are integrated. Here, by using a novel event-related paradigm and fMRI, we show just 
such a dissociation in V5 and V4, revealing a profound relationship between attentional set and evoked activity.

Methods
Stimulus Presentation
Subjects viewed a visual stimulus backprojected onto a viewing screen in the scanner using an LCD video- 
projector. The active screen area was a square with a diameter of 37'. The screen refresh rate was set to 33.5 Hz. 
The subjects were instructed to maintain visual fixation on a central point. The stimulus was identical in all 
conditions and consisted of stationary random green dots (with a size of 0.1 °) on a green background of differing 
luminance. Transient visual events occurred intermittently and consisted of random red dots on a green 
background that moved radially. There were 500 dots on the screen at any time. We used 10°/s as the speed of 
our motion stimuli. In 25% of the events, the speed was reduced to 7°/s or the colour of the dots was a slightly 
lighter shade of red.

Subjects viewed the visual display for periods of 98 seconds, interleaved with periods when the screen was blank 
(as a low level control). Before each presentation of the visual display, a visual cue was used to instruct subjects 
to attend to either motion or colour attributes of the stimulus. In the motion attention condition, the subjects 
were told to discriminate the slower moving dots from the faster moving dots and respond with a key press. In 
the colour attention condition, the subjects were told to detect the slightly pinker dots. As these events were 
only subtly different from the normal events, and the subjects were not aware of their 25% sparsity, attention 
was maintained at high levels. The compound colour-motion stimulus events lasted for one second and were 
presented sporadically where the inter-stimulus interval's (ISI's) were selected from a random 'uniform' 
distribution that ranged from one to 36 seconds. We deleted occasional events such that each attention condition 
had at least one "long" ISI of 33 sees (+/- 3secs). These intervals were needed to disambiguate attentional effects 
on the transient haemodynamic response to stimulus events from baseline activity associated with a particular 
attentional set (Friston et al, 1998).
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Data acquisition
A 2T Magnetom VISION (Siemens, Erlangen) MR! system was used to acquire T2 * - weighted fMRI image 
volumes. Each volume comprised 32 axial slices with 3mm thickness (in plane resolution 3mm x3mm) giving 
a repetition time, per volume, of 2.8s. Each experimental condition lasted for 98 seconds (35 volume scans) and 
was followed by a blank screen lasting for 19.6s (7 volume scans). We replicated each condition 10 times in a 
session, lasting for 39 minutes and 12 seconds. 840 image volumes (20 replicated conditions) were acquired in a 
session. Three normal right-handed volunteers (aged between 19 and 26) gave informed consent and participated 
in the study, which was approved by the National Hospital for Neurology and Neurosurgery Ethics Committee.

Data Analysis and Statistical Model
Image processing and statistical analysis were carried out using SPM97. All volumes were realigned to the first 
volume (Friston el al, 1996). A mean image was created using the realigned volumes. A structural MRI, 
acquired using a standard 3-D TI weighted MPRAGE sequence (lxlxl.5 mm voxel size), was coregistered to this 
mean (T2*) image. This ensured that the functional and structural images were in the same space. The 
structural image was spatially normalised to a standard template (Talairach and Tournoux, 1988), using a non 
linear transformation. This deformation employed spatial basis functions as described in Friston el al (1996). 
Finally, the transformation, mapping the structural TI MRI scan onto the template, was applied to the fMRI 
data. The data were smoothed using a 6mm isotropic Gaussian kernel full width at half maximum. Our fixed- 
effects statistical model comprised subject-specific effects (baseline attention effects, responses to stimulus 
events and the interaction between these two) and confounds (a constant term for each subject, low frequency 
components, global activity and stimulus events that were responded to). This analysis constituted a case-study 
of three subjects, allowing contrasts to be specified for (i) each subject separately and (ii) testing for average 
effects over subjects (see Fig. 1).

By using appropriate contrasts of condition-specific effects, an SPMftJ's was created to test for main effects of 
stimulus and interactions. The SPM(t) was transformed to SPM(Z) for display and tabulation. Statistical 
inferences were made using Gaussian random field theory to correct for multiple dependent comparisons. 
However, because we restricted our hypothesis to VI, V5, V3a and V4 we report all maxima at p < 0.05 
(uncorrected), only if the areas survived this threshold in all three subjects. The SPM shown in Figure 1 
represents a conjunction analysis over all subjects. In other words, the SPM shows the effect tested for, 
averaged over subjects, but only in voxels where this effect was significant conjointly in every subject-specific 
analysis. Because of the separable nature of the design matrix, this corresponds to an uncorrected significance of 
p < 0.053 . Effects of attentional set and the introduction between set and stimulus induced responses were tested 
for at the V4 and V5 maxima of the SPM reflecting the (orthogonal) effect of stimuli. These are reported at p < 
0.05 (no correction necessary).

Results
Figure 1 shows the baemodynamic responses due to the main effect of stimulus events (pooled over colour and 
motion). In each of the subjects, responses were seen bilaterally in the calcarine sulcus (primary visual cortex or 
VI), in the posterior region of the inferior temporal gyms and sulcus known as area V5 (Watson el al, 1993, 
Zeki etal, 1991) (Fig. la), in the area of the superior pan of the middle occipital gyms that extended to the 
border of the angular gyrus, referred to as V3a (Tootell etal, 1997) (Fig. 1 b) and in the fusiform gyrus or V4 
(Livingstone and Hubel, 1988) (Fig. Ic).

A main effect of motion attentional set was evident in areas V5 in all subjects. A main effect of colour 
attention was observed in V4 in all subjects.

To examine attentional modulation of evoked responses, we tested for interactions in the maxima of regions 
showing a main-effect of events in V5 and V4. In V5 (see Fig. la) in all subjects, greater haemodynamic 
responses (p < 0.05 uncorrected) were elicited by events under motion attention relative to colour attention (Fig. 
2b). This modulation was expressed over and above the increased differential motion attention baseline described 
above (Fig. 2a). Furthermore, in the maxima of V4 (see Fig. Ic), an increased response (p < 0.05 uncorrected) 
was seen to events under colour attention as opposed to motion attention (Fig. 2d), this time in the context of 
an increased colour attention baseline (Fig. 2c). These results suggest that attention modulates both baseline 
activity and evoked responses. These effects were seen bilaterally in V4 and V5 in all subjects. Examples from 
one hemisphere in one subject are shown in Figure 2.
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Figl a

Fig 1 SPM{Z} (threshold p < 0.01 uncorrected) showing the main effect of the stimulus vs. baseline over subjects, 
masked with the main effect from each individual subject {i.e. a conjunction of significant effects over all three 
subjects) and rendered on a structural MRI scan, (a) bilateral regional effects in VI and V5. (b) bilateral V3a. (c) 
bilateral V4.
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Fig 2 (a)-(b) Activity and responses in V5 as a function of attention, (a) Parameter estimates with standard errors for 
baseline effects under both levels of attention in left V5 in subject one. (b) Adjusted data and fitted haemodynamic 
responses following the stimulus events under each attentional context (having adjusted for baseline effects) in left V5. 
(c)-(d) Activity and responses in V4 as a function of attention, (c) Parameter estimates with standard errors for baseline 
effects in left V4. (d) Adjusted data and fitted haemodynamic response curves following the stimulus events under each 
attentional context (having adjusted for baseline effects) in left V4.

Discussion
The event-related fMRI study revealed regionally specific effects of attention at two levels: Firstly, a baseline 
response to attentional set (motion), was observed in bilateral V5, in all subjects and a baseline response to 
colour attention was observed in V4. Secondly, greater evoked haemodynamic responses to stimuli under 
motion attention (after discounting baseline effects) were seen in V5 and greater stimulus responses under 
attention to colour were observed in V4. The phenomena reported above are interesting in that there is enhanced 
activity in V5 when the subject attended to motion, even when there was no motion in the visual field (i.e. 
viewing stationary monochromatic dots) (Fig. 2a). In the same way, there was enhanced activity in V4, when 
the subjects viewed monochromatic dots, but attended to colour (Fig. 2c).
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The relationship between changes in set-related activity with attention and changes in visually evoked responses 
suggests that attention may increase baseline activity within V5/V4, and in so doing increases the sensitivity to 
motion/colour stimuli. This observation may seem counterintuitive as increasing baseline activity might be 
thought to lead to a greater difficulty in distinguishing a transient signal from noise.

In conclusion, both a main effect of attention (where V5 (V4) activity is increased by motion (colour) attention 
even when there is no motion (colour) stimulus present) and an interaction between attention and the stimulus 
was found. This suggests that the main effect of attention (increase in baseline activity) might engender the 
interaction (increased sensitivity). It is possible, that attention modulates responses purely by increasing the 
baseline activity within a population. In other words, a sufficient explanation for attentional modulation is a 
simple tonic baseline effect that is translated by non-linear neuronal interactions into a modulation of evoked 
transients. Likely candidates for areas that feed afferents to the visual areas, to increase baseline activity, have 
been inferred on the basis of labelling (Morecraft el al, 1993) and lesion studies (Mesulam el al, 1981). Areas 
implicated in attentional modulation are the frontal eye fields, cingulate, premotor, lateral prefrontal, 
orbitofrontal, opercular, posterior parietal, lateral and inferior temporal, parahippocampal and insular regions as 
well as subcortical regions such as the pulvinar. Specifically, areas implicated in mediating visual attention 
include the frontal cortex, occipital cortex, parietal cortex, medial thalamus and the superior colliculus (Buechel 
el al, 1998). These afferents could increase the gain of the neurons through the emergent dynamics at a 
population level and render them more sensitive to the attended stimulus.
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1 Introduction
The modelling and analysis of physical phenomena such as windstorm, flood and freeze in a 
geographical context has become more widespread within the reinsurance industry in the last 
decade. The cost of events such as the severe windstorms in October 1987 and January 1990 
contributed to reinsurance companies beginning to look much more closely at their exposures 
and to analyse what types of level and cover were required.

Several studies have been conducted by the Buildings Research Establishment (Lechner et 
al. (1993)) and the UK Meteorological Office to estimate extreme windspeeds across the UK 
using the Type I extreme value distribution. The results of these studies are used to determine 
appropriate building standards and thus affect the amount of damage likely to be caused by wind 
in different parts of the country. The principal aim of this study is to improve the results of these 
studies using better estimation procedures in order to obtain surfaces for expected maximum 
wind and gust speeds for specific return periods for Great Britain and Ireland. Eventually, these 
surfaces will be used in analyses involving claims from insurance companies, the idea being to 
use information about maxima of windspeed in the calculation of primes for reinsurance.

We discuss the methodology used to obtain exploratory analyses of the data and compare the 
results obtained with three extreme value theory methods. We present the estimated surfaces and 
discuss the directions of further analyses.

2 Data
The original data were provided by Aon Group Ltd and consist of potentially daily recorded 
observations covering the period January 1973 to December 1997 (9131 days). Originally we 
considered 444 weather stations on Great Britain and 40 in Ireland. The variables of interest

  The reference coordinates of each station on an Easting-Northing grid; they were obtained 
transforming the original latitude-longitude positions using the National projection (Airy 
Ellipsoid)

  The elevation of the station in metres above sea level

  The date of the recording
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  Daily average windspeed based in the hours of operation of the station in metres per second

  Daily maximum sustained windspeed in metres per second

  Daily maximum gust in metres per second

The hours of operation of each station used to calculate the average windspeed amounted 
to the working day and thus can be biased as a representative for the whole day and night. The 
maximum sustained windspeed and the maximum gust only appear if the station has reported 
values high enough during the whole day. This could include a 24-hour period which contained 
a portion of the previous day and therefore values of these variables appear less frequently than 
those of the average windspeed. The height above sea level, the roughness of the nearby area 
and the effective height of the wind-reading equipment have to be considered, as these factors 
can drastically modify the speeds recorded.

We decided to consider only stations which had average windspeed observations for at least 
60% of the total number of days available (5479 days). This criterion left us with 119 stations in 
Great Britain and 19 in Ireland. The main reason for this restriction was to have a large enough 
number of pairs of stations with a sufficient overlap of days in common; this would ensure a good 
estimation of the semivariogram used to model the spatial pattern. Most weather stations ensure 
that anemometers are located at a standard height of 10m above the ground. In some cases we 
did not have information about this variable. Even though it would be unusual to have surface 
readings too high up in the atmosphere, we decided to work mostly with stations for which we 
knew for sure that the equipment's height was between 8m and 13m. Therefore we removed 
observations which did not match this criterion or for which we had no information about the 
equipment's height. After this, there remained 85 stations in Great Britain and 19 in Ireland. As 
the spatial locations of those 85 stations did not cover the whole area adequately (especially in 
Wales) we included another six stations that very nearly matched the two criteria.

3 Analysis
In all our analyses we used the square root of the observed values in order to stabilise the variance 
over both the stations and the time periods, as well as to make their distributions approximately 
Normal, as done by Haslett and Raftery (1989).

We considered the adjustment outlined by Logue (1989) in order to account for surface rough 
ness. These are defined in terms of the average ratio of maximum sustained windspeed to max 
imum gust. Most stations conformed to Logue's criterion for standard roughness, therefore we 
did not pursue any further adjustments due to topographic effects.

The stations used had a minimum of 5479 observations for maximum sustained windspeed; 
unfortunately the maximum gust recorded values were fewer than that for most of the stations. 
We estimated these missing values using the observed maximum sustained windspeed multiplied 
by the median of their ratio to the observed maximum gust.

Davidson and Smith (1990) and Walshaw (1994) contend that better results are to be had 
by taking into account seasonality, short scale correlation and trend. Seasonal variability in the 
behaviour of extremes can be modelled using a threshold above which events are deemed to be 
extreme so that the distribution of excesses over this threshold varies through the year. Indeed, in 
the British Isles it is unusual for extreme windspeed values to occur outside the period October- 
April. A threshold model omitting adjustments for seasonality would pick up only values from 
the windiest months, disregarding the values that are extremely high in comparison with the usual
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mean level of the corresponding period. If the probability of important levels being exceeded 
during certain seasons is negligible, then there is only a point of modelling the extremes observed 
during these periods if we believe that they can supply additional information about what may 
happen in the seasons in which genuinely large events can occur. For this to be the case, we must 
assume that there is some homogeneity in the extremal behaviour across different seasons. There 
are good reasons for making this assumption in temperate climates, in which it is essentially the 
same alternating passage of anticyclones and depressions which leads to all storms which occur 
throughout the year. It is only the severity of these systems which is seasonally variable. Hence 
it seems reasonable to assume that the way in which large events cluster together will be broadly 
homogeneous throughout the year. This is the opposite of climates where extreme winds may be 
assumed to belong to two populations, due to the presence of tropical hurricanes. Tabony (1983) 
discusses the estimation of return levels for this case.

Short term correlation is also an important factor. As a storm passes not in one but in several 
days, it will be windier than usual in a period of time whose length should be determined. Serial 
correlation can be dealt with by identifying clusters of observations above a threshold, which 
are deemed to be correlated, and discarding all but the largest observation within each cluster. 
The threshold and the termination interval may be regarded as two parameters that interact in 
the manner in which they determine the set of cluster peak exceedences actually selected. We 
fitted autoregressive models of several orders the series of deseasonalised data. We found that 
eventhough an AR(7) model described all the series adequately, an AR(1) model provided rea 
sonably good fits for most series. Thus, the notion of cluster is helpful, as the windspeeds are 
highly dependent from day to day. A cluster represents the average of an observation with a cer 
tain number of preceding and subsequent observations. In this case, a cluster is assimilated to 
a smoother and allows also to diminish the the effects of outliers. We used clusters of size 3, 5, 
and 7. One of these was chosen later on at the same time as the threshold, as these two parame 
ters are dependent. Finally, long term correlation (trend) must also be taken into account and be 
modelled in the transformed (deseasonalised and clustered) data. We used splines to detrend and 
deseasonalise the data and then fitted exponential semivariograms using nonlinear least squares. 
Using these models for the spatial correlation we proceeded to calculate predicted surfaces and 
their standard errors using universal kriging. We first performed this procedure on the series of 
average windspeed in order to establish trends for both data sets.

We then used generalised extreme value distributions to model the series of maximum gust 
and maximum sustained windspeed. This allowed us to estimate, using maximum likelihood, 
25, 50 and 100 years return periods values and their standard errors. However, this is not an 
efficient method, as it only uses the yearly maxima. We tried estimation procedures involving 
the r-largest order statistics as well as point process characterisation methods based on threshold 
exceedences. These procedures have more flexibility in the manner in which events are identified 
as extreme and produced smaller standard errors for the estimated return period values. We took 
advantage of the excellent S-PLUS routines developed by Coles (1995).

The threshold and r-largest order statistics methods enabled us to estimate return levels and 
their standard errors. Most of the previous analyses of data similar to those considered in this 
work have been based on the assumption of Type I (Gumbel) upper tails. Our results show that 
the effect of this has been to over-estimate return levels at most sites. This is a very important 
point for the reinsurance industry.
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1 Introduction
Let us consider a spatial stochastic p-dimensional (multivariate) process (Z(x) : x 6 I)}, where 
D is a fixed subset of Kd, d > 1. Assume that each variable of this process is ergodic and satis 
fies the hypothesis of second-order stationarity (see Cressie, 1993). Due to spatial correlation, 
the natural estimator of the covariance matrix £ 6 Mpxp using the locations XL ..., xm

U=^£>(x(t )-Z)(Z(xfc )-Z)T , where Z = i^Z(Xi ), (D
k=l i=l

is biased. In this note we present an unbiased estimator of S, whose components are based on 
the cross covariogram Cy(x/t   x; ) = Cov(Zt (xk ), Zj(xj)). To reduce the intensive calcula 
tions involved, we approximate the unbiased estimator using only the sill and the range of the 
corresponding cross covariograms. Examples show, that the eigenvectors of £ and U can be 
significantly different, which demonstrates the practical interest to correct U for the bias.

The new method is illustrated by a principal component analysis (PCA) of a dataset con 
taining n = 295 measurements of eight trace elements in samples taken from Lake Geneva 
sediments.

2 Mathematical Results
Denote the variance of the multivariate spatial process Var(Z(x)) = £ = (0y) and define U 
as in (1). Furthermore, let Vy e Rnxn be the matrix with components (Vy)ti = Cy (x*   xj). 
Note that (Vy)^ = Cy (0) = cry. We leave it to the reader to check that

We can easily deduce an unbiased estimator for £ from equation (2), but it involves extensive 
calculations, since the p(p + 1) auto and cross covariograms Cy ( ) have to be fitted. Evidently, 
(2) implies that the nugget effect has no influence on the bias and that highly correlated variables 
lead to a higher bias, even though the bias is bounded. If the spatial process is multinormal, we 
are able to give an explicit expression for the covariance Cov(f7y , Urs ).

Infill asymptotics on regular grids allows us to calculate the limiting bias 6llm (Cy), i.e. the 
bias as the number of observations in the fixed domain T> tends to infinity. For regular spaced 
samples in one or two dimensions, we determined explicitly the limiting bias for several types
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of covariograms and observed that illm (Cy) can be expressed as function of the range and the 
sill of the covariogram. Furthermore, the limiting bias turns out to be a good approximation of 
the true bias, even for small sample sizes.

As an example, consider a sample that is regularly spaced in two dimensions with a spherical 
underlying cross covariogram Cij(-) with range 8. Let T> = [0, 1] x [0, d], d < 1, be the domain. 
It is essential to distinguish the cases a < d, d < a <1 and 1 < a, where a = 9/n. The latter 
is omitted, because it implies a possible anisotropy. Approximating infinite sums by means of 
integrals yields 
  Case a < d:

* - 35(d + l)a + 9a2 ); (3) 

  Cased < a < 1:

where 6 = ^/l   (d/a) 2 . The corrected estimator of £, £ say, is obtained by subtracting the 
corresponding limiting bias of the components of U, i.e. Ey = U,3 — 6lim (CV, ).

Using domain-increasing asymptotics and equation (2), we proved that the estimator U 
has a bias of order O(\/n) and is thus asymptotically unbiased. The same results apply for 
the covariance Cov(U,j, Urs ) under slightly stronger hypotheses. Assuming Z to have a finite 
fourth moment and satisfying some strong mixing properties (Doukhan, 1994), ^(U   E) is 
asymptotically multivariate normal. This result is used to test whether the bias has a significant 
impact on the eigenvectors of U, i.e. if the (hyper-) cone of confidence of the eigenvectors of U 
cover the eigenvectors of E (see Tyler, 1981, for details). The proofs of the results mentioned 
above and examples can be found in Furrer (1998).

The cross covariograms are estimated by means of the cross variograms ~tij(h) and the 
equality

27y (h) = C,,(h) + Ca (h) - 2C,J (h),

which is valid under the second-order stationary hypothesis. As definition of the cross vario 
grams, we use 7y(h) = Var(Z,(x)   2}(x + h)), sometimes also called pseudo-cross vario 
grams, (see Myers, 1991). Point estimates of the cross variogram function are found by means 
of the highly robust scale estimator Q^h (Genton, 1998a). The cross variogram is then fitted 
based on the methods developed in Genton (1998b). For our purpose, we only require the 
corresponding sills and ranges, the parameters needed to calculate the limiting bias. See also 
http : //dmawww.epf l.ch/~furrer/leman/ for estimating and fitting functions in Splus.

3 Application
The new method was applied to obtain a PCA of a dataset containing n = 295 measurements 
of eight trace elements from Lake Geneva top level sediments: Cd, Mn, Pb, Cu, Zn, V, Ni 
and Co (Mondain-Monval et al., 1983). Figure 1 shows the measurement locations within the 
lake boundaries as well as the major rivers flowing into and out of the lake. In order to eliminate 
differences in scales, each variable was divided by its background level.
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Lower 'Petit Lac* and Excenevex Bay
Dranse derta
Rhone delta
"Grand Lac" and upper "Petit Lac"
Vidy Bay (Lausanne)

Figure 1: The n = 295 locations of the dataset within the Lake Geneva boundaries. The 
Rhone (main river) enters in the eastern part of the lake and leaves in the western part. 
Eight variables have been measured at each location of the regular sampling grid. The lake 
is divided into five zones having different geochemical characteristics.

We assumed an underlying ergodic isotropic second-order process in order to apply the 
theoretical results previously described, i.e. U was estimated and (3), (4) were used to derive E. 
We calculated the eigenvectors associated with the two largest eigenvalues of E to determine 
the first two principal components (see Mardia et al., 1979). The cumulative proportions of the 
variance were 0.56, 0.84, 0.93, 0.97, 0.99, 0.99, 1.00 and 1.00. Figure 2 shows the resulting 
biplot. The observations of the five lake regions are quite nicely clustered and reflect the 
geochemical zones of the lake.

Var. 1
-0.2 00 0.2 0.4 0.6 0.8 1.0

I

0 5 10 15 

Comp. 1

Figure 2: The biplot of the eight variables. Arrows indicate the variables and the symbols 
correspond to the five regions defined in Figure 1.
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The first component can be viewed as a degree of overall pollution, since all metal concen 
trations are amalgamated with positive weights. The second component divides the variables in 
three groups: Mn in the first, Pb, Cu, Zn and Cd in the second, and Co, Ni and V in the third. 
Within the last two groups the variables are strongly correlated. The third group has the smallest 
influence and has almost the same direction as Mn. The second group represents the variables 
with a high contamination in the Vidy Bay and the northern part of the "Grand Lac". Major 
sources of Cd, Zn, Cu and Pb are burning of coal and other fossil fuels, electrical appliances 
and the chloralkali industry. This type of pollution is high in the urban area and the industrial 
area close to Lausanne and Morges. Mn, orthogonal on the second group, takes account of the 
pollution in the Dranse Delta and in the center of the "Grand Lac" Surprisingly, the Rhone 
delta is not as polluted as the adversaries of the fine chemical industries along the upper Rhone 
river pretend.

4 Conclusions
We showed that the natural estimator of the covariance matrix of a spatial process is biased due 
to spatial correlation. Considerations based on infill asymptotics led us to propose a simple 
and effective bias correction, whose accuracy increases with n. Increasing-domain asymptotics 
showed the need for the correction since the eigenvectors of the estimated covariance matrix 
may be significantly different from the true eigenvectors. The method was used for a principal 
component analysis of a dataset of measurements of eight trace elements found in top level 
sediments of Lake Geneva.
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Introduction

Many species live in fragmented habitats. One approach to understanding the ecology of 
these species is to view them as populations of populations (metapopulations). The whole 
system is made up of many individual, discrete, habitat patches which may be colonised to 
form populations, but these populations are so small that they have a non-negligible 
probability of going extinct. The whole metapopulation exists in a balance between 
extinctions and re-colonisations.

In order to understand the population dynamics of metapopulations, the Incidence Function 
Model was devised (Hanski, 1994). This can be viewed as a Markov chain, with the state of 
each patch being determined by the state of the whole system in the previous generation. A 
habitat patch i which is empty at time t can be colonised with probability C,(N-1):

(1)

where

and Ij(t) is an indicator of occupation of patch j at time t, d{j is the distance between patches i 
and j, Aj is the area of patch j, and y, a and b are parameters. A patch, i, occupied at time t, 
can go extinct with probability EfJ+\):

However, there is a possibility that a patch could be re-colonised in the same time step, so 
P(extinction) =

Since 1993, surveys have been made of occupancy patterns for the Glanville Fritillary 
butterfly (Melitea cinxia) in meadows on the Aland islands. Initially about 1500 patches 
were surveyed, but this has increased to about 2900 patches as more have been discovered. 
This large data set (by ecological standards) allows us to fit the IFM and investigate spatial 
and temporal variation in metapopulation dynamics.

Because of the typical quality of metapopulation data, there is likely to be a large variance in
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the parameter estimates. It is intended that the IFM should be used for conservation planning, 
so this variation should be taken into account. A Bayesian approach to the problem is 
therefore a natural choice.

Main part

The probability of occupation of a patch at time t is independent of the occupation of the 
other patches at that time, conditioned on the previous occupancy state of the system. 
Therefore, the analysis of the model can be seen as a regression of occupancy at time t on the 
state at time t-l. The regression is non-linear, and with some non-standard link functions. It 
was therefore convenient to use MCMC methods, and the analysis was carried out using the 
general purpose MCMC package BASSIST (Toivonen, 1998).

Two problems were encountered. The first is that not all sites were sampled each year, so 
that there is missing data. This was overcome by multiple imputation of the missing data.

The second problem is that the state of the system at the initial sample time carries some 
information about the dynamics (Moilanen 1998), so it should be included in the estimation. 
If we assume that the system is in a quasi-stationary state, then we can view the initial state as 
a random draw from the quasi-stationary state. We can estimate this by, for example, 
creating a 'guess' of the state at ten years before the first sample, and then imputing the 
intervening years.

Conclusions

The IFM is a ecological model, rather than a statistical model. However, with MCMC tools, 
it is possible to fit this model to real data. One practical use of this is in conservation, where 
the chances that a particular patch system will be able to sustain a focal species is an 
important question in reserve design. Given the general sparsity of data on particular species, 
the conservation manager's knowledge can be important in deciding what are reasonable 
parameter values, hence the use of priors to provide a natural way of taking this knowledge 
into account. We should therefore be able to suggest a reasonable estimate of the extinction 
risk of a metapopulation, with a suitable amount of uncertainty.
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1 Introduction
A Bayesian hierarchical spatial model is constructed to describe regional incidence of insulin 
dependent diabetes mellitus (IDDM) among the under 15-year-olds in Finland. The model ex 
ploits exact geographical locations for both the IDDM cases and the respective population at risk. 
Data on disease cases are provided by the Diabetes Research Unit, National Public Health Insti 
tute (KTL), Helsinki. Population at risk data are provided by Statistics Finland. Typically such 
data sets arise from combining Geographic Information Systems (GIS) with large data bases. 
The hierarchical model of disease cases is denned in terms of parameters associated with pixels 
which can be arbitrarily small, down to the 25 km2 accuracy of the data. The dates of diagnosis 
and point locations of all the cases are observed from 1987 to 1996, and all the point locations 
of the population counts every second year from 1987 to 1997.

2 Smoothing over a pixel map
A recent trend in geographically explorative studies has been towards presenting accurately geo- 
referenced data as a pixel map. Such an approach is tempting due to the growing amount of 
georeferenced data which is easy to manipulate in arbitrarily defined pixels. As a consequence, 
we are no longer dependent on regions denned for administrative purposes. While such an ap 
proach offers better mapping resolution, the gain is counterweighted by growing uncertainty of 
the estimates which are usually based on ratios. A classical example is disease risk mapping for 
rare diseases. In regions of sparse population the crude estimates are known to be unreliable. 
Unfortunately, this problem is made more severe when using small pixels. Finally, most pixel 
areas can have very small populations. With georeferenced data one is allowed to define areal 
units freely. The freedom of choosing a suitable construction of a map has two aspects. From a 
substantive point of view, there may be some 'optimal' size of pixels and some relevant way of 
constructing the topology of a map. From a methodological point of view, the problem is merely 
computational. The problem of 'small n' can be always circumvented by Monte Carlo methods. 
Of course, the 'small n' still leads to large variance of the estimates and we need to balance be 
tween high/low resolution and high/low uncertainty.
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The number of IDDM cases during years t = 1,..., T, in pixel i, are assumed to follow a 
Poisson distribution

TV" ~ Poisson ( (T I \(t,s)n(t,s) ds dt], 
1=1 \ J° JA> J

which can be further simplified to

TJ>|"~ Poisson (A, T>
1=1 V i=l

where A; is average (risk) intensity over the years t = l,...,T and n'" is population at risk in 
year t. The population at risk is counted in the same pixels only every second year. That is suffi 
cient information for a reliable estimate of person time at risk over the study period, but in other 
circumstances there may be considerable uncertainty about the true size of population at risk. 
This happens for example when census data are not collected from the same study period, but 
by national authorities possibly many years earlier. Uncertainty about population at risk may 
also appear relatively larger in very small pixels. Both numerator and denominator in crude risk 
estimates are subject to random deviations. Therefore, a random walk population model was 
constructed to describe person time at risk. For the pixelwise intensities A^, a locally dependent 
prior was defined.

The pixelwise risk estimates are computed from a joint posterior distribution. Results can 
be presented as risk maps or probability maps where the probability of exceeding a given risk 
level is shown. Another useful property of Monte Carlo computation is that predictive distribu 
tions are easy to obtain. A group of pixels can be chosen as a small area of interest for which 
the spatial predictions are then computed. The prediction can be compared to the numbers of 
cases that actually occurred. Therefore, predictive distributions provide a way of assessing the 
claimed exceptional number of cases in a small area. Instead of a hypothesis of constant risk, 
it is assumed that the risk is simply heterogeneous and locally dependent. All results are given 
pixelwise and thus can be readily transported to another software that uses a pixel format. It is 
intended that data are retrieved from GIS software to a statistical model and the results are then 
sent back to a GIS for better map drawing capability.

3 Conclusions
Bayesian hierarchical models offer a suitable framework for smoothing the crude risk estimates 
arising from georeferenced count data. Uncertainties about population at risk can be modelled 
within the same framework. For rare diseases, spurious high risk levels may still prevail in the 
smoothed estimates. It is therefore suggested that a smoothed map should be accompanied by a 
map of posterior standard deviations. An alternative is to present probability maps showing the 
pixelwise posterior probabilities of exceeding some predetermined risk level.

The incidence of childhood diabetes was analysed separately for two time periods, 1987- 
1991 and 1992-1996. The spatial distribution of risk was seemingly different in the two periods, 
but posterior variances were quite large in many regions with a high risk estimate. No clearly 
persistent 'hot spots' were identified. Thus, if there is a local environmental effect, it is not likely
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to be stable in time. In a larger scale, there was some persistency in that the coastal regions 
showed mostly lower risk in both periods, whereas some large regions in Central Finland tended 
to have slightly elevated risk. The observed numbers of cases in some arbitrarily chosen small 
areas were in agreement with the predictions.
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1 Introduction
The fMRI signal associated with a given voxel is affected by a subject's general arousal lev 
els, the experimental task being executed, drifting sensor outputs, and noise. Thus, the signal at 
each voxel consists of a mixture of underlying source signals. One method for separating signal 
mixtures into a set of statistically independent signals is independent component analysis (ICA) 
(Bell and Sejnowski, 1995). ICA depends critically on the following two observations. First, the 
central limit theorem ensures that a linear mixture of any source signals tends to be Gaussian. 
Second, source signals tend to be statistically independent of each other. Together, these obser 
vations appear to suggest that, if a signal mixture can be decomposed into a set of statistically 
independent, non-Gaussian signals then these signals are likely to be the source signals of that 
signal mixture.

ICA can be used in two complementary ways to decompose an image sequence into a set of 
images and a corresponding set of time-varying image amplitudes. Spatial ICA (sICA) (McKe- 
own et al, 1998) finds a set of mutually independent component (1C) images and a corresponding 
(dual) set of unconstrained time courses, whereas temporal ICA (tICA) (Bell and Sejnowski, 
1995) finds a set of 1C time courses and a corresponding (dual) set of unconstrained images. 
Critically, for both sICA and tICA, the unconstrained nature of the dual signals permits them 
to adopt physically improbable forms in order to satisfy the constraint that their corresponding 
ICs are statistically independent. That is, ICA can recover statistically independent signals by 
making use of the extra degrees of freedom implicit in the unconstrained dual signals, even if 
the underlying sources are not statistically independent. ICA can therefore recover independent 
signals which are not the underlying sources. Thus, the independence of extracted (spatial or 
temporal) signals can be achieved at the cost of physically improbable forms for their uncon 
strained (temporal or spatial, respectively) dual signals.

We can constrain the solutions found by ICA by introducing constraints on the form of the 
dual signals. One natural modification to ICA consists of maximising the degree of indepen 
dence between dual signals. Accordingly, we introduce Spatiotemporal ICA (stICA). stICA places 
the ICs and their dual signals on an equal footing, so that there are now two sets of ICs (spatial 
and temporal). The critical difference between conventional ICA (e.g. sICA, tICA) and stICA 
is as follows. ICA enforces independence over space (sICA) or time (tICA). In contrast, stICA 
maximises the degree of independence over space and time, without necessarily producing in 
dependence in either space or time. That is, stICA permits a trade-off between the mutual inde 
pendence of images and the mutual independence of their corresponding time courses.
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2 Spatial, Temporal and Spatiotemporal ICA
Given an m x ra matrix containing a sequence of n images x = (xi, . . . , xn ), ICA can be used 
to find either spatial or temporal independent components (ICs).

Spatial ICA: sICA embodies the assumption that x' can be decomposed: x' = AT^S, where 
AT is an n x k mixing matrix in which each column is a temporal sequence, and z$ is an k x m 
matrix of k statistically independent images. sICA can be used to obtain the decomposition ys = 
WTX* with an unmixing matrix WT = A^,1 , where each row vector in ys is approximately equal 
to a scaled version of exactly one row vector in 2$. This is achieved by maximising the entropy 
hs = H(Ys) of Y = v(ys ), where a is a non-linear monotonic function which approximates 
the cdf of each of the source signals zs .

Temporal ICA: tICA embodies the assumption that x can be decomposed: x = A$ZT, where 
AS is an m x k mixing matrix in which each column is an image, and ZT is an k x n matrix of fc 
statistically independent temporal sequences. tICA can be used to obtain the decompostion yT = 
Ws\, with an unmixing matrix Ws = Ag 1 , where each row vector in yT is approximately equal 
to a scaled version of exactly one row vector in ZT. This is achieved by maximising the entropy 
hj = .ff(Y) of YT = T(VT), where r is a non-linear monotonic function which approximates 
the cdf of the source signals zy.

Spatiotemporal ICA: Spatiotemporal ICA is a novel technique, which will be described by 
analogy with singular value decomposition (SVD). Given a sequence of n images x = (xi, ...,xn) 
in which each image has m pixels, SVD can be used to find a set of k < n eigenimages U = 
(ui, . . . , Uk), and a corresponding set of k < n eigensequences V = («i, . . . , vi,), x ss UDV; 
where k is the number of required eigenvectors. The diagonal matrix D contains one singular 
value per eigenvector. For convenience, we define x = UDV If we define U = J7.D 1/2 and 
V = VD 1 /2 then x = UV Critically, SVD decomposes x into two matrices U and V, and 
places constraints on the form of both U and V (i.e. orthogonal columns). ICA also decom 
poses x = AT, into two matrices, but places constraints only on z (i.e. independent row vectors). 
By analogy with SVD, we propose to constrain the rows of z and the columns of A to be as 
independent as possible.

Using a change of notation, the desired decomposition is defined as: x = SAT', where S is 
an m x k matrix of k mutually independent images, T is a n x k matrix of mutually indepen 
dent sequences, and A is a diagonal scaling matrix. A is required to ensure that 5 and T have 
amplitudes appropriate to their respective cdfs a and T. If x = UV then two k x k unmixing 
matrices Ws and WT exist such that 5 = UWS and T = VWT :

x = SAT' = UWS(VWT)' = UWsW^V* (1)

Given that x = UV = SAT', it can be shown that WT = (W^Y (A- 1 )'. Ws and WT can 
be found by simultaneously maximising a function h of the spatial and temporal entropy of ex 
tracted signals. The temporal entropy is /IT = ff(Yr), where YT = T"(VT) and Yr = VW? 
is a set of extracted temporal signals. The spatial entropy is hs = ff (Ys), where YS = 0(3$) 
and ys = UWs is a set of extracted spatial signals. The function h to be maximised is defined: 
h(Ws , A) = ahs + (1 - a)hT , where a defines the relative weighting afforded to spatial and 
temporal entropy, and where the latter are defined as:

The functions at and T; are assumed to be the cdfs of the individual spatial and temporal signals, 
respectively, and their derivatives <rj and r[ are the corresponding pdf s.
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3 Results
We applied SVD, sICA, tICA and stICA to n = 360 horizontal fMRI slices, obtained from a 
visual stimulation experiment [3]. The rows of each (53 x 63) image were concatenated to form 
one column in an m x n data matrix x. x was pre-processed so that each row and each column 
had zero mean. SVD was applied to x to obtain x = UV* It was assumed that the spatial and 
temporal sources have high kurtosis, so that their cdfs are approximated by a = r = tanh. We 
used k = 4 eigenvectors as input to sICA, tICA and stICA, and their respective solutions were 
based on the same (random) unmixing matrix. Rather than using the data matrix x, we used U 
for sICA and V for tICA. Solutions for sICA, tICA and stICA (with a = 0.5) were obtained 
using a conjugate gradient method (each run required about 3 minutes on an SGI Indy R4400).

The different fMRI experimental conditions define a periodic visual stimulation. This pe 
riodic pattern (and the corresponding activation of visual area VI) is the only signal known to 
be independent of others, and extraction of this signal is therefore used as a measure of success. 
Figures 1-4 display the 'best' periodic time course extracted by each of the four methods. Space 
limitations preclude inlcusion of the corresponding images.
SVD: SVD was used to extract four eigenimages and their corresponding eigensequences. SVD 
failed to isolate the periodic pattern, which is a prominent feature of three eigensequences, and 
weak VI activation appears in the corresponding eigenimages.
tICA: The four ICs resulting from tICA are time courses. Results are qualitatively similar to 
those obtained with SVD.
sICA: The four ICs resulting from sICA are images, which contain non-overlapping regions of 
activity. These are: 1) visual area VI, with a dual time course that is a well-defined periodic 
signal, 2) localised frontal activity with a dual high frequency time course superimposed on two 
abrupt changes in amplitude, located at two of the three rest periods in the experiment, 3) the 
eye sockets (i.e. eye movements), with a dual high frequency time course superimposed on a 
single abrupt change in amplitude, located at one of the two abrupt changes mentioned in 2,4) 
spatially distributed activity, with a high frequency time course superimposed on an underlying 
approximately monotonic signal.
stICA: The components extracted by stICA consist of a set of 1C images and a corresponding 
set of 1C time courses. Results are broadly similar to those reported for sICA, above. The main 
difference is that the abrupt changes in the amplitude of time courses are now confined to one 1C 
time course, so that the large amplitude changes in the eye socket activations produced by sICA 
are absent with stICA.

The similarity of results from sICA and stICA can be explained as follows. If each source 
image has a cdf which is approximated by a then sICA extracts these source images; the image 
ICs found by sIC A define a unique set of dual time courses, and these are correct iff the 1C images 
extracted are the source images. The same type of reasoning can be used to explain why tICA 
failed to find the temporal ICs. If each source time course has a cdf which is poorly approximated 
by T then tICA fails to extract these time courses. The time course ICs found by tICA define a 
unique set of dual images, which are incorrect if the 1C time courses extracted are not the source 
time courses. stICA can be viewed as a constrained version of tICA. That is, the poor results of 
tICA can apparently be improved by imposing the constraint that the dual images of tICA must 
be as independent as possible. Such a constraint appears to prevent stICA from producing the 
spurious results of tICA.

Uniquely, stICA is based on the assumption that both spatial and temporal signals are inde 
pendent This assumption is rarely valid, and so stICA provides solutions in which the degree 
of spatial independence is maximised subject to the constraint that the degree of temporal inde-
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pendence is maximised (and vice versa). Essentially, stICA is based on the physically realistic 
assumption that both spatial and temporal sources are almost independent. This permits recov 
ery of sources that are correlated over time and space. Such sources are likely to exist in a clas 
sically spatiotemporal medium such as brain tissue, in which correlations in activity between 
nearby points in space and time are the norm. These considerations make stICA a potentially 
powerful tool for a functional decomposition of brain activity. 
Acknowledgements: J Stone is a Wellcome Mathematical Biology Research Fellow.
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SVD time course Temporal ICA time course
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Figure 1: Time course associated with 360 fMRI scans for each of four methods. The oscillations 
of the time course correspond to alternating experimental conditions of visual stimulation. Only 
the time courses of sICA and stICA are associated with a well denned region of activity in the 
primary visual cortex (not shown here).
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1 Bubble columns
Bubble columns are widely used as reactors throughout the chemical industry. Control of the 
column with variable feed material and varying amounts of natural and added surfactants present 
requires the measurement of dynamic column behaviour.

An experimental column capable of producing an extensive range of conditions and flow be 
haviour is shown in Figure 1.

Figure 1: Apparatus.

2 Electrical capacitance tomography
Tomography is an important tool for industrial process engineering (Williams and Beck, 1995) as 
it is non-invasive. Electrical methods are favoured since they avoid the use of ionising radiation 
and can be performed at very high frame rates. They are however classified as soft-field tomo- 
graphic modalities where image reconstruction can become a nonlinear ill-posed ill-conditioned 
inverse problem.
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Electrical capacitance tomography (ECT) was selected as the primary investigative tool for 
the experimental column. The use of double-distilled water and non-ionic frother facilitated this. 
A twelve-electrode sensor was designed for imaging air and water phases. The commercial to 
mograph (Process Tomography Limited) uses charging and discharging rates to calculate the 66 
mutual capacitances between the twelve electrodes. Image reconstruction was performed with 
the supplied software, namely linear back projection.

Linear back projection is the most common method of image reconstruction for soft-field to 
mography despite its deficiencies. It might be considered as a quick and dirty method of imaging. 
The primary advantage is the ability to image at the same rate as data capture, 100 frames per 
second. The crude images produced give some indication of the state of the process being im 
aged. More refined approaches are several orders of magnitude slower so there is demand for 
the analysis of linear-back-projection tomograms.

A measurement frame comprises a set of 66 normalized capacitances. Linear-back-projection 
yields 812 pixel values in the circular cross section. The tomogram indicates the spatial distri 
bution of the permittivity within the sensor.

3 Features and artifacts
Clearly there will be considerable correlation between these 812 values and the tomograms are 
heavily blurred and distorted. In particular, high spatial frequencies are lost. Any spatial anal 
ysis of the tomogram are dominated by the artifacts imposed by the reconstruction algorithm. 
Neighbouring pixel values are strongly correlated because of the heavy smoothing imposed by 
linear back projection. Modelling with a Markov random field might be considered except that 
the amount of correlation between pixels is known to vary with position within the tomogram 
and with the distribution of material within the sensor. Thus many approaches to spatial analysis 
are not appropriate. This is a very dirty picture indeed.

It is important to note that an ECT system using linear back projection can provide very use 
ful control information (for bubble columns at least) in a robust manner and across an extensive 
range of conditions (Bennett et al. 1999). This information must originate from large-scale fea 
tures within the column. An inspection of sequences of tomograms, together with high-speed 
video recordings and pressure readings, was undertaken for different flow conditions. It was 
observed that for a homogeneous flow (produced by low gas-flow rate and/or high frother con 
centrations) that small bubbles are evenly distributed across the column. For churn flow, larger 
amounts of gas are seen near to the centre of the column. In theory a central spiral zone with 
relatively high gas fraction moves upwards whilst outer zones contain more liquid and can flow 
downwards. Thus theory and observation match and it is desired to extract information relating 
to this large-scale behaviour.

The geometry of the sensor is also very relevant to the resultant tomogram. Long electrodes 
are used together with guard electrodes and earth shields (Yang 1996) so that the field is repre 
sentative of an averaged process along the axis of the sensor. In this respect, the tomogram is not 
a cross section through the column but a representation of averaged cross-sectional behaviour. 
Hence although reconstruction is on a frame-by-frame basis, the geometry of the sensor produces 
correlation between frames above that due to features of the flow.

Features of the flow persisting between frames can be distorted. Reconstruction by linear 
back projection can produce shadows. A region of low permittivity at the centre of the column 
(a chum) will produce values at the edge that suggest too high a permittivity, perhaps higher than 
is known to be present: this is known as overshooting. Undershooting also occurs. Combined
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with blurring and distortion therefore, pixel values cannot be regarded as absolute measurements 
of permittivity but an indication of the permittivity level relative to other levels within the tomo- 
gram.

4 Pre-processing
The first step was to pre-process the pixel values to yield a smaller set of variables that still con 
tain the large-scale information content of the tomogram but are not so susceptible to the many 
undesirable artifacts inherited from linear back projection.

The cross section was divided into blocks as shown in Figure 2. The mesh was carefully 
chosen taking into consideration the 12-electrode geometry and the features of the flow that are 
to be distinguished. For each block the median pixel value is calculated and reported. The ten 
block-median values are then replaced by their ranks, an appropriate representation of the tomo 
gram.

Figure 2: Mesh.

5 Analysis
The analysis of the pre-processed data is straightforward. Each frame is represented by the ranks 
of the ten blocks within it. It is important to determine if particular configurations persist from 
frame to frame. Friedman's non-parametric analysis of variance (Friedman 1937) is applied. 
Note that the data cannot satisfy the assumptions of the test ideally: there are too many unquan- 
tifiable artifacts within the original data. The null hypothesis is that the ranks are assigned ran 
domly within each frame indicating homogeneous flow. The alternative is that blocks of low 
permittivity (gas) persist between frames indicating churn behaviour.

The test is applied for groups of frames. The groups will contain from 2 consecutive frames 
upwards. The number of frames for which the test is just significant indicates the length scale 
of the churns present convolved with the artifacts induced by sensor geometry. This information 
can still provide a valuable control variable.

In practice however the above procedure involves considerable computational effort since 
there are an enormous number of tests to be performed. Thus analysis is limited to a particular 
number of frames in a group reflecting the scale on which churns are expected, namely 10 frames.
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For a sequence of 3000 frames therefore it is possible to perform 2991 tests although the 
results from these will be strongly correlated. A pragmatic view was taken testing a group of 
ten frames and then discarding the next 20. Thus 100 tests were carried out for each sequence 
and the mean of the test statistics calculated. The sequences were taken for fixed experimental 
configurations after the column had reached steady state.

6 Results and conclusions
The results obtained are well illustrated by considering the increment of gas-flow rate whilst all 
other conditions remain constant, for two different frother concentrations, see Figure 3. With 
no frother present, flow is homogeneous for low gas-flow rates, then goes through a transition 
state and becomes churn flow for high gas-flow rates. With a frother concentration of 4 part per 
million, the flow remains homogeneous until higher gas-flow rates are reached. The transition 
is also seen to be sharper.

Figure 3: Graph of test statistics.

Despite the nature of the tomograms presented for analysis, there is important information 
contained within them, obtained at a very high capture rate to assist the control of a bubble col 
umn. A block median reduction is performed before a Friedman analysis. A primary investiga 
tion of this methodology is encouraging, clearly discriminating between flow regimes.
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