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Specifying a Model. The function lm() can be used to fit a linear model in R. There are
different ways to specify the form of the model and the data to be used for fitting the model.

a) The most basic way to call lm() is the case where the explanatory variables and the re-
sponse variable are stored as separate vectors. Assuming, for example, that the explanatory
variables are x1, x2, x3 and that the response variable is y in R, we can tell R to fit the
linear model y = β0 + β1x1 + β2x2 + β3x3 + ε by using the following command:

lm(y ~ x1 + x2 + x3)

Note that R automatically added the intercept term β0 to this model. If we want to fit a
model without an intercept, i.e. the model y = β1x1 + β2x2 + β3x3 + ε, we have to add 0 +

in front of the explanatory variables:

lm(y ~ 0 + x1 + x2 + x3)

The general form of a model specification is the response variable, followed by ~, followed
by a +-separated list of explanatory variables.

For this form of calling lm(), the variables y, x1, x2, and x3 in the examples above must
be already defined before lm() is called. It may be a good idea to double-check that the
variables have the correct values before trying to call lm().

b) Both for the response and for explanatory variables we can specify arbitrary R expressions
to compute the numeric values to be used. For example, to fit the model log(y) = β0 +
β1x1 + β2x2 + ε (assuming that all yi are positive) we can use the following command:

lm(log(y) ~ x1 + x2)

Some care is needed, because +, * and ^ have a special meaning inside the first argument of
lm(); any time we want to compute a variable for lm() using these operations, we need to
surround the corresponding expression with I(), to tell R that +, * or ^ should have their
usual, arithmetic meaning. For example, to fit a model of the form y ∼ β0 +β1x+β2x

2 + ε,
we can use the following R command:

lm(y ~ x + I(x^2))

Here, the use of I() tells R that x^2 is to be interpreted as the vector (x21, . . . , x
2
n). Similarly,

we can fit a model of the form y = β0 + β1(x1 + x2) + ε:

lm(y ~ I(x1+x2))

Here, the use of I() tells R that x1+x2 indicates the vector (x1,1 + x2,1, . . . , x1,n + x2,n)
instead of two separate explanatory variables.

Details about how to specify models in calls to lm() can be found by using the command
help(formula) in R.

c) If the response and the explanatory variables are stored in the columns of a data frame,
we can use the data=... argument to lm() to specify this data frame and then just use
the column names to specify the regression model. For example, the stackloss data set
built into R consists of a data frame with columns Air.Flow, Water.Temp, Acid.Conc.,
stack.loss. To predict stackloss$stack.loss from stackloss$Air.Flow we could write

lm(stack.loss ~ Air.Flow, data=stackloss)

As a special case, a single dot “.” can be used in place of the explanatory variables in the
model to indicate that all columns except for the given response should be used. Thus, the
following two commands are equivalent:

lm(stack.loss ~ ., data=stackloss)
lm(stack.loss ~ Air.Flow + Water.Temp + Acid.Conc., data=stackloss)
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Working with the fitted model. The output of the lm() function is an R object which can be
used the extract information about the fitted model. A good way to work with this object is to
store is in a variable and then use commands like the ones listed below to work with this variable.
For example, the following R command fits a model for the stackloss data set and stores it in
the variable m:

m <- lm(stack.loss ~ ., data=stackloss)

Many operations are available to use with this object m:

a) Printing m to the screen:

> m

Call:
lm(formula = stack.loss ~ ., data = stackloss)

Coefficients:
(Intercept) Air.Flow Water.Temp Acid.Conc.

-39.9197 0.7156 1.2953 -0.1521

This shows the estimated values for the regression coefficient.

b) The command summary() can be used to print additional information about the fitted model.
We have discussed the information displayed in lectures.

c) The coefficient vector β can be obtained using coef(m).

d) The fitted values ŷi can be obtained using the command fitted(m).

e) The estimated residuals ε̂i = yi − ŷi can be obtained using the command resid(m).

f) The design matrix can be found using model.matrix(m).

Making predictions. One of the main aims of fitting a linear model is to use the model to make
predictions for new, not previously observed x-values, i.e. to compute ynew = Xnewβ̂. The general
for of the command for prediction is predict(m, newdata), where m is the model previously
fitted using lm(), and newdata specifies the new x-values to predict responses for. The argument
new.data should be a data.frame and for each variable in the original model there should be a
column in newdata which has the name of the original variable and contains the new values. For
example, if the model was fitted using

m <- lm(y ~ x + I(x^2))

and if the new samples are stored in x.new, then responses for the x-values in x.new can be
predicted using the following command:

predict(m, data.frame(x=x.new))

As a second example, for the stackloss data set, the following commands can be used to predict
stack.loss for two new x-values:

m <- lm(stack.loss ~ ., data=stackloss)
new.data <- data.frame(Air.Flow=c(70, 73), Water.Temp=c(25,24), Acid.Conc.=c(78,90))
predict(m, new.data)

More information about predict() can be found by reading the output of help(predict.lm).
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