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Handling Data in R. (Extracted from exercise sheet 2.) The main data types used in R to
handle data are vectors, matrices and data frames. In this exercise we will consider data frames
where the data is laid out in a grid with rows and columns, similar to a spread sheet. The
rows correspond to individual observations, the columns correspond to variates. The following
R command can be used to load the data from the questionnaire in lecture 1 into a data frame:

X <- read.csv("http://www1.maths.leeds.ac.uk/~voss/2015/MATH1712/l1-poll.csv")

The variable X now contains the questionnaire results. Missing data is represented by NA values.

Try the following commands in R to see what they do. You will need to use commands like the
ones listed here, and will need to combine them in new ways, to answer the exercise questions.

Commands to get a quick overview over the data:

• summary(X) prints, for each variate, the values of various summary statistics. You may need
to remember our discussion of summary statistics from the first lectures to make sense of
the output.

• dim(X) gives the number of rows and columns of the data frame.

• If you type X, R will print all the data for you. In general this is a bad idea, because it can
take a very long time to print millions of rows. (In our example this is safe, because from
the previous command we know that there are only a few hundred rows.)

Commands to access selected rows of the data frame:

• X[i,] gets row i of the data frame, e.g. X[1,] gets the first row.

• X[i:j,] gets rows i to j of the data frame, e.g. X[1:10,] gets the first ten rows; this is a
good command to try to “get a feel” for the data without overwhelming the system with
too much output.

• If i is a vector of integers, X[i,] gets the corresponding rows. For example, X[c(2,5,10),]
gives rows 2, 5 and 10 of the data frame.

• In the R expressions above, you can write a minus sign in front of the row specification to
get all the data except for the specified rows. For example, X[-1,] gets all rows but the
first and X[-c(2,5,10),] gets the data with rows 2, 5 and 10 omitted.

To access all the data for one variate, i.e. rows of the data frame, the following commands can be
used:

• colnames(X) shows you the names of the columns. (For this data set, the module web page
explains the meaning of each column.)

• h <- X[,"height"] stores all observations from the “height” column in the variable h, as
a vector. Storing the result in a variable allows to easily use the data in further commands,
and also prevents R from trying to print huge amounts of data to the screen.

• You can combine row and column selection, e.g. X[1:10,"height"] gives the height values
of the first ten rows.

You can find the row numbers of “interesting” samples using the which command:

• If v is a boolean vector, i.e. a vector of TRUE/FALSE values, which(v) returns the positions
of the TRUE values. which(c(TRUE,FALSE,TRUE,FALSE)) returns c(1,3).
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• The input vector v of which is often constructed by looking at a single column of the data.
For example which(h>190) gets the row numbers for the samples with height > 190 cm, and
which(X[,"gender"]=="M") gets the row numbers for all male students.

• The output of which is often used to select rows of the data frame. For example, the
expression X[which(h>190),] gets the data for all students which are taller than 190 cm.

Finally, you can use the R commands for vectors on the columns of a data frame. Some examples:

• hist(h) gives a histogram of the (height) values stored in the vector h. You may need to
think about how to deal with outliers when trying this command.

• mean(h, na.rm=TRUE) gives the sample mean of the height column. The na.rm=TRUE argu-
ment is required to allow R to ignore rows with missing data.

• min(h, na.rm=TRUE), max(h, na.rm=TRUE), var(h, na.rm=TRUE) and sd(h, na.rm=TRUE)

give the minimum, maximum, variance and standard deviation, respectively.

• length(h) can be used to determine the number of elements in a vector h.

Loading Data in R. (Extracted from exercise sheet 4.) Before we can analyse data using R, we
have to “import” the data into R. How exactly this is done depends on how the data is stored,
and more specifically on which file format is used. Here we consider two different formats: the
comma-separated value (.csv) format and Microsoft Excel files (.xls or .xlsx).

We have already seen that .csv files are imported into R using the read.csv() command: if we
write x <- read.csv("file.csv"), then the contents of the file file.csv are stored in the data
frame x. The most important things to know about the function read.csv() are:

a) The filename can either denote a file on the local computer, or a file available for download
from the internet. If you want R to read the file directly from the internet, replace the file
name with the web address (starting with http:// or https://). We have seen an example
of this on exercise sheet 2. If the file is on the local computer, you need to change the current
directory to the directory where the file is stored; use the R menu “file → Change dir. . . ”
to do this.

b) By default, R uses the first row of the .csv file to set the column names of the data frame,
and assumes that the actual data starts in row 2 of the .csv file. If the file does not contain
column names, you can use the header=FALSE option with read.csv() to tell R that the
column names are not included in the data: x <- read.csv("file.csv", header=FALSE).
You can see whether this option is needed by opening the file in Excel and looking whether
the first row contains headers or not. Alternatively you can inspect the column names and
the contents of the first data row in R to see whether everything looks right after importing
the data.

When working with a data set without column names in R, you can access the columns by
number, e.g. x[,2] is the second column of x.

c) Sometimes, the columns in a .csv file are separated not by a comma, but using a semicolon
instead. You can notice this if in R everything ends up in one column, where the entries
of this one column look like 3.21;1.14;0.38 or similar. In this case you need to use the
option sep=";" when you import the data: x <- read.csv("file.csv", sep=";").

The easiest way to import Excel files into R is to first convert these files to .csv format. To do
this:

a) Open the file with the data in Excel.

b) Open a new, empty file (choosing “Blank workbook” in Excel).

c) Copy and paste the relevant cells into the empty file. It is important to just copy the required
data and to leave out any explanatory text and and empty rows/columns. The data must
form a tidy rectangle, with one individual per row and one variate per column. Optionally,
you can put column headers into the first row.
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d) Save the new file in .csv format on the M: drive, in a folder where you will find it again.

e) Read the resulting .csv into R as explained above.

Linear Regression in R. (Extracted from Exercise Sheet 4.) To fit a linear regression model to
data in R, you can use the lm command. If your paired data is stored in variables x and y, you
can fit a model of the form y[i] ∼ α+ β x[i] + εi as follows:

m <- lm(y ~ x)

You can print the object m (either type print(m) or just m) to get intercept and slope. For
example, if you get

Call:
lm(formula = y ~ x)

Coefficients:
(Intercept) x

0.6799 0.2314

this indicates that the intercept α was estimated to be 0.6799 and the slope β was estimated as
0.2314. Finally, you can use m to predict y for a given x value, using commands like predict(m, list(x=10)).
Note that the variable name must be the same in the calls to lm and predict (e.g. x in the examples
above).

An option for the lm function allows to assign weights to each observation (x[i], y[i]): if w is a
vector with the same length as x, then you can call lm(y ~ x, weights=w) to assign the given
weights to the observations. w[i] = 1 means to treat obervation i normally, but if w[i] > 1, then
observation i is treated as if it had been present in the data set w[i] times.

Producing Plots in R. (Extracted from the Practical.) The following commands can be used
to generate plots in R.

a) Scatter plots can be used to visualise paired data (xi, yi) for i ∈ {1, 2, . . . , n}. If you have
stored the data in two vectors x and y, you can use the command plot(x, y) to produce
a scatter plot; each sample is represented by a small circle. R provides many optional
arguments for the plot() command which can be used to adjust the plot:

• The option main="..." adds a title text above the plot.

• xlab="..." and ylab="..." can be used to adjust the axis labels for the x- and y-axis,
respectively.

• xlim=c(a,b) adjusts the plot so that the x-coordinate range from a to b is shown in
the plot. This option can either be used to exclude outliers from the plot (by making
c(a,b) an interval which is smaller than the range of the data), or to concentrate
the samples in a part of the plot (by making c(a,b) larger than the range of the data.
Similarly, ylim=c(a,b) can be used to adjust the y-coordinate range shown in the plot.

• pch=... can be used to change the symbol used to represent samples in the scatter
plot. Many values are possible, e.g. pch=0 gives squares, pch=2 gives triangles and
pch=5 gives diamonds.

Example: The command

plot(x, y, xlim=c(-3, 3), ylab="height", main="an example plot", pch=5)

results in a plot like the one shown in figure 1.

b) Line plots can be produced by adding the type="l" (the lower case ‘L’ is short for ‘line’)
option to the plot command: Instead of marking the points (xi, yi) with a small circle, a
line connecting the points is drawn.

• All of the options described above can be used together with type="l".

• lwd=... can be used to adjust the line width, e.g. lwd=2 gives thicker lines, lwd=0.5
gives thinner lines.

• lty=1 up to lty=6 can be used to get different forms of dashed or dotted lines.
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Figure 1. An illustration of the effect of different options for the plot() command for scatter
plots.
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Figure 2. An example of a line plot in R.

Example: The commands

x <- seq(0, 2*pi, length.out=100)
plot(x, sin(x), type="l")

produces the sine-curve shown in figure 2.

c) Additional straight lines can be added to an existing plot using the abline() command:

• abline(h=...) adds a horizontal line at the given y-coordinate.

• abline(v=...) adds a vertical line at the given x-coordinate.

• abline(a=..., b=...) adds a straight line with a given intercept a and a given slope b.

• The lwd=... and lty=... options can be used as described above.

Example: The dashed horizonal line, and the three vertical lines in figure 2 were added using
the commands

abline(h=0, lty=2)
abline(v=0, lwd=0.5)
abline(v=pi, lwd=0.5)
abline(v=2*pi, lwd=0.5)

d) If x is a vector of numerical observations, the command hist(x) can be used to plot a
histogram of x. As for the plot command, there are many optional arguments for hist() to
adjust the appearance of the histogram:

• The option main="..." can be used to change the title text above the histogram.
main=NULL can be used to remove the title. xlab=... and ylab=... can be used to
change the axis labels as explained above.
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Figure 3. An example of a histogram plotted in R.

• breaks=... can be used to adjust the number and size of histogram buckets: breaks=n
where n is a number tells R to use n histogram buckets, breaks=a where a is a vector
tells R to use the numbers in a as the bucket boundaries. For example, the com-
mand hist(x, breaks=seq(-0.5, 10.5, by=1)) uses buckets [−0.5, 0.5], (0.5, 1.5],
. . . , (9.5, 10.5] for the histogram.

• freq=FALSE can be used to change the y-axis value from counts to relative frequencies.
If this option is used, the total area under the histogram equals 1 and the histogram
forms a probability density.

• col="gray80" can be used to fill the histogram bars with light grey.

Example: The histogram shown in figure 3 was produced the following commands:

x <- rnorm(1000)
hist(x, breaks=50, col="grey80", freq=FALSE, main=NULL, xlab="x")

Since rnorm() produces standard normally distributed samples, and since the freq=FALSE

option was used, the histogram approximates the density of the standard normal distribution.
For comparison, the solid line gives the exact density.
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