Comparing DNA sequence alignments.

Supervisors: Wally Gilks and Kerstin Hommola.

Bioinformaticicans often need to align DNA sequences which are related through evolution. For example, the following three sequences: CCCAATGAC, CCCAAGGAAT, ACAGTTAAAT could be aligned like this:



CCCAATGA--C



CCCAAGGAA-T



AC-AGTTAAAT

(where a ‘-’ denotes a gap), or like this:



CCCAATG-A-C



CCCAAGG-AAT



-ACAGTTAAAT

There are many different methods for sequence alignment, each potentially producing a different result. It would be useful to be able to assess how different these alignments are from each other, and perhaps to be able to derive a ‘consensus’ alignment. This requires an alignment metric to measure the distance between any pair of alignments. We have developed such a metric, but we do not yet have a method to produce a consensus alignment from it. 
This project would aim to develop a method for deriving a consensus alignment using the metric, to try it out with some real DNA sequence data and alignment methods, and to find a way to display the results, for example by drawing a ‘map’ in which each alignment would appear as a point, with the consensus alignment located at a point somewhwere in the middle of all the other points.
The distribution of proline residues in protein sequences.
Supervisor: Wally Gilks

Considerable research has been done on the problem of protein folding and structure prediction. A vast wealth of information on amino-acid sequences of proteins and their corresponding three-dimensional structures is now available on-line in databases such as Swissprot. Yet the goal of being able to take the sequence of amino acids in any given protein and from this quickly determine the three-dimensional structure of the molecule still seems far off – current methods are both time-consuming and unreliable.


The amino acid proline may play an important role in the mechanics of protein folding, due to its unique form of interaction with the protein backbone. In this project we will use statistical methods to investigate how the presence of proline in an amino-acid sequence affects the structure of the protein in which it is found.

The first and simplest question we will examine is whether proline is distributed at random among proteins. If proline plays an important role in the folding of proteins, its appearance in proteins might be expected to appear more consistently than suggested by a null hypothesis of randomness. We will explore this in a sample of protein sequences from Swissprot, using statistical randomisation tests. 

By extending this approach, we will explore whether proline is distributed at random within protein sequences, or if it forms patterns in protein sequence space.  For example, it may be that proline residues are more regularly spaced within a protein than would be expected by chance. Its spatial relation to other amino acids could similarly be examined – for example its spatial relation to the simplest amino acid glycine. This is of particular interest since it is known that intrinsically disordered proteins (which do not form compact globular structures like most other proteins) are proline-glycine rich. A further extension would be to compare results within and between structural, functional and evolutionary classes of the SCOP protein hierarchy.

.

