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Abstract

During conference calls involving several participants, speech is encoded into a bit-
stream and transmitted to a server where the volume levels of the callers are mixed
before being broadcast. For the widely used G.729A speech coding algorithm, the
entire signal of each participant must be fully decoded before they can be mixed. This
represents a significant processing time cost. This report describes how a partial
decode of the gain parameters encoded in the bit-stream can be used to identify
silence and speech volume levels. A simple speech recognition heuristic is proposed.
We also describe a more involved decode that would produce a standard energy value
comparable with output from other codecs.

1 Introduction

Modern communication systems, such as mobile telephony and Voice over Internet Protocol,
use a standard set of speech coding algorithms to compress digital signals for transmission.
During communication, a caller’s speech is digitised and encoded using an algorithm se-
lected by the user’s device. This binary signal is then transmitted to the listener where it
is decoded and converted into audio. Conference calls, which involve three or more partic-
ipants, have an intermediate step where the individual signals are combined before being
transmitted back to the callers. In order to obtain an acceptable level of audio quality, the
volume levels of each caller must be mixed, typically by server-side hardware. This step
eliminates background noise from silent participants and adjusts the sound level of callers
who may be talking simultaneously.

This report concerns speech coding of conference calls using the widespread G.729A
algorithm. Unlike many codecs, which feature a speech signal identifier encoded in a single
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bit, the bit-stream from the G.729A algorithm must be fully decoded before the voice levels
can be mixed. This represents a significant cost in processing time. The goal of this work
is to illustrate how volume levels can be determined from a partial decode of the binary
signal produced by the G.729A algorithm. In particular, we describe how fourteen of the
eighty bits in each 10 ms frame can be used to distinguish between speech and silence, and
suggest a slightly more expensive decode that produces a standard measure of energy for
comparison with output from other types of codec.

The core of most speech coding algorthims is a simple model of the way that humans
create sound. The basis of this is that movements of the vocal tract acting on air coming
from the lungs can be modelled as time varying filters of white noise. Thus the key task of
speech coding is to estimate the parameters of the time varying filters from the observed sig-
nal. This relies on well known signal processing techniques, in particular the autoregressive
(AR) model for parameter estimation and linear prediction (LP) for capturing variation in
time. The book ‘Speech Coding Algorithms’ by W. Chu [1] covers this material in detail.

The G.729A codec uses a highly complicated algorithm known as conjugate-structure
algebraic-code-excited linear prediction (CS-ACELP), full details of which can be found
in the ITU-T Recommendation [2]. The results presented in this report are based on
an understanding of the relevant parts of this algorithm. In contrast, communication
technology developers typically use the G.729A codec as an ‘off the shelf’ black box, and
therefore may have little or no in-house expertise relating to the algorithm itself. Thus
developers of voice mixing hardware may not be in a position to determine the volume levels
without fully decoding the bit-stream. The study presented in this report is motivated by
this problem which was brought to our attention by Julien Carreno of Intel, Ireland.

Voice mixing of the related algorithm G.723.1 was addressed in the United States Patent
6125343 [3]. There is also a method of transcoding between G.723.1 and G.729A [4],
as well as method of calculating full-band energys for G.723.1 [5]. Thus in principle we
could achieve our goal through a lengthy process of transcoding according to [4] and then
using the technique presented in [3] to characterise the volumes. This is not however
a practical solution to our problem, but the methodology does highlight the role of the
related parameters used in the simpler G723.1 algorithm.

In particular, these references indicate that the gain and LP parameters are likely to
have the strongest correlation with speech volume, which we will show is indeed the case.

This report is laid out as follows. In Section 2 we describe the steps taken to produce,
handle and translate encoded bit-streams. We then present two statistical analyses, first
using Principal Component Analysis in Section 3 and second using elementary sample
averages in Section 4. We perform a partial decode of the gain parameters in Section 5
which we use to identify silence and relative volume levels. We expand on this in Section 6
by developing and testing a simple heuristic for speech recognition. In Section 7 we outline a
more involved decode that could potentially yield a standard measure of energy comparable
with output from other types of speech coding algorithms. We finish in Section 8 with some
concluding remarks and ideas for future work.
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Parameter Codeword Total per frame

Line spectrum pairs L0, L1, L2, L3 18
Adaptive-codebook delay P1, P2 13

Pitch-delay parity P0 1
Fixed-codebook index C1, C2 26
Fixed-codebook sign S1, S2 8

Codebook gains (stage 1) GA1, GA2 6
Codebook gains (stage 2) GB1, GB2 8

Total 80

Table 1: Encoded parameters of the G.729A algorithm and their respective bit allocation.

2 G.729A Software and Data

The G.729A codec operates on digital signals sampled at 8 kHz that have been formatted
into 16-bit linear pulse code modulation (PCM). Each output frame corresponds to 10ms
of sound (i.e. 80 samples) encoded in 15 parameters that make up a total of 80 bits—see
Table 2 for a breakdown of the bit allocation. Thus the resulting transmission bit-rate
of 8 kbps presents a significant saving on the 128 kbps needed to transmit the unencoded
digital signal. Even with such a low bit-rate, the algorithm maintains high speech quality
levels. However, the drawback of the G.729A codec is the computation time needed to
encode and decode the signal.

The source code for the software implementation of the G.729 codec (including all
annexes) is freely available from the Telecommunication Standardization Sector of the
International Telecommunication Union (ITU-T) website (http://www.itu.int). This
package contains all files required to compile the code as well as audio, PCM and encoded
test vectors. Each encoded 10 ms frame corresponds to 82 words (16-bits each) in the binary
output from the codec. The first word is a syncword indicating the start of a frame. The
second word is the framesize and contains the fixed value 80. Each of the subsequent 80
words corresponds to one of the encoded bits.

The first stages in our work involved developing some basic tools for handling samples
and translating between various different formats. In particular:

• We developed a script to import the samples (‘Silence’, ‘Normal Voice’, etc.) provided
by Intel into a Matlab cell array structure which could then be used as a starting
point for analysis and for import into other mathematical packages (such as R).

• We built our own copy of the ITU-T encoder so that we could experiment with
building new samples. To achieve this we first made 8k mono .wav files, e.g., by
recording them from a microphone with the linux rec application. We were also able
to edit and alter these .wav files and indeed create new ones (such as pure tones)
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inside Matlab using the built-in wav tools. Then .wav files were then encoded to .raw
format using the linux sox application, which the ITU-T encoder compressed to .bit
files.

• We developed a Matlab script to read-in .bit files. This proceeded in two stages. First
of all, each 80-bit frame was extracted from the .bit file in binary form. Then, the bits
were grouped together and the various gain and codeword fields were reconstructed
in hex, in the same cell-array structure in which we imported Intel’s samples. We
used a sample based on machine silence to check that the encoding thus obtained was
identical to that in the samples provided by Intel.

Together these scripts and methods consitute a suite of tools with which we can conduct a
wide range of experiments which investigate how the G.729A codec performs.

A break down of the data files used in this report is presented in Appendix 8. This
includes files given to us from Intel and those we made ourselves.

3 Exploratory Principal Component Analysis

In this section we use principal component analysis (PCA) [6] to determine whether one or
more linear combinations of the encoded variables can be used to measure speech volume.
We test this hypothesis using the following samples provided by Intel: ‘Silence’, ‘Normal
Voice’ and ‘Voice Double Vol’. Each data file consists of 300 time-frames entailing values
for each of the 15 encoded parameters in hexadecimal format. Using the open source
R statistical software [7] the datasets are combined in decimal format. Each variable is
centered and scaled and an additional categorical variable is coded for representation of
silent, normal volume and double volume time-frames. The PCA is implemented using the
prcomp command and since the variables L0 and P0 are categorical they are excluded from
the analysis.

The eigenvalues and percentage variance explained by each of the components from
the PCA are displayed in Figure 1. Typically one expects a low number of components
to explain a high percentage of variation in the data thus reducing the amount of redun-
dant information. However each component here explains a relatively equal proportion of
variation with the first and last components explaining 9.9% and 6.6% respectively. This
suggests a low level of redundant information between variables. However, regardless of
percentage variance explained, what is required is a component that offers the ability to
differentiate between speaker volumes. Component scores (the product of the original data
and component weights) can be compared between volume groups for this purpose. Figure 2
displays the distribution of component scores broken down by speaker volume. It is quite
evident that Component 1 above others offers the ability to differentiate between speaker
volumes. Most notably it displays a clear separation between silence and both normal and
double volume samples (both show statistically significant difference in mean scores from

4



Eigenvalues & Variance Explained by Component

Component

E
ig

en
va

lu
e

1 2 3 4 5 6 7 8 9 10 11 12 13

0.
8

1.
0

1.
2

1.
4

1.
6 *

*
*

*

* *
*

*

*
*

*

*

*

6.
5

7.
0

7.
5

8.
0

8.
5

9.
0

9.
5

P
er

ce
nt

ag
e 

Va
ria

nc
e 

E
xp

la
in

ed

Figure 1: Eigenvalues (vertical black bars) and percentage variance explained (red stars)
for each component.

mean silence score, Tukey’s HSD [8] p < 0.001 in both cases). However, the difference
between normal volume and double volume is not as distinct (no significant difference in
means, Tukey’s HSD p = 0.15). It also appears that lower levels of this scored component
correspond to higher sound volumes. By examination of Component 1 weightings we can
gain insight into the contribution of each encoded parameter.

The variable weightings for Component 1 are listed in following table.

L1 L2 L3 P1 C1 S1 GA1 GB1 P2 C2 S2 GA2 GB2
-0.12 0.05 -0.24 0.39 -0.01 -0.04 -0.46 -0.37 0.18 -0.00 0.03 -0.48 -0.40

With the exception of the variable P1 the highest absolute weightings (indicated in red) are
allocated to the variables GA1, GB1, GA2 and GB2. When combined with the information
in Figure 2 (and the results of Tukeys HSD test) it is deduced that these variables have an
association with speaker volume.

This analysis indicates that a linear combination of these 13 encoded parameters (Com-
ponent 1) clearly offers the ability to differentiate between silence and speach, as well as
the potential to differentiate between different speaker volumes. However, our goal is to
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Figure 2: Boxplots representing the distribution of the 300 time-frames for each component
scores (1 . . . 13) at each volume level (silence, normal volume and double volume).

reduce the amount of information that needs to be decoded. Thus in subsequent sections,
we focus on the correlation between specific parameters and volume levels.

4 Bit-Wise Analysis

We continue from Principal Components Analysis in our discussion of statistical analyses of
the G.729A data streams. The technique we now discuss is really the very simplest method
that might be attempted yet identifies the most important fields of the codec, which bear
more detailed analysis in the remainder of the report.

The basic hypothesis that we tackle here is that the mean value of certain bits in a
G.729A stream (averaged across a long sequence of frames) is correlated to the average
volume of the sample provided. To investigate this hypothesis, we experimented with a
variety of different samples (noise, speech, music, pure tones, chirps etc.).

The most striking results were obtained when we analysed 10 different versions of a
sample of speech in which in addition to the original sample, we had used Matlab tools to
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Figure 3: Mean values of bits averaged through a given speech sample as the volume is
scaled from 10% through to 100%. Most bits show no correlation with the overall volume
scaling, apart from the 6 indicated here.

scale the volume by respectively 10%, 20%, . . ., 90%. We then simply analysed the mean
value (through the length of the sample) of each of the codec’s 80 bits. We found that most
bits had no correlation with the volume scaling. However, we found that bits 45, 46 and
47 and 74, 75 and 76 are correlated strongly with the volume scaling, see Figure 3. These
bits correspond to the GA1 and GA2 fields in the codec.

At this point it might seem that all we need do is base all further analysis on the raw bit
values that have been identified. However, in practice this does not work: when averaged
over short intervals (so as to minimize latency), we found that the raw bit means are not
strongly correlated to the signal volume (taken as the 10 ms frame RMS). Similarly, we
found that the raw bit means do not contain much information about volume when one
compares dissimilar samples (for example, speech with a pure tone).

However, the important point is that the fields GA1 and GA2 have been identified as
those most strongly connected to the volume, and that these should bear more detailed
analysis.
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5 Decoding the Gain Parameter

As shown in previous sections, there is statistical evidence that the gain parameters (GA1,
GB1, GA2, and GB2) play an important role in encoding volume information. Therefore
we proceed in this section to describe a partial decoding of the gain parameters, and show
how they can be used to solve the original problem, i.e., to (a) indicate periods of silence
on the line, and (b) to gauge relative volume of voice activity.

The procedure for decoding the gain parameters in each frame (from the 14 bits of the
encoded stream labelled as GA1, GB1, GA2, GB2) is as follows:

• Define γ1 as the sum of:

– decoded GA1, found by looking-up 3-bit index GA1 in the table

[9949, 2425, 27162, 9291, 5022, 1516, 14756, 5404]

and

– decoded GB1, found by looking-up 4-bit index GB1 in the table

[592, 1861, 2395, 3392, 2005, 5935, 0, 237, 2966, 4914, 1196, 1630, 4861, 14276, 525, 3256]

(These are constructed by composing tables gbk1 and imap1, and gbk2 and imap2, as
in the ITU-T ANSI C implementation procedure dec-gain.c, and using the tables
in tab-ld8a.c, see pages 33 and 34 of the ITU-T Recommendation [2]).

• Define γ2 as for γ1 but with GA1 and GB1 replaced by GA2 and GB2 respectively.

• Define γ for the frame as the average of γ1 and γ2:

γ =
1

2
(γ1 + γ2) . (1)

The value γ thus obtained is the (average) quantized fixed-codebook gain correction factor
defined in equation (74) of the ITU-T Recommendation [2]. We also decoded the quantized
adaptive-codebook gain defined in equation (73) of the Recommendation, but found this
to be less useful than γ. Similarly, the individual (subframe-level) factors γ1 and γ2 are
found to be noisier than the frame-average γ. Accordingly we concentrate hereafter solely
on γ and analyze its relationship to the volume of the original voice signal.

5.1 Frame-Averaged Gain γ Indicates Silence

Figure 4 demonstrates how the frame-averaged gain γ defined in equation (1) can be used
as an indicator for silence. The lower panel of Figure 4 shows the ‘Interrupted Voice’ sample
waveform over a 3 second (300-frame) interval. The voice is silent for approximately 120
frames: the silent interval begins before frame 100, and ends just after frame 200.
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Figure 4: Frame-averaged γ (red) corresponding to the voice signal (lower panel), along
with a reference γ factor (black) from a 3-second silent signal.

The upper panel of the figure shows γ calculated from the encoded bitstream as de-
scribed in equation (1) for both the sample voice waveform with forced silence (red curve)
and the ‘Silence’ reference case (black curve). Observe that (after a short transient) γ

reflects the amplitude of the original voice signal; in particular the silent interval is clearly
indicated by the red curve reaching the black threshold level.

Figure 5 shows the ‘Normal Voice’ sample signal (lower panel), with the corresponding γ

factor calculated directly from the encoded bitstream (upper panel). Although the periods
of silence in this voice signal are relatively short (quarter of a second or less), they are still
clearly indicated by γ reaching the threshold value. Some instances of such short silent
intervals are highlighted by the green bars in Figure 5.

Although further calibration is required to optimize performance, it is clear that γ

defined in equation (1) meets the requirements of the first task set by Intel: Figures 4 and
5 demonstrate that intervals of silence can be easily identified by the γ factor crossing a
pre-defined threshold level.
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Figure 5: Value of γ (red) corresponding to the voice signal (lower panel), along with a
reference γ factor (black) from a 3-second silent signal. Some short periods of silence (less
than a quarter of a second long) are highlighted; note the γ factor is near or below the
black threshold during these periods.

5.2 Frame-Averaged Gain γ Indicates Relative Volume Levels

Figure 6 compares γ factor values for the 3-second signals ‘Voice Half Vol’ and ‘Voice
Double Vol’. These are identical waveforms but with differently scaled amplitudes. The
signal corresponding to the black γ factor has a volume level four times higher than that
of the red γ factor. It is clear that the higher volume signal also has the higher γ factor;
however the difference in γ levels does not directly mirror the four-fold increase in volume
levels. Initial investigations of the relationship between γ level and volume (again for three
identical waveforms, with differently scaled amplitudes) are shown in Figure 7. The γ level
plotted for each case is the average over the 300-frame interval; the fitted line indicates
that the γ level may have a logarithmic dependence on the volume. Further investigation
is required to fully test this hypothesis, and thereby determine to what extent γ may be
used to measure relative volume levels.
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Figure 6: Frame-averaged gains γ for identical waveforms with differently scaled amplitudes.

6 Speech Recognition Heuristic

As we have seen, the frame-averaged gain γ is broadly indicative of the volume of a signal.
In this section we experimented with simple heuristics to combine γ from several consecutive
frames in order to decide whether the channel should be switched on or off. There is (of
course) an inherent trade-off in that we will get more reliable information on volume if we
incorporate more frames in the heuristic, but this will also lead to latency, i.e., delays in
switching the channel on and off.

After a little experimentation, we settled on the following basic structure for the heuris-
tic, parametrised by a threshold θ and two latency thresholds m and n.

1. For each frame:

• If γ > θ: set maybe-on flag,

• If γ < θ: set maybe-off flag,

2. Then:

• Set switch-on flag if maybe-on set for m consecutive frames,

• Set switch-off flag if maybe-off set for m consecutive frames,

3. Finally, incorporate a further latency rule so that the on state is always maintained
for a given minimum period of n frames, irrespective of other signals.
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Figure 7: Mean γ factor over 300 frames, for the three identical waveforms with scaled
volume levels, ‘Voice Half Vol’, ‘Normal Voice’ and ‘Voice Double Vol’. The line indicates
the logarithmic dependence 104(1 + 0.75 log

10
(v)).

Note that the system is stateful, in that the channel remains either on or off if no signal
indicates to the contrary. We found that without rule 3, the channel would cut out for
short intervals in the middle of speech, for example dropping consonant sounds and some
soft vowels.

To test the heuristic, we recorded (i) a short sample of speech with gaps in it, and
(ii) a sample of typical background noise (recorded during the lunch break), constituting a
mixture of different conversations, plates and cutlery rattling etc. These were then mixed
with different relative volumes so as to give the heuristic as tough a challenge as possible.
However, we did not have time to investigate thoroughly which was the most challenging
mix that the heuristic could resolve, or indeed what is the optimal set of parameters.

Figure 8 gives an illustration of some of our best results. Here we chose m = 5, n = 25,
and γ = 0.3γmax, where γmax is the maximum feasible value that γ can attain according to
the look-up procedure defined in Section 5. These parameters were more or less first-time
guesses and a great deal more experimentation is required to see if they are optimal for this
sample or more crucially, robust when applied to other samples. However, in this particular
instance, the heuristic did a good job of separating the foreground voice from background
clutter.

Finally, it should be emphasised that the GA1, GA2 fields on which the γ factor is based
correspond to adaptive gains, and so it may be that γ becomes large over an extended period
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Figure 8: Heuristic in operation on the sample ‘Eddie Talking’. The filter indicates when
the channel is turned on or off according to our heuristic. The computation is based on
γ alone, and so is cheap to compute. The blue trace gives the raw signal which is not
available without full decoding.

of time even in a relatively quiet sample. Tests on this problem and on the fine details of
the heuristic, its optimal parameters, and indeed more sophisticated designs, remain for
future work.

7 Energy Decode

Although we have demonstrated that the decoded gain parameters can be used to identify
silence and relative volumes, these values can only be compared with the output of G.729A
codecs. It is not generally the case that all callers will use the same codec, since individual
devices may not have identical software and the available bandwidths might vary. Thus
there is also a need to produce a full-band energy measure that can be compared with the
output of other codecs.

Although our focus here is on Annex A of the G.729 codec, it is instructive to examine
the voice activity detection (VAD) algorithm implemented in Annex B, which operates on
the original signal while it is being encoded. It calculates the full-band energy from the
autocorrelation coefficients of the signal in order to make binary (voice/no voice) decisions
for each encoded frame. Figure 9 shows the waveform of a sample audio signal in which
the regions of voice activity can be clearly seen. The full-band energy corresponding to
the audio signal of Figure 9 is shown in Figure 10. Notice that high values of energy in
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Figure 9: Original audio signal waveform versus time. The regions of voice activity can be
easily distinguished from the background noise.

Figure 10 correspond to the voice activity regions in Figure 9.
Calculating a value of energy from the original signal is straightforward, however ob-

taining this from the encoded signal is more involved. Our goal is to save processing time,
thus the amount of decoding required for the calculation of energy is critical. The full-band
energy is given by the logarithm of the normalized first autocorrelation coefficient R(0) (see
Eq. (B.1) of the ITU-T Recommendation [2]). By tracing through the codec algorithms
and their specifications, we have established a scheme for the partial decoding of the signal
which is required for the calculation of energy:

LSPs → LPCs → log R(0) ∝ Energy.

Here LSPs are the line spectrum pairs, and LPCs are the linear prediction filter coefficients.
Comparing these to the full decoding, one readily saves CPU cycles within this scheme on:

• Construction of the excitation signal by adding the adaptive and fixed-codebook
vectors scaled by their respective gains.

• Speech reconstruction from LP synthesis filtering of the excitation signal.

• Post-processing of the reconstructed speech signals, which includes an adaptive post-
filter, high-pass filter and scaling operation.

Further improvements may also be possible, including those aimed at optimizing the im-
plementation of algorithms.

We have been able to reconstruct the LPCs from the encoded bit-stream. These are
plotted in Figure 11 for the ITU test sample. In order to calculate the autocorrelation
coefficients R from the LPCs, one needs to reverse the calculation described in Section
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Figure 10: Full-band energy per frame calculated from the original audio signal of Figure 9.
Notice the relation between the energy value here and the voice activity regions in Figure 9.
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Figure 11: LPCs calculated for each frame of the encoded version of audio signal from
Figure 9. Note the strong correlation with the voice activity regions in Figure 9.
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3.2.2 of the ITU-T Recommendation [2]. Due to the time constraints, we were unable to
carry out this last step. Note from Figure 11 that the LPCs appear to be correlated with
the volume levels of the original signal plotted in Figure 9. Thus instead of calculating
R, it may also be possible to construct a simpler measure based on a combination of the
LPCs. This direction may be potentially fruitful for future work.

8 Conclusion

The two main goals of this work have been to use the encoded bit-stream from the G.729A
codec to:

1. Identify when callers are silent.

2. Produce a measure of speech volume.

From statistical analyses, we identified a strong correlation between the bits associated
with the gain parameters GA1, GA2, GB1 and GB2 and speech volume. We decoded these
gain parameters (whose bit values correspond to code-book look-up indicies) and computed
the frame averaged gain γ.

Comparing γ calculated from a speech sample and silence, we were able to identify
a threshold value that indicated when the speech pattern was silent. We also found a
relationship between γ and the volume level. We developed and tested a simple heuristic
that uses the average gain γ of consecutive frames to switch between silence and speech.
Finally, we described how a more involved decode might yield a full-band energy.

We have identified several areas of future work. The robustness of the silence threshold
calculated using the frame-averaged gain γ requires further calibration, in particular it may
be too strong when trying to identify background noise. The precise relationship between γ

and volume also requires a more indepth study. We have gone some way towards calculating
the full-band energy, however this was not completed in full. It would also be necessary to
evalute whether the computational time taken to compute the full-band energy offered a
significant saving.

A Data

The data used in this report is listed in Figure 12. The .wav and .raw formats are audio.
The .bit formats are the binary output from the G.729A codec. The Intel format is a
human readable text file containing a list of the binary parameter values for each frame
of the sample. Likewise, the .mat files contain the frame-wise parameter values saved as
Matlab variables.
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Figure 12: List of data used in this report.
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