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Abstract

Background: NVD (National Vehicle Distribution) are Ireland’s foremost vehicle transporta-
tion company. A key challenge they face on a day to day basis is optimising the utilisation of their
fleet of transporters in fulfilling their obligation to deliver vehicles to their various customers around
Ireland. To maintain their competitive edge NVD are interested in developing software that can
solve particular aspects of this problem.

Scope: This report considers a subproblem, but one of great interest in its own right, namely
the optimal loading of a single transporter. The mathematical challenges involved are threefold.
Firstly, potential loads must be categorised as feasible or infeasible based on geometric and mechan-
ical constraints. Secondly, a method for scoring feasibility is needed to allow optimisation. Thirdly
loads must be optimised by sorting through a space of vehicles, vehicle orientations and transporter
configurations to find optimal loads.

Methods: Geometric descriptions of vehicles and overlap constraints were developed by repre-
senting the vehicle silhouettes by polygons or working directly with bit mapped images of vehicles.
Mechanical constraints were described by balancing moments and forces, using springs to model
suspension and overcome the problem of static indeterminacy. Optimisation methods considered
included linear and quadratic programming and simulated annealing.

Results: Several software codes solving aspects of the problem were developed. These suc-
cessfully optimised loads consisting of all the same vehicle or mixtures of vehicles with comparable
e�ciency to loads developed by NVD.

Conclusions and Recommendations: The feasibility of an automated system for calculating
optimal loads for a transporter has been demonstrated. Additional work will be needed to develop a
complete implementation. We recommend that this consist of polygon representations of the vehicle
outlines and makes use of a simulated annealing algorithm to sort through the space of vehicles and
configurations. We estimate a minimum of six months development time for a fully working system.
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1 Introduction

1.1 National Vehicle Distribution

NVD (National Vehicle Distribution) is an Irish owned transport company specialising in vehicle trans-
port, storage, repair and conversion. With 75 hectares of storage space spread across its facilities in
Baldonnel (Dublin), Rosslare (Wexford) and Ringaskiddy (Cork) and a fleet of over 100 vehicle trans-
porters, NVD is Ireland’s leader in vehicle management and is responsible for over 125,000 vehicle
movements per year (in Ireland, UK and mainland Europe).

In recent years, the vehicle transportation industry has seen little physical advancement in terms of
the vehicle transporters themselves, i.e., the trucks which carry vehicles. Modern day transporters are
much more flexible than early options but the level of flexibility is reaching, or has reached, a plateau.
Furthermore, the Irish market is somewhat saturated: NVD is already contracted to move most brands
of vehicle and those remaining are di�cult to obtain. For these reasons, NVD wish to look within its
own processes to streamline business operations. In particular, with vehicle transportation being the
primary service provided by NVD, an in-depth understanding of the capabilities of vehicle transporters
is essential.

1.2 Problem

Currently NVD gain insight into a transporter’s capacity through a manual process of attempting trial
loads whereby an in-house expert physically loads an assortment of vehicles, yielding a final set of
optimal loads. An “optimal load” is a load of vehicles where the usable space on the transporter has
been maximised subject to legal constraints (on total height, total length and weight borne by each
axle) where optimality is subjectively judged by the NVD expert. The set of developed loads becomes
a handbook for the transporter under study which serves to assist load planners and drivers; these
handbooks are also used in NVD’s driver training programmes.

This manual process of trial loading is extremely time consuming: every attempted trial load takes
45 - 60 minutes to load (and again to unload). Of course, all attempted loads will not immediately be
deemed optimal. Further refinement, through adjusting/replacing of vehicles, is required to converge to
a load which the expert cannot improve upon and thus considers optimal. It can take weeks to achieve
the final set of optimal loads (for a variety of vehicle mixes) through this process of trial and error. The
process minimally costs NVD e500 per day in labour and, in addition to this, damage expenses may
also be incurred during this phase. For all of the e↵ort and expense involved, the complete handbook
of optimal loads represents “completion” for a moment in time which may or may not be relevant when
vehicle models change. Indeed, alterations to vehicles such as luggage rails or spare tire holders can cause
issues also.

A virtual, systemised approach to (optimal) load building is required to eliminate the need for trial
loading and all associated labour/damage costs. Such a system could be run regularly to generate new
loads as required, hence keeping driver handbooks up to date and relevant to the current market - it
could also be adapted to serve as a tool for training new drivers in loading before making the step to
using NVD equipment.

1.3 Approaches

The challenge posed by NVD was broad in scope. One way to tackle the problem is to break it down
into a series of interconnected components:

1. At the most basic level is the challenge of taking a given set of vehicles in proposed positions on the
transporter and determining whether these vehicles in these positions can be arranged in a feasible
way given the mechanical constraints of the deck positions. We will refer to this as the alignment

problem, i.e., the vehicles stay in their initial basic positions but we aim to find the best alignment.

2. If we can solve the alignment problem, we can then consider the best locations and orientations for
a given set of vehicles on the transporter, which we refer to as the configuration problem, i.e.,
loop through a variety of initial configurations, find the best alignment in each case (using step 1)
and determine the best overall configuration. For this search over initial configurations, we could
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attempt all possible initial configurations or, if the number of possible configurations is too large,
employ the use of some heuristic search algorithm (e.g., simulated annealing).

3. This then leads on to the problem of choosing from the set of all possible vehicles the optimal
subset to put on the transporter, which we refer to as the selection problem.

If we just wish to generate optimal loads (i.e., maximally load the transporter), a procedure of the kind
described above could achieve this for di↵erent load types (e.g., saloon-only loads, mixed loads, loads
with must contain one very large van etc.); of course, we must have some objective (mathematical)
description of what “best” means. However, in an everyday scenario we would most likely need to take
into account vehicle destinations (in selection step), delivery order (in configuration step) as well as other
factors.

During the study group, various approaches were considered:

Sequential least squares to find best alignment using 2D coordinate system (where polygons rep-
resent vehicles). This 2D coordinate system also admits calculation of axle weights.

Simulated annealing to find best configuration using bitmap images of vehicles.

Linear integer programming to fit vehicles into discrete positions with a view to maximising utility
- a mathematical notion of “value” associated to each vehicle, e.g., vehicle size, delivery urgency,
profit, etc. Note: this latter approach is more suited for everyday aspects of fleet management
than optimal load creation (at least in its current form).

2 Sequential Least Squares: Alignment

While it is di�cult and time consuming to find an alignment for a new set of vehicles by physically
loading the transporter, there may also be multiple possible alignments that satisfy the geometrical
and mechanical constraints. If we are to try to replicate this process algorithmically, we ideally want to
identify one alignment (or at least very few) so that our method is repeatable and robust. For this reason,
using an optimisation algorithm seems natural. However, to apply such an optimisation procedure we
must quantify how good a given alignment is mathematically, i.e., we must decide on our objective
function.

2.1 Details

For the purpose of the study group, our objective function takes into account two measures: vehicle
overlap and overall load footprint. Firstly, we want to avoid solutions in which the silhouettes of vehicles
overlap, as this is obviously unphysical. Thus, minimising the total area of vehicle overlaps, denoted A,
is one possible approach. If our algorithm were to find an optimal solution with positive overlap, this
would suggest that it is not possible to arrange the given vehicles in a way that satisfies the constraints
and, hence, we could eliminate the given vehicle positions from the corresponding configuration problem.
Secondly, assuming that the geometrical and mechanical constraints are satisfied, it seems natural to seek
an alignment that minimises the overall silhouette of the arrangement; we will call this the footprint. We
chose to quantify the footprint using the sum of all pairwise centroid distances between vehicles, denoted
D.

After some experimentation, our objective function was then chosen to be 100A + D. This choice
of objective function worked well for the purposes of the study group, but other possibilities should be
explored. Note: during the study group we only considered the alignment of vehicles for the front section
of the transporter.

As well as defining our objective function for our optimisation algorithm, we must also specify the
constraints on the possible alignment, i.e., the feasible positions of the decks. While there is a lot of
freedom in the movement of the decks, we decided on the geometry illustrated in Figure 1. Vehicle
positions are numbered from left to right starting with the lower deck and the reference positions of each
vehicle are related to the bottom left hand corners. We assumed that each of the decks have length 4.
Deck angles are measured from the vehicle reference points in degrees from the horizontal anti-clockwise.
Zero is the maximum angle for all decks. We used the following constraints:
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Figure 1: Transporter geometry and deck locations. Vehicle positions are numbered from left to right
starting with the bottom deck. The deck alignment constraints are list in the main text.

Vehicle 1 (lower deck left): position (x, y) = (0, 0); angle ✓1 = 0� (i.e. no possible movement).

Vehicle 2 (lower deck right): horizontal position x 2 [0, 5]; vertical position y � 0; minimum angle
✓2 = �25�.

Vehicle 3 (top deck left): position (x, y) = (�2, 2); minimum angle ✓3 = �7�.

Vehicle 4 (top deck middle): horizontal position x 2 [0, 5]; vertical position y � 2; minimum angle
✓2 = �22�.

Vehicle 4 (top deck right): horizontal position x 2 [0, 5]; vertical position y � 2; minimum angle
✓2 = �20�.

2.2 Implementation

To encode the measures described above into the objective function of our optimisation routine, we
used the python package ‘shapely ’1. This package is based on the GEOS library, which is typically used
for spatial analysis in Geographical Information Systems. With this package we were able to represent
vehicle silhouettes as polygons and use the built in procedures to translate and rotate vehicles, calculate
overlapping vehicle areas and the centroids of collections of vehicles.

We also used the minimise routine from the python package scipy. This routine minimises a scalar
function subject to constraints based on a range of di↵erent minimisation algorithms, of which we used
sequential least-squares because of its flexibility. For more details of this method, see Kraft [1].

In Figure 2 we illustrate our optimisation algorithm for a configuration of Volkswagon Caddys. The
initial position is illustrated on the left and the corresponding optimised alignment in the middle. We
can see that the routine does not find a feasible solution, i.e., vehicles are overlapping. However, if we
alter the initial configuration by reorientating Vehicle 2 to face in the opposite direction, we do find a
feasible solution, illustrated on the right. We note that the centroid for this configuration is at x = 3.16
which we use in the mechanics problem in the next section.

Figure 2: optimisation for a configuration of Volkswagon Caddys. The left panel shows the initial
alignment, the middle panel shows the optimised alignment. This is not a feasible solution, but switching
the orientation of Vehicle 2 yields a feasible solution illustrated in the right panel.

1
See http://toblerity.org/shapely/manual.html for more details and downloads.
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3 Mechanics of Axle Loading

In addition to the alignment of the vehicles, we also need to take into account the legal requirements
on the axle loadings (the limits on the steer, lift and drives axles were set at 7.1T, 4.5T and 11.5T
respectively). In this section we develop a simple mechanical model to determine the axle loadings for
a given vehicle alignment. This model avails of the 2D coordinate system representation of the problem
used in the previous section for optimising alignment (a next step would be to include the mechanical
model in the alignment optimisation).

3.1 Details

The simplest attempt to determine the axle weights might consider the combined mass of all vehicles
(including the transporter itself) resting on three pivots, corresponding to the transporter axles. However,
this problem is underdetermined — there are three unknown weights but only two equations, i.e., those
equating forces and moments. We must therefore consider a more sophisticated model. With this in
mind, our approach was to consider the transporter bed as a rigid beam resting on three (linear) springs.
The springs are intended to capture the combined e↵ects of the transporter suspension and tyres. The
set-up is illustrated in Figure 3.
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Figure 3: Model of transporter as a rigid beam on three springs.
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From Hooke’s law we can relate the spring lengths yi to the corresponding reaction forces of the springs
wi (which balance the weights on the axles) via
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where the spring constants ki needed to be determined through calibration. Finally, equating forces and
moments yields
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which connects the forces wi with the total weight of the loaded transporter Mg, the positions of the
axles xi and the position of the centroid x of the loaded transporter. Combining equations (1–3) we
obtain

wi = Mg

ki
P

i 6=j kj(xj � xi)(xj � x)
⇣P

j kj

⌘⇣P
j kjx

2
j

⌘
�

⇣P
j kjxj

⌘2 . (4)

Our approximation for the axle locations are x1 = �1, x2 = 4 and x3 = 4.7.
We determined the spring constants ki using the data given to us by NVD. Specifically, we chose

configuration A1 from the Metago 5-axle manual (Figure 4(a)) as our calibration data, which has 5
Vokswagon Caddys loaded on the front of the transporter. For the purpose of the study group, we
ignored the e↵ects of the rear trailer. Each of the Caddys weighs 1.6T and the measured weights on
the three axles were indicated in the manual as w1 = 6T, w2 = 2.7T and w3 = 11.2T respectively. We
approximated the transporter weight by subtracting the vehicle weights from the sum of the axle weights,
giving 11.9T. For the centre of mass we used that of the optimal alignment, illustrated in Figure 4(b),
which was previously found to be x = 3.16 (see Section 2). We can also approximate the centre of mass

Figure 4: Calibration of spring constants.

from the measured axle weights given in the manual — this yields x = 2.9 which gives us confidence
that our method is doing a reasonable job. By approximating the transporter bed angle as 2� and the
reference point as y = 17.91 we obtained estimates for the spring constants: k1 = 17.91, k2 = 16.84 and
k3 = 82.43.

To verify whether these approximations were reasonable, we compared the axle weights measured
in configuration A13 in the manual with those obtained from the combination of our optimisation and
mechanical model — see Figures 4(c) and (d). The centre of mass of the optimal alignment was x = 2.98,
giving axle weights of w1 = 5.6T, w2 = 2.7T and w3 = 11.3T. The axle weights that were actually
measured were w1 = 6.9T, w2 = 3.0T and w3 = 11.5T. We were pleased with this level of agreement
given the extent of the approximations used above.

4 Simulated Annealing: Configuration / Alignment

In this section, we present a method for finding a feasible configuration of vehicles on a transporter
where, as with the method of Section 2, vehicle overlap is the key measure of load feasibility; however,
we have not considered distance between vehicle centroids here. Our approach is inspired by simulated
annealing (a generic technique for global optimisation problems) and works as follows: starting with
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some initial configuration of vehicles on a transporter, the positions of vehicles are varied slightly (e.g.,
in a random way), and the system moves to the new configuration if this is closer to being feasible (i.e., if
overlap is reduced). The algorithm finishes when it finds an acceptable configuration for these vehicles,
or when it reaches the maximum allowed computation time. Various sets of vehicles can be processed
by the algorithm to find an acceptable configuration for each of the sets or to show that its existence is
unlikely, i.e., that the set of vehicles probably cannot be loaded together.

4.1 Details

We assume positions of vehicles are only limited by the transporter size, the maximum permitted height
and length limits, and tilt angles. In other words we are neglecting the sizes of ramps and decks.
This is reasonable if the transporter is su�ciently flexible to support any configuration that fits within
the available space (which does appear to be the case for the Metago transporter). The axle weight
restrictions are also neglected at this stage as they are less limiting compared to the constraints on
vehicle positions. A feasible configuration of vehicles is one which fits on the transporter while satisfying
the above constraints.

Unlike the method of Section 2, here we represent the transporter (with the maximum height / length
limits) and vehicles directly using bitmap images (see Fig. 5). Although this approach does not in itself
admit axle weight calculation, it is nonetheless visually appealing and easy to implement. One can easily
obtain a 2D image for each vehicle (e.g., by taking or downloading a picture), and edit it if necessary
(e.g., change scale, create safety margins, add or remove roof racks, etc.) using standard image editing
software such as GIMP (GIMP - The GNU Image Manipulation Program www.gimp.org).

Figure 5: Top: Transporter with 5 available slots. Tilt angles are taken to be zero for slots 1 and 4, and
at most 30 degrees for slots 2, 3 and 5. The height and length limits are indicated by the white region.
Bottom: a sample pool of available vehicles: VW Caddy, Skoda Citigo, Renault Clio, Nissan NV400
(L1H1) and VW Passat.

As mentioned above, an important quantity used in this algorithm is overlap which is defined here
as the total number of overlapping pixels between the vehicles and the transporter, between di↵erent
vehicles, and between the vehicles and the borders of the white region (see Fig. 6, left panels). Hence,
an acceptable configuration will have zero overlap (see Fig. 6, right panels). Also when comparing any
two configurations (with positive overlap), the one with a smaller total overlap value is better since it is
closer to the desired configuration with zero overlap.

4.2 Algorithm

The algorithm is described by the following pseudo-code:

6



Step 0: Set the length and height limits (i.e., define the boundaries of the white region in Fig. 5), as
well as the maximum vehicle tilt angles for each of the slots. The vehicles are initially placed positions
that correspond to each of the 5 slots as shown in Fig. 6 (left panels). Vehicles may overlap with each
other, with the transporter, or with the boundaries.

Step 1: If the overlap is 0, then we have found an acceptable configuration (see Fig. 6, right panels)
and the algorithm concludes.

Step 2: Move the vehicle randomly to new positions and angles (subject to tilt angle restrictions).
Step 3: If the new configuration of vehicles has smaller overlap, then continue with this configuration,

otherwise revert to the previous configuration.
Step 4: If the computation time is below the allowed maximum go to Step 1, otherwise return the

current configuration with non-zero overlap.

Figure 6: Left: examples of initial configurations of (possibly overlapping) vehicles on the transporter.
Right: the corresponding final (acceptable) configurations of vehicles with zero overlap obtained using
our method.

Note: Although we have introduced this algorithm for use with bitmap images, the basic algorithm
could be applied within the geometrical coordinate system discussed in Section 2.

4.3 Extensions

The presented algorithm can be seen as the core for a more comprehensive analysis which identifies
possible loads from a given pool of vehicle. For example, a pool of v = 200 types of vehicles and a
transporter with s = 5 slots result in v

s = 2005 = 320 ⇥ 109 possible loads. In reality, the pool of
vehicle types that need to be transported to destinations in a given period of time is much more limited,
say v = 10, which gives only 100, 000 possible loads. Furthermore, not all vehicles can fit into every
slot, for example large vans cannot be placed in slot 1 (see Fig. 5). Additional constraints, such as the
total weight, area or length of vehicles will further reduce the number of possible loads. The hierarchy
of vehicle sizes can also be utilised to quickly eliminate loads with larger vehicles where there is no
acceptable configuration for a load with a smaller vehicle. The remaining loads can be tested using our
method to find acceptable configurations or show that they do not exist for some loads. For acceptable
configurations, the axle loads can be computed from the masses and centers of gravity of vehicles to
check if they satisfy the weight constraints on the axles.

5 Integer Linear Programming: Fleet Usage

The methods presented in Sections 2 and 4 are similar in terms of their objective to minimise overlaps.
We now present another (integer linear programming) approach where the goal is to maximise the overall
utility for the load2. Utility is a mathematical notion of “value” associated to each vehicle, e.g., vehicle

2
For details on integer linear programming see Beasley [2], Luenberger and Ye [3] or Papadimitriou and Steiglitz [4].
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size, delivery urgency, profit, etc. A key point in relation to this approach is that these utility values must
be set in advance (by the load planner for example) and, hence, the approach is most relevant to every
day aspects of fleet usage and management (see Section 5.1). We address selection and configuration of
vehicles from a pool but we do not address vehicle alignment as in the previous methods presented.

For this approach, our representation of the transporter is as follows: we consider a transporter with
straight (horizontal) decks which cannot be tilted but where the upper deck can be moved vertically.
Specifically, the Metago 5 axle transporter (Figure 7) is modelled as 11 positions for vehicles (Figure 8)
where positions 1 - 5 correspond to the bottom deck and positions 6 - 11 correspond to the top deck.
Note that we are modelling the whole transporter (albeit in a simplified way) rather than just the front
section. As for the vehicles, we do not consider shape in this approach — only the three core dimensions:
length, height and weight. The pool of vehicles we have considered is given in Figure 9.

Figure 7: Image of Metago 5 axle transporter provided by NVD.
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Figure 9: Vehicles pool.
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5.1 Details

We present two versions of our integer linear programming solution in this report. The first is our initial
solution to the problem which we then built on to arrive at our second solution (by adding further
constrains) with the aim of producing a model which more closely resembles reality. These programs
have both been implemented using the MATLAB environment. More specifically, we have used the
intlinprog function from the optimisation Toolbox which takes a matrix of constraints and the objective
function, and outputs the car configuration which as described in the next paragraph.

The output of our linear programming setup is a (three-dimensional) binary array, xijk, where the
indices are as follows: i denotes position on the transporter (i = 1, . . . , 11 in the case considered here.),
j denotes the vehicle which, for the purpose of this report, is one of of the vehicles in Figure 9 and k is
used to denote vehicle “copies”, e.g., we could have five VW Caddys in our pool to select from. Here
xijk = 1 means that vehicle jk is assigned to position i on the transporter, e.g., if VW Caddy number
two from our pool is in position 1 on the transporter, then xi=1,j=6,k=2 = 1. On the other hand xijk = 0
means that vehicle jk is not in position i on the transporter

The objective function (i.e., total utility for the load) is given by u ·x =
P

i

P
j

P
k xijkuijk — this is

the quantity that we aim to maximise — where uijk is the utility associated with putting the kth copy
of the jth model in position i. If utility was the same for all vehicles in all positions then the solution
would aim to fit the largest number of vehicles on the transporter. However, we can, for example, assign
greater utility to larger vehicles. In any case, we must set these utility values in advance of attempting
to build loads. Strategic choices for these utilities provides a tool for taking various factors into account:

We can assign a large positive utility value to vehicles regarded as “high priority”, i.e., these vehicles
must be on the transporter. Indeed, utility may be increasing over time (during the 3-day delivery
window) so that vehicles on the last day are higher priority.

Say we are going to two dealers A and B where we plan to visit dealer A first. We can then assign
large positive utilities to vehicles for dealer A being in the back of the transporter (so that these
come o↵ the transporter first).

Assigning a large negative utility could be used to prevent a particular model of vehicle being
placed in a position on the transporter, e.g., if historical data or expert knowledge suggest that the
model in question has a high chance of being damaged in that position.

We could also assign a large negative utility to all vehicles in a particular position, if there was
a need to keep a particular position empty, e.g., if a vehicle was to be collected en route and
redistributed.

It is clear from the above that this framework would be quite relevant for day-to-day aspects of NVD’s
business. We reiterate that the utilities must be decided in advance by the load builder and, therefore,
the approach is not fully automated (unless utilities are all equal or based on vehicle size).

5.1.1 First Program

In our initial solution we imposed, through linear constraints, that each individual vehicle can only
occupy one position and, similarly, each position can only contain one vehicle. We also accounted for
physical constraints on length, height and weight. For a vehicle to fit into a position, its length must be
smaller than the length of this position. As for height, the sum of the heights of two vehicles positioned
one above the other must be less than the legal height limit, e.g., positions 1 and 7 in Figure 8. Finally,
for the weights we have simplified the mechanics problem by dividing the truck into sections (front,
middle and back) such that the combined weight of vehicles in a section must be less than the maximum
weight limit for the corresponding axle; a more realistic approach would be based on Section 3.

5.1.2 Second Program

The second program has the capability of merging consecutive positions on the transporter to allow
larger vehicles. Specifically, it is possible to merge positions 1 - 2 (truck, lower deck), 3 - 5 (trailer, lower
deck), 6 - 8 (truck, upper deck) and 9 - 11 (trailer, upper deck). We also added a routine which provides
a graphical output of the solution. An example solution is given in Figure 10 with the corresponding
graphic in Figure 11.
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Figure 10: Solution where P is the position number (see Figure 8), V is the vehicle (see Figure 9) and
C is the copy number, i.e., these are the indices i, j and k.

Figure 11: Graphical output corresponding to solution in Figure 10.

5.2 Extensions

The transporter model used in this framework needs to be advanced to handle the geometry of the moving
platforms per Figure 1. However, it appears di�cult to include this detail into the linear programming
setup (although we believe it is not impossible). A further step forward is including the orientation of
the cars (for centre of gravity) and a more realistic axle weight calculation based on Section 3.

It should be relatively easy to extend this approach to include all transporters in the NVD fleet and
let the program minimise the number of transporters required to deliver all vehicles on a given day; of
course, delivery locations would need to enter the problem. We could then include fixed and variable
costs of delivery for each transporter and minimise the total cost of delivery instead of the number of
trucks; this is straightforward to incorporate as a linear constraint but would require estimates of delivery
costs for each transporter, e.g., economy, servicing etc.

6 Conclusions

The feasibility of solving the problem of optimal loading of a transporter using software powered by ad-
vanced mathematical models has been demonstrated. Mathematical criteria for describing geometric and
axle weight constraints have been developed, and a scoring criterion to rank loads allowing optimisation
has been suggested. Several algorithms for optimisation have been suggested, making use of linear or
quadratic programming and simulated annealing. We conclude that simulated annealing is most suited
for the optimisation problem as it involves both discrete and continuous variables.

7 Future Work

To develop the ideas contained in this report into usable software, some further work will be required.
Firstly, to combine the main aspects of the approaches developed during the study group week and,
secondly, to generalise the approach. It is estimated that a minimum of six months development time is
needed to complete this.

Stage 1. Implementation for a specific transporter. (2 months work minimum)

Working software will be devised for the complete solution of the problem for a specific transporter,
i.e., the transporter shown in Figure 1. Software routines will be developed to compute:
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(a) whether a given load satisfies geometric constraints using the approach described in Section
2.2,

(b) whether the load satisfies the axle weight constraints using the approach described in Section
3,

(c) an optimality score based on the formula suggested in Section 2.1 (generalised to account for
axle weights) and

(d) an optimal load by using the simulated annealing approach described in Section 4 to sort
through the solution space. A simulated annealing approach is preferred because it can cope
with optimisation over a space consisting of both continuous variables (vehicle positions and
transporter angles) and discrete variables (choice of vehicles and vehicle orientation).

NVD will need to provide data on vehicle outlines, weights and locations of centre of masses as
well as data that can be used to tune the spring description of the transporter suspension.

Stage 2. Implementation for a general transporter. (4 months work minimum)

In stage two a parametrised description of a general transporter will be developed allowing the
software routines described above to take transporter type as an input. It may be possible to
develop a completely general transporter description or it may only be possible to generalise some
routines. For instance it should be possible to develop a general version of the simulated annealing
optimisation routine (d) but routines (a), (b) and (c) may need some degree of reimplementation
for a new transporter type. However no reimplementation should be needed for new vehicle types,
e.g., electric vehicles.

Further work still may be based on the linear programming approach of Section 5. We note that
the generalisations discussed in Section 5.2 lead to increased dimension of the utility array. Therefore,
di�culty in assigning a potentially very large number of utilities may be a limiting factor, i.e., it would
be quite complicated if it were to be done manually. Thus, some objective way of quantifying utility
(e.g., based on historical data) would need to be developed for such extensions to be feasible in practice.
In any case, this is beyond the scope of optimal load building which was the focus of this study.
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Appendix A. Other Solution: Packing Problem

In this appendix we briefly describe another solution which was considered (but not developed in detail);
the approach was inspired by theory arising in relation to the well-known “packing-problem”. The
algorithm starts with the first vehicle (from a pool of vehicles) and attempts to place it on the transporter,
by testing its dimensions against the constraints on physical space. If successful, another car is introduced
and again tested against constraints which have now changed from the initial constraints as the first
vehicle occupies previously available space. The process continues in this manner until the transporter
has been filled. The algorithm is repeated over di↵erent orders of introduction of vehicles onto the
transporter.

The basis of the above idea has been programmed within R (a statistical programming language).
Although further work is required, the algorithm currently works for 5 vehicles (which must be chosen
in advance) on a transporter with 5 spaces. Below is an overview of the current implementation:

Input: 5 pre-chosen vehicles to be tested.

Loop over 120 introduction orders of vehicles on the transporter.

Within each iteration of the loop: attempt to fit vehicle 1 in space 1 and, if successful, attempt to
fit vehicle 2 in space 2 etc.
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Output: 120 solutions indicating the number of cars fitted (0 - 5) and their respective positions.

Note that this approach does not consider the degree of optimality: it simply aims to fit the pre-chosen
5 vehicles on the transporter. Of course, the algorithm may be stopped once a 5-vehicle solution has
been found.
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