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a b s t r a c t

In this paper, we present an approach capable of extracting insights on ecosystem organization from

merely occurrence (presence/absence) data. We extrapolate to the collective behavior by encapsulating

some simplifying assumptions within a given set of constraints, and then examine their ecological

implications. We show that by using the mean occurrence and co-occurrence of species as constraints,

one is able to capture detailed statistics of a plant community distributed across a vast semiarid area of

the United States. The approach allows us to quantify the species’ effective couplings: Their frequencies

exhibit a peak at zero and the minimal pairwise model is able to capture about 80% of the ecosystem

structure. Our analysis reveals a relatively stronger impact of the species network on uncommon species

and underscores the importance of species pairs experiencing positive couplings. Additionally, we study

the associations among species and, interestingly, find that the frequencies of groups of different

species, which the approach is able to capture, exhibit a power-law-like distribution.

& 2009 Elsevier Ltd. All rights reserved.
1. Introduction

The task of characterizing an ecosystem assemblage through
biodiversity indexes based upon species’ populations may some-
times challenge an accurate description of a community. Sampling
limitations of field surveys can bias the distribution of species
abundances, especially for assemblages with a large fraction of
rare species. On the other hand, occurrence data for communities
with common species are much easier to collect, more widely
available and less affected by the intensity of samples. Although
not as rich in information as the abundance data, presence/
absence data are crucial to the understanding of ecosystem
functioning: The species-area relationship, the species-rank in
occurrence, the local species richness and the frequency of species
combinations are biodiversity indicators which can reveal
important parts of the underlying ecosystem structure. They can
potentially shed light on essential features characterizing the
assemblage of communities.

In this study we focus on the ecosystem organization, i.e. the
statistics of every possible combination (or group) of species,
which can be inferred by the knowledge of the presence and
absence of each species in a given location. Several reasons
motivate the investigation; among others it allows to assess
ll rights reserved.
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whether species are associated and, if so, how: The interest in
such an analysis for ecosystems was firstly raised by Pielou and
Pielou (1968). Additionally, it is a useful probe into the role of
competitive exclusion in assembling coexisting species.

Usually, community patterns enclosed within presence/absence
matrices have been interpreted according to complementing null
models (Gotelli, 2000), whose underlying philosophical tenets are
still controversial (Gotelli and Graves, 1996). Here, our goal is to
reduce the description of important empirical community patterns
to the specification of a small number of meaningful assumptions,
without being biased by missing information. This approach is able
to provide a series of increasingly more complex models which,
correspondingly, encode an increasing amount of information tied to
specific assumptions. In this study we compare two models: The
first one is obtained by keeping constant both the mean occurrence
and mean co-occurrence of each species; in the second one, instead,
only the mean occurrence of each species is kept constant. The latter
assumption leads to a model that describes the assemblage of an
ecosystem through mutually independent species in which interac-
tions play no role. The first one, instead, provides a model in which
pairwise species interactions are important, whereas higher multiple
couplings—i.e. interactions involving three, four,...,S different spe-
cies—are negligible. Thus, since we are interested in evaluating the
relative importance of these two different assumptions regardless of
any mechanistic hypothesis and implicit information, we are
naturally led to use the principle of maximum entropy (MaxEnt)
(Jaynes, 2003, 1982; Mead and Papanicolau, 1984). This powerful
tool borrowed from statistical physics has a long history of
theoretical development (Jaynes, 1957a, b) as well as a vast array
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of applications (Schneidman et al., 2006; Lezon and et al., 2006),
including ecology (Dewar and Porté, 2008; Harte et al., 2008;
Banavar and Maritan, 2007; Shipley et al., 2006). Within this
framework, we study macroecological properties of a tree commu-
nity distributed across the states of Colorado, Utah and Arizona
(CUA) in the United States. As will be shown later on, the emergent
organization of this community can be largely explained by the
relevant ecological information encapsulated within the mean
occurrence and co-occurrence of species.

This paper is organized as follows: In Section 2 we introduce a
random variable which can represent any kind of species’ group,
and apply the MaxEnt approach for deducing its probability
distribution, i.e. the minimal pairwise model. Section 3 provides
details on methods. Section 4 reports the results, demonstrating
how well the pairwise model captures the frequency and identity
of every species combination; the relative importance of the
environmental suitability and the network of species; the stability
of any species’ configuration; and some implications of species
overlap on the interpretation of pairwise couplings. Section 5
summarizes our conclusions and Appendix A provides the
mathematical details of the derivation of the pairwise and
independent models from the MaxEnt principle.
2. The MaxEnt principle and the ecological states

Consider a tree community distributed across a spatial area.
Throughout the region, we sample a number of randomly
distributed plots and for each of them we record the occurrence
(i.e. presence or absence) of every tree species in the community.
The species configuration in a plot can be represented by a string
of 0’s (absence) and 1’s (presence) whose length is S, the total
number of tree species in the whole system. Every string,
which we term ecological state, represents a possible group of
species, i.e. a possible combination of different species. Thus, in
general a plot can be found in any of 2S states. We denote a state
by the random variable ~s � ðs1;s2; . . . ;sSÞ, where si ¼ 0;1 for
i¼ 1;2; . . . ; S. In order to determine the probability distribution of
states, pð~sÞ, we assume that all needed information is summar-
ized by the mean occurrence of each species, /siS, and the mean
co-occurrence of any pair of species, /sisjS, where averages are
taken over all plots. Notice that this assumption greatly simplifies
the description of state statistics of species-rich ecosystems,
because we assume that all higher-order occurrence patterns, e.g.
/sisjskS, are well-captured by the information encapsulated in
the first two moments. Now, if we assume that the community
patterns are intimately tied to the previous constraints and are
required to be least biased by missing information, then the
application of the principle of maximum entropy (Jaynes, 2003) is
needed. For the present case, this is tantamount to say that the
normalized distribution that reproduces the previous conditions
has to maximize the Shannon entropy (Jaynes, 2003), i.e.
�
P

~s pð~sÞlnpð~sÞ. It turns out that this least-structured probability
distribution is (see Appendix A)

pðs1;s2; . . . ;sSÞ ¼
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where: i; j run from 1 to S, hi and Jij are the adjustable parameters
to meet the constraints; and Z is the normalizing constant.

Eq. (1) defines a pairwise interaction model which in the
physics literature is known as Ising model (Plischke and
Bergersen, 1994). For ecosystems, hi may be interpreted as a
parameter capturing environmental effects that may favor the
presence ðhi40Þ or absence ðhio0Þ of species i. Additionally, each
species is pairwise-coupled to all others through J’s and,
correspondingly, Jij40 favors the co-occurrence of species i and
j. Note that when setting Jij ¼ 0 for every pair, one obtains a model
describing an ecosystem through the assembly of independent
species (which hereinafter is referred to as the ‘independent
model’). In this case the MaxEnt probability is simply Eq. (1) with
Jij ¼ 0, that is

pðs1;s2; . . . ;sSÞ ¼
YS

i ¼ 1

ehisi

1þehi
¼
YS

i ¼ 1

½1�/siS�
1�si/siS

si ; ð2Þ

where
Q

indicates a product of terms and the second equality
holds because one can show (see Appendix A) that
hi ¼ ln½/siS=ð1�/siSÞ� if /siSa0;1. Notice that in this case
the independent model can be analytically obtained as a function
of the mean occurrence of each species. It was derived by
assuming that the essential information about the community
assembly is completely encapsulated in the mean species’
occurrences.

Classically, the dynamics of species in ecological communities
has been carried out on the basis of the Lotka–Volterra system of
equations (Pielou, 1977; Hofbauer and Sigmund, 2002; May and
McLean, 2007). Within this context the interaction strength
definitions and estimates have had a great variety of treatments
(Laska and Wootton, 1998) and usually capture an average ‘per
capita’ effect. Differently, within our approach the coupling
strengths are perceived as to capture average ‘per species’ effects.
Also, it assumes that an ecological community can be described
within a stochastic framework in which the system is supposedly
at stationarity. This condition turns out to be consistent with
species-rich ecosystem data (Azaele et al., 2006).

Clearly, a large number of factors that affect the empirical
occurrences and co-occurrences contribute to h’s and J’s. As such,
the pairwise couplings measure the ‘effective’ coupling between
species i and j. They possibly include biotic interactions between
the two species as well as the impact of the environment. In this
sense, the approach recognizes that species in their collective
behavior are intrinsically coupled to both the environment and
other species, and one cannot single out the relative contribution
of various components without additional information.

It should be pointed out, moreover, that the coupling Jij is not
trivially determined by the pairwise correlation /sisjS�/siS
/sjS: J’s encapsulate the direct effects of one species on another
as well as, importantly, indirect pathway effects owing to the
environment and other species in the community. For instance, a
variation in /sisjS can only change the correlation between
species i and j with no effect on other species’ correlations. In
contrast, the same variation in general affects all h’s and J’s. Also, if
for some reasons Jij changes, then this will affect not only the
presence and co-occurrence of species i and j, but even presences
and co-occurrences of other species in the community. Thus, the
parameters of the pairwise model effectively capture the network
of species’ couplings which cannot be solely reduced to correla-
tion effects. In the following we show how complex and coexisting
combinations of positive and negative couplings operating at
species level affect the community organization.

Finally, it is worth pinpointing the differences between the
MaxEnt approach and the common analysis of presence/absence
matrices. Usually, occurrence matrices are randomized under
appropriate null models (Gotelli, 2000) to extract robust informa-
tion, and a single index is finally used to summarize a community
pattern (Ulrich and Gotelli, 2007; Stone and Roberts, 1990;
Schluter, 1984). For instance, positive or negative associations
among species are weighed on the basis of the variance ratio test
(Schluter, 1984), which only depends on second order statistical
properties of the incidence matrix; the competitive exclusion is
ordinarily deemed to affect the community structure when an
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empirical checkerboard pattern is present (Stone and Roberts,
1990), which, again, only depends on the co-occurrences of
species. Our approach, instead, identifies the associated species
and the corresponding frequency of each group on the basis of the
entire probability distribution of ecological states: this depends
on the pairwise effective couplings which are species-specific.
Therefore, through the MaxEnt approach one can potentially
investigate the community assembly in greater detail. However, it
can only be applied when a very large number of samples is
available, compared to the total number of considered species.
3. Methods

3.1. Data

Our tree data were obtained from observation plots maintained
by U.S. Forest Service (USFS, available at http://fia.fs.fed.us/). The
occurrence data in the CUA community were recorded in 2006–
2007 and each plot covered an area of 1

6 acre ðC674 m2Þ. In our
analysis we considered trees whose diameter-at-breast-height
(dbh) is 5 in ð ¼ 12:7 cmÞ or greater. The names of the 19 studied
species are listed in Table 1 according to the respective rank in
occurrence.

3.2. Homogenizing plot density

To avoid under- and over-representation of some areas in the
CUA region, we homogenized the plot density as follows. A grid
system was imposed upon the map of the plots. A range was
chosen for the acceptable number of plots contained in each grid.
Grids with less plots than the lower bound of the range were
excluded; for grids with more plots than the higher bound of the
range, randomly selected plots were excluded such that the
number of plots equaled the midpoint of the range. The final
number of plots was 4141.

3.3. Species commonness threshold

To obtain reliability of the empirical statistics, we considered
only species with /siS4 (total number of plots)�1=2, so that we
considered only non-rare species. For the CUA tree community,
Table 1
The common names of the most common species in the CUA system are listed

according to their rank in occurrence.

Rank Common name

1 Utah juniper

2 Common or two-needle pinyon

3 Quaking aspen

4 Ponderosa pine

5 Engelmann spruce

6 Douglas-fir

7 Subalpin-fir

8 Gambel Oak

9 Rocky mountain juniper

10 Lodgepale pine

11 Oneseed juniper

12 Alligator Juniper

13 White fir

14 Singleleaf pinyon

15 Arizona white oak

16 Curlleaf mountain-mahogany

17 Emory oak

18 Velvet mesquite

19 Limber pine
the number of species that passed the commonness threshold was
19. The most common species was present in 1,549 plots, whereas
the less common one in 99.

3.4. Algorithm to find h’s and J’s

We followed the algorithm laid out in Dudı́k et al. (2004) to
find h’s and J’s, based on the first two moments of the selected
species in the selected plots. The algorithm incorporated
l1� regularization to avoid the problem of over-fitting. We
implemented errors (standard deviation) by using the bootstrap
method. We stopped the algorithm when the parameter adjust-
ment became very small (e.g. in the order of 10�4). Note that the
number of species in this case, 19, is small enough to allow for
calculations based on the entire probability distribution. Such is
not the case for more biodiverse ecosystems, where Monte Carlo
simulations are required to estimate the statistics associated with
a given set of h’s and J’s.
4. Results and discussions

4.1. Empirical vs theoretical ecological states

We apply our approach to the CUA system, a community of
trees in the semiarid region consisting of 19 non-rare species (see
Section 3) and examine how effectively the pairwise model
reproduces the empirical statistics of the ecosystem. Indeed, the
comparison between the empirical and predicted frequency of
ecological states is a very strict test for the validation of the model
(Fig. 1): it reveals how good the model is at reproducing the
empirical probability space that is, both the frequency and
identity of each state. Here, the pairwise model confirms its
superiority ðR2 ¼ 0:960Þ over the independent one ðR2 ¼ 0:218Þ.
Note that the reduced accuracy for rare states (i.e. those with very
low frequency) likely stems from the fact that their empirical
values may be affected by sampling problems.

To assess the significance of the hi and Jij values, we
determined the error bars for the constraints, i.e. mean occurrence
and mean co-occurrence of species, and then calculated the
corresponding set of the error bars for the hi and Jij parameters.
The first set of error bars were obtained by bootstrapping the
empirical data and calculating the standard deviation for each
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(squares). The black line shows equality.
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constraint. Then we calculated all the parameters by running the
algorithm as outlined in Section 3.4. Finally, we associated to each
hi and Jij value the corresponding 90% confidence interval. Also,
we varied the number of samples under consideration by picking
up at random about 90% of the plots and then studied the relative
error in the constraints. It turned out that the mean relative error
(about 8%) obtained in this case was much smaller than the one
associated with the bootstrap method.

Notice that even though the large majority of J’s were near to
zero, this would not imply that the community patterns can be
well described by the independent model. As we shall see in the
following section, this latter is usually able to capture decently
well only those biodiversity patterns in which the identity of each
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Fig. 2. Frequency-rank distribution of ecological states. Comparison between the

normalized frequency-rank distribution of empirical ecological states (circles), the

one predicted by the pairwise or Ising model (red line) and the independent model

(dashed line). Note that all the parameters in Eq. (1) were fixed to capture the

mean occurrences and co-occurrences; no further parameter tuning was done for

the pattern shown here.
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Fig. 3. Relative importance of the network, J�i ¼
P

ja i Jijsj=2, and the environmental effe

species i, whereas vertical lines represent the range of J�i for the remaining states. Rect

each pair ðhi ; J
�
i Þ. Numbers indicate ranks of species according to their commonness. Do
group of species does not play a decisive role, but not the strict
test shown in Fig. 1.
4.2. The frequency-rank distribution of ecological states

We studied how species are associated by looking into the
frequency of each group of species, i.e. the ecological states. We
ranked the empirical ecological states according to their frequen-
cies and compared to the independent and pairwise models. The
frequency-rank distribution is a weaker test with respect to
the probability distribution of the previous section, because the
identity of ranked states may be different between models and
data. Thus, although the pairwise model agrees very well with
the empirical data ðR2 ¼ 0:986Þ, it turns out that for this pattern
the independent model is in reasonable agreement as well
ðR2 ¼ 0:824Þ (see Fig. 2). Out of the one hundred most frequent
states, the pairwise model correctly identifies 80% of the states
whereas the corresponding percentage for the independent model
is 47%. This highlights the role played by state identities and
underscores the importance of using identity-dependent
measures to uncover fine statistical details.

We also found that this ecosystem assembles its ecological
states in a strongly asymmetric fashion. The relatively linear
character in the log-log scale corresponds to a power-law behavior
that possibly stems from species’ environmental preferences as
well as different roles of species’ configurations in the ecosystem
function (Kinzig et al., 2002). For instance, the most frequent state
contains two positively coupled species, i.e. the Utah juniper
(Juniperus osteosperma) and the two-needle pinyon (Pinus edulis);
it is twice as frequent as the second ranked state, which contains
only the Utah Juniper, the most common species. Further analysis
shows that the fourteen most frequent states contain only
positively coupled species (when more than one occurs) and they
constitute about 56% of all state occurrences. Importantly, we
have found that, although most species pairs are involved in
negative couplings, the most frequent states are dominated by
those experiencing positive couplings. This suggests that these
positive couplings play an important role in assembling ecological
communities.
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ct, hi . Points indicate the value of the pair ðhi ; J
�
i Þ for the most likely state involving
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4.3. Species effective couplings and the environment

Within our framework one can investigate the relative
importance of the species effective couplings and the environ-
ment favorable to the presence of a given species. According to
Eq. (1), we can identify two contributions that any species
experiences: the first one comes from the couplings with all
other species, i.e. J�i ¼

P
ja i Jijsj=2. This term explicitly depends on

the state of the ecosystem, thus its contribution may strongly
fluctuate. The second one, given by hi, is state-independent and is
related to the ubiquity/scarcity of the species’ preferred environ-
mental factors—soil nutrients, water availability or solar radia-
tion, etc.

The results are shown in Fig. 3, which provides manifold
insights. Firstly, although most species pairs experience negative
couplings (see Fig. 4), the most likely states of all species, except
the species with rank 18, involve positive couplings (compare the
points lying above the J� ¼ 0 line in Fig. 3). Secondly, for common
−7 −6 −5 −4 −3 −2 −1 0 1 2 3
10−4

10−3

10−2

10−1

100

−7 −6 −5 −4 −3 −2 −1 0 1 2 3
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

N
or

m
al

iz
ed

 fr
eq

ue
nc

y

Fig. 4. (a) Normalized frequency of Jij and (b) comparison of the mean

co-occurrence /sisjS (log-scale) with Jij for the same pair of species. Light dots

are the actual values while the error bars represent the 90% confidence intervals

for Jij in the corresponding bin for /sisjS. Note that when the overlap is relatively

large, species usually interact weakly.
species the relative importance of the environmental suitability,
i.e. hi, and the species’ network, i.e. J�i , is more balanced: J�i Chi

when i represents a common species; in contrast, for uncommon
species (generally associated with large negative h’s) the effect of
species’ network tend to be higher: J�i bhi if i represents an
uncommon species. Thirdly, species with similar values of h, i.e.
comparable environmental suitability, tend to be more common if
they experience positive couplings: for example, J�44 J�11 with
h4Ch11, J�74 J�10 with h7Ch10 and J�124 J�14 with h12Ch14, where
the subscript indicates the rank of the species according to its
commonness. These findings underscore the importance of
underlying positive couplings in assembling ecological com-
munities and promoting multi-species coexistence. This is
consistent with studies involving per capita interactions (Verdú
and Valiente-Banuet, 2008; Gross, 2008; Bruno et al., 2003),
including plant communities (Callaway and Walker, 1997).
4.4. Empirical vs theoretical ecosystem structure

Generally, for a community of S species one can define MaxEnt
distributions Pl that are consistent with the first l moments
(Schneidman et al., 2003). This allows us to assess the relative
importance of these constraints in sculpting the structure, or
‘‘order’’, of the community. In fact, one can form a hierarchy of
distributions from the coarsest one—where species are indepen-
dent ðl¼ 1Þ and the entropy is the highest—to the finest one,
where the whole complexity of species couplings is exactly des-
cribed and the entropy is the lowest. According to this hierarchy,
the entropy difference or multi-information (Schneidman et al.,
2003) Sl�1 � Sl measures the amount of order explained by the lth-
moment ðSl is the entropy of the distribution consistent with the
lth- moment constraint). Thus, the success of the pairwise model
in capturing the entire ecosystem structure may be represented
by the ratio I¼ ðS1 � S2Þ=ðS1 � SempÞ, where Semp is the entropy of
the CUA system from empirical data. It turns out that IC80%;
thus, although a significant fraction is due to higher order
moments, most of the non-trivial structure of the ecosystem can
be explained by the pairwise model. It should be pointed out,
however, that communities with larger number of species might
exhibit richer structures so that pairwise couplings may no longer
be sufficient to explain satisfactorily their organization.

At this point a question may naturally arise: is there any
relationship between the order we observe and the stability of a
given configuration of the ecosystem? To tackle this issue we
focus the analysis on the exponent in Eq. (1), which we define as
�Eð~sÞ. Because of the analogy with statistical mechanics, herein-
after we will refer to Eð~sÞ as ‘‘energy’’ of the state ~s: the lower the
energy, the greater the probability of the state. Now, one expects
that ‘‘stable’’ ecological states are given by the local minima of
Eð~sÞ, where a local minimum is a state for which any single
flipping from 0 to 1 (or vice versa) results in an increase of energy.
Notice that we are tracing the analysis of configurations to the
study of the energy landscape. We found that, according to the
pairwise model, the empirical states that rank 1st, 4th and 23rd in
frequency are stable in the CUA community. The former two
involve pairs of common species and the latter a triplet of
uncommon species. Interestingly, the couplings between species
within these states are always strongly positive. This confirms the
crucial role played by positive couplings for ecosystem’s config-
urations: it is the energy landscape along with the ecological state
identities, rather than the number of species per se, that matters.
The previous analysis can be carried out for the local minima of
the empirical energy, i.e. Eempð~sÞ ¼ � lnpempð~sÞ (defined up to an
additive constant), where pempð~sÞ is the normalized empirical
frequency of the state ~s. When applied to empirical states the
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foregoing flipping procedure may produce states that do not exist
in the data. We can simply discard them, however, by implying
from their absence that their energy is very high. The analysis for
the fifty most frequent empirical states reveals eight local minima,
three of which have the identities coinciding with the minima
predicted by the pairwise model. The independent model is not
able to capture any of the previous characteristics. This suggests
that the pairwise couplings are sufficient to detect the principal
local minima, while finer landscape details need higher order
moments and larger samples.

4.5. Species’ overlap and pairwise couplings

Finally, additional insights come from the fact that species
spatially overlap and this has implications on Jij. To investigate
such effect we compared the mean co-occurrence /sisjS and Jij

for the same pair of species. Fig. 4 shows that when /sisjS is
relatively large, the (normalized) frequency of J’s has a sharp peak
around zero or a slightly positive value, which implies that, when
species overlap in space, the majority of them usually exhibit
relatively weak coupling. As /sisjS decreases, negative values of
J’s are more likely. This occurs because the two species are present
in different spatial regions where they presumably experience a
niche differentiation or different environmental conditions due to
spatial heterogeneity. Fig. 5 shows the network of pairwise species
couplings whose value is significantly different from zero, based
on the 90% confidence interval.
5. Conclusions

In summary, the original idea to describe an ecological
community as a channel of information (Margalef, 1968) finds a
natural implementation within the MaxEnt formalism. It trans-
cends the mechanistic origins of ecological patterns and provides
a unifying framework for either the neutral or idiosyncratic
species when population sizes are available (Hubbell, 2001; Pueyo
et al., 2007). With the constraints on only the first two moments,
one can extract a suite of insightful properties of the system: we
find and reproduce the power law-like profile of the frequency-
rank distribution of ecological states; we point out that the most
likely states involve positively coupled species; we explain almost
80% of the ecosystem structure; and, finally, we show that species
overlapping in space usually have weak effective couplings.
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Appendix A. The MaxEnt principle and the pairwise model

Here we provide some mathematical details about the
derivation of the pairwise model from the maximum entropy
principle (MaxEnt). Any ecological state for an ecosystem of S

species can be written as ~s � ðs1;s2; . . . ;sSÞ, where si ¼ 0;1 for
i¼ 1;2; . . . ; S. The total number of states is 2S. Our goal is to
calculate the probability distribution pð~sÞ that maximizes the
Shannon entropy

S½p� ¼ �
X
~s

pð~sÞlnpð~sÞ � �
X
s1

X
s2

. . .
X
sS

pðs1;s2; . . . ;sSÞlnpðs1;s2; . . . ;sSÞ;

ð3Þ

when the following constraints hold:
X
~s

pð~sÞ ¼ 1; ð4Þ

X
~s

pð~sÞsi ¼/siS; ð5Þ

X
~s

pð~sÞsisj ¼/sisjS; ð6Þ

where the averages in the r.h.s. are taken over all plots. The first
equation is simply the normalization of the distribution, while the
second and third ensure that the mean occurrence and co-
occurrence of species are those that one empirically observes. In
order to carry out the constrained maximization we use the
technique of the Lagrange multipliers. It prescribes that one
should introduce one parameter for each constraint. Thus we use
a for the normalization; S parameters, hi, for the mean
occurrences; and SðS� 1Þ=2 parameters, Jij, for the mean
co-occurrences. Notice that Jij can be thought of as a symmetric
matrix with Jii ¼ 0. The following linear combination of the
entropy and constraints is the quantity to be maximized:

F½p� � S½p� � a
X
~s

pð~sÞ �
XS

i ¼ 1

hi

X
~s

pð~sÞsi �
1

2

X
ia j

Jij

X
~s

pð~sÞsisj: ð7Þ

On setting dF½p�=dpð~sÞ ¼ 0, one gets Eq. (1) in the main text, i.e.

pð~sÞ ¼ 1

Z
exp

1

2

X
ia j

Jijsisjþ
X

i

hisi

2
4

3
5; ð8Þ

where Z is the normalization constant. From Eq. (4) we obtain

Zðh; JÞ ¼
X
~s

exp
1

2

X
ia j

Jijsisjþ
X

i

hisi

2
4

3
5: ð9Þ

Eq. (8) defines a minimal model where each species is
pairwise-coupled to all others through J’s. The constants h’s and
J’s have to be determined so that the constraints hold.

On setting Jij ¼ 0 in Eq. (8) one obtains a model which
only depends on the mean occurrence and species are indepen-
dently assembled. The normalization constant in Eq. (9) is
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ZðhÞ ¼
QS

i ¼ 1 ð1þehi Þ and the probability distribution reads

pð~sÞ ¼
Y

i

ehisi

1þehi
: ð10Þ

On using the constraint defined in Eq. (5) for the probability in
Eq. (10), one can show that hi ¼ ln½/siS=ð1�/siSÞ� and then

pð~sÞ ¼
YS

i ¼ 1

½1�/siS�
1�si/siS

si : ð11Þ

This equation analytically defines the independent model as a
function of the mean occurrences of species. In this case
/sisjS¼/siS/sjS and species are not correlated.

Note that if we are given the distribution pð~sÞ, in general one
can calculate the local species richness (LSR) distribution of the
system, i.e. the probability, qðnÞ, that any plot has n species. This is

qðnÞ ¼
X
~s

pð~sÞdn;
P

i
si
: ð12Þ

However, this distribution does not depend on species
identities as, instead, the probability pð~sÞ does. Thus, a compar-
ison between the empirical LSR and the independent model can
turn out to be quite good, although this latter poorly performs
in the much more stringent test outlined in Section 4.1 of the
main text.
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Shipley, B., Vile, D., Garnier, É., 2006. From plant traits to plant communities: a
statistical mechanistic approach to biodiversity. Science 314, 812–814.

Stone, L., Roberts, A., 1990. The checkerboard score and species distributions.
Oecologia 85 (1), 74–79.

Ulrich, W., Gotelli, N.J., 2007. Null model analysis of species nestedness patterns.
Ecology 88 (7), 1824–1831.
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