
LASR 2012 — New Statistics and Modern
Natural Sciences

Programme and abstracts

Edited by K.V. Mardia, A. Gusnanto, A.D. Riley & J. Voss

3rd to 5th July 2012



In meteorology, turbulence plays a key role in understanding unusual weather phenomena. In Leeds,
under the leadership of Professor Stephen Mobbs, a large-scale data was collected in 2000-2001 to char-
acterise the occurrence of severe turbulence in the Falkland Islands. An example of severe turbulence
occurs in the valley between two mountain ridges, each of approximately 600m in height, on East Falk-
land. This phenomenon is routinely observed from the island airport situated at Mount Pleasant (MPA)
and presents a severe aviation hazard. Figure shows the sites chosen for the weather stations, with a large
number clustered around the airport to capture surface data in this region. In collaborative work with
Laura Quinn, we found that the empirical orthogonal function analysis provides a reliable index (see
pages 9-12 for details).
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Dear Delegate,
Welcome to the 31st Leeds Annual Statistical Research Workshop. In last year’s LASR

proceedings, we said
‘The history of the Workshop is described at some length on pages 9-15 of our LASR Pro-

ceedings of the Silver Jubilee, 2006. Here, we note again that LASR has grown considerably
since the first workshop in 1974, and has changed dramatically in that time. What was origi-
nally an internal workshop has expanded into a conference of which we at Leeds are proud. We
are glad that you are all here in Leeds to help us celebrate another landmark.’

Our workshops have been held in Hinsley Hall since 2006 and, in the same period, our
premises in the School of Mathematics have undergone a major improvement, including the
development of a Visitor Research Centre. So, for this year’s LASR, we have moved the venue
back to the School to utilize these new facilities. Indeed, our first LASR was held in the School
where our interdisciplinary objectives took shape.

Figure 1: Some organisers of LASR 2011 with the Vice Chancellor at Hinsley Hall.

We further noted:
‘ the 30th Anniversary represents a landmark in our contributions to pursuing interdisciplinary
(emerging) areas of science: the first decade was Geosciences, the second Image Analysis and
third decade (now) Molecular Biology, a great boost for the next generation. There is always
great pleasure but also associated pain in interdisciplinary work, and LASR has been unique
its ambition and execution. We are taking special steps to encourage the participation of young
people, women, and other minorities in science; to encourage new collaborations, we have tried
to keep the Workshop informal and to provide opportunities for discussion during the breaks
and poster sessions. The LASR mission is to:

• bring together world-class scientists and statisticians;

• encourage cutting-edge interdisciplinary research;



• sustain and develop our workshops;

• and, currently, to showcase new, innovative statistical methods and applications in struc-
tural bioinformatics."

Figure 2: A poster session of LASR 2011 in action!

It continues ‘Indeed, modern computer technology has been accompanied by renaissance in
Bayesian methods. However, the new statistical methods have to be fast as one is dealing with
very large data sets in real applications, and will be more and more!’
During this LASR, we will launch the forward-looking edited volume Bayesian Methods in
Structural Bioinformatics, by Hamelryck, T., Mardia, K.V. and Ferkinghoff-Borg, J.

Figure 3: Relaxed atmosphere at LASR 2011 with the Vice Chancellor, some more organisers and some
of our collaborators.



The article continues to emphasize the interdisciplinary research:
‘...The future of Bioscience is a very attractive area for statisticians interested in contributing

to the most challenging project ever undertaken by science, that of understanding ourselves, our
past and our future. Holistic Statistics is vital for this exciting future.

Looking ahead, we have already some thoughts for future LASRs with the topics such as
‘Quantifying Uncertainty’, ‘Data Assimilation’ and ‘Statistics of Multivariate Non-Euclidean
Data’. Details are still taking shape but, for now, we hope that you will enjoy this year’s LASR
Workshop, and we would greatly appreciate your feedback.

Kanti Mardia
July 2012
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In multiple author papers, * indicates the presenter(s).
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Statistics of Some Topics in Turbulence and
Biomolecular Fields

Kanti V. Mardia

Department of Statistics, University of Leeds

1 Introduction
For this paper, we have selected two specific topics in statistics related to Meteorology and
Molecular Biology which might influence some future scientific research. Section 2 gives a
case study on turbulence (plus a stochastic Navier-Stokes equation) and Section 3 highlights
new scientific applications needing innovative work in the area of multivariate non-Euclidean
statistics. We note that directional statistics plays an important role because of the wind direc-
tions in the first topic, and dihedral angles etc. in the second topic.

Climate Change, Turbulence and Data Assimilation. Over the past 20 years, there has
been a gradual shift away from a purely deterministic approach to weather forecasting towards
a more integrated probabilistic approach. Like any mathematical modelling of a complex dy-
namic system, the traditional deterministic approach to weather forecasting seeks to solve non-
linear partial differential equations by numerical approximation, integrating forward in time.
Limitations in this arise due to the deterministic chaotic nature which such geophysical pro-
cesses exhibit. Data assimilation improves on numerical weather forecasting accuracy through
the combination of deterministic modelling and observational data. In short, data assimilation
uses a stochastic version of a deterministic model to constrain the model to more accurately
represent the true atmospheric state.

New Demands on statistics of multivariate non-Euclidean Data. Non-Euclidean data
arise in a variety of important new applications generated by areas such as bioinformatics, me-
teorology, new energy sources, and finance. In these applications, variables are observed on
several different manifolds: circle, sphere, cylinder, space of orthogonal matrices, Stiefel man-
ifold, Grassmann manifold, shape spaces. Obvious cases for circular data include the 24-hour
clock, general calendar measurement, and compass direction. Models in directional statistics
have been built on these spaces starting from the von Mises distribution as early in 1919, fol-
lowed by the Fisher distribution in 1953. Mardia and Jupp (2000) and Jammalamadaka and
SenGupta (2001) have summarised the state of knowledge of directional statistics up to the
time of their publication, whereas Dryden and Mardia (1998) have summarised shape statistics.
Although some multivariate models have been developed recently (eg., Kent et al, 2006; Mardia
et al, 2008; Kume et al, 2012), the area really needs a major boost to meet the new demands of
modern applications.

2 Turbulence and Falkland Islands Weather Data
The paper of Quinn et al (2004) gives an example of prediction of unusual turbulence between
two mountain ridges for a Falkland island where its airport is located; this material here is
further description of our collaborative work and was included in the poster at LASR 2004.
During 2000 and 2001, an array of 20 automatic weather stations was used to collect high
temporal resolution surface data in order to characterise the occurrence of weather phenomena
in the Falkland Islands (see Figure 1 for relative geographical locations). An example of severe
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turbulence occurs in the valley of two mountain ridges, each of approximately 600m in height,
on East Falkland. This phenomenon is routinely observed from the island airport situated at
Mount Pleasant and presents a severe aviation hazard. Figures 1 and 2 show the final sites
chosen for the weather stations, with a large number clustered around the airport to capture
surface data in this region. Prior to the field experiment it was not known what the optimum
positions of sites would be in order to maximize the amount of information captured. The
positions of the stations are not topographically equivalent, with some being placed on the top
of ridges and others being situated at the bottom of valleys between ridges. Several stations are
situated in extremely close proximity to the runway itself (shown in Figure 2).

For a 12 month–period in 2000/2001, observational surface data was collected from the array
of 20 automatic weather stations and 2.30 second averaged data was recorded almost continu-
ously for this period. The 5 measured variables are :
temperature, pressure, relative humidity, wind speed and wind direction.
That is, we have 5 variables, 20 observation stations, 3sec sampling rate, 30sec logging fre-
quency, 12 months of data, leading to around 21 million data points for each variable.

Figure 1: Falkland Islands and 20 monitoring stations (crosses).

2.1 Turbulence and Empirical orthogonal function (EOF) analysis

We treat turbulence here through EOF analysis for the Falkland islands data; the established
deterministic model is the Navier-Stokes equation in relation to a specific challenge of “rotor
streaming”. Note that EOF is the same as performing a principal components analysis on the
data, except that the EOF method finds both time series patterns and spatial patterns. The main
change is that here for the multivariate data matrix variables are taken as locations and the sam-
ples as the time series. Two time points of every 10min and 3min each during a 24 hour period
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Figure 2: Falkland Island Airport, and the monitoring stations having the two ridges around the stations
12 and 15.

for the pressure data were selected for the 20 locations and the following three cases were stud-
ied.

1. Case 1. Strong northerly wind and steady flow.

2. Case 2. Northerly wind turbulence and rotor.

3. Case 3. Strong northerly wind turbulence and rotor.

For each case, the first two EOFs were studied which we denote by EOF1a, EOF2a, EOF1b,
EOF2b for 10mins (=a) and 3mins (=b) respectively.

For Case 1, EOF1a and EOF1b show steady synoptic scale flow and accounts for atleast
99% of variation. EOF2a and EOF2b contribute very little (see, Tables 1 and 2).

For Case 2, EOF1a is constant throughout field synoptic scale flow, accounting for around
99% of variation. EOF2a loadings indicate opposite pressure perturbation of the airfield sites
to upwind sites. There is a clear evidence of high drag state (compare with EOF2a of Case 1).
EOF1b is constant throughout the field synoptic scale flow, only now accounting for around
93% of variation. However, EOF2b indicates high drag state evidence of wave activity around
the airfield with equal and opposite loadings for adjacent stations. This flow pattern is now
accounting for almost 5% of variation.
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For Case 3, EOF1a is constant throughout field synoptic scale flow, accounting for 99% of
variation. EOF2a is indicative of high drag state; downwind stations have opposite pressure per-
turbations to up field sites. Stations 9 and 12 showing evidence of large pressure perturbation,
consistent with rotor activity, hydraulic jumps (compare with EOF2a for Case 2 in Tables 1 and
2). EOF1b indicates synoptic scale flow superseded by high drag state flows, whereas EOF2b
indicates highly irregular features, consistent with extreme turbulence. Hence, we conclude,
that the second EOF for 3 minutes gives an index of highly turbulent flows.

Table 1: EOF Pressure Data Case 1 vs Case 2, (a) Steady flow and (b) Turbulence and Rotor
Activity 1.

(a)

EOF 10 min 3 min
1 99.6% 98.5%
2 0.22% 0.98%
3 0.07% 0.18%

cum. 99.89% 99.66%

(b)

EOF 10 min 3 min
1 99.5% 92.9%
2 0.23% 4.48%
3 0.12% 1.73%

cum. 99.85% 99.11%

Table 2: EOF Pressure Data Case 1 vs Case 3, (a) Steady flow and (b) Turbulence and Rotor
Activity 2.

(a)

EOF 10 min 3 min
1 99.6% 98.5%
2 0.22% 0.98%
3 0.07% 0.18%

cum. 99.89% 99.66%

(b)

EOF 10 min 3 min
1 99.2% 84.0%
2 0.45% 14.60%
3 0.15% 1.04%

cum. 99.70% 99.64%

2.2 The Stochastic Navier-Stokes Equation

The Navier-Stokes equation of fluid motion is

ρ(
∂u

∂t
+ u · ∇u) = −∇p+ ∇ · T + f (1)

where u is the flow velocity, ρ is the fluid density, p is the pressure, T is the stress tensor, and
f represents body forces (per unit volume) acting on the fluid and ∇ is the del operator. It has
some critical boundary conditions as well as the need to do grid selection in practice. Let X(t)
be the coordinates of a small fluid particle in the Lagrangian formulation, then the flow of the
particle is determined by the equation

u(X(t), t) =
dX(t)

dt
. (2)

In turbulent flow the path of the fluid particle is going to be influenced by turbulent noise and the
resulting trajectory of the fluid particle is going to resemble a random walk. It is reasonable to
assume that the velocity u(X(t), t) is in fact a random variable and that it satisfies a stochastic
equation which can be written as (Birnir, 2010):

du =
∂u

∂t
dt+ dft,
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where ∂u/∂t is the deterministic acceleration of the fluid (Navier-Stokes term) and dft is a ran-
dom force modeling the influence of the random fluctuations in turbulent flow on the velocity,
with the incompressibility condition ∇.u = 0. Finally, substitute the solution u into

u(X(t), t) =
dX(t)

dt
(3)

to get the stochastic velocity of the random motion of the fluid particle. The error term in the
stochastic Navier-Stokes equation may be taken as (Birnir, 2010):

dft =
∑
k 6=0

h
1/2
k dβk

t ek,

where ek is the basis vectors that can be taken to be Fourier coefficients, βk
t denote independent

Brownian motion, and h
1/2
k is decay vectors that depend on the characteristics of the flow.

The variance of the noise E(< dft , dft >) is assumed to be finite. Further, assumptions are
that the motion of the fluid particles is continuous, that making sense on physical grounds and
the system is driven by noise (fluctuations) that characterizes a balance between the noise-
producing (amplifying) nonlinear terms. Bjorn Birnir has made significant progress in this area.

Work in Progress. Due to the nature of the Falkland Islands experiment, some of these
stations performed better than others, and data sets between stations range from sporadic to
near uninterrupted. The high resolution data assimilation methodology being considered envis-
ages that, via statistical interpretation of the spatial and temporal data, appropriate weightings
may be attributed to observations collected at certain weather stations. In turn these weighted
observations anticipate the development of statistically derived “nudging constraints” to be in-
corporated into the three-dimensional weather prediction model based on an extended form of
the Navier-Stokes equation to improve its forecast accuracy. It is intended to use the EOFs in
the boundary conditions of the Navier-Stokes equation and to develop the fitting procedure akin
to financial statistics for the stochastic Navier-Stokes equation.

3 Multivariate non-Euclidean Distributions
Motivated by various important and novel scientific applications including those in Structural
Bioinformatics (eg., Hamelryck et al, 2012), we now briefly review some directional and shape
distributions (focusing here particularly on skew distributions).

3.1 Circular Skew Distributions

There have been various approaches for constructing univariate circular skew distributions,
manly around the von Mises distribution of which the probability density function (pdf) is

VM(θ;µ, κ) = {2πI0(κ)}−1 exp{κ cos(θ − µ)}, 0 < θ, µ < 2π, κ > 0,

where I0(κ) is a Bessel function, µ is the mean direction and κ is the concentration parameter.
A major consideration has been to preserve unimodality. Another consideration is to have a
tractable normalizing constant. Jones and Pewsey (2012) have given an excellent review of the
current state of play in this area and there have been many contributors to the field; in particular,
Arthur Pewsey has contributed extensively to this field with a series of papers starting from
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Pewsey (2000). Let f(x) be a probability density function (pdf) of some well known distribu-
tion such as von Mises. We discuss various approaches.

Azzalini Type I Approach. Umbach and Jammalamadaka (2009) have given the following
extension. Suppose that f and g are circular densities which are symmetric about 0, and G is
a circular distribution function (df). If ω is an odd function with |ω(θ)| ≤ π and periodic, then
the pdf of a general class of “skew” circular distribution is given by

fµ(θ) = 2f(θ − µ)G(ω(θ − µ)).

In particular, for the von Mises case, the pdf can be taken as (with −1 ≤ ν ≤ 1)

fν(θ;µ, κ) = {2πI0(κ)}−1 exp{κ cos(x− µ)}(1 + ν sin(θ − µ)). (4)

We may call it the “weighted distributional approach”.

Azzalini Type II Approach. In this we start with one of the conditional characterizations
of Azzalini. Consider his characterization where x and y are bivariate normal with zero means,
unit variances, and correlation ρ. Then the distribution of

x|y > 0 is SN(ρ/
√

1 − ρ2),

where SN(a) is the standard Azzalini distribution with pdf 2φ(x)Φ(ax); φ(.) is the pdf of the
standard normal and Φ(.) is the distribution function of the standard normal. Consider now the
bivariate sine distribution (Singh et al, 2002) with the pdf

Const exp{κ cos θ + κ sinφ+ λ sin θ sinφ}.

Then it can be shown that that the pdf of θ given θ < φ < π is proportional to

VM(θ; 0, κ)

∫ π

0

exp{κ cosφ+ λ sinφ sin θ}dφ.

This integral can be expressed in terms of the distribution function of the von Mises distribution
and, further for small κ and λ, it reduces to the pdf fµ(θ) given above in (4).

Box- Cox type approach. We will call this the transformation approach. That is, transform
X to Y = φ(X). One of the most effective transformations has been the Batschelet transfor-
mation on the von Mises distribution given by

t1,ν(θ) = θ − ν − ν cos θ, −1 ≤ ν ≤ 1.

The density (4) also follows using this transformation.

Edgeworth type approach. We can keep relevant Fourier terms in the generalized von
Mises distribution, eg., Gatto and Jammalamadaka (2007) have introduced a skew distribution
with its pdf

f(θ) ∝ exp{κ cos(θ − µ) + ν sin 2(θ − µ)},
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where ν ≥ 0 is called skewness parameter.

Wrapping univariate skew distributions. Various distributions are wrapped, eg., stable
distributions by SenGupta and Pal (2001), Azzalini distributions by Pewsey (2006).

Composition approach. Some of the models given above can be bimodal and one approach
is to use composition approach: take a pdf f(x) and form the new pdf by f(φ(x)). Jones and
Pewsey (2012) have used inverse Batschelet (plug in) transformation:

tν(θ) = t−1
1,ν(θ) where t1,ν(θ) = θ − ν − ν cos θ, −1 ≤ ν ≤ 1.

Note that tν and t1,ν are bijection from a circle to a circle. Their family of densities then becomes

gν(θ) = f(tν(θ)).

In particular, a skew von Mises distribution has the density

gν;V M(θ) = {2πI0(κ)}−1 exp[κ cos{t−1
1,ν(θ)}].

They have further introduced a skew and peaked distribution as a composition of two trans-
formations. The transformation tν(θ) leads to skew distribution (with parameter ν) and the
transformation tλ(θ) (with kurtosis parameter λ):

tλ(θ) =
1 − λ

1 + λ
θ +

2λ

1 + λ
s−1

λ (θ), sλ(t) = t− 1

2
(1 + λ) sin t, −1 < λ ≤ 1.

The resulting densities are of the form

gν,λ(θ) = K−1
κ,λf [tλ{tν(θ)}].

This distribution has several attractive properties. There are other methods with some potential
including of Fernández–Durán (2004) which uses circular distributions based on nonnegative
trigonometric sums of the circular characteristic function; the paper also discusses circular cop-
ulas.

3.2 Skew Distributions on Torus

This area seems to be still wide open though there are again several applications. One important
example is the distribution of conformational angles, especially for the α−helix. We will con-
sider extending the Azzalini Type 1 Approach. Azzalini and Dalla Valle (1996) have extended
SN to the multivariate case. Without any loss of generality, consider the bivariate case. In this
case, the pdf of (x, y) is given by

2φ(x, y; Ω)Φ(ax+ by),

where φ(.) is the pdf of bivariate normal with zero means and correlation matrix Ω, and Φ(.) is
the distribution function of the standard normal. We can extend the method to the bivariate cir-
cular case considering the effect of, say, ax+by where x and y are angles when a = −1 or = 1
and b = −1 or = 1. This idea extends itself to the multivariate case. There are various char-
acterizations of Azzalini’s skew normal distribution SN(α), and their extension to the circular
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case could lead to different distributions as we have seen in the previous section. Another effec-
tive approach is to modify the elliptic shape distribution of Micheas et al (2006) appropriately.

Exploratory analysis and diagnostic tools Data on torus are not easy to visualize (see,
for example, Boomsma, et al, (2008) and “opening” the torus on a repeated 3x3 grid is worth
exploring for a bivariate distribution as shown here in Figure 3 for a bivariate cosine distribution.
It clearly shows the mode and antimode of the distribution. As in the circular case, where one
cuts the torus is important, to get a correct view in visualization. Another way is just to use a
cross by deleting the four corners of the 3x3 grid plot.
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Figure 3: A distribution on torus is repeated in a 3x3 windows for visualization so the periodic behaviour
is highlighted with the mode and antimode.

3.3 Spherical Skew Distributions and Edgels

There are new key problems where the underlying shape configuration is represented by the
shape of edgels in 2D and 3D. Edgel is a direction at a landmark (see, for example, Mardia et
al, 2004). Consider a simple example in 3D. Let xi, i=1,2 be two landmarks in 3D each with
an edgel (see Figure 4 ) then it can be seen that there are four degrees of freedom under rigid
transformation (3 for each landmark and two for each direction but 6 variables are required for
registration). Such problems with Bookstein type registration have appeared, for example in the
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Life Sciences: hydrogen bonds (Baker and Hubbard, 1984), loop geometry (eg., Olivia et al,
1997, Tsiatinis, 2010).

Figure 4: Two landmarks in three dimensions at p1 and p2 and two edgels p0p1 and p2p3

Figure 5: Here AB = C’ (Carbon), A = O (Oxygen), H = H (Hydrogen), D = N (Nitrogen). A, acceptor;
D, donor; H, hydrogen; AB, acceptor base; R1, R2, atoms bound to the acceptor base. (Baker figure,
Kortemme et al, 2003).

A representation in 3–D. In these problems, it can be shown that Bookstein type coordinates
take the form of the full polar-coordinates in 3–D giving the Cartesian coordinates (eg., Baker
and Hubbard, 1984)

x = r sin θ sinφ, y = r sin θ cosφ, z = r cos θ,

where r > 0, 0 < φ < π, 0 < θ < 2π and another variable t as latitude 0 < t < π; the
longitude is missing. It turns out that the distribution of (θ, φ) given r (the value of r is critical
for hydrogen bonds which can have a skew distribution depending on the underlying “junction”
of shapes. Figure 5 gives a schematic representation of the parameters used to describe hydro-
gen bond geometry in proteins. δHA, distance between hydrogen and receptor atoms; Θ, angle
at the hydrogen atom; ψ, angle at the acceptor atom; χ, the dihedral angle given by rotation
around the acceptor-acceptor base bond in the case of an sp2 hybridized acceptor. There are
similar problems for loop data, see, for example, Tsiatinis (2010).
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4 Concluding Remarks and Holistic Statistics
We end the article with a quotation of from my paper in LASR2011, while clarifying the role
of Holistic Statistics in interdisciplinary research: “Perhaps this is somewhat different from the
early days of the subject, when the statisticians such as Galton and R.A.Fisher played a leading
role in interdisciplinary research. It seems that with the floods of large-scale data, computer
scientists and statisticians with computing skills have a major part in creating impact.” Many
key reports have observed that, unfortunately, there is now a days only “lip service” given to
interdisciplinary research!
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Statistical Methods in Paleoclimate Reconstruction
from Pollen

John Haslett1,∗ and Andrew Parnell 2
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1 Introduction
Studies of past climate change inform research on future climate change. Palaeoclimate recon-
struction is a thus a major focus of the Intergovernmental Panel on Climate Change (Jansen et
al., 2007). During the past 100,000 years (100ka BP, Before Present) ice core data from the
Greenland summit show repeated abrupt changes of up to 16C within decades (Jansen et al.,
2007, P435); see Figure 1. The study of such changes is a particular challenge. The last of such
change was in the Younger Dryas period (at the end of the last Ice Age, 12.8ka to 11.5ka BP)
which showed a rapid switching from warm to cold to warm. Some analyses suggest that the
final transition to the modern climate, relatively stable over the past 10ka of the Holocene, may
have taken less than one decade.

Public interest, however, has largely been fuelled by the ‘Hockey Stick’ studies, e.g. Mann
et al. (1998, 1999); McShane and Wyner (2011). These have focussed on the past one or two
millennia only, and show only a gradual warming. These findings are based on high resolution
proxies of many types (including tree-rings) and cover the entire N. Hemisphere. However they
provide little information on abrupt changes, and have in any case has been the subject of much
controversy. The challenge is to model the uncertainties, not just in past mean climate but in its
volatility.

Over periods of many millennia, pollen proxy data, being widely available, offer the best
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hope of resolving such sizeable past climate changes in locations other than Greenland. But
pollen data provide very many statistical challenges, particularly in respect of abrupt changes.
Such data are based on pollen counts on slices taken from cores such as in lake sediment, and
reflect the changes in the vegetation largely induced by changes in the climate. See Figure 2.
But the spatial and temporal resolution are poor, and are additionally challenged by often im-
precise dating. Here we discuss progress in the methodology of Bayesian statistical inference
for palaeoclimate based on pollen data in a single core.

2 Models
The model we propose differs from many recent studies in palaeoclimate reconstruction be-
cause (a) it is non-linear and non-Gaussian in the relationship between climate and proxy, (b)
we reconstruct only climatic variables to which the proxy is sensitive, (c) we use real data to
produce climate reconstructions rather than simulated ‘psuedo-proxies’, (d) we take account of
chronological uncertainty, and (e) we allow for stochastic variability in climate.

We write our model in state space form as:

y(ti)|c(ti) ∼ fθ(c(ti)), i = 1 . . . , n (1)
c(ti) = c(ti−1) + γi, i = 2, . . . , n (2)

where y(ti) represents pollen data at time ti, c(ti) is (multivariate) palaeoclimate, f is a forward
model parameterised by θ, and γi ∼ N(0, vi) are residuals. All of these parameters are multi-
variate: y being here of dimension 28 and c being of dimension 3. In typical examples n is 100 -
150; the actual times ti are irregular, and critically, subject to much uncertainty in radio-carbon
dating as we elaborate.

The pollen data points yi arise as slices found at depths di taken from a core beneath a lake
or in a bog. An age-depth model links these fixed depths to uncertain times ti via radiocarbon
dates taken along the core. From the age-depth model and state space equations above we can
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form a posterior distribution:

π(c, v, t, η, φ|y, d) ∝ π(η, φ) π(t|d)
n−1∏
i=1

π(vi|η, φ, t)
n∏

i=2

π(c(ti)|c(ti−1), vi)
n∏

i=1

π(yi|ci, θ) (3)

where π(c(ti)|c(ti−1), vi) is the state equation distribution, involving volatility parameters vi,
itself described by π(vi|η, φ, t), and π(η, φ) is the prior distribution on parameters (η, φ).

We adopt a Guassian model for π(c(ti)|c(ti−1), vi) and an Inverse Gaussian for π(vi|η, φ, t);
jointly these define the Normal Inverse Gaussian distribution, leading here to a tractable in-
finitely divisible long tailed random walk. The parameters are informed by the Greenland data.
In addition π(t|d) is the chronology model and π(yi|ci) defines the relationship between climate
and pollen data, both marginalised with respect to internal parameters. The former is based on
a Poisson-Gamma process; the latter, through its inverse π(ci|yi), is rendered as a finite mixture
of multivariate Gaussian distributions, marginalised with respect to θ.

3 Results
The model is rich. Yet its solution is nevertheless fast as algorithms are based on mixtures
of tractable stochastic processes, calibrated separately but integrated by Monte Carlo methods.
The algorithm is thus modular; the presentation will focus on the integration stage.

The solution yields realisations of multivariate climates, interpolated onto an arbitrarily
dense, regular, time grid by Bridging; these ‘climate histories’ are statistically consistent with
the data and its uncertainties. See Figure 3. Further,by virtue of the features of the Normal
Inverse Gaussian, to which we have direct access.

Current work is focussed on a space-time reconstruction of the European palaeoclimate,
based on a large number of cores with varying temporal coverage.
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Probabilistic models of protein structure and inference of
protein dynamics

Thomas Hamelryck

Department of Biology, University of Copenhagen, Denmark

Abstract

The so-called protein folding problem is the loose denominator for an amalgam of closely re-
lated, unsolved problems that include protein structure prediction, protein design and the sim-
ulation of the protein folding process. We adopt a unique probabilistic approach to modeling
bio-molecular structure, based on Bayesian methods, graphical models and directional statis-
tics (Hamelryck et al., 2006; Boomsma et al. 2008; Frellsen et al., 2009; Harder et al., 2010;
Hamelryck et al., 2010; Hamelryck et al. 2012). Notably, we developed the first probabilistic
model of protein structure in full atomic detail (Boomsma et al, 2008; Harder et al., 2010),
with applications in protein structure prediction (Hamelryck et al., 2010) and inference of pro-
tein structure from experimental NMR data (Olsson et al., 2011). In this talk, I will give an
overview of how rigorous probabilistic models of something as complicated as a protein struc-
ture can be formulated, focusing on the use of graphical models and directional statistics to
model angular degrees of freedom. I will also describe some practical applications that involve
the inference of protein dynamics. First, Typhon (Harder et al., 2012) is a method that can
be regarded as a "null model" for protein dynamics. Given a native structure, Typhon can be
used to quickly investigate the possible conformational states of a protein, at a fraction of the
computational costs of a full blown molecular dynamics simulation. Second, I will discuss the
inference of protein structure ensembles from averaged NMR data, which is an important open
problem.
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Analysing steric effects and the van der Waals potential in
proteins, using statistical machine learning

Csilla Varnai∗, Nikolas S. Burkoff and David L. Wild

Systems Biology Centre, University of Warwick, Coventry, UK

The packing of proteins is partly driven by steric effects. In force fields, steric effects are
introduced by a penalty term, incorporated into the van der Waals (vdW) potential term of
the energy function, when atoms overlap. Here, we focus on the functional form of the vdW
potential, and its effects on the accessible conformations of proteins. We compare two vdW
potentials, one using a hard cutoff, and one with a Lennard-Jones potential that treats the atoms
as soft spheres by construction.

To estimate the parameters of the energy function, we use Contrastive Divergence, a statisti-
cal machine learning technique, which allows Maximum Likelihood estimation of the parame-
ters by efficient approximation of the energy gradient, given a Boltzmann distributed ensemble
of protein conformations. The vdW potential forms are then compared using computer simula-
tions of 16-residue peptides and small proteins. Energy landscapes of protein folding simula-
tions are explored by Nested Sampling, a Bayesian computational method developed to explore
probability distributions that are localised in an exponentially small area of the parameter space.

Nested Sampling simulations of poly-alanine peptides and their glycine mutants show how
steric effects play an important role in the turn and loop formation of the peptide backbone,
even when using a very simple protein model that does not include side chain-main chain hy-
drogen bonds. Nested Sampling simulations of small proteins also show an improvement of
the conformation of the loop regions, for example in the case of Protein G, which consists of
a helix packed against a beta-sheet, the distribution of the helix orientation agrees with rigidity
analysis, when using the improved vdW model.
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Bayesian block clustering for multi-trait genome-wide
association studies

Mayetri Gupta
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1 Introduction
Many common diseases including diabetes, cardiovascular disease, and osteoporosis are char-
acterized by complex traits, which are determined by the interplay of numerous genetic variants
and their interaction with environmental factors. Although genetic and phenotypic data may
contain the information to decipher complex diseases, building global models that can associate
complex traits with the appropriate genetic profile leads to several formidable statistical and
computational challenges.

Clustering has proven a useful technique for discovering hidden patterns in large data sets.
Model-based clustering methods can apply to disparate types of data within the same study;
however with large data sets, along with correlated data structures, standard model-based clus-
tering methods may be inefficient. Bi-clustering or block-clustering (Hartigan, 1972; Lazzeroni
and Owen, 2002; Gu and Liu, 2008) is an approach to simultaneously cluster row and column
variables, deriving local subgroups within a data matrix. Bi-clustering is more appropriate to
use when a small set of variables is believed to influence a response of interest, and may not
be influential in all other measurements. However, few existing bi-clustering methods assume
the existence of a coherent underlying statistical model, and most (i) are heuristically oriented,
applying to a single data type, (ii) do not accommodate dependencies across the data rows
or/and columns, e.g. arising from family structures, (iii) may not be well suited for dealing with
massive data sets, and (iv) do not allow for potentially large amounts of missing data.

2 Methods
In this paper, we propose to develop (i) a flexible framework for Bayesian block clustering,
that can address multiple bi-clusters in data with row or column trends, and (ii) an efficient
Monte Carlo-based methodology that allows for application of these methods to genome-wide
association studies with high-dimensional, correlated data, for prioritizing subsets of candidate
genes/SNPs for further evaluation.

The general mixture-model type framework for block clustering typically allows for un-
restricted clusters, in which observations may be simultaneously allocated to more than one
cluster. Although this appears most flexible in principle, in practice it often has the artifact of
inducing highly overlapping biclusters due to non-identifiability (Gu and Liu, 2008). In con-
trast, non-overlapping clusters can often detect the most important signals in a data set. How-
ever, currently only heuristic approaches exist for this scenario- we propose a fully Bayesian
model-based approach that can address this.

Next, we propose a novel adaptation of a population-based Monte Carlo method (Liang
and Wong, 2000) for efficient model fitting and estimation of the block clusters. Our method
is suitable for large genetic data sets, and is more appropriate to use than standard clustering
techniques when (i) small sets of SNPs are believed to influence a phenotype of interest, or (ii)
a single SNP may affect multiple phenotypes that may or may not be influential in all other
phenotypic measurements.
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3 Applications
We applied our method on a variety of simulated and real data sets to evaluate its performance in
different scenarios and under different distributional assumptions. We will discuss results from
an application of our method to data from the Framingham Osteoporosis Study, that shows
several interesting SNP-phenotype connections which illustrate underlying characteristics of
bone aging. If time permits, we will also discuss results from adapting this methodology to
other types of data sets, including analysis of electoral trends.
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Nonparametric Bayesian models for complex data: sparsity,
networks, and hierarchies

Zoubin Ghahramani

University of Cambridge, UK

Uncertainty, data, and inference play a fundamental role in modelling. Probabilistic ap-
proaches to modelling have transformed scientific data analysis and machine learning, and have
made it possible to exploit the many opportunities arising from the recent explosion of big data
problems arising in the sciences, society and commerce. I will give an overview of some of our
recent work in nonparametric Bayesian modelling, with an emphasis on models that might be
useful in the natural sciences. In particular I will cover Bayesian nonparametric approaches to
sparsity, networks, and hierarchies.
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Functional Factor Analysis For Periodic Remote Sensing
Data1

Chong Liu1, Surajit Ray1,∗, Giles Hooker2 and Mark Friedl1

1Boston University
2Cornell University

We present a new approach to factor rotation for functional data. This is achieved by rotating
the functional principal components towards a pre-defined space of periodic functions designed
to decompose the total variation into components that are nearly-periodic and nearly-aperiodic
with a pre-defined period. We show that the factor rotation can be obtained by calculation
of canonical correlations between appropriate spaces which makes the methodology compu-
tationally efficient. Moreover we demonstrate that our proposed rotations provide stable and
interpretable results in the presence of highly complex covariance. This work is motivated by
the goal of finding interpretable sources of variability in gridded time series of vegetation index
measurements obtained from remote sensing, and we demonstrate our methodology through an
application of factor rotation of this data.

The goal of factor rotation is to find interpretable directions explaining the covariance of the
variables. In case of classical multivariate data interpretation of factors are primarily carried out
based on the grouping of factor loadings. However, these approaches are not always applicable
to collections of random functions. Instead, we propose an interpretable factor rotation using
a naturally predefined space of functions. The motivating data set for this paper consists of
roughly weekly observations of vegetation acquired from remote sensing at regular intervals for
multiple years. In this case, the dominant seasonal cycle provides a natural choice for dividing
the variation into nearly-periodic and nearly-aperiodic sources of variation. More generally, our
approach facilitates understanding highly complex forms of functional variation by dividing the
total variation into two orthogonal parts each of which may be explained by a smaller number
of components with clear interpretation. Besides achieving the desired interpretability, these
components are shown to be stable over the choice of the number of factors and can be obtained
through computationally inexpensive steps.

The contribution of this paper is to provide a new factor rotation technique that divides
sources of variation into nearly-periodic and nearly-aperiodic components. While strictly pe-
riodic components could be obtained directly by projecting onto a basis of periodic functions,
the year-to-year variation in season timing requires us to retain somewhat more flexibility so
as not to over-estimate the amount of non-seasonal variation. One approach to this would be
to undertake a registration procedure. However, the registration is ill-posed and registration al-
gorithms are computationally expensive, particularly for large and complex data sets. Instead,
we keep within the framework of factor rotation and seek a rotation that rotates the largest
sources of variation towards being periodic or a-periodic. This is accomplished via a canonical
correlations transform providing what we have labeled principal periodic components (PPCs).

1This paper will appear in an upcoming issue of Annals of Applied Statistics and this research was sup-
ported by National Science Foundation grant ATM-0934739, DEB-0813743 and NASA cooperative agreement
NNX08AE61A.
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In comparing VARIMAX and PPC, we perform both rotations on a sequence number of fPCs
and compute the change in L2 sense between the first rotated components derived from two
consecutive numbers of fPCs. The L2 change of PPC rotation is much smaller and more stable
compared to VARIMAX rotation, suggesting PPC’s robustness with respect to the number of
fPCs used in rotation.

Simulation studies also show that PPCs perform very well in detecting periodic variation
in the following two cases: (i) amount of periodic variation increases from 0 to a level only
comparable to other source of variation where fPCs react slowly to the increasing periodic
variation; (ii) total variation is dominated by increasing amount of high frequency disturbances
where fPCs are quickly contaminated by disturbances and PPCs still capture the periodic source
of variation.

To better understand the rotation and the relation between PPCs and the space of functions
with strict annual cycle, we develop a heuristic test of whether the first PPC lies in that space.
In the test, we create a set of curves under the null hypothesis as close to the original data
as possible by inflating the nearly-periodic component while controlling for Kullback-Leibler
divergence of the sample functional covariance to the null functional covariance. The test on
our motivating data set rejects the null hypothesis, suggesting that no strict annual variation is
presented in the space spanned by PPCs.
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Bayesian inference for Markov processes with application to
biochemical network dynamics

Darren J Wilkinson

Newcastle University, UK

A number of interesting statistical applications require the estimation of parameters under-
lying a nonlinear multivariate continuous time Markov process model, using partial and noisy
discrete time observations of the system state.

In the context of systems biology, many models of intra-cellular processes are formulated
as stochastic biochemical networks with Markovian dynamics. These models are parametrised
by rate constants which are typically not completely known a priori. Traditionally, models
were usually deterministic, based on a system of ODEs known as the reaction rate equations
(RREs), but it is now increasingly accepted that biochemical network dynamics at the single-
cell level are intrinsically stochastic. The theory of stochastic chemical kinetics provides a
solid foundation for describing network dynamics using a continuous time Markov jump pro-
cess whose instantaneous reaction rates are directly proportional to the number of molecules of
each reacting species. Such dynamics can be simulated (exactly) on a computer using standard
discrete-event simulation techniques. The standard implementation of this strategy is known
as the “Gillespie algorithm” or “stochastic simulation algorithm” (SSA), but there are several
exact and approximate variants of this basic simulation approach.

Bayesian inference for this problem is difficult due to the fact that the discrete time transition
density of the Markov process is typically intractable and computationally intensive to approxi-
mate. Nevertheless, it turns out to be possible to develop particle MCMC algorithms which are
exact, provided only that one can simulate exact realisations of the process forwards in time.
Such algorithms, often termed “likelihood free" or “plug-and-play" are very attractive, as they
allow separation of the problem of model development and simulation implementation from
the development of inferential algorithms. A reference implementation of these techniques is
provided in the CRAN R package smfsb. Likelihood free techniques break down in the case
of perfect observation or high-dimensional data, but more efficient algorithms can be developed
if one is prepared to deviate from the likelihood free paradigm, at least in the case of diffusion
processes.
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Speculations on two open problems in contemporary
biometrics

Fred L. Bookstein
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Over its hundred-year history, multivariate statistical analysis has followed no particular
consistent intellectual direction, but instead has taken advantage of exogenous advances in in-
strumentation or endogenous advances in algebra or computation to focus serially on whichever
of the communicating empirical sciences seem ripest for breakthroughs. There results a random
walk over the academic landscape, centered first in psychometrics, then perhaps geology, more
recently machine learning and biomedical image analysis, and currently, at least at these LASR
meetings, bioinformatics. As the example of morphometrics shows us, such continual refocus-
ing may sometimes be a creative intellectual act, extending and clarifying the range of domains
to which the statistical imagination can contribute. In this year’s LASR talk, drawn mainly
from my current desktop, I explore two relatively unfamiliar interfaces along our community’s
conceptual boundary with the biological sciences where it may indeed be the right time for a
collective exploration of new possibilities with new colleagues.

1 New data-analytic tools for random walk
A particularly active applications domain for today’s geometric morphometrics is physical
anthropology. The proportion of posters at recent American meetings that locate landmark
points and analyze the resulting Procrustes shape coordinates by principal components often
approaches 50%. The corresponding statistical test machinery comprises diverse versions of
the standard multivariate toolkit, for which the relevant null distribution is the one generated
by random sampling from a population. However, that is not the appropriate sampling model
for the central intellectual concern of these applications, which is the evolution of the human
species. The most recent discoveries about human evolution (e.g., those from Svante Pääbo’s
group in Leipzig) deal instead with explanations of data in terms of very high-dimensional
diffusion processes.

A biometrical method has arisen in applications to domains like this that study “tempo and
mode of evolution.” Formally, this is the study of morphometric time-series as they proffer sup-
port to a suite of three hypotheses: stasis, a pattern consistent with a single Gaussian distribution
applying identically to all moments in time; random walk, which will be our null hypothesis
given what genes actually do; and directional trends, such as evidence of an unvarying selection
gradient or other constructive biological process extended in time. Methods are needed that
bridge morphometrics to hypotheses of this flavor. In terms of our fundamental morphomet-
ric methodology, this is evidently an extension of the isotropic Mardia–Dryden model to one
diffusing point followed explicitly over time. My topic here is the phenomenology of the cor-
responding data analysis strategies, particularly principal components (principal coordinates of
Procrustes distance).

A manuscript of mine currently under review in Paleobiology appears to be the first easily
accessed observation that every random walk of a great length (call it k) on a great many i.i.d.
components tends to have exactly the same projected shape in any principal-component sub-
space. The shape is that of a curve in this configuration space, not a density — a graph of the
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jth principal coordinate looks like the formula cos jθ for j an integer and θ a parameter over
the interval [0, π]. In particular, principal coordinates of a random walk, while uncorrelated, are
very far from independent.

This identity is most easily approached as an analysis of the expected squared distances
D2

ij = |i − j| between the states of the random walk at two clock times i and j. We use John
Gower’s trick, eigenanalysis of −HD2H/2. where H is the centering matrix Ik − 11′/k. Most
of the eigenvectors of −HD2H/2 with nonzero eigenvalues arise as eigenvectors of D−1, a
highly patterned matrix most of the rows of which look like (. . . ,−1, 2,−1, . . .) and thus the
eigenvectors look like cos jθ with eigenvalues −j2. The principal coordinates of −HD2H/2
must thus be these same eigenvectors with eigenvalues proportional to 1, 2−2, 3−2, . . . . If this is
the pattern of principal coordinates of such a random walk, then the scatterplot of the first two
of them should look like the graph of (cos θ, cos 2θ). But as cos 2θ = 2 cos2 θ − 1, this is just
a parabola. Hence one diagnostic for this process might be the simple correlation between PC2

and PC1
2, which is distributed around zero on the model of Gaussian stasis, but which has a

median value in the vicinity of 0.9 for principal coordinates of random walks. Thus we can tell
stasis from random walk by inspection of a quadratic regression of PC2 on PC1.

Also, we can tell directional trend from random walk by inspection of a polynomial re-
gression of PC2 on PC1, in this case, a quartic (fourth-order) regression. One way to model a
directional trend is as a process that adds a term λ(i− j)2 to the matrix of squared distances we
were examining before. Eigenanalysis of the resulting Gower-transformed matrices −HD2H/2
leaves all even-numbered eigenvectors unchanged but alters eigenvector 1, which changes from
a half-cycle cosine to a simple line from end to end of the data series as λ increases. The
dependence of PC2 on PC1 thereby changes from the regression of cos 2θ on cos θ to the re-
gression of cos 2θ on θ, which can be approximated by the first three terms of its Taylor series
1 − 2x2 + 2x4/3 − . . . . Hence the presence of a directional trend superimposed over a ran-
dom walk can be detected via an examination of the coefficient of PC1

4 in the same regression
context where the presence of stasis was expressed via the regression coefficient of PC1

2.
This is merely a preliminary sketch of an area that should richly reward exploration at the

hands of active applied biometricians. What is a reasonable equivalent of the parameter λ
for the mixture distribution of random walk with stasis, the “other tail” of the series of three
main hypotheses? The paleobiological literature currently is intrigued by Ornstein-Uhlenbeck
processes (tethered random walks), but my thinking is running toward models having a few
more degrees of freedom, such as a superposition of an additional rank-1 covariance structure
(see Bookstein, 2012). There is also a rich domain of random-walk processes in structural
biology, as reviewed by, e.g., Rudnick and Gaspari, 2004, or Codling et al., 2008. It will
be of interest to explore the power and the limits of the random-walk model in these other
morphometric contexts as well, applications that are no longer in “very high dimension” but in
three dimensions only.

2 Geometric morphometrics and finite element analysis:
2.1 Explorations in broken symmetry

At another LASR meeting a few years ago I commented on the extraordinary richness of the
symmetries driving the isotropic Procrustes model of shape variation. At the time I noted that no
real data set ever afforded all the symmetries of this mathematical underlayment. The context
back then was the covariance structure of synchronic samples of shapes. But there is another
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context for active research into shape phenomena: the experimentally induced reversible shape
changes induced by the application of mechanical loads. The mathematical modeling of these
experiments has been understood in principle for nearly 200 years and in practice since at least
the 1950’s, when extended computations of the corresponding finite element approximations
became practical.

Formal problems are thereby generated. For instance, Procrustes shape analysis is based
on an ordination of the usual formula for Procrustes shape distance — sum of squares of the
Procrustes shape coordinates, thus a positive-definite quadratic form — while any experimen-
tally induced load can be computed by virtue of the fact that it minimizes the elastic energy
of the resulting shape change, an energy that is a different positive-definite quadratic form on
the original Cartesian coordinates of the nodes of the finite-element representation. We thus
have the problem of describing the interrelationship of two quadratic forms, of different rank,
on competing linearizations of the same data.

In the absence of any prior algebraic experience with problems of this sort, I launched into
a simple computational experiment. The engineering mechanics of elasticity is a mature theory
with explicit formulas for many specific patterns of applied loads on standard material forms.
Figure 1 shows the result of one such textbook-based analysis (Nguyen, 2007) for the bending
of variously tapered cantilevered beams under end loading by a constant weight. The horizontal
axis here is the logarithm of our usual morphometric “bending energy,” the integral of summed
squared second derivatives of the interpolating deformation, while the vertical axis is twice the
log of the elastic potential energy of the resulting strained shape (i.e., twice the work done in the
course of imposing the load). Clearly these quantities are very nearly identical up to a constant
of proportionality. Though derived from completely different formalisms, the two quadratic
forms here are nevertheless numerically interchangeable.

Still, the representation of this identity between the two formal systems requires a rethinking
of our usual Procrustes procedures. Consider, for instance, the familiar computation of the “rel-
ative warps,” the principal components of Procrustes shape with respect to Procrustes distance
as gauge metric. As Figure 2 shows, the prediction of elastic energy by the scores on these
principal components separately fails to comprehend the essence of the situation. Figure 3 hints
at the appropriate “fix,” a replacement of simple regression on the relative warps by the corre-
sponding multiple regression, and the left-hand panel of Figure 4 confirms this speculation. At
the right, the regression is extended to include second-order terms; the resulting cross-model
prediction is very nearly perfect. (An extension of this figure, not shown here, demonstrates that
we can predict all of the shape coordinates along the beam’s outline just as well individually as
we are predicting the integral elastic energy, and by the same regression setup. See Bookstein,
2013.)

To caricature the situation only modestly, while geometric morphometrics (GMM) focuses
on statistics without realism, finite-element analysis (FEA) is concerned with realism without
statistics. If FEA is to become relevant to observational biometrics (not just bioengineering and
prosthetics) — if, for instance, we are to explain the morphogenesis of complex forms by argu-
ments based in their responses under load — it will be necessary to build a statistical method
that accommodates its unique mixture of rigorous physical modeling by exact partial differen-
tial equations alongside the genetic and epigenetic variation that is modeled less rigorously (and
much less accurately) by Gaussian distributions. We need, in short, a principled foundation for
the kind of computational exploration I was just reporting — the prediction of the output of a
physical system minimizing one kind of quadratic form in terms of the eigenfunctions of an
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algebraic system minimizing a different form entirely. The absence of such a method must be
laid at the feet of the applied statisticians, not the bioengineers. It is our community, not theirs,
that is aware of the Procrustes metric for shape and thereby of the algebraic tools that exist
for tinkering with it; it is our task, not theirs, to provide formalisms for the way that a specific
engineering experiment breaks the symmetry of our Procrustes world. Such a method would
supply crucial additional algebraic power to a great range of other applications of shape statis-
tics, wherever elastic energy is a concern: in bioinformatic contexts like enzyme docking, for
instance, or the physical diffusion of molecules under constraints of an energetic origin. Such
topics have been the focus of presentations by others at these LASR meetings, but the algebraic
basis for them has hitherto always been too ad-hoc for my taste. In any event, there is work to
be done here.

3 Concluding comment
Both of these topics, the singular shape of a high-dimensional random walk and the methodolog-
ical speculations about the GMM–FEA bridge, are concerns that engage me actively at present.
Together they span the larger theme of my current work, which is the need for revitalization
of multivariate analysis by a renewed active radiation over hitherto unexploited applications
domains. To continue as a focus worth the attention of professors and students, multivariate
analysis will need to expand its repertoire of formalisms to accommodate the far more compli-
cated pattern engines adapted to the contemporary systems sciences and the much more intricate
and nuanced scientific explanations, usually couched developmentally or historically, to which
they conduce. Null distributions need to correspond to real processes, and the parameters by
which data deviate from them to real experimental controls.

Acknowledgements. The work on random walk reported here was supported in part by U.S.
National Sciences Foundation grant 1019583 to J. Felsenstein and F. L. Bookstein. I am grateful
to LASR regular John Kent for the crucial hint that permitted the approximate eigenanalysis of
the distance matrix D reported in the text, and to Paul O’Higgins, University of York, for many
of the discussions in the course of which I arrived at the interpretation of finite element analysis
as Procrustes symmetry-breaking.
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1 Introduction
Inference in shape analysis is related to problems where the invariance of rotations and locations
(and possibly scaling) of data objects is required. The basic assumptions of offset shape models
are based on the multivariate distributions of the coordinates of a finite entity of landmark
points. Initially, the object of interest is the location of k + 1 not-all-coincident landmarks in
Rm represented in a m× (k + 1) matrix

X† =


x†1,1 x†1,2 · · · x†1,k+1

x†2,1 x†2,2 · · · x†2,k+1

· · · · · · · · · · · ·
x†m,1 x†m,2 · · · x†m,k+1


and this matrix follows a matrix normal distribution with some mean and covariance parameters
µ† and Σ†. Statistical inference is then based on the induced/projected distribution on the shape
spaces of interest (see Mardia and Dryden, 1989).

Note that the shape of X† is the equivalent class

[X] = siRi(X
†
i + 1k+1 ⊗ tTi ) (1)

where si > 0 is a re-scaling factor, Ri is an element from SO(m), the group of rotations in Rm

and 1k+1 ⊗ tTi with 1k+1, a k + 1-vector of ones and ⊗ the Kronecker product, represents the
translation effect by a vector ti in Rm.

Shape spaces are constructed as quotient spaces of equivalence classes (1) equipped with a
particular metric. If we start with the usual Riemmanian metric in Rm(k+1) then the resulting
shape space generated by the quotient map is the so-called Kendall shape space (1984). In
the case when m = 2, i.e. shapes of configurations in the plane, the Kendall shape space
is CP k−1 the complex projective spaces which have constant positive curvature (see Dryden
and Mardia (1998) & Kendall et.al. (1999)). However for m ≥ 3 the spaces are not uniform
and singularities appear. An alternative definition of shape distances is defined for the shapes
of simplexes, i.e. k = m case, where the resulting shape space has in general non-positive
curvature. If k = m = 2, the simplex shape space is the hyperbolic space of dimension 2 (see
Kendall et.al. (1999)).

In terms of coordinates representation, we can identify (1) by a single element after we
standardise via the shape preserving transformations. For example, we can standardise with
respect to translation by assuming that the first landmark of X† is the origin of coordinates and
therefore the remaining coordinates arranged in a m × k matrix X called preform need only
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rotation and/or size standardisation (see later). As a result, the shape of X† is identified via a
particular projection of X† ∈ Rm(k+1) into a lower dimensional space.

A key feature of any translation standardisation generating the preform X is that it is simply
a linear transformation of coordinates in Rm and therefore the multivariate normal distributions
of X† project to multivariate normals in X coordinates. The shape distributions of practical
interest are those when m = 2 and m = 3 but the ideas can follow for larger m provided that
m ≤ k.

Using the singular value decomposition of the m× k matrix X, we have

X = U∆R R ∈ O(m) and U ∈ O(k) (2)

and ∆ is a diagonal matrix of dimension m× k such that

∆ =


√
λ1 0 · · · 0 · · · 0
0

√
λ2 · · · 0 · · · 0

· · · · · · . . . · · · · · · 0
0 0 · · ·

√
λm · · · 0

 = (diag(
√
λ1, ...,

√
λm),0m×k−m)

where λi are the singular values of X, namely the eigenvalues of XXt.
We can use a slightly different version of this decomposition in order to represent coordi-

nates in shape, size-and-shape and with or without reflection information. Note that the decom-
position (2) can be easily varied in two ways:

1. If interested in the reflection effects on X then such information can be recorded by the
sign of

√
λm as in the decomposition below

X = R∆±O = R(diag(
√
λ1, ...,±

√
λm), 0m×k−m)U R ∈ SO(m) and U ∈ SO(k)

(3)

2. If interested in the scale/size we consider the norm variable s =
∑
λi = ||X||2 then

X = s1/2R∆̃O ∆̃ =
∆

||∆||
, R ∈ O(m) O ∈ O(k) (4)

Similarly for the reflection information

X = s1/2R∆̃±O ∆̃± =
∆±

||∆±||
, R ∈ SO(m) O ∈ SO(k) (5)

Assuming thatm ≤ k, the decomposition of X = R∆O as in (2) where R ∈ O(m),U ∈ O(k)
and assuming further a decreasing order of λi, then the Lebesgue measure dX can be easily
decomposed as (see Theorem 1.2.14 in Muirhead, (1982))

dX ∝ dRd∆dO

where d∆ =
∏m

i=1 λ
(k−m−1)/2
i

∏
i>j(λi − λj)

∏m
i=1 dλi, dR and dO represent the unnormalized

Haar measures in the respective orthogonal groups O(m) and O(k). Note that the Lebesgue
measure in cases where the reflection is recorded as in (3) is dX ∝ dRd∆±dO i.e. similar to
those above with dR and dO being the Haar measures in SO(m) and SO(k).
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For the decomposition in (4) with the extra size variable s we have

dX ∝ skm/2−1dRd∆̃dOds

where ∆̃ = ∆
||∆|| , i.e. tr(∆̃2) = 1.

If the preform X is normally distributed as N(µ, σ2Ikm) in mk dimensions, i.e. the density
function w.r.t. Lebesgue measure dX is then

fN (X;µ,Σ = σ2I3m) =
1

(2π)mk/2|Σ|mk/2
etr{−vec(X − µ)Σ−1vec(X − µ)t/2)} (6)

=
1

(2π)mk/2|Σ|mk/2
etr(−s− 2

√
str(R∆Oµt) + tr(µµt)

2σ2
) (7)

since Σ = σ2I3k vec(X − µ)Σ−1vec(X − µ)t = s−2
√

str(R∆Oµt)+tr(µµt)
σ2 . In order to obtain the

induced distributions in the corresponding shape and size-and-shape spaces one can easily show
that we need to use the Lebesgue measure decompositions of X shown earlier and integrating
out the relevant components from the density function above to generate the relevant marginals.
For example, for the size and shape space without reflection invariance, the marginal distribution
of variables ∆± and O is

dF (∆±O) ∝ d∆±dOe
−||∆||2±+||µ||2

2σ2

∫
SO(m)

e
tr(R∆±Oµt)

σ2 dR

and for the shape space where s = ||∆||2± is

dF (∆̃±O) ∝ d∆̃±dOe
−||µ||2

2σ2

∫
SO(m)

∫ +∞

0

skm/2−1e−s/2
tr(

√
sR∆±Oµt)

σ2 dRds

These distributions are obtained by Goodall and Mardia (1992) where the shape coordinates
used are based on the QR decomposition of X while Diaz-Garcia et.al (1997) uses the svd
coordinates as above. The reflection invariance is dealt by integrating out orthogonal groups
O(m) rather than SO(m). One can easily see how the conditional distribution can be expressed
for the relevant shape coordinates. In particular after a few cancellations of the constants, such
conditional distributions is size and shape space are

dF (X|∆O) =
etr(R∆OΣ−1µt)∫

O(m)
etr(R∆OΣ−1µt)dR

dR and dF (X|∆±O) =
etr(R∆±OΣ−1µt)∫

SO(m)
etr(R∆±OΣ−1µt)dR

dR

which can be easily adopted for the shape space where the integration of size s is required.
In our context the inference is based on the partial observations from the multivariate nor-

mal random configuration X, i.e. X = R∆U ∼ N(µ,Σ). The partial observations that we
assume here depend on the problem of interest but the main ones which have a wide range of
applications in the literature of the shape theory are:

1. We only observe ∆±O, namely we have observations in the size-and-shape space or
equivalently we are interested only in rotation invariances, i.e. rotation information R is
not given. Further by ignoring the ± sign in ∆ = (diag(

√
λ1, ...,±

√
λm),0m×k−m) we

can ensure in addition to rotation also reflection invariance, i.e. the missing information
R is an element of O(m)
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2. We only observe ∆̃±O where ∆̃± = ∆±
||∆±|| we are missing both size and rotation infor-

mation and therefore we are working in the shape space of k + 1 labelled configurations
in Rm. The inference in these cases relates to the model (1). The reflection invariance is
dealt similarly as in size-and-shape spaces.

In this talk we focus mainly on the situation where X = R∆U ∼ N(µ, σ2Imk) and slight
generalizations from this. This model is particularly interesting for addressing inference prob-
lems in size-and-shape which apply in protein matching problem introduced initially in Mardia
and Green (2006). Furthermore, it is of interest to address situations where the Procrustes mean
is not a consistent estimator of the mean especially in situations where m = 3.

We will show how we can calculate with reasonable accuracy the likelihood function and
its gradient function. We can also show that the gradient of these likelihoods is in fact the
expectation of the shape coordinates used.

We make use of such gradient/expectation functions to complete the study of establishing
the general form of an EM algorithm approach for inference in shapes and size-and-shapes in
all dimensions with a particular emphasis in m = 3 cases. The immediate added value of
performing EM is that we can improve on Procrustes mean shapes by generating automatically
consistent estimators for the mean shapes from these models and add even more flexibility in
model assumptions such as those with landmark-correlation structures.
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1 Introduction
The are several reasons which justify the interest in Automatic facial expression analysis - FEA.
In fact, given the significant role of the face in our emotional and social lives, it is not surprising
that the potential benefits from efforts to automate the analysis of facial signals, in particular
rapid facial signals, are varied and numerous, especially when it comes to computer science and
technologies brought to bear on these issues.
Among different research fields, the analysis of facial expressions has a great relevance in so-
ciological, medical and technological researches. In recent years, due to the availability of
relatively cheap computational power, automatic facial expression analysis has been investi-
gated as facial pattern recognition using imaging techniques. In this framework, many different
techniques have been developed which claim to provide means for objectively measuring facial
expressions. For an overview of these techniques see, for example, Fasel and Luettin (2003).
The approach presented in this paper uses statistical shape analysis to synthesize facial expres-
sions. We work with high-dimensional data sets such as video sequences and summarize the
expressions through a set of landmarks on the face. The shapes of the main features and the
spatial relationships between them are then represented by a shape polynomial regression model
which provides a compact, parameterized description of shape for any instance of a face. We
shall show that the model, estimated using the Expectation Maximization (EM) algorithm pro-
posed by Kume and Welling (2010), is useful both to represent the dynamics of an expression
and for classification purposes. The outline of the paper is as follows. Section 2 describes the
FGNET database and section 3 discusses the shape polynomial regression model to be used for
fitting the data. Finally, section 4 concludes the paper with a discussion.

2 Notation and data description
In this section we introduce the FG-NET Database used throughout the paper. This is an image
database from the Technical University of Munich containing face images of subjects perform-
ing different expressions. Specifically, the database contains video images gathered from 18
different individuals, each performing the desired actions. Depending on the kind of emotion,
a single recorded sequence can take up to several seconds. Each video has a framerate of 25
frames per second but an exploratory analysis of the data suggests that for each subject, 7 frames
(i.e. face images) are sufficient to summarize the dynamics of each expression. On each of these
frames a set of 34 landmarks have been placed manually to represent the face of the subject.
Here, for modeling purposes we have considered the following five expressions: neutral, dis-
gust, happiness, sadness and surprise. To provide an example of the data to which we wish
to fit our polynomial regression model, Figure 4 shows the typical dynamics of the landmarks
through the 7 frames, for the happiness expression. Here, we observe that the deformation is
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mainly characterized by the movements of the mouth since the eyes only move slightly. Specif-
ically, we observe a slight narrowing of the eyelids and a raising of the lip corners describing
an upward curving of mouth and expansion on vertical and horizontal direction.

Figure 1: The typical dynamics of the landmarks during a happiness expression. The growth of the
patterns is blown up by a factor of 7 for clarity. Each closed circle represents the position of a landmark
at the initial time.

Suppose that for the j-th expression, landmark data are available on different individuals at
a common set of times, taking the form of a 3-way array {X∗

lki} where: a) l = 1, . . . , nj

labels different individuals, b) k = 1, . . . , K labels different landmarks with coordinates x∗
k =

{x∗1k
, x∗2k

}′ and c) i = 1, . . . , T labels different times t1, . . . , tT . For the l-th subject, it is
convenient to represent these data as a collection, X∗

l = [X∗
t1
. . .X∗

tT
], of K × 2 matrices. For

each expression, there is thus complete information on nj subjects at T times on K landmarks.
In this paper we assume that vec(X∗

l ) ∼ N2kT (vec(µ∗),Σ∗), where vec(X∗
l ) and vec(µ∗) are

2KT -vectors and Σ∗ is a (2KT × 2KT ) matrix. We assume that the mean of the process is
parameterized by a polynomial function of order P , i.e. µ∗

ti
= E[X∗

ti
] =

∑P
p=0 A∗

pt
p
i , with A∗

p =(
α

(x)
p α

(y)
p

)
and α

(x)
p and α

(y)
p K-dimensional vectors of regression coefficients. As regards the

variability of the process, we consider a separable covariance structure, Σ∗ = Σ∗
T ⊗Σ∗

S , where
Σ∗

T is a (T × T ) temporal covariance matrix and Σ∗
S is a (2K × 2K) matrix of covariances

among the landmarks.
However, the data that we observe are the shapes of X∗

l since the face location and its rotational
and distance position with respect to the camera are somehow lost in the measurement process.
Therefore, we have shape observations which are partial observations from the full model and
we will make inference on the model parameters. This is in fact a missing data problem and we
can perform the likelihood optimization using the Expectation Maximization algorithm.

3 EM algorithm for general covariance matrices and shape polynomial
regression

Without loss of generality, we assume that we have observed from X∗ only the Bookstein shape
coordinates and hence, we denote with X the preform of X∗ (see, Dryden and Mardia, 1998).
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If we assume that X is a normally distributed matrix, then the marginal distribution of the
shape variables, known as offset shape distribution, has a closed form (see, Dryden and Mardia,
1998). The likelihood optimization aspects of this family of distribution are studied in Kume
and Welling (2010) where an EM algorithm is generated. Then, for a generic individual l, since
there is a simple linear transformation between X and X∗, the generating model of a particular
expression can be easily expressed in terms of the preforms of (K − 1 × 2) matrices

Xti = E[Xti ] + Ei

Xti = A0 + A1ti + A2t
2
i + · · ·Apt

p
i + Ei

= AD′
i + Ei (1)

where A = (A0,A1, · · · ,Ap) and Di = (1, ti, · · · , tpi ). Hence we can consider model (1) and
treat as missing data the information on rotation and scaling for each preform Xti . Note that
the likelihood of this model based on the partial shape observations is simply derived from the
Dryden and Mardia shape distributions at each time point in the regression above.
Assume that X =

{
X∗

l

}
j

and U =
{
{uti}l

}
j
, i = 1, . . . , T, l = 1, . . . , nj, j = 1, . . . , G

denote the full data and the observed (shape) data, respectively (see, Kume and Welling, 2010).
Also, let L(φ,U) be the likelihood of shape data with parameter vector φ. If L0(φ,X) is the
full data likelihood then the EM maximizes L(φ,U) in φ by iteratively updating the parameters
φr with that φ which maximises the function

Qφr(φ) = EX|U;φr logL0(φ,X), (2)

with Qφr(φ) defined as the expectation of the log likelihood of the full data L0(φ,X) with
respect to the conditional distribution of the full data given the observed U and the current
parameters φr.
The nice feature of EM for Multivariate normal distributions is that the expectation with respect
to the measure as in (2) of the sufficient statistics establishes the EM update steps. For the shape
data we can have such expectations in close form (Kume and Welling 2010). Using the same
arguments as those used in 6.1 in Kume and Welling (2010), by differentiating with respect
to the parameters the full likelihood, L0, we can easily show that the update EM steps for the
regression parameters of model (1) are

jAr+1 =
1

nj

nj ,T∑
l=1i=1

∫
XtidF (Xti|uti ,ArD

′
i,Σr)D

′
i

(
T∑

i=1

DiD
′
i

)−1

(3)

where dF (X|u,µ,Σ) is the conditional distribution of X ∼ N(µ,Σ) given its shape u and
the left side superscript stands for the expression j, i.e. the update EM steps are only applied
to those nj observations with expression j. Clearly different j would lead to different models.
However, if we are assuming that these expression models share some common parameters, like
the intercept A0, then the EM steps are identically applied to each expression as in (3) while
the common factors which are replaced by the corresponding mean, namely each intercept A0

in jAr+1, is replaced by Ã0 =
∑G

j=1
j
0Ar+1/G.

4 Discussion: uses of the model
Since we are using the likelihood criterion for model fitting nested models can be compared
using the generalized likelihood ratio test GLRT (using the difference in the deviances having
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an asymptotic χ2-distribution). Figure 2 below, where the different types of lines represent the
ML estimated mean paths of the considered expressions, shows the result of fitting a quadratic
model to the data. This figure suggests that since the expressions tend to show different dynam-
ics, an automatic classification of the facial expressions could be performed. For example, for a
given subject, we may specify the most likely expression by comparing the observed sequence
of shapes with the ML estimated mean polynomial path of each expression. Of course, the
regression modelling in the configuration space can be analogously adopted to the procrustes
tangent space coordinates. Hence, we can compare the MLE approach with that of the pro-
custes coordinates by discussing their performance in terms of the classification of the facial
expressions.
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Figure 2: Fitted regression mean shapes for the considered expressions. The different types of lines
represent the ML estimated mean paths of the considered expressions. Solid, dashed, dotted and dotdash
lines correspond to Disgusted, Happy, Sad and Surprise, respectively.
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1 Introduction
Directional data analysis is concerned with statistical analysis on various non-Euclidean mani-
folds, starting with circle and the sphere, and extending to related manifolds (Mardia and Jupp,
2000). Directional distributions can used as building blocks in more sophisticated statistical
models which are studied using MCMC methods. For example, Green and Mardia (2006) used
the matrix Fisher distribution in a Bayesian model to align two configurations of points in R3

in an unlabelled version of shape analysis, and they applied the model to a problem of protein
alignment in bioinformatics. Hence there is a need to develop simulation methods for direc-
tional distributions which are efficient over a wide range of concentration parameters. In this
paper we sketch a new acceptance-rejection method to simulate the Bingham distribution.

2 Directional distributions
Table 1 gives some of the common spaces associated with directional data analysis, together
with the main distributions.

The sphere Sp = {x ∈ Rp+1 : xTx = 1} represents the space of “directions” in Rp+1. Real
projective space consists of the “axes” or “unsigned directions” ±x. In some sense this space is
half of a sphere; it can also be represented as the space of rank 1 projection matrices,

RPp = {P ∈ R(p+1)×(p+1) : P = P T , P 2 = P, tr(P ) = 1}. (1)

A rank one projection matrix can be written as P = xxT where x is a unit vector. The special
orthogonal group of q × q rotation matrices is defined by

SO(q) = {R ∈ Rq×q : detR = 1, RTR = Iq},

On each of these spaces there is a unique uniform distribution which is invariant under
rotations. Further each of these spaces is naturally embedded in a Euclidean space. A natural
“linear-exponential” family of distributions can be generated by letting the density (with respect
to the uniform measure) be proportional to the exponential of a linear function of the Euclidean
variables. This construction generates the first named distribution in each of the four rows
of Table 1. It should be noted that the Bingham distribution, whose log density is linear in
P = xxT in (1), can also be viewed as a distribution on the sphere whose log density is quadratic
in x.

3 Simulation
When developing acceptance-rejection simulation methods for directional distributions, there
are several issues to consider:

• the need for good efficiency for a wide range of concentration parameters, from uniform
to highly concentrated. In similar problems on Rp, the task is simpler when distributions
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Table 1: Some common distributions on directional spaces
Space Notation Distributions
circle S1 von Mises, wrapped Cauchy
sphere Sp Fisher (p = 2) and von-Mises-Fisher (p ≥ 1),

Fisher-Bingham
real projective space RPp Bingham, angular central Gaussian
special orthogonal group SO(q) matrix Fisher

are closed under affine transformations; in such cases it is often sufficient to consider just
a single standardized form of the distribution.

• the need for a tractable envelope distribution.

• the presence of trigonometric factors in the base measure.

Efficient acceptance-rejection methods are available for the simpler directional distributions,
most notably the Best-Fisher method (Best and Fisher, 1979) for the von Mises distribution.
For the more complicated distributions, several MCMC algorithms have recently been pro-
posed, e.g. Green and Mardia (2006), Kume and Walker (2006) and Hoff (2009). However,
acceptance-rejection methods with reasonable acceptance probabilities are to be preferred when
available.

The PhD thesis of the second author gives a new acceptance rejection method to simulate
from the Bingham distribution on Sp for any p ≥ 1 Its key properties are based around the
following observations.

• The method uses the angular central Gaussian distribution as an envelope.

• The angular central Gaussian distribution on Sp is very simple to simulate. Given a (p +
1) × (p + 1) covariance matrix Σ, simulate y ∼ Np+1(0,Σ) and set z = y/||y||. Given
the parameters of a Bingham distribution, it is possible to determine a choice of Σ to give
a good envelope.

• The use of an angular central Gaussian envelope for the Bingham distribution is closely
related to the use of a multivariate Cauchy density as an envelope for simulating a multi-
variate normal distribution.

• the acceptance ratio is typically about 45% for a wide range of parameters. This value is
very reasonable for practical purposes.

4 The matrix Fisher distribution
The linear-exponential family on SO(p) is known as the matrix Fisher distribution, with density

f(X) = cF exp{tr(F TX)}, X ∈ SO(p),

with respect to the underlying invariant Haar measure. This density was introduced by Kha-
tri and Mardia (1977); it is unimodal about a fixed rotation matrix determined by the p × p
parameter matrix F .
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Now specialize to the case q = 3. A matrix in X ∈ SO(3) can be written in the form
X = H23(φ)H13(θ)H12(ψ), where for 1 ≤ i < j ≤ 3, Hij(θ) denotes a 3 × 3 matrix which
looks like an identity matrix except for values cos θ in locations (i, i) and (j, j), and values
sin θ and − sin θ in locations (i, j) and (j, i). Thus X is constructed as a product of three two-
dimensional rotations about each of the coordinate axes in turn. The angles φ, θ, ψ are known
as Euler angles. They lie in ranges, 0 ≤ φ, ψ < 2π and −π/2 ≤ θ ≤ π/2. In these coordinates
the underlying Haar measure can be represented as

[dX] = cos θ dθ dφ dψ.

Note the presence of the cos θ factor, which arises because small circles of constant latitude
have a smaller circumference near the poles than near the equator.

The matrix Fisher distribution reduces to the uniform distribution if F = 0 and becomes
more concentrated about its modal value as the overall concentration ||F || =

√
{tr(F TF )}

increases. For theoretical purposes it suffices to limit attention to the diagonal case F = ∆ =
diag(δj), where δ1 ≥ δ2 ≥ |δ3|. As the concentration increases, the distribution becomes
concentrated near θ = φ = ψ = 0, and asymptotically, f(X) becomes a trivariate normal
distribution,

f(X) ∝ exp{−1

2
[(δ1 + δ3)θ

2 + (δ1 + δ2)φ
2 + (δ2 + δ3)ψ

2]},

with respect to Lebesgue measure dθ dφ dψ.
The method developed in the last section can also be applied to the matrix Fisher distribution

in q = 3 dimensions after noting the following facts.

• A classic result from differential geometry states that the space SO(3) can be identified
with real projective space RP3 under a one-to-one mapping, or equivalently with the unit
sphere S3 in R4 under a one-to-two mapping. Each rotation matrix on SO(3) maps to two
antipodal points on this unit sphere. This identification is limited to the case q = 3. There
does not seem to be any useful analogue for SO(q), q > 3.

• The matrix Fisher distribution on SO(3) corresponds to the Bingham distribution on S3.
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Three-dimensional images of the human face can be captured by stereophotogrammetry,

laser scanning or other methods. From each of these images a number of facial anatomical
landmarks are identified either manually or automatically. This is a natural starting point for
facial shape analysis but landmarks contain only a very small proportion of data available from
captured images. Anatomically defined curves have the advantage of providing a much richer
expression of facial shape. In the talk, this is explored in the context of identifying the jaw line,
boundary between the upper and lower lip and surrounded skin (upper and lower vermilion
border), philtrum ridges, nasal profile, boundary between the nose and surrounded skin, bound-
ary between lower eyelid and surrounded skin, brow ridges, and some geodesics as a shortest
surface connection between two carefully chosen anatomical landmarks. These ridge, valley
or observed curves defined by semilandmarks are automatically identified by (1) curvature of
the principal curves in particular local surface patches, (2) detection of slope discontinuities in
local principal curves shape information or (3) direct surface cuts in the normal direction. The
P-spline approach to smoothing is then used to construct a set of semilandmarks on curves at
any desired resolution. The penalty function in this type of smoothing can be adapted to the
shapes of the curves to be identified.
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1 Alignment of landmark data
Given a set of observations at a discrete set of landmarks on different objects that are thought to
be related in some way, an alignment corresponds to a set of statements that map the landmarks
on each object onto a joint distribution. Aligned (or homologous) landmarks are then presumed
to have come from the same distribution. On the genetic sequence level these landmarks might
be nucleotides, and the joint distribution for aligned nucleotides may involve a phylogenetic
tree, but often such analysis is simplified by treating all homologous characters as iid obser-
vations from an underlying process. Gaps in the alignment correspond to landmarks that are
unobserved in some cases, and these are often treated as missing data, since this is often much
simpler than formulating an explicit model of insertions and deletions (indels). However, the
missing data interpretation can be misleading, since gaps actually represent information about
absences, rather than absence of information.

The statistical alignment problem has been well characterised for protein sequences (cf.
Miklós et al., 2009), but efforts to adapt this approach to studying evolutionary relationships be-
tween three-dimensional structures have typically resorted to heuristic methods. More recently
there has been a series of probabilistic approaches developed for aligning protein structures
using likelihood functions based on shape-theoretic measures such as the Procrustes distance
(Dryden et al., 2007), as well as Bayesian hierarchical models with isotropic covariance (for
example, Green & Mardia, 2006); more recently Challis and Schmidler (submitted) have com-
bined a phylogenetic indel model with an independent-sites structural diffusion model.

However, all these methods assume that, given the alignment, the distribution of each land-
mark or site is independent of the others. Although the assumption of site independence sim-
plifies inference, it does not reflect the correlations that exist in protein structures due to the
interactions between different regions of the structure. Moreover, objects such as protein struc-
tures are not static entities, but exist as dynamic ensembles of thermally accessible states, and
although each structure can be regarded as a single observation, the measurement of ensemble-
averaged interlandmark distances is equivalent to observing multiple structures. As such, it is
essential to account for the covariance structure between landmarks when assessing the like-
lihood of an alignment. As discussed by Herman et al. (2011), for proteins with conserved
structure, it may be reasonable to assume that structural perturbations induced by mutation
events can be regarded as shifts to the distribution of thermally accessible microstates within
one larger macrostate, such that, on a coarse-grain level, homologous proteins can be regarded
as samples from the same underlying multivariate distribution (cf. Echave & Fernández, 2010).

A likelihood with local dependencies accounting for bonds between adjacent residues has
been proposed by Mardia and Nyirongo (2012), but this does not allow for arbitrary correla-
tion structures. As we shall discuss below, allowing for more general correlations raises some
potentially complicated issues due to the paradoxical notion of correlation between mutually
unobservable variables. This is most naturally addressed by considering such variables to be
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conditionally independent, and we will explore how this allows for exact inference for certain
types of alignments, in particular the general pairwise case.

2 Missing patterns
The main complication with the interpretation of aligned structures as draws from a com-
mon multivariate distribution arises from the fact that the number of residues in a protein
may also change due to mutation events, such that the set of homologous structures, X =
{X(1), . . . , X(N)}, represent observations on different spaces, where X(n) is a d mn by Ln ma-
trix of mn observations for d-dimensional coordinates at landmarks n = 1, . . . , N (usually with
d = 3). The alignment, A, then defines a correspondence between the variables in each of these
spaces; assuming each structure to be an independent observation, the joint likelihood given a
particular alignment is just a product over structures. More formally, an alignment A consists of
a mapping of the landmarks in each structure onto one of r distinct regions i, j, k, . . . , r ∈ RA.
Each region m = 1, . . . , r contains all the alignment columns with observations in a partic-
ular subset Im ⊆ {1, . . . , N}, where N is the number of structures, with the restriction that
Ii = Ij ⇔ i = j.

A1 =
X

(1)
1 X

(1)
2 X

(1)
3 X

(1)
4 - - X

(1)
5

- X
(2)
1 X

(2)
2 X

(2)
3 X

(2)
4 X

(2)
5 -

i j k i

In the pairwise example above, we have Ii = {1}, Ij = {1, 2} and Ik = {2}, with |A1| = 7.
Assuming each structure represents an independent observation (or set of observations), the
alignment A1 thus defined corresponds to the factorisation

p(X(1), X(2) | A1, θ) = p(X
(1)
j | θj)p(X

(2)
j | θj)p(X

(1)
i | X(1)

j , θi|j)p(X
(2)
k | X(2)

j , θk|j) (1)

In the multivariate normal setting, assuming a zero mean for rotational invariance, and centred
observations to ensure translation invariance1, as well as independence between dimensions, the
above factorisation yields the following pair of multivariate linear regressions

p(X(1), X(2) | A1,Σ) = Ñ (X
(1)
j | 0,Σjj) × Ñ (X

(1)
i | −X(1)

j ΓjiΓ
−1
ii ,Γ

−1
ii )

× Ñ (X
(2)
j | 0,Σjj) × Ñ (X

(2)
k | −X(2)

j ΓjkΓ
−1
kk ,Γ

−1
kk )

(2)

where Xi denotes the columns of X that are in region i. The precision matrix Γ = Σ−1 has
the property that Γii = (Σii|j)

−1 = (Σii − Σij(Σjj)
−1Σji), and similarly for Γkk. Note that,

for the translation-invariant likelihood with centred observations, Γ has the vector 1 in its null
space (as indicated by the notation Ñ ), such that only its |A| − 1 dimensional column space is
identifiable even in the case of fully observed data.

3 Recursive factorisations
In general, it is well-known that the likelihood will factorise into a product of conditional re-
gressions in the case that the missing pattern is monotone (Little & Rubin, 1987; Andersson
& Perlman, 1991), meaning that there exists an ordering σ on the regions in RA such that

1As discussed by Herman et al. (2011), this is equivalent to the central version of the size-and-shape distribution
discussed by Goodall and Mardia (1993).
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Iσi
⊃ Iσj

for i < j. We can further characterise the monotone case by introducing the Hasse
diagram of a directed graph as h[D] = {i → j | (i → j ∈ D) ∧ (6 ∃k · i → k ∧ k → j)}.
Given the graph D(RA) in which i → j iff Ii ⊃ Ij , then the missing pattern defined by A is
monotone if RA is totally ordered under inclusion, such that h[D(RA)] will be a linear chain.

However, the example alignment A1 does not define a monotone missing pattern. Rather, it
falls into a larger class of recursively factorisable patterns first examined by Lord (1955) and
Anderson (1957). Rubin (1974) outlined a procedure for determining recursive factorisability,
and Andersson and Perlman (1991) examined this same class within the context of lattice con-
ditional independence models. These patterns are exactly those for which D(RA) is a transitive
directed acyclic graph, defined such that (i → j) ∧ (j → k) ⇒ (i → k) (Andersson et al.,
1997); similar reasoning to Rubin (1974) shows that this class consists of the alignments for
which (Ii ∩ Ij 6= ∅) ⇔ (Ii ⊃ Ij ∨ Ii ⊂ Ij) ∀i, j ∈ RA. The Hasse diagram h[D(RA)]
is then a spanning forest on RA. This specifies that mutually observable regions must exhibit
a monotone missing pattern, such that the joint likelihood can then be factored as a series of
nested regressions

p(X | A, θ) =
∏

i∈RA

∏
n∈Ii

p(X
(n)
i | X(n)

pa(i), θi|pa(i)) (3)

where pa(j) = {i | i → j ∈ D(RA)} is the set of parent regions for a region j. For distri-
butions such as the Gaussian, for which the marginal probability is a cut (Barndorff-Nielsen,
1978), factorisations such as these allow the components of θ to be estimated or sampled inde-
pendently for each of the terms in the product; in Rubin’s terminology these components are
distinct, or variation independent in the language of Dawid and Lauritzen (1993). In such a
case, integrating out each θi|pa(i) also yields a factorisation for the marginal likelihood, which in
the Gaussian setting becomes a recursive product of matrix-t conditional distributions, similar
to the case discussed by Ben-David and Rajaratnam (2011).

4 Decomposable patterns and conditional independence
Although recursively factorisable patterns permit explicit likelihood and Bayesian inference,
these comprise a somewhat limited subset of the possible alignments. However, we can identify
another set of missing patterns for which explicit likelihood and Bayesian inference are also
possible in the multivariate Gaussian setting. To do so, we first introduce the graph C(A) whose
vertex set is the set of structures n = 1, . . . , N , with edges (n, n′) whenever there exists a region
in which structures n and n′ are both observed. We then say that the missing pattern defined
by A is unit-decomposable iff C(A) is a forest, in which case it is equal to the unique junction
forest of the underlying graph of dependencies which ensures complete observations for each
clique, assuming a complete graph of dependencies within each structure (Herman & Lauritzen,
in preparation).

This can easily be shown by considering that a junction forest exists iff the underlying
graph is decomposable, which implies that C(A) is decomposable. However, for any 3-cycle
(i, j), (j, k), (k, i) ∈ C(A), either i = j = k, or there exists an incompletely observed clique
containing this cycle. In the case that h[D(RA)] has no paths of length greater than unity, A is
both recursively factorisable and unit-decomposable, as is the case for example alignment A1,
and indeed any pairwise alignment. However, the example below is unit-decomposable but not
recursively factorisable, since Ij ∩Ik 6= ∅, but neither of the two regions is a subset of the other.
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Returning again to example A1, the likelihood can also be written as the product of the two
joint distributions for the individual units (structures)

p(X(1), X(2) | A1,Γ) = p(X
(1)
i , X

(1)
j | Γ(i,j))p(X

(2)
j , X

(2)
k | Γ(j,k)) (4)

∝ etr
{
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(1)/2
}

etr
{
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(2)/2
}

(5)

∝ etr
{
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2
Γ
(
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(1)
1 S(1)A

(1)
1

T
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(2)
1 S(2)A

(2)
1

T
)}

(6)

where S(n) = X(n)TX(n) is the scatter matrix for the nth structure, and the matrix A(n)
1 defines

the mapping from each landmark in structure n to its position in the alignment A1. The notation
Γ(i,j) is shorthand for Γi∪j,i∪j .

Since the elements Γik ≡ Γki do not affect the likelihood, it is easy to see that this is
identical to a model with likelihood proportional to etr{−ΓS/2} in which S is fully observed,
with conditional independencies specified by Γik ≡ Γki = 0 ⇔ i⊥⊥ k | j, except with an extra
observation for the overlapping region j. More generally, for any alignment, the likelihood can
be written as a product over structures

p(X | A, θ) ∝ etr
{
− Γ

N∑
n=1

A(n)S(n)A(n)T/2
}

(7)

where we have introduced a full |A|× |A| matrix Γ, with Γij = 0 whenever (i, j) 6∈ C(A), such
that mutually unobserved regions are conditionally independent. Note that if we were to allow
these elements of Γ to be non-zero, they would be inestimable, since they do not enter into the
likelihood (cf. Dawid, 2000; Andersson & Perlman, 1991, §5).

The above setup allows for explicit inference in the special case that C(A) is a forest. In this
case, the MLE for Γ can be derived in closed form by considering the variation-independent
components (Herman & Lauritzen, in preparation). Furthermore, by using a conjugate inverse
Wishart prior similar to the type defined by Ben-David and Rajaratnam (2011), the posterior
for Γ will also be decomposable, and the integral over Γ can be computed, yielding a marginal
likelihood of hyper matrix-t form. As discussed by Herman et al. (2011), this type of approach
can be used to derive Bayes factors for aligned versus unaligned models, and these Bayes factors
are able to successfully identify true homology in many cases. Further improvements with
respect to sample complexity can be obtained by restricting the set of dependencies within each
structure to a decomposable subset. The approaches described above also naturally extend to
the case where each clique is recursively factorisable, rather than complete, by considering the
reduction of C(A) (cf. Lauritzen, 1996, §2.2).

5 Non-factorisable patterns
Although the decomposable missing patterns analysed above comprise some common impor-
tant cases, there are many patterns which are neither unit-decomposable, nor recursively fac-
torisable, and this includes the following simple example
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In cases such as these, one option is to discard some data, for example X(3)
2 in the above align-

ment, in order to leave behind a recursively factorisable missing pattern (Rubin, 1974; Ander-
sson & Perlman, 1991). Similarly, by discarding X(1)

3 , a unit-decomposable pattern would be
created.

However, such a strategy introduces bias unless the missing pattern can be regarded as un-
informative (Little & Rubin, 1987), which is clearly not the case in the alignment setting. A
more common approach is to instead impute additional values for certain regions in order to
permit an explicit factorisation (Rubin, 1974), and hence inference about the parameters, θ,
using techniques such as Gibbs sampling, or the EM algorithm. In the above case, a recur-
sively factorisable pattern could be achieved by imputing (and then integrating out) data for
X(2) in region k. A general algorithm for partially imputing missing data so as to yield a de-
composable posterior has been discussed by Geng and Li (2003), and iterative Gibbs sampling
strategies have been investigated by Rubin and coworkers, although there is some evidence to
suggest that EM can perform poorly on datasets that are formed by concatenation of mutually
unobserved subsets (Tillman et al., 2009).

The use of data augmentation approaches such as these requires caution. As discussed ear-
lier, if two regions are never jointly observed, the correlation between them does not affect the
likelihood, and hence this correlation cannot be estimated, regardless of the imputation strategy
used, although weak bounds can be given due to the requirement that Σ be positive definite
(Lord, 1955).

An application of such an approach to the protein structure alignment problem was recently
explored by Theobald and Steindel (2012) in the context of a superposition-based likelihood
function, where gaps are treated as missing data to be imputed based on an inferred underlying
mean structure, using the EM algorithm2. However, there is no consideration of the issues
associated with unidentifiable elements of the covariance matrix due to mutually unobserved
regions. Furthermore, the inclusion of a non-physical location parameter in the model, although
it ensures that Σ is full rank, is unnecessary, since inference can instead be performed on the
column space after centring (cf. Goodall & Mardia, 1993).

In contrast, the approaches we have discussed here and previously (Herman et al., 2011)
specifically address these problems, and we hope this work will contribute to the development of
improved methods of comparison of landmark data in the presence of non-isotropic variability.

2The initial version of Theobald & Steindel (2012) contained some errors in the imputation procedure, but these
have been corrected in a later version (Theobald, personal communication).
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Climate, Models and Uncertainty

Peter Challenor

National Oceanography Centre

1 Introduction
In this paper I give a brief overview of how the climate system works, describe how statisticians
could play a bigger role in climate science and describe in some detail the statistical analysis of
deterministic climate simulators.

2 The Climate System
In essence the climate system is very simple. The Earth is heated by shortwave radiation from
the Sun. Long wave radiation is then radiated back out into space. In a steady state system
these processes are in balance and constant temperature is achieved through radiation balance.
This is a very good model for the climate of Mars and is true of the earth at the top of the atmo-
sphere. The presence of an atmosphere on the Earth makes things more complex In particular
the atmosphere includes a number of gases (e.g. water vapour, carbon dioxide, methane, ...)
that absorb the long wave radiation emitted by the solid Earth and re-radiate it. This means that
some of the heat cannot escape and thus the atmosphere acts as a blanket warming the planet. In
the case of Venus with a very high CO2 concentration in the atmosphere this effect is extreme
and gives a surface temperature of over 400◦C. On Earth the effect is less extreme but is the
resin the planet is habitable. If the amount of these greenhouse gases changes in the atmosphere
the temperature also changes to restore the Earth to radiation balance. At the moment mainly
through the burning of carbon stored as fossil fuels we are increasing the amount of carbon
dioxide and hence we can expect the temperature to rise. The data confirms this, although on
short scales other, internal, variations are more important.

In practice of course the climate system is much complex than this simple picture. The
uptake of heat by the oceans slows the warming process and creates a lag in the system so that
even if we reduced our CO2 output instantly the planet would continue to warm over the next
20 years or so. In addition to the effect of the ocean there are numerous other effects

3 Climate Modelling
Because of the time scales involved to guide policy we need climate predictions over the next
100-200 years. This has led to the development of complex deterministic simulators of the
climate system. These are usually referred to as climate models but I will use the term simulator
to distinguish them from statistical models. These simulators are made up of a numbered of
coupled simulators, one for each of the components of the climate system. There is always an
atmospheric component and usually ocean and sea ice components. In the past ‘swamp’ oceans
were used that did not contain ocean dynamics were used but now it is standard practice to
include a full simulators of the ocean. Because of the different length scales in each component
it is normal for the atmosphere to be resolved at a lower scale than the ocean. Recently so-called
Earth System models have been developed which add further components for the marine and
terrestrial biospheres. Other components, not yet commonplace, include simulators of land ice
and the economic and social systems.
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These simulators are huge, millions of lines of code. They are run on the fastest supercom-
puters in the world and the main constraint on their complexity is the availability of computa-
tional power. This means that in general it is difficult to run ensemble of simulators and it is
often to have only one or two runs to work with. As a consequence work on uncertainty often
has to be done on simulators from an earlier generation than the state of the art.

4 Statistics and Climate
Although statistics has not played a major role in climate science so far, there are many statis-
tical problems involved and a greater involvement of statisticians should be encouraged. Un-
certainty and incomplete information abound in climate science and statisticians have unique
insights and methodologies in these areas. There are three broad areas where statisticians can
make a large impact on climate science:

1. Reconstructing past climates from proxy data (and indeed reconstructing 20th century
climate from limited observations)

2. Attribution and detection. Can we ascribe current weather events to climate change?

3. Estimating the uncertain in future climate prediction (and the relationship of the these
predictions to the real climate)

The last of these is what I will concentrate on but all pose interesting statistical challenges.

5 Simulator Uncertainty
Over the last twenty years or so a new branch of statistics that deals with the analysis of com-
puter experiments has grown up. Initially looking at problems in industrial design, as large
computer simulators have become more and more popular in science, more and more areas of
application have developed for these statistical methods, including climate. These methods are
built around the idea of an emulator. We treat the deterministic computer code,the climate sim-
ulator in our case, as an unknown function of its inputs (initial conditions, boundary conditions,
parameters) and we model this as a random function. In our work we use either Gaussian pro-
cess or a second order (Bayes Linear) process to model the function. The emulator not only
gives us a prediction of what the simulator would produce at an untested set of inputs but also
gives an estimate of its own uncertainty. Emulators can be used to look at the sensitivity of
the simulator inputs to outputs, including interactions and to examine the propagation of uncer-
tainty through the complex, non-linear simulator. Unlike the full simulator the emulator very
fast to run so we can use Monte Carlo methods to compute these uncertainties.

The procedure to create an emulator is as follows:

1. Decide the form of the emulators and set up priors for the hyper parameters

2. Design an experiment to span the often high dimension input space sparsely

3. Run the simulator

4. Fit the emulator

5. Use either cross-validation or, ideally, a separate validation set of runs to validate the
emulator
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There are still unsolved problems however. In particular how to deal with inputs, and to a lesser
extent outputs, which have a massive dimensionality. The state variable of even a relatively
simple climate simulator is o(108) and while we have methods to reduce the dimensionality
none of them are totally satisfactory.

6 Relating Simulators and Real Climates
Emulators help us to examine the uncertainty and sensitivity of a climate simulator in isolation.
But we are generally not interesting in the behaviour of such a simulator we are interested in
making inferences about the real climate. This brings up the issue of model discrepancy. Model
discrepancy is the difference between the simulator (at its ‘best’ inputs) and reality. Data can
help, but climate data are usually fairly sparse and uncertainty and only exist in the past and
present, once we start predicting the future there are none. If we estimate a discrepancy from a
particular climate simulator from the present day can we trust that that discrepancy will be the
same or similar in the future?

It is of course important to calibrate our simulators if even model discrepancy still produces
problems. Calibration is estimating the ‘best’ set of inputs plus their associated distributions
and uncertainties. A simpler approach is ‘history matching’. Here instead of trying to find the
best set of inputs we find which regions of input space are not plausible given the data. This
process is much faster than calibration and is linear across different data sets and outputs.

The other way to look at the difference between simulators and reality is to use ensembles of
different simulators. Such ensembles are produced for the IPCC assessments and are a valuable
source of simulator output. However they are not designed to estimate simulator uncertainty
nor to estimate model discrepancies. Some work has been done to analyse such ensembles but
it has involved assumptions that are difficult to justify such as the expectation of the simulator
ensemble is reality or that the simulator ensemble and reality are exchangeable. This is an area
required a lot more work.
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Quantifying uncertainty in simulations of past, present and
future climate

A. M. Haywood

School of Earth and Environment, University of Leeds

Climate models use quantitative methods to simulate the interactions of the atmosphere, oceans,
land surface, and ice. They are used for a variety of purposes from study of the dynamics of the
current and past climate system to projections of climate change. Fully coupled atmosphere-
ocean-sea ice global climate models solve the full equations for mass and energy transfer and
radiant exchange. They also contain parameterisations for processes, such as convection, that
occur on scales too small to be resolved directly.

In studies of current climate, uncertainties in climate simulations are mostly derived from the
parameterisations of sub-grid scale processes that are only partially constrained by observations.
In model predictions of future climate there is the added complication of uncertain forcing
scenarios, and how well parameterisations/model tuning represents a distinctly different climate
state. In simulations of past climates all the above sources of uncertainty are in play, with an
added variable/requirement to constrain geological boundary conditions that are required to
reconfigure a model to represent the past (e.g. ice sheet extent, past atmospheric trace gas
levels).

In response climate modellers have developed a number of strategies to quantify the level of
uncertainty in their predictions/simulations.

These include

• Given weaker constraints on past or future boundary conditions and forcings, the com-
pletion of sensitivity tests to explore plausible climate space.

• The exploration of structural uncertainty through co-ordinated model intercomparison
projects.

• The exploration of physical uncertainty through a perturbed physics ensemble.

Using these strategies climate modellers have improved their understanding of robust and
non-robust features of past, present and future climate. Ideally sufficient computational power
would facilitate an actual exploration of the entire uncertainty space relevant to a particular
climate simulation. In reality this is not possible and modellers are forced to adopt alternative
approaches such as the development of emulators (a model of a model) to efficiently sample the
level of uncertainty over a realistic timeframe.

Through all of these efforts a clearer picture of the state of our current understanding is
emerging. The challenge in the future will be to move on from the process of quantifying the
degree of uncertainty, into research efforts more directly targeted towards reducing uncertainty
in climate simulation.
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Development constitutes one of the great marvels of nature: against all odds, a single fer-
tilized egg, the zygote, is transformed into an adult organism. Each embryo is instructed to
implement a developmental plan which is specific to its species and encoded in its DNA.

C. elegans is a tiny transparent nematode worm and a particularly powerful genetic, develop-
mental and neurobiological model system, due to its fully sequenced genome, invariant anatomy
and entirely mapped cell lineage. These characteristics make it an ideal model to study the roles
of genes in development at the level of single cells; in fact, each cell in the animal has been as-
signed a name and a place in the lineage tree describing the transformation of the fertilized egg
into the 959 non-gonadal cells of the adult.

In C. elegans, a part of the nervous system known as the ventral nerve cord (VNC) devel-
ops in the embryo along the anterior-posterior axis. The development of the VNC continues
postembryonically with the formation of five classes of so called ventral motor neurons, with
different morphologies and functions: VA, VB, VC, AS and VD (Sulston and Horvitz, 1997).
These neurons arise through a series of cell divisions from an initial array of twelve precursor
cells, the P cells. Throughout the entire developmental process, these cells and their progeny
remain arranged in a straight line along the transparent body of the animal, making it possible
to visualize single developing cells. The anterior daughters of the P cells undergo an almost
synchronous and nearly identical series of cell divisions, each giving rise to five neurons of the
different classes mentioned above: a VA followed by VB, then VC, AS and finally a VD. This
pattern, hard-wired in the genetics of the animal, is repeated 12-fold (as mentioned, with subtle
changes) along the anterior-posterior body axis of the adult worm. As of today, no cohesive
framework has been proposed that would explain the emergence of these patterns of neuronal
types, which we propose to investigate. Our aim is to systematically test gene interactions in
the P lineage and build a model of the Gene Regulatory Network (GRN) underlying its devel-
opment.

Whatever the developmental program governing the events described, it appears to be a
fully deterministic one (Sulston and Horvitz, 1997). This is a most desirable characteristic, as
determinism in a system typically arises from stability and robustness in the design. It is also
worth noticing that the neurons under analysis control two important motor programs, namely
locomotion and egg laying; for this reason, mutations that involve genes active in the P lineage
often offer a link between development and behavior, by causing evident phenotypic defects.

Genetic regulation is widely recognized as a key determinant in the development of cells and
organisms, including C. elegans (Davidson, 2006). Indeed, many of the genes involved in the
determination of postembryonic neuronal cell fates in the C. elegans VNC have been identified;
they have been isolated via forward genetic screens for animals uncoordinated in locomotion
or through fluorescent tagging of gene products that drove expression in the P lineage. The
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great majority of the genes identified though these means encode transcription factors (TFs)
(Thor and Thomas, 2002). However, the details of the orchestration of this genetic regulation
via GRNs, or even at the level of isolated network motifs, are not known. The identification of
TFs involved in the development of the postembryonic VNC results from the collective effort
of a great number of researchers, whose work started decades before genome sequencing. Even
nowadays, most gene expression data (at cellular resolution) requires human expertise to be
collected and, most importantly, correctly interpreted. The results of high-throughput experi-
ments remain valuable tools to guide observation, but are often of insufficient spatiotemporal
resolution for our purpose.

The literature in C. elegans neurogenetics offers a wealth of information about gene activity
in the postembryonic VNC. However, due to the complex nature of gene interactions, not all
information is necessarily relevant to the developmental events we are investigating; most of it
needs to be abstracted, critically interpreted and evaluated in terms of statistical significance. In
addition, we can turn for inspiration to a few better understood systems. The formation of the
C. elegans vulva, for instance, starts with three identical cells that undergo a few rounds of cell
divisions producing cells of seven different types in a specific spatial configuration (Ririe et al.,
2008); this is broadly reminiscent of the 12 P cells that give rise to the postembryonic neurons of
the VNC. Gene expression patterns in the developing vulva confirm the commonly shared view
that TFs act as cell fate selectors during organogenesis under the influence of external chemical
signals (Davidson, 2006). In the nervous system in particular, combinatorial expression of “ter-
minal selector” genes determines the formation of distinct classes of neurons: terminal selectors
are sometimes known to operate by suppressing alternative cell fates (Hobert, 2008). Given the
way in which fluorescent expression data are visually collected, most them are available for
the final differentiation events into neurons; in contrast, less is know about TFs’ interaction in
the precursor cells that generate those neurons. Other examples of systems that are genetically
well characterized in C. elegans are the left-right pairs of sensory neurons (e.g, ASEL/ASER,
AWCL/AWCR, and others). They shed light on another fundamental principle of cell fate spec-
ification, that of asymmetric cell division. In many cases (but again, in particular in neurons),
asymmetric cell divisions are explained by gene regulatory motifs with double-negative feed-
back loop between TFs corresponding to the respective cell fates (Davidson, 2006). This motif
thus hints at the existence of bi-stable switches for cell-fate determination.

Here, our key hypothesis is that principles of asymmetric cell division similar to the ones
presented (i.e. terminal cell fate selectors, bi-stable switches mediated by negative feedback
loops) recur throughout the P lineage, forming repeating templates of gene regulation motifs.
We propose a specific gene regulation template for asymmetric cell division with which we try
to address this hypothesis. The features of the proposed template, or network motif, include:
downstream activation of TFs in the cell lineage, as is common in other species (Skeath and
Thor, 2003); intrinsic asymmetrical cues in the form of external protein gradients or uneven
segregation of chemicals during mitosis (Parnell and Stillman, 2008); and finally, antagonism
between TFs activated in daughter cells. The template, in the form of a three-node directed
graph, comprises of three TFs. A first TF which is expressed in the mother cell before mitosis
and continues to be active in both daughter cells and their descendants. A second TF, positively
regulated by the first, is expressed exclusively in the anterior daughter and its progeny; for this
reason we refer to it as A; the same is true for a third TF, which we call P, exclusively expressed
in the posterior daughter. To account for reciprocal repression among the two cell fates, we
assume A and P repress each other’s expression. Thus we have a bi-stable system (with stable
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states corresponding to A or P expression) for determining cell fate. The expression of A and P
marks a further differentiation step in the transformation. A and P can in turn activate a cascade
of cell specific genes to implement the cell fate decision.

We use the basic template proposed as a modular building block, recursively superimposed
on each cell division of the P lineage, to explain how combinatorial TF expression might be
achieved in the terminally differentiated neurons. The recursive template of TF interaction
presented, requires expression of at least one previously inactive TF in each newly born cell.
Interestingly, each cell division in the P lineage can be assigned a pair of TFs that are known to
be selectively expressed in the resulting daughter cells and remain active in the corresponding
sub-lineage. Our template of lineage development suggests a number of predictions about gene
interaction and function in the postembryonic VNC, such as “gene X dictates cell fate F” or
“gene X negatively regulates gene Y”. We are currently testing these predictions, in the form
of a directed graph superimposed on the lineage structure, through laboratory experiments; for
each hypothesized interaction, a strain with GFP fused to the promoter of a gene of interest,
Y, is crossed with a mutation that knocks out a second gene, X, believed to be Y’s regulator.
Fluorescence microscopy allows us to visualize differential gene expression in animals with
and without the knock out mutation: if the expression pattern of gene Y is disrupted, gene X is
confirmed as an upstream regulator of gene Y. The result of this analysis will be the first logical
model of the development of the postembryonic VNC in C. elegans.
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Genomes in 3D: some issues in multidimensional scaling

Wally Gilks

Department of Statistics, University of Leeds

There is growing evidence that the three-dimensional (3D) layout of chromosomes within
in the nucleus of a cell is conserved over millions of years. Over recent years, techniques of
increasingly high resolution have been developed to predict the 3D structure of genomes. These
techniques are mainly due to Professor Job Dekker at the University of Massachusetts. The lat-
est techniques, called 5C and Hi-C, involve blindly generating millions of short ’chimeric’ DNA
fragments, each end of each fragment corresponding to a different short segment of genomic
DNA. Such a pair of DNA segments will tend to be close together within the 3D nuclear space,
but may be far apart in sequence or even on different chromosomes. Sequencing these chimeric
fragments using high-throughput DNA sequencing technology then reveals the chromosomal
location of each end of each fragment. This allows a matrix of DNA-DNA contacts within the
genome to be compiled.

In principle, these contact matrices hold information on the 3D configuration of the genome.
Extracting this information may be done using multidimensional scaling. However, this is not
entirely straightforward. The data contains substantial amounts of noise, and evidence suggests
that fragments may make long-range as well as short-range contacts within the 3D nuclear
space. Moreover, the experimental procedure requires aggregation of contacts over millions of
cells, introducing an additional source of variability.

I will briefly describe the experimental and bioinformatic techniques used in 5C and Hi-C,
and issues which arise in analysing the resulting contact matrices. I will present some prelimi-
nary statistical theory and methods to address some of these issues.
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Cluster analysis via non-normality.
Fatimah Alashwali∗ and John Kent

Department of Statistics, University of Leeds

Cluster analysis is concerned with the grouping of multivariate data into homogeneous groups
or clusters. Since clusters can be detected in the direction the data are non-normal, methods
that are sensitive to non-normality can be used to detect clustering direction. Projection pursuit
(PP), introduced by Friedman and Tukey (1974), and Invariant coordinate selection (ICS), Tyler
et al.(2009), are methods that use criteria sensitive to non-normality.

PP looks for a linear projection a ∈ Rp of p-dimensional data X = {x1, . . . , xn} that
maximizes or minimizes some measure of non normality, called projection index. Any summary
statistic sensitive to non-normality can be used as a projection index. For example, kurtosis is
negative when the projection is split into two equal groups. Therefore, minimizing kurtosis
can be a useful criterion to identify clusters, Pena and Prieto (2001). The univariate kurtosis is
defined as

kurt(a) =

∑n
i=1(a

Txi − aT x̄)4

{
∑n

i=1(a
Txi − aT x̄)2}2

− 3. (1)

where x̄ is the mean vector of X . Minimizing kurt(a) is carried out numerically.
ICS is an alternative approach that uses two scatter matrices to identify the optimal clustering

direction using the eigenvalue-eigenvector decomposition of one scatter matrix relative to the
other. As an analogue to kurtosis, the pair of scatter matrices can be chosen as the covariance
matrix S, and the fourth-order moment matrix K̂, Tyler et al.(2009), defined as

K̂ =
1

n

n∑
i=1

(xi − x̄)(xi − x̄)T{(xi − x̄)TS−1(xi − x̄)}. (2)

The ICS optimality criterion, based on K̂ and S, is

κ(a) =
aT K̂a

aTSa
. (3)

The minimum value of κ(a) is the smallest eigenvalue of S−1K in the direction of the corre-
sponding eigenvector.

The purpose of this poster is to compare the performance of ICS and PP through a simulation
study, under mixture of two bivariate normal distributions.
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Integer goal programming approach for finding a
compromise allocation of repairable components

Irfan Ali∗1, Yashpal Singh Raghav and Abdul Baria

Department of Statistics and Operations Research Aligarh Muslim University,
Aligarh, India

Abstract
The selection problem of repairable components for a system is a kind of reliability optimiza-
tion problem and is often treated as a single objective problem with the goal to maximizing
the system reliability (or minimizing either time or cost spent on repairing the component). In
the present paper, we formulated the selection problem of repairable components for a parallel-
series system as a multi-objective optimization problem and have discussed two different mod-
els. In first model the reliability of subsystems are considered as different objectives. In second
model the cost and time spent on repairing the components are considered as two different
objectives. Selective maintenance operation is used to select the repairable components and
a multi-objective goal programming algorithm is proposed to obtain compromise selection of
repairable components for the two models under some given constraints. A numerical example
is given to illustrate the procedure.

Keywords: Reliability, Goal Programming, Compromise allocation, Multi-objective pro-
gramming.
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Bayesian one-dimensional random field model for ChIP
sequencing data accounts for antibody efficiency

Yanchun Bao∗, Veronica Vinciotti

Department of Mathematics, Brunel University

ChIP-sequencing combines chromatin immunoprecipitation (ChIP) with massively parallel
DNA sequencing to identify the binding sites of DNA-associated proteins. It generates sequence
reads at the positions bound by the transcription factor. In the absence of binding, reads would
be scattered across the genome, and there is always some non-specific binding generating a
background signal across the genome. In this talk, we present a bidirectional Hidden Markov
model to detect histone modified binding sites from ChIP-sequencing (ChIP-seq) data. A mix-
ture distribution is assumed for the observed data, i.e. the read counts across bins of the genome
are assumed to come either from a background (noise) or a signal distribution. The latent bi-
nary variable has a probability of being enriched or not, which depends on the enriched states
of both adjacent states. This is a realistic assumption for ChIP-seq data. The parameters of the
model are estimated in a Bayesian framework, using either a Poisson or a Negative Binomial
distribution for the counts.

An simulation study shows that the model is competitive with both iSeq (Ising model) and
BayesPeak (HMM) commonly used in these studies, in terms of false discovery rate and false
non-discovery rate. Finally, the approach is used to detect the binding sites of two Transcription
Factors (TFs), p300 and CBP, for which six ChIP-seq data sets have been recently generated, as
well as three further data sets from a previous study. The experiments are run by two different
labs, and different antibodies are used for each of the two transcription factors and from the two
different labs, respectively. We discuss how, when comparing the binding profiles of the two
TFs from ChIP-seq data, it is essential for any statistical model to account also for the different
antibodies’ efficiencies. Our model does so, as antibody efficiency is reflected in the mixture
portion of signal and background. In return, the model will also provide an estimate of relative
antibody efficiency for different experiments, which aids the biological interpretation of the
enriched regions detected by the model.
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Matching Between the Theoretical and Observed Values of
Mass of y ions in mass spectrometry

Suaad Benfarag

Department of Statistics, University of Leeds

In this study, we describe a statistical approach to solve the problem of matching in one-
dimension. We solve the problem specifically using data from an application in the field of
bioinformatics. It is of interest to find matching between the observed mass resulting from
mass spectrometery (MS) experiment and the theoretical mass of the amino acids in the pep-
tide sequence. The main feature of matching is to identify the correspondence and estimate the
parameters of transformation. We have two sets of unlabelled points, where the one-one corre-
spondence between two set of points, one from each set is assumed unknown. Our aim here is
to illustrate and investigate the effectiveness of the matching between these sets.

We propose a mixture model used by Taylor et al (2003) to tackle the problem of matching.
In this model labelling points between these sets is considered as missing data. Inspired by
Moss and Hancock (1998), we show how the correspondence between these two sets of points
and the parameter of geometric transformation, may be estimated iteratively by using two steps
in the Exception-Maximization algorithm proposed by Dempster et al 1977. The EM algorithm
is used to fit the parameters of mixture model. We investigate incorporating intensity of the MS
measurements as prior information, and taking account of non iid errors though a generalized
least squares model. We have demonstrated that the EM algorithm works well to find matching
between these sets.
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Modeling CD8 T-cell development: from activated naive cells
to long term memory

Edward Clark

Department of Applied Mathematics, University of Leeds

Immunologists largely agree that antigen experienced CD8 T-cells involved in the adaptive
response have three subtypes: Effector, Effector Memory (EM) and Central Memory (CM).
However, the mechanisms by which these cell populations develop from a single naive cell
is not widely agreed upon. Modeling the outcomes of the different hypotheses allows non-
trivial insight to be gained and has the potential to discard hypotheses that are revealed (by their
models) to be incompatible with biological observations.

Our initial work is focused on two bifurcation models that both seem plausible candidates.
Both models have a bifurcation as the first division and then a second bifurcation on one of the
lineages in the next round of divisions. We demonstrate that if the second bifurcation is on the
memory lineage (h1), giving rise to CM and EM cells, then effector cells would be the major
cell type throughout proliferation. In contrast, if the second bifurcation on the effector lineage
(h2), giving rise to effector and EM cells, then our calculations demonstrate that CM would be
the major cell type for many days during proliferation. As a consequence, h2 is inconsistent
with the dogma of the field, which has effectors as the dominant cell type in early proliferation.
h1 remains a viable candidate.
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Timescales of the adaptive immune response

Mark Day

Department of Statistics, University of Leeds

In the 21st century, observation of cell-cell contacts and cell migration in lymphoid tissues
has become possible in vivo with the exciting technique of intravital two-photon microscopy
[2 − 7]. The pioneering in vivo studies have raised a new set of questions, relating to cell-cell
dynamics in secondary lymphoid organs and to the data sets produced in imaging experiments.
What happens during the day or days that a T cell spends in a lymph node? What is the role of
the reticular network and/or chemokines on the movement of T cells? How do T cells collect
and integrate signals from cognate antigen? Is a long (hours) contact with a DC necessary
for activation, or is a series of short-lived (minutes) encounters sufficient? To what extent do
molecular mechanisms (amount and quality of peptide-MHC ligands) govern the length of time
spent in contact? What are the roles of adhesion molecules, co-stimulatory molecules and
strength of affinity? Does clustering of T cells play a role in mounting an immune response?
What controls differentiation into effector and memory cells? In the case of infection, what
strategies can be used to maximise the time that lymphocytes spend in the particular lymph
node draining the currently infected site?

The story of a T cell’s life can be divided into three epochs: 1. in the thymus T cells interact
with thymic epithelial cells and dendritic cells (DCs) and are selected by both positive and
negative selection processes, 2. in the lymph nodes T cells interact with mature DCs to initiate a
cellular immune response, and 3. in the lymph nodes/tissues T cells interact with target cells and
carry out their effector function. This poster will focus on the second epoch. In a lymph node,
T cells need to come into physical contact with DCs carrying their cognate antigen in order to
initiate the adaptive immune response. We will think of a lymphocyte as a particle undergoing
Brownian motion inside a lymph node. Brownian motion is imagined here as the result of many
constantly-changing influences that jostle the cell, without any consistently preferred direction.
It can be expected, from the central limit theorem, to be a quantitatively correct description of T
cell movement only on some time-scales, and most analyses of in vivo cell movement data seem
to support this. However, there are reasons to suspect that other descriptions may be needed,
on short time-scales (less than a minute in a lymph node) and perhaps on longer time-scales, if
phenomena such as micro-streaming [2] and a preference for moving along the stromal network
are widespread. Even if this is the case, the end result will still appear to be Brownian motion
if the stromal network or micro-streams are themselves randomly-oriented. In this poster we
calculate simple time-scales from the hypothesis that T cells move, and may encounter APCs,
along Brownian paths. By not attempting to explicitly model the crowded environment of a
lymph node, time-scales are expressed in terms of very few parameters: the diffusivity of a cell
(D), the size of the lymph node (R) that the cell explores, and the size of the efferent vessel (or
other exit, a) or zone of attraction of an APC (b), that the cell may encounter.

We find that using the simplest hypothesis, that cells follow Brownian paths. The timescale
for a cell to explore a volume such as a lymph node is L2/D. The average time a cell spends
in a volume with an exit is proportional to L3/aD. The mean time before a cell encounters a
zone of attraction with radius b around, for example, an antigen presenting cell, is proportional
to L3/bD (Figure 1).
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Figure 1: Sample path of Brownian motion, reflected on the surface of the sphere, run until hitting a
spherical zone of attraction (green)
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Estimating generalized ensemble weights
in MCMC simulations

Jes Frellsen1,∗ and Jesper Ferkinghoff-Borg2

1 The Bioinformatics Centre, Department of Biology, University of
Copenhagen, Denmark

2 Department of Electrical Engineering, Technical University of Denmark,
Denmark

Many probabilistic models appearing in bioinformatics, machine learning and statistical
physics are not analytical tractable. The Markov chain Monte Carlo (MCMC) method is one
of the most important tools for approximate inference in these models. However, the standard
Metropolis-Hastings algorithm can suffer from the generic deficiency of poor mixing. This
problem can be address with generalized ensembles. This poster describes an automated his-
togram based method for estimating generalized ensemble weights. In our method, the density
of states is estimated iteratively using a maximum likelihood approach. The method scales
to high dimensional systems due to the introduction of an automated binning procedure. The
strength of the method is demonstrated, by applying the method to simulate the folding of a
small polypeptide.
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Compromise allocation in multivariate stratified sample
surveys under two stage randomized response model

Shazia Ghufran∗, Saman Khowaja and M. J. Ahsan

Department of Statistics and Operations Research, Aligarh Muslim University,
Aligarh, India

Abstract
A general model for the Randomized Response (RR) method was introduced by Warner (1965)
when a single-sensitive question is under study. However, since social surveys are often based
on questionnaires containing more than one sensitive question, the analysis of multiple RR data
is of considerable interest. In multivariate stratified surveys with multiple RR data the choice
of optimum sample sizes from various strata may be viewed as a multi-objective nonlinear pro-
gramming problem. The allocation thus obtained may is called a “compromise allocation” in
sampling literature. This paper deals with the two-stage stratified Warner’s RR model applied to
multiple sensitive questions. The problem of obtaining a compromise allocation is formulated
as Multi-objective Non Linear Programming Problems (MNLPPs) with linear and quadratic
cost functions. The solution to the formulated problem is achieved through Goal Programming
Technique. Numerical examples are presented to illustrate the computational details.

Keywords: Compromise allocation, Multiple sensitive questions, Stratified Random Sampling,
Two-stage randomized response technique.

Mathematics Subject Classification: Primary 62D05

95



Optimum step stress accelerated life testing for
Mukherjee-Islam failure model

Mustafa Kamal1

Department of Statistics and Operations Research Aligarh Muslim University,
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Abstract
Step stress accelerated life testing model is presented to obtain the optimal hold time at which
the stress level is changed. A Mukherjee-Islam Failure model is assumed for the failure time at
any constant stress level and a cumulative exposure model is assumed. The scale parameter of
the Mukherjee-Islam Failure model at constant stress levels is assumed to be a log-linear func-
tion of the stress level. The maximum likelihood function is given for the step stress accelerated
life testing. Optimal SSALT plan is proposed by minimizing the Asymptotic Variance (AV) of
the desired life reliability estimate. Fisher information matrix is obtained. An optimal test plan
with the minimum asymptotic variance of reliability estimate at time τ is determined.

Keywords: Mukherjee-Islam Failure model, Asymptotic Variance, Fisher information matrix,
Maximum likelihood estimator.
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Multi-Objective Optimization for Optimum allocation in
Multivariate Stratified Sampling with Quadratic Cost

Saman Khowaja∗1, Shazia Ghufran2, and M. J. Ahsan3

Department of Statistics and Operations Research Aligarh Muslim University,
Aligarh, India

Abstract
In stratified sampling usually the cost function is taken as a linear function of sample sizes nh. In
many practical situations the linear cost function does not approximate the actual cost incurred
adequately. For example when the cost of traveling between the units selected in the sample
within a stratum is significant, instead of linear cost function a cost function that is quadratic in√
nh will be a more close approximation to the actual cost. In this paper the problem is formu-

lated as multi-objective nonlinear integer programming problem with quadratic cost under three
different situations i.e. complete, partial or null information about the population. A numerical
example is also presented to illustrate the computational details.

Keywords: Stratified Sampling, Travel cost, Compromise allocation, Multi-objective program-
ming.

Mathematics Subject Classification: Primary 62D05.
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Hidden Markov models to detect changes of
genomic regulations using next-generation

sequencing
Ibrahim Nafisah 1,∗, Charles Taylor 1, David Westhead 2, Constanze Bonifer 3,

and Arief Gusnanto 1

1 Department of Statistics, University of Leeds
2 Institute of Molecular and Cellular Biology, University of Leeds

3 Institute of Molecular Medicine, University of Leeds

1 Introduction
Two samples of DNA were taken from a mice that suffers Blood cancer. The samples were
implanted. In one of the samples a specific protein called Runx1 was kept silent. The DNA
fragments (reads) were produced using one of the next-generation sequencing methods called
Illumina. Both samples are of size about 30 million reads.

By plotting such sequences some peaks are observed and we want to compare peaks’ re-
gions in both samples. Also, to compare the size of peaks and not only the locations of them.
Moreover, there are several issues associated with comparing peaks. For instance, each sample
contains a different total number of sequence reads. Obviously in a larger sample the peaks are
higher and more smaller peaks reach statistical significance.

Some works have been done for this data. First step was done is binning the sequences’
reads. Between some different bin sizes, it was chosen the bin size that has the maximum cross
validated log-likelihood value. Hence, using this method we chose bin of size 6 bases as optimal
for both samples. The next step is to fit a statistical model. First, we tried to fit a single model
for each sample. That was Poisson with single rate parameter. However, the goodness of fit test
rejects these models. Hence, we tried to fit mixture Poisson with different rate parameters. That
was done by taking small chunks of the bins and trying to fit the model for each of these small
chunks. Unfortunately, none of these models in both sample was accepted.

We found reasons that might cause the rejecting for all suggested models. It is noticed
that there is a high number of empty bins which about 96% of the total number of bins. We
know that there are many regions in the genome that are unmapped so these yield empty bins
(structural). However, it can be argue that not all these empty bins are structural, so some of
them are random zeros. Also, we found an auto-correlation accrues between the bins in both
samples.

It can be claimed that the auto-correlation caused by the high frequency of empty bins.
Hence, we removed all empty bins then did the fitting again using single and mixture Poisson
distributions, however the models were rejected. Thus, we suggested that a Hidden Markov
Model (HMM). In this model we adapt two hidden states to yield either Poisson random variable
with single parameter or structural zero.
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Bayesian approach to cognitive behaviours

Viet-Anh Nguyen∗ and Pietro Liò

Computer Laboratory, University of Cambridge, UK

Heuristics, together with statistics and logic, are known to constitute the mental tools of hu-
man inference processes. In contrast to rational reasoning attributed to logic and statistics rules,
heuristics are typically seen as a subset of short-cut strategies, which are error-prone and lead
to deviations from rational results. This definition of heuristics has been recently challenged in
several studies, showing superior performance of heuristics rules in comparison to rational stan-
dard approaches in certain cases. The formalisation of heuristics, however, was carried out in
an ad-hoc manner in simple prediction settings. Heuristics studies has been largely descriptive,
leaving the comparison of their performance against more expensive rational models inconclu-
sive. We propose a formal approach to model such human cognitive behaviours by combining
hierarchical Bayesian inference with latent variable models. In doing so, we assert a connection
between heuristical behaviours and statistical approaches, and provide a platform for rationality
evaluation under variation of ecological conditions. The approach is demonstrated upon two
sets of heuristics relevant to individual learning: recognition-based and one-reason decision
making.
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Probing chromosome architecture with multidimensional
scaling

Anthony Riley∗, Wally Gilks and Kanti V. Mardia

Department of Statistics, University of Leeds

Developments in Chromosome Conformation Capture have allowed two-dimensional prox-
imity maps for the whole genome to be created. These proximity maps give us an insight into
which parts of the chromosome interact with each other by counting contacts made between the
parts.

The chromosome is mainly constructed from DNA which has been coiled up to form a cord
called chromatin. The chromatin is then folded up into a chromosome with high levels of or-
ganisation. The folding allows the chromosome to make efficient use of space and contributes
to its functionality. Therefore it is useful to deepen our understanding of chromosome archi-
tecture. This in turn will improve our understanding of chromosome functionality. Using these
proximity maps we can apply statistical tools such as multidimensional scaling as a route into
probing chromosome architecture.

The proximity maps are transformed into a distance matrices using some transformation
function. Each distance matrix can then be scaled into space using multidimensional scaling
to obtain a configuration of points, giving an insight into the architecture of the chromosome.
Although several considerations have to be addressed in order to obtain a reliable configuration.

1. How to choose the most appropriate transformation function to convert the proximities
into distances. Choosing a poor function could either over estimate the distances result-
ing in the scaled configuration been sparse and hollow, or under estimate the distances
resulting in the scaled configuration been too compact.

2. Which is the best scaling method, Metric or Non-Metric scaling. Metric scaling requires a
Euclidean distance matrix and is easy to follow. Non-Metric scaling requires the ordering
of the distances and is more computational.

3. The only information available are the proximity maps, there isn’t a known configuration
of points to compare the estimated configuration with. This means measures of fit have to
be developed to assess how well the transform functions and the scaling methods work.
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Classification of circular data, with application to
protein dihedral angles

Riham El Saeiti∗, Prof. Charles Taylor and Dr. Arief Gusnanto

Department of Statistics, University of Leeds

1 Introduction
The majority of statistical methods have been developed for euclidean data. Motivated by clas-
sification issues that arise in circular data, we propose a method for the classification of circular
data with application to protein dihedral angles.
Classification for euclidean data is other done from a tree. In order to determine a suitable tree,
available training data are recursively partitioned using criteria of the form X ≤ d, where d is a
cut-point. So, for each variable there are (n − 1) ways to split the data, where n is number of
observations.

The complexities found in evaluating circular data are largely a manifestation of the special
interval level status the circular scale represents. Circular scales do not have a true zero point.
In addition, circular data means any designation is arbitrary.

Unlike data on the line, one cut point for circular data will not partition the data. Instead,
circular data needs slices to split the data. Now, there are n× (n− 1)/2 ways to take slices.

The database of protein structures includes information on the protein, amino acid type,
and two dihedral angles (Φ,Ψ). The data can be divided into groups corresponding to amino
acid. Here, we specifically investigate the effect (if any) on the conditional distribution of the
dihedral angles of the presence of proline in the next amino acid. These are known as pre-
proline, and this represents about 5% of the data. In our database there are 500 different protein
structures used for these initial investigations and these were chosen on the basis of resolution,
crystallographic R-value, non-homology, and the absence of any unusual problems. All files
accepted here were crystallographically determined, with a resolution of 1.8 oA or better, a
residual (R-value) of 20% or better, and an overall G-factor from Pro-Check of −0.6 or better.
Specifically, we investigate, for each amino acid, whether the dihedral angles are effected by the
presence of proline in the next position. This is done by building classification trees in which
the first partition for φ and ψ is represented by a slice; subsequent partition can be using cuts
which take account of circular data.
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On problem of allocation in multivariate stratified sample
surveys
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Abstract
In multivariate stratified surveys since the use of individual optimum allocations is not feasible
it is customary to use a compromise allocation instead, that is optimum for all characteristics in
some sense. A compromise criterion is needed to workout an allocation which is optimum for
each characteristic in some sense. The authors worked out a compromise allocation for multi-
variate stratified population. Numerical example is also provided to illustrate the computational
details.

Keywords: Multivariate stratified sampling, Compromise allocation, Nonlinear Programming
Problem.
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Estimation in step-stress accelerated life testing for the
compound Pareto distribution

Shazia Zarrin1

Department of Statistics and Operations Research Aligarh Muslim University,
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Abstract
The step-stress accelerated life tests allow the experimenter to increase the stress levels at fixed
times during the experiment. The main advantage of step stress over constant-stress testing is
that it can further reduce test time and the variability of the failure times. The lifetime of a
product at any level of stress is assumed to have a Compound Pareto distribution. The scale pa-
rameter of the distribution is assumed to be a log-linear function of the stress and a cumulative
exposure model holds. The maximum likelihood estimates of the parameters under consider-
ation are obtained. Optimal SSALT plan is proposed by minimizing the Asymptotic Variance
(AV) of the desired life reliability estimate. Fisher information matrix is obtained.

Keywords: Compound Pareto distribution, Asymptotic Variance, Fisher information matrix,
Maximum likelihood estimator.
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Lower generalized order statistics of generalized inverse
Weibull distribution
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Abstract
In this paper, some recurrence relations satisfied by single and product moments of lower gen-
eralized order statistics from generalized inverse Weibull distribution are derived and character-
ization of this distribution based on the conditional expectation of function of lower generalized
order statistics and a recurrence relation for single moments are given. Further, some important
deductions and computational works are carried out.

Keywords: Lower generalized order statistics, order statistics, lower record values, single mo-
ments, product moments, recurrence relations, generalized inverse Weibull distribution and
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