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Controls are important in experiments for biologists. Theyuse many forms of controls, go-
ing well beyond the classical "treatment vs control" notionused by statisticians. Statisticians
might benefit from learning more about biological controls,and thinking up ways to use data
on controls in their analyses.

Terry: I just want to say one word to you. Just one word.
Statistician: Yes, sir.
Terry: Are you listening?
Statistician: Yes, I am.
Terry: Controls.

I don’t know when I first started to become aware of the importance and variety of controls
in biological experimentation, but I’m guessing it was almost 25 years ago. If true, then I am
a really slow learner, as I shall explain. But I have always believed in the dictumBetter late
than never, so I’ll suppress my shame and come clean. I do so in the hope that some of my
readers might avoid my simple mistakes, and restrict themselves to making interesting mistakes
of their own. The main purpose of this note is to suggest that we statisticians should start to
appreciate the depth and breadth of the notion of control, and in doing so, broaden our view of
experimental design, and try to use more control data in our analyses.

Since my earliest days I have been a biological groupie, always wanting to visit my biolog-
ical collaborators in their labs, look at their equipment, and generally stick my nose further in
than they and many of my statistical colleagues thought was normal. Around 1987 I took this
tendency to a new level, and started sitting in on the regularlab meetings of my biological col-
laborators, sometimes two or three such meetings each week.Let me say right now that I have
never progressed beyond this stage. While I have often wished I could conjure up the results
of an experiment that I could conceive, that is, behave like abiologist and generate my own
biological data, I have always suppressed this urge. My reason for doing so is simple: I like
to collaborate with first-rate scientists wherever possible, or perhaps second or third-rate ones,
but certainly not tenth or twentieth-rate ones, which is what I would be if I started playing the
biologist. At first the lab meetings were mind-numbingly boring, although at times I got some
of the pleasure an anthropologist might get trying to understand another culture by observing
the behaviour of some of its members. But I wasn’t an anthropologist, I was — well, I didn’t
say it quite like this, but I thought —I’m a statistician. I’m here to help you.I didn’t know
the meaning of many of the words people used. I had little to nounderstanding of the assays,
reagents, or experimental protocols being used on a daily basis, much less the interpretation of
the results of experiments. All of these were matters that occupied a considerable amount of
time at lab meetings, for example, discussion of why the amount of Mg or the salt concentration
was very important in some particular assay. I started with alittle abstract understanding of the
new science emerging as a result of what is now termed the recombinant DNA revolution, and
of the polymerase chain reaction (PCR) revolution which came slightly later, and I took it from
there. For example, I quickly realised that gel electrophoresis was central, so I tried to get on
top of that technique.

My general strategy was to try and learn a couple of new thingseach week. Remember
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that back in those days, there was no Google or Wikipedia. I was very reluctant to ask simple
questions of the senior people who permitted me to sit in on their meetings. To learn new
things, I used books, papers, or (my preferred option) graduate students. Just in case it is not
obvious, let me tell you that there is an enormous gap betweenthe knowledge encoded in books
with titles such asGenetics, or Molecular Biology of the Gene(or the Cell), and the day-to-day
activities of a molecular genetics lab. Even readingMolecular Cloning: A Laboratory Manual,
which I dived into at a later date, barely sufficed. Filling that gap was my main task, all the
while hoping some data would appear on which I would be consulted. That was pretty rare, as
I learned.

As mentioned, I was unfamiliar with the standard assays being used, and in particular, I
was quite inexpert with what was a common practice then, and still is, but to a lesser extent:
the interpretation of black marks on images of agarose or polyacrylamide gels. Some of these
marks looked like clean bands, as they were supposed to (see any text book explanation of
Southern blots), but most of them looked like the ink smudgesthat were such a prominent
feature of my penmanship as a child, or Rorschach tests, which were also familiar to me from
my childhood. But I persevered, and along the way I learned about the critical role of controls
in biological experimentation. Mistake number one was not getting this right at the outset, that
is, not realizing theimportanceand thevarietyof controls. I should have asked.

I’ll skip ahead a little now, to my short career in DNA forensics, and give my first definition
(for statisticians) of one kind of biological control. A solid or slab gel is a thin rectangle of
porous material a little like a slice of very fine-grained Swiss cheese, through the holes of
which weakly charged macromolecules are encouraged to travel, with a little help from a voltage
difference at the ends. (Note: the holes were far too small tobe seen.) What counted was where
the molecules ended up when the run was declared over, as thisis related to their size. Smaller
molecules moved faster than larger ones, and most gels were run with size standards called
ladders. The molecules are generally invisible, and so their final resting place needed to be
visualized with the help of radioactive or fluorescent labels. Radiolabeled gels were developed,
in much the same way as photos were back then. The result wouldbe an image (“autorad”)
showing the collection of bands, smudges and smears to whichI have already alluded. Rough
definition number one:a positive control (in this context) is a reagent that leads to a band that
is clearly present on the gel, right where it should be.And rough definition number two is the
converse:a negative control is a reagent that leaves no bands where there should be no bands.
Keep this in mind, and note that while this use of the term control seems rather different from the
usual one (cf Treatment vs Control), there is a connection. You can think of a positive control
as a Treatment whose response is known, and different from that resulting from the Control,
which should show nothing, but more generally is a treatmentwhose response is known, and in
some sense is standard or baseline.

Let me now mention a moment where the significance of controlsbecame very clear to me.
It was in connection with a certain murder case, where there was blood, a police lab, a scientist
in that lab, and forensic DNA identification based on the blood. One question was whether
there had been cross-contamination of DNA due to poor samplehandling procedures. In the
discussion of this question, the behaviour of substrate controls (see any CSI, or Wikipedia)
played a key role, and not only the controls in the case itself, but also those from previous
work, as records were available of the scientist’s past performance in both cases and tests. I can
vividly recall how serious doubts were cast on the DNA identifications the scientist made in the
murder case under discussion, because of issues concerninghis substrate controls in that case,
and in many prior instances. The inescapable conclusion wasthat if a lab scientist wanted to be
taken as reliable, thenall his controls should behave properlyall the time. On many occasions
since then, I have seen judgements made about scientists, both on the basis of the way they use
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controls (how many, and where), and on the behaviour (performance) of their controls.
As statisticians, we tend to think that we know about experimental design.Randomization,

Replication and local control(now called Blocking) is the mantra introduced by R. A. Fisher
in the context of agricultural science, and many of us (myself included) have repeated it many
times, perhaps giving the impression that we feel little more is needed to carry out a proper
experiment. To be fair, this is often in contexts where little or no attention is being paid to
design issues, and so any attention to design is better than none. But I still think we statisticians
often behave as though variations on and modest elaborations of these three themes (RRB)
suffice for most experimental science. Within our statistical context, control usually means the
untreatment or the standard treatment, though we are all aware of cases where some particular
“treatment” is designated the control.

I found myself making use of a biological notion of control assoon as my first microarray
dataset arrived. In the context of a comparative microarrayexperiment, a (better: one notion of,
see below)positive controlis a gene which isknown(or expected), a priori, to bedifferentially
expressed. Conversely, anegative controlis a geneknown(or expected) not to bedifferentially
expressed. The first microarray analysis in which I was involved concerned liver cells from
mice in which a particular gene was knocked out, KO mice, and liver cells from mice which
did not have this gene knocked out, so-called wild-type (WT)mice of the same inbred strain.
Naturally we hoped and expected that the average expressionlevel of this gene from 8 KO mice
would be much less that the average from 8 WT mice, and indeed it was. In fact, the most
differentially expressed gene in the experiment was the onethat had been knocked out: it was at
its normal level in the WT mice, and at a very low level, probably zero apart from some technical
variability, in the KO mice. This item of confirmation — that our positive control behaved as a
good positive control should — was most gratifying, as it gave us some confidence in our other
results.

At this point I should add that a well-conducted microarray experiment typically has many
other controls. The one I have just defined might be called anexperiment-wisecontrol, or, better,
a control for ourstatistical method. The idea behind all controls is the allowance for only one
variable or condition to change in each comparison, so that we know with greater confidence
that any difference we observe is due to the variable or condition of interest. So if we have
different variables or conditions, multiple controls are needed, each corresponding to one of the
variables or conditions being considered,see http://en.wikipedia.org/wiki/Scientific_control.

Rather soon after my first microarray analysis I found myselfgetting asked by others to help
them design their microarray experiments. It didn’t take long for me to see that traditional sta-
tistical design principles were inadequate for microarrayexperiments, in which many thousands
of measurements are taken on each experimental unit. Not only do traditional concepts of type
1 error need to be revised, but the notion of power becomes a much more elusive concept. I am
sure you are all familiar with the explosion of research on multiple testing that has taken place
in the last decade, much stimulated by microarray experiments. Many variations on the notion
of false discovery rate have been developed. There is some but much less work on power in this
context, as the problem seems harder, and there is less agreement on how to modify the tradi-
tional notion. But even more fundamental is the fact that it is often quite hard to tell whether a
microarray experiment was a success or a failure. Positive controls as described above can play
a valuable role, as my first experience showed. We could easily imagine designing an experi-
ment aimed at “discovering” a positive control, a much more manageable task. Very early on,
when I found myself talking with biologists about the designof a microarray study they were
planning, the first thing I would ask them is: do you have a goodlist of positive control genes?
Not infrequently I received the answer “No, that’s why we aredoing the experiment!” to which
I would reply “Then how will we tell whether it was a success?”and their reply would usually
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be “Oh, we can check some putative differentially expressedgenes afterwards, to see whether
the experiment was a success.” I won’t continue describing this discussion, but it can and did
go on for quite a while, and the general issues are admirably covered in the bookExperimental
Design for Biologistsby David J Glass, for which a short synopsis — Chapter 19 of thebook —
is given in the Appendix. This book isn’t specifically aimed at microarray, or more generally,
omics researchers, but it contains much that should interest them and us.

Now let me turn briefly to negative controls. It embarrasses me to admit that it was only
very recently that I realized the enormous potential value in using negative control genes in the
analysis of microarray data. The primary use — already adopted informally by several groups
— is for normalization, and for removing unwanted variationsuch as batch effects. For some
details, seehttp://www.stat.berkeley.edu/tech-reports/800.pdf. I really regret not having
realized this over a decade ago. At a time when I was irritating my collaborators with talk about
positive controls, I failed to think hard about negative controls. How could I miss something
like this? Don’t make my mistake.

There is much more to be said on the use of positive and negative control genes in the
analysis not only of microarray data, but of proteomic, metabolomic, fMRI, and a wide range
of other kinds of data. I plan to keep working on these issues for a while longer, so watch this
space.

My general feeling now is that we statisticians should pay much more attention to the way
biologists work, and attempt to incorporate their insightsinto our thinking, and, wherever pos-
sible, our analyses. Not only do biologists have many valuable things to say aboutcontrols
— Glass discussed no fewer than seven types, each with several different variants — they also
attempt to deal withmodelsandcausality, two rather contentious topics within our community.
They do so in much more down to earth ways than we typically do,but always in ways that
impact on their collection of data, which should be of interest to us. I feel certain that I am not
the only statistician who has much to learn from them, and I encourage you to begin doing so,
perhaps starting by reading Glass’ excellent book, or Wikipedia, or sitting in on a biology lab
meeting nearby.

Acknowledgements: I’d like to thank Johann Gagnon-Bartsch, Laurent Jacob and Hui
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Appendix
A Short Synopsis ofExperimental Design for Biologists, by David J Glass, Cold Spring Harbor
Laboratory Press, 2007.

1. Framework. What is the question you want to answer?

2. Inductive space. Decide on what aspects of prior knowledge relate to your question. Read
the literature.

3. System. What tools will you use to answer your question?

4. System controls. How do you know your system works? How do you know your system
can provide the type of data you require? Is the chosen systemwell matched to your
question, or might a different system be better?

5. Experiment. What are you going to do to answer the question? Be sure that measure-
ments are taken multiple times and that you are measuring theeffect in a representative
fashion. Study the effect over time and over a range of experimental conditions. Do a
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dose-response with any experimental agent. Try to determine the “representative case”
for the subject if that is relevant to the question. Consult astatistician and discuss the
mode of analysis for your data and how many data points are required.

6. Establish criteriafor the effect in advance of the experiment.

7. Negative controls. What negative controls are required? Is there an “all but X”control
available?

8. System-positive controls. How do you know that the system is still operational? What
positive controls are necessary to prove that the thing you want to measure was actually
measurable within the context of the experiment?

9. Effect-positive controls. How do you know the effect you want to measure can be pro-
duced in your system? What positive controls are necessary to produce the effect?

10. Assumption controls. If X is being measured, can something else be measured that has
been shown to occur when X occurs? If you think Y has happened as a result of X, is there
something else you can measure that has been shown to also happen when Y happens?

11. Do the experiment.

12. Experimentalist controls. Analyse the data in a blinded fashion.

13. Repetition. Repeat the experiment using the same criteria and methodology.

14. Model building. What is the answer to your question?

15. Model check. Is the answer responsive to the question?

16. Prediction. Does the model predict what will happen again? Repeat the experiment.

17. Extension. Does the model hold in different circumstances?

18. Change the system. Approach the question in another way.

19. Change the scientist. See if others can reproduce the effect.

20. Present the data. What do others think of the result? What do others think of the inter-
pretation of the result?

21. Predict the future. See if the model continues to represent what will happen under various
circumstances.

22. Amend the modelas instances are found in which it is not predictive. Limit your claims
as you find limits to your claims.

23. If the system is reductionistin nature, realize that and apply the model in a non-reductionist
or less-reductionist setting.

24. A model that is limited but verifiable is superiorto a model that is comprehensive but not
predictive.

25. If an idea cannot be subjectedto experimentation and verification, it is not relevant to
your problem.
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