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1 Introduction

The arrival of next-generation sequencing (NGS) technologies has revolutionized the field of
molecular biology. This is especially apparent in the field of genome-wide ChIP studies, where
early successful applications to identification of transcription factor (TF) binding sites, regions
of RNA Pol II activity and locations of histone modifications(Barski et al (2007), Mikkelsen
et al (2007), Johnsonet al (2007), Robertsonet al (2007)) coupled with cost-effectivenes of
the technology led to NGS supplanting microarrays (ChIP-Chip) as the tool of choice for these
assays.
The change in technology has led to the demand for new statistically-sound data analysis tools
to determine genomic locations where protein-DNA interactions of interest occurred from raw
data. Many such tools, often called peak-finders, are now openly available to researchers, and
they approach the problem of region identification and assessing significance in numerous dif-
ferent ways. This large number of analysis approaches is partly due to complex biases the data
exhibits and the need to account for them as well as lack of convincing data-generating model
that would allow for straightforward calculation of statistical significance.
In this talk we will give overview of ChIP-Seq assays and someproperties of the data that affect
downstream analysis. We note here that we will restrict ourselves to discussing the Illumina
sequencing technology, the most widely used one in the field.We will then discuss some gen-
eral features of current peak-finding tools and propose our own approach to peak-finding in the
context of TF binding site identification.

2 ChIP-Seq Overview

Chromatin immunoprecipitation (or ChIP) is a well-established assay to detect protein-DNA in-
teractions in vivo. All proteins associated with DNA are covalently crosslinked and the protein-
bound DNA is sheared into smaller fragments. A protein- or domain-specific antibody (Ab),
or a cocktail of Abs is then used to selectively precipitate DNA fragments crosslinked to the
protein of interest. This is the immunoprecipitation (IP) step. Finally, the protein-DNA com-
plex is reverse crosslinked and the DNA is purified from the mixture. The final DNA pool is
enriched for fragments associated in vivo with the protein(s) of interest. However, this enrich-
ment depends on antibody specificity/sensitivity and the number of genome-wide interaction
sites, meaning that the fraction of fragments in the final pool that came from the sites of studied
interaction can be as little as 1-2% (and this relatively small enrichment might very well give
excellent results, e.g. if the number of in vivo interactionsites is small).
The enriched DNA pool undergoes various further manipulations, collectively known as library
preparation, prior to entering the (Illumina) sequencing pipeline. Library preparation is meant
to optimize the sequencing results and includes fragment size selection and, optionally, PCR

17



amplification among other steps. During the sequencing process, each individual fragment in
the submitted DNA sample can give rise to a ’cluster’, which in turn will produce a unit of
sequence in the sequencing output. That unit could be a single reads (a sequenced end of the
fragment) or 2 reads in the case of the paired-ends protocol (where both ends of the fragment
are sequenced). The reads are then aligned to a genome using one of many available aligners,
and a peak-finder is used to identify sites of interaction of interest along the genome based on
the information from the aligned reads.

3 Peak-Finders

A peak-finder is a tool that uses a sequenced ChIP sample to identify regions of interest (ROIs)
and to assign significance to them, statistical or otherwise. Since the sample is enriched for reads
from ROIs, the corresponding genomic regions should show a pile-ups of reads, or ’peaks’,
hence the name ’peak-finder’. The significance of the peak canthen be assessed by comparing
to background or to a control sample.
To identify peaks, most peak-finders use a sliding window approach or build fragment-overlap
profiles. A measure of enrichment, usually the number of reads in a window or the height of
fragment overlap profile, is calculated, and a background model or a control sample are used
to establish significance cutoffs. If control sample is present, it is often incorporated into the
definition of enrichment measure , e.g. fold enrichment or a p-value based on a distribution
derived from control sample.
Various pre-processing decisions are incorporated into the design of peak-finding tools. The
difference in total number of reads between treatment and control samples needs to be taken
into account, a policy towards reads with multiple occurrences (which could be artifacts of the
PCR step) needs to be established, and in the case of TF data, further localization of events of
interest by read-shifting might be achieved.
The statistical significance can be assessed by modeling thedistribution of enrichment mea-
sures. In absence of control samples, a Poisson or negative binomial model for counts in win-
dows along genome is often assumed, although re-sampling methods are sometimes used. Most
peak-finders recommend that users create control samples toassess significance. The reason
for this is that the distribution of reads in genomic regionsoutside of ROIs is not uniform, but
exhibits features that are hard to model outright:

• Some regions contain fewer reads than they should due to non-uniqueness of their DNA
sequence (known as mappability bias, this depends on alignment strategy and the length
of sequenced reads)

• Illumina sequencing exhibits a bias towards GC-rich regions (although protocol modifi-
cations exist to account for it)

• Some portions of chromatin are more amenable to shearing than others, resulting in un-
even representation of genomic fragments prior to IP

• PCR can preferentially amplify some fragments at the expense of others

• Repeat-rich genomic regions in close proximity to centromeres and telomeres tend to be
enriched for reads, owing perhaps to assembly inadequacies

• Antibody might preferentially precipitate proteins other than the ones under study, or
could exhibit affinity for proteins in general (Ab non-specificity)
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The background distribution of enrichment measures is thenmodeled from the control sample,
or the enrichment measure itself can be p-value or somethingsimilar (e.g. a false-dscovery
rate). Alternative approaches include modeling the background distribution by switching the
roles of treatment and control (library-swapping), or by comparing a second control sample to
the original one.
One needs to be careful when using controls for several reasons. There is the issue of nor-
malization: only the background portion of the treatment sample should be normalized to the
control, and this may be hard to define. Another issue is that different controls can exhibit
wildly different enrichment profiles, depending on whetherone uses input DNA, a non-specific
Ab IP, a mutant or other control. A particular control might not account for some of the biases
listed above, and may not improve the specificity and sensitivity of the analysis.

Our Approach

TF binding sites are characterized in single-end ChIP-Seq data by offset strand-specific peak
profiles, due to the nature of the sequencing process. We leverage our knowledge of this fact
to guide peak-finding in absence of a control sample. We first identify candidate enriched
regions by modeling read counts in sliding windows as Poisson-distributed with GC content
and mappability as covariates. We then use likelihood methods to fit our offset strand-specific
peak model to read counts in enriched regions, and discard the candidate regions that fail to fit,
as these are likely to represent some of the artifacts mentioned above. Measures of statistical
significance can be obtained from comparing the distribution of peak shape parameters among
the regions that fit with those that do not. This approach would not filter out artifacts due to Ab
non-specificity, so if this is a known problem, an analysis can be run on an appropriate control
sample and common peaks can be discarded.
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