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Welcome from the Local Organising Committee

Dear Delegate,
LASR 2006 was a landmark as we celebrated our 25th workshop. Our efforts were well

rewarded and it is time to thank various people who made it a satisfying event. We express
sincere gratitude to our Vice Chancellor, Professor Michael Arthur for opening the conference,
to Professor Julia Goodfellow CBE, for giving an after dinner speech, and to the Lord Mayor
of Leeds, Councillor Mohamed Iqbal, for welcoming delegates to Leeds. The venue of the
conference, Hinsley Hall, and the conference dinner venue,The Royal Armouries, could not
have been better for the occasion, and we also record our thanks to their staff. The photograph
below gives a flavour of the event. All in all, it was a thrilling experience!

Clive E. Bowman, Michael J.P. Arthur, Brian D. Athey and Kanti V. Mardia
outside Hinsley Hall before LASR 2006

Our theme continues to evolve from LASR 2006. Again we have strong emphasis on Bioin-
formatics, Shapes, Images and Wavelets, but we are not constrained by these themes. This is
particularly true in our poster sessions where we have freedom to showcase a wide range of
interdisciplinary statistics.

There are some very important developments which will strengthen LASR. The M.Res. in
Bioinformatics has been running at Leeds for a number of years; from September 2007 our
new M.Sc. in Statistics and M.Sc. in Statistical Bioinformatics will join the suite of courses
offered here. In addition, we are very grateful to GlaxoSmithKline for continuing to sponsor
the Workshop.

Looking forward, the plans are well advanced for LASR 2008. The dates are July 15, 16,
17 and the venue is again Hinsley Hall. We have already lined up some key speakers: Michael
Levitt (Stanford), Zing Yang (UCL) and Alain Trouvé (Ecole Normale Supérieure in Cachin).
The dates for LASR 2009 are fixed as July 7, 8, 9.

In an article in Statistical Science, 2006, vol.21, entitled “A Conversation with Ulf Grenan-
der”, by Nitis Mukhopadhyay, Ulf Grenander (who has been to our previous workshops) com-
ments on page 421 “The Leeds Applied Statistics Research Workshops have turned out to be
quite some international event.” Of course, the LASR workshops could not be successful with-
out our participants; one of the traditional strengths of the LASR workshops is the interaction
between delegates. We hope in this 26th LASR workshop that this will contine and that you
will enjoy this year’s event.

Kanti Mardia, Stuart Barber and Paul Baxter
June 2007.



Geostatistics(Conference) Prof. D.G. Kendall, 1979
Prof. A. Marechal

1. Spatial Processes on Regular Lattices Dr. R.J. Martin 1980
2. Applied Spatial Processes Prof. J. Besag 1981
3. Spatial Statistics Prof. B.D. Ripley 1982
4. Estimation Procedures for Stationary Spatial ProcessesProf. X. Guyon 1983

Statistics of Image Processing(Conference) Prof. J.V. Kittler 1984
5. Bispectral Analysis and Bilinear Time Series Models Prof. T. Subba-Rao 1985
6. Statistics and Image Processing Prof. J. Haslett 1986
7. Markov Random Fields Prof. H.R. Künsch 1987
8. Experimental Design Package Dr. A. Baines 1988
9. Itô Calculus Prof. W.S. Kendall 1989
10. Statistical Image Analysis Prof. C. Jennison 1990
11. Shape Analysis, Landmarks and Biomedical Imaging Prof. F.L. Bookstein 1991
12. Shape and Image Analysis for Industry and Medicine Prof. C.R. Goodall 1992
13. Shape Recognition in 2D and 3D Imaging Prof. M.I. Miller 1993
14. Medical Imaging: Shape and Visualization Prof. S. Pizer 1994
15. Current Issues in Statistical Shape Analysis Prof. F.L. Bookstein, 1995

Prof. J. Gower,
Prof. P.J. Green,
Prof. D.G. Kendall

16. Image Fusion and Shape Variability Techniques Dr. A. Guéziec, 1996
Prof. V.E. Johnson,
Prof. J.J. Koenderink,
Prof. D. Terzopoulos

17. The Art and Science of Bayesian Image Analysis Prof. U. Grenander, 1997
Prof. V.E. Johnson,
Prof. M. Titterington

18. Spatial-Temporal Modelling and its Applications Prof. A. Blake, 1999
Sir David Cox,
Prof. D.C. Hogg,
Prof. C. Taylor

19. The Statistics of Directions, Shapes and Images Prof. J. Besag, 2000
Prof. W.S. Kendall,
Prof. J.V. Kittler,
Prof. A. Rosenfeld

20. Functional and Spatial Data Analysis Prof. A. Baddeley, 2001
Prof. M. Berman,
Prof. B.W. Silverman,
Prof. C.K. Wikle,
Prof. K. Worsley

21. The Statistics of Large Datasets: Functional and Prof. G. J.Barton, 2002
image data, bioinformatics and data mining Prof. L. Edler,

Dr M.J.K Gales,
Prof. D.J. Hand

22. Stochastic Geometry, Biological Prof. C. Bystroff, 2003
Structure and Images Dr W. Gilks,

Prof. J. Hein,
Prof. A. Lesk,
Prof. D. Stoyan

23. Bioinformatics, Images and Wavelets Prof. M.J.E. Sternberg, 2004
Prof. G.P. Nason

24. Quantitative Biology, Shape Analysis, and Wavelets Prof. P.J. Green, 2005
Prof. V.E. Johnson,
Sir J. Kingman,
Prof. A.F. Neuwald

25. Interdisciplinary Statistics and Bioinformatics Prof. B.D. Athey, 2006
Prof. J. Besag,
Sir D.R. Cox,
Prof. J.M. Goodfellow



CONTENTS

1. Timetable 1

2. Posters 4

3. Abstracts
Session I 7
Session II 23
Session III 55
Session IV 59
Session V 75
Posters 89

4. List of Participants 145

5. Author Index 149





WEDNESDAY 4TH JULY

9:00-10:00 Registration

10:00-10:30 COFFEE

SESSION I
Chair: Walter R. Gilks

10:30-10:45 Welcome
Clive E. Bowman, GlaxoSmithKline

10:45-11:20 On some recent advancements in applied shape analysis and directional
statistics

Kanti V. Mardia

11:20-12:10 Distance geometry vs. coordinates for proteinfolding calculations
Gordon M. Crippen

12:30-1:30 LUNCH

SESSION II
Chair: Fred L. Bookstein

2:00-2:25 Structural prediction of protein function via molecular prediction
Nicola D. Gold* & Richard M. Jackson

2:25-2:50 On using the correlations of divergences
Olivier Delrieu & Clive E. Bowman*

2:50-3:15 Procrustes methods for projective shape
John T. Kent* & Kanti V. Mardia

3:15-3:45 TEA
Chair: John T. Kent

3:45-4:10 Shape coordinates or Procrustes distances?
Fred L. Bookstein

4:10-4:35 Analysis of modularity in configurations of landmarks
Christian P. Klingenberg

4:35-5:00 Shape analysis in the light of simplicial depth estimators
Stanislav Katina

5:00 Drinks Reception

In multiple author papers, * indicates the presenter(s).
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THURSDAY 5 JULY

SESSION III
Chair: David R. Westhead

9:30-10:20 Probabilistic modelling of cellular processeson undirected graphs
Lorenz Wernisch

10:20-10:30 Overview of posters
Paul D. Baxter

10:30-12:00 COFFEE AND POSTER SESSION I

12:30-1:30 LUNCH

SESSION IV
Chair: Walter R. Gilks

2:00-2:50 Stochastic models for the evolution of stem cellsin colon crypts
Simon Tavaré*, Pierre Nicolas, & Darryl Shibata

2:50-3:15 Photographs
All talk and poster presenters and session chairs

3:15-3:45 TEA
Chair: Clive E. Bowman

3:45-4:10 Noisy genes, noisy genomes, noisy cells: Recurring themes in biologi-
cal organisation

Netta Cohen

4:10-4:35 Locally stationary wavelet coherence with application to neuroscience
Jean Sanderson & Piotr Fryzlewicz*

4:35-5:00 Bayesian network analysis of MAPK connectivity in cancer
Sach Mukherjee

7:00 Drinks reception

7:30 Conference Dinner

In multiple author papers, * indicates the presenter(s).
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FRIDAY 6TH JULY

SESSION V
Chair: Charles C. Taylor

9:30-10:20 From genomes to proteins and back
Anna Tramontano

10:20-10:50 COFFEE
Chair: Kanti V. Mardia

10:50-11:15 Microarray data quality assessment for developmental time series
Shiqin Helen Guan, Jie Zeng, & Julia Brettschnieder*

11:15-11:40 Correcting for probe-design in the analysis ofgene-expression
microarrays

Andy Lynch*, Christina Curtis, & Simon Tavaré

11:40-12:05 Learning useful rules and learning lies: discovering deleterious cSNPs
and disease genes

Matthew Care, James R. Bradford, Andrew J. Bulpitt,
Christopher Needham, & David R. Westhead*

12:05-12:20 Review of LASR 2007
Kanti V. Mardia

12:30-1:30 LUNCH

In multiple author papers, * indicates the presenter(s).
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POSTERS

Posters will be on display throughout the workshop in the John Wesley room on the ground
floor and the Jeanne Jugan and Mary Ward rooms on the first floor as detailed below. Presenters
are asked to be available by their posters during the poster session on Wednesday.

John Wesley room

Invariance of the likelihood-ratio test for time-varying autoregressive (TVAR) model or-
der estimation under theH0 hypothesis

Yuri Abramovich & Nicholas Spencer*

A normalisation method for oligonucleotide arrays motivated by spatial biases
J. Manuel Arteaga-Salas* & Graham G.J. Upton

Gene ranking in survival analysis assessment of prognosticvalue of genome expression
experiments

Michela Baccini, Giulia Tonini*, & Annibale Biggeri

Protein function prediction and classification using uncertainty
James R. Bradford*, Chris J. Needham, Andrew J. Bulpitt & David R. Westhead

Protein function prediction: Entropy driven integration of structural information
Chris Bridson* & Richard J. Morris

Issues in aligning multiple -MS spectra
David Clifford*, Glenn Stone & David Lovell, Ziad Ramadan, &Sunil Kochhar

A statistical model for measuring binding site similarity
John R. Davies*, Richard M. Jackson, Charles C. Taylor, & Kanti VṀardia

Prediction of phosphoinositide binding sites
Jon Fuller* & Richard M. Jackson

In multiple author papers, * indicates the presenter(s).
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Jeanne Jugan room

Measuring the elastomechanical properties of filamentous organisms with the calculus of
variations

Scott Grandison*, Richard Leggett, & Richard J. Morris

Molecular recognition as information transfer system - possible applications
Mahesh Kulharia* & Richard M. Jackson

Nonlinear measurement error models for high throughput genomic experiments
Z.Q. John Lu

Regression models for high dimensional data with correlated error
Weiqi Luo*, Paul D. Baxter, & Charles C. Taylor

Statistical modelling of globular proteins
Kanti V. Mardia & Vysaul B. Nyirongo*

Using EM to superimpose 2D images of polyacrylamide gels
Kanti V. Mardia, Emma M. Petty*, & Charles C. Taylor

Mapping multiple QTLs of geometric shape of the mouse mandible
Nicolas Navarro* & Christian P. Klingenberg

Mary Ward room

Learning gene regulatory networks without interventions (but using lots of data)
Chris J. Needham*, James R. Bradford, Andrew J. Bulpitt,
Iain Manfield & David R. Westhead

Automatic identification of morphometric landmarks in digital images
Sasirekha Palaniswamy*, Neil A. Thacker, & Christian P. Klingenberg

Lifting based imputation for peak inference on HPLC data
Samuel J. Peck*, Stuart Barber, & Robert G. Aykroyd

Shape analysis of complex symmetric structures: Estimating components of symmetric
variation and asymmetry

Yoland Savriama* & Christian P. Klingenberg

Inference for similarity indices
Farag Shuweihdi* & Charles C. Taylor

Identifying the trans-generic biotransformation potential
Robert Stones*, Chris Sinclair, Alistair Boxall, & Jonathan Stein

Statistical analysis of high performance liquid chromatography data
Rebecca E. Walls*, Stuart Barber, Mark S. Gilthorpe, & John T. Kent

In multiple author papers, * indicates the presenter(s).
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3. ABSTRACTS

Session I





On some recent advancements in applied
shape analysis and directional statistics

Kanti V. Mardia

Department of Statistics, University of Leeds

1 Introduction

There have been some new advances in shape analysis (labelled and unlabelled) and directional
statistics. The real push has come from applications in bioinformatics and images. We consider
a few topics mostly coming from my collaborative work! The topics considered are as follows:

• 3D reconstruction from 2D views (labelled)

• Bayesian hierarchical alignment (unlabelled shape)

• Directional models (unlabelled shape)

Some other shape topics in pattern recognition have been covered in Mardia (2007).

2 3D reconstruction from 2D views

In face recognition, it is important to reconstruct 3-D faces from 2-D multiple views. Various
algorithms are available to solve this problem (see for example Hartley & Zisserman, 2000).
However, there does not seem to be a clearly laid out statistical procedure except that Liu
et al. (2007) and Sugathadasa (2006) have recently given a non-parametric method. Here we
summarise a parametric model (Liuet al., 2008). Letui = (u1i, u2i)

T andvi = (v1i, v2i)
T , i =

1, ..., k bek landmarks for a pair of two images. Define the corresponding non-homogeneous
coordinatesxi = (u1i, u2i, 1)T ,yi = (v1i, v2i, 1)T . Let F (3 × 3) be the “fundamental camera
matrix” which can be written as

F = S(b)A, S(b) =




0 b3 −b2
−b3 0 b1
b2 −b1 0


 (1)

whereb = (b1, b2, b3)
T andA is a3 × 3 non-singular matrix. Note thatS(b) is a3 × 3 skew

symmetric matrix of rank 2. Then it is known that the 3-D coordinates are given by (Hartley &
Zisserman, 2000, pp268-269)

x̂i = P1νi, ŷi = P2νi, (2)

whereP1 = (I3, 0), P2 = (A,b) are “canonical camera matrices” andνi is a 4 × 1 vector,
i = 1, ..., k. We propose the model

xi = ν1i + ǫi, yi = Aν1i + b + ηi, (3)

whereǫi andηi are independentN(0, σ2I), but conditioned underx3 = 1 andy3 = 1, that is
the pdf is proportional to

exp

{
− 1

2σ2
[Σ(xi − ν1i)

T (xi − ν1i) + Σ(yi −Aν1i − bν2i)
T (yi −Aν1i − bν2i)]

}
, (4)
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whereν = (νT
1i,ν

T
2i) is partitioned withν1i : 3×1 andν2i is a scalar. The aim is to estimate the

parametersA,b,ν = 3n + 3 + 9 since3n parameters ofν1i, 9 parameters ofA, 3 parameters
of b; scale is absorbed inb so we can takeν2i = 1. Oncex̂i andŷi are estimated for sayN
pairs, we could now follow Mardia & Patrangenaru (2005) to obtain the mean reconstruction,
etc. Further investigation will appear in Liuet al. (2008).

3 Bayesian hierarchical alignment

Green & Mardia (2006) have proposed a Bayesian alignment method using hierarchical models.
The Green-Mardia algorithm underwent a challenge. A “drug-company” provided us with two
protein structures without giving their alignment. First we had to modify the program to deal
with the large size of protein chains versus the small numberof atoms in active sites. This was
done for the global optimal by replacing lpSolve by linearass (Jonker & Volgenant, 1987).

The Green-Mardia algorithm estimates simultaneously the rigid transformation and the
matching matrix. The solution mainly minimises expected loss function for the cumulative
marginal probabilities of match under the threshold on the ratio K of false positive over the sum
of false negative and false positive. A rule of thumb is used to select K = 0.7 but the solutions
are not sensitive to this value in this case. Some additionalcriteria can be used in selecting a
“consensus solution” from various MCMC runs. These guidelines help in furthering the use of
this algorithm (see Greenet al., 2007).

1. Assess that the final match has a high joint posterior probability allowing for the transfor-
mation and for the match. For a given matching matrix, we can calculate this probability
(see the flow chart).

2. Assess that the RMSD is low among competing solutions withhigh joint posterior prob-
ability.

3. Assess that the solution preserves the sequence orderingbetween matched amino acids of
x and y, i.e. there is no cross-over.

4. Check that the marginal probabilities of the solution of unmatched points with any other
is very low.

Note that there can be small variations among the solutions on different machines. The
graph method of Goldet al. (2002) could in general take very long even for a reasonable
threshold. Partly because the program developed here is mainly for binding sites with a small
number of points in the configurations. In general, we need tocompare our algorithm with
other available software for structural alignment, for example, Bourne Laboratory, University
of California, San Diego - software. This has tools for 3-D comparison and alignment based
on method of Shindyalov & Bourne (1998). The Green-Mardia procedure has been extended
in Ruffieux & Green (2007) for multiple matching. One of the main ideas in extension uses
the following integral formula for integrating out the latent mean configuration. Incidentally,
this formula appeared in Mardia (1964). Letφ(x1, ..., xk) be the p.d.f. of a multivariate normal
population with the mean vectorµ = (µ1, ..., µk)

′ and covariance matrixΣ = (σij), then
∫ +∞

−∞
. . .

∫ +∞

−∞
{

m∏

j=1

φ(x1 + a1j , . . . , xk + akj)}dx1 . . . dxk

= {(2π)k(m−1)mk|Σ|(m−1)}− 1
2 [exp{−1

2

m∑

j=1

(aj − ā)T Σ−1(aj − ā)}],
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Figure 1: Flow chart for Green-Mardia algorithm for Bayesian alignment.
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wherea′j = (a1j , . . . , akj), j = 1, . . . , m; ā = m−1
∑m

j−1 aj .
Bayesian refinement is another advancement as a procedure torefine rather “cruder” align-

ments (Mardiaet al., 2008).

4 Directional models and protein structure

There has been upsurge in directional statistics (Mardia & Jupp, 2000); some motivated by
bioinformatics.

4.1 Bivariate distributions

Mardia et al. (2007) have used the bivariate cosine distribution for torus for a model based
Ramachandran plot. We could use a bivariate Cauchy distribution for example as a robust
alternative. Let|x| = |y| = 1. Then a bivariate angular Cauchy distribution (Katoet al., 2006)
is given by

f(x, y) =
1

(2π)2

|1 − ϕ2|
|y − β0(x+ β1)ϕ/(1 + β̄1x)|2

|1 − |φ|2|
|x− φ|2 , |x| = |y| = 1,

where0 ≤ ϕ < 1, |φ| = 1, |β0| = 1. This has both marginals and conditionals wrapped
Cauchy distributions. Note that there does not exist a bivariate von Mises distribution with both
marginals and both conditionals as von Mises (see, Mardia, 1975). It is interesting that the
above distribution has the same link function as Downs & Mardia (2002) which has provided
a motivation, namely Downs & Mardia (2002) have used the error distribution as a von Mises
while here a wrapped Cauchy. Another circular Cauchy distribution of (θ1, θ2) is given by
(Waine, 2001)

f(x1) =

∫ ∞

−∞
f(x1, x2)dx2 =

∫ ∞

∞

1

2π

|A| 12
(1 + (x− µ)TA(x− µ))

3
2

dx2

whereA is a positive definite matrix.θi = 2 tan−1 xi, i = 1, 2. It has only marginals wrapped
Cauchy.

4.2 The full Fisher-Bingham distribution (FFBD) on a circle

Consider the p.d.f.

const. exp{κ1 cos(θ − µ1) + κ2 cos 2(θ − µ2)}.

This pdf first appeared in Cox (1975). Followed by as a conditional distribution of a cylindri-
cal distribution in Mardia & Sutton (1978). The normalisingconstant was given ‘tangentially’
in Dryden & Mardia (1998)! Since then, Gatto & Jammalamadaka(2007) have generalised the
distribution to contain the Fourier terms up tocos k(θ − µk) in the exponent. They also have
provided the details of when it can be unimodal, bimodal. Using their values, we can provide a
Best-Fisher type efficient algorithm (Best & Fisher, 1979) but it should allow bimodality. For
inference, it may be to use the saddlepoint approximation tothe normalising constant of Kume
& Wood (2005); see Kent & Mardia (2006) for another example. Write the exponent in the pdf
here as

λ1 cos2 θ + λ2 sin2 θ + γ1 cos θ + γ2 sin θ

12



whereγi = λiµi, i = 1, 2. Approximation from their eqn (15) for the normalising constant is

ĉ1(λ, γ) = (2π)
1
2 (K

(2)
θ (t))−

1
2 (λ1 − t)−

1
2 (λ2 − t)−

1
2 exp

(
−t+

1

4

(
γ2

1

λ1 − t
+

γ2
2

λ2 − t

))

where

K
(2)
θ (t) =

1

2

(λ1 − t)(λ2 − t)3 + (λ2 − t)(λ1 − t)3 + 2γ2
1(λ2 − t)3 + 2γ2

2(λ1 − t)3

(λ1 − t)3(λ2 − t)3

andt ∈ (−∞, λ1) is the solution of the following quartic

2(λ1 − t)(λ1 − t)2 + 2(λ2 − t)(λ1 − t)2 + γ2
1(λ2 − t)2 + r2

2(λ1 − t)2 − 4(λ1 − t)2(λ2 − t)2 = 0.

4.3 Priors for the concentration parameter of von Mises-Fisher distribu-
tions

Note that the conjugate prior for the mean direction for von Mises-Fisher distributions is stud-
ied in Mardia & El-Atoum (1976); also Green & Mardia (2006) for the Fisher matrix distribu-
tion. Mardia & El-Atoum (1976) also considered non-informative prior. For example, the non-
informative prior for the concentration parameterκ for von MisesVM(0, κ) is{A(κ)}− 1

2 , A(κ) =
I1(κ)/I0(κ).

(a) Let θ beVM(0, κ) whereκ as a random variable (n = 1). Consider the prior forκ with pdf

f(κ) = (α2 − 1)
1
2 I0(κ)e

−ακ, α > 1. (5)

Thus the joint posterior for(θ, κ) is f(κ, θ) = (α2 − 1)
1
2 e−ακeκ cos θ. So the marginal pdf

of θ is

f(θ) = (α2 − 1)
1
2

∫ ∞

0

e−(α−cos θ)κdk =
(α2 − 1)

1
2

α− cos θ
(6)

which is the wrapped Cauchy! Thus the wrapped Cauchy is the mixture of von Mises
distributions. It is already known that the von Mises is a mixture of wrapped normals
and the wrapped Cauchy is a mixture of wrapped normal!! For the von Mises-Fisher case
(meanµ fixed),

f(x|κ) =
(κ

2

)ν eκµT x

Γ(ν + 1)Iν(κ)
, x : p× 1, |x| = |µ| = 1,

the prior forκ is proposed as

f(κ) = (α2 − 1)
1
2{α + (α2 − 1)

1
2}ν e−ακIν(κ). (7)

The marginal posterior pdf ofx is given by

f(x) = 2ν(α2 − 1){α + (α2 − 1)
1
2}ν/(α− µTx)ν+1, α > 1. (8)

which is a new directional distribution.
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(b) For sample sizen, the full likelihood is proportional to{I0(κ)}−neκC for givenµ where
C = Σ cos θi. Thus a conjugate prior forκ can be taken as

const{I0(κ)}β e−ακ. (9)

For this case, the normalising constant is complicated evenfor β = 2 (β = 1 is treated
above). However, the posterior distribution ofκ is

const{I0(κ)}β−n e−κ(α−C). (10)

Hence the posterior mode is given by

A(κ̂) = (C − α)/(n− β). (11)

Forα = 0, β = 0, we haveA(κ̂) = C̄ as expected. Further, if we have the uniform prior
for µ then (11) forVM(µ, κ) becomes

A(κ̂) = (R− α)/(n− β), (12)

whereR is the resultant length. This prior proved to be superior to other priors in the
development of a probabilistic model of RNA structure (Moltkeet al. 2007).

Figure 2: Crystal structure (black) compared to a representative sample from the TorusHMM
model (gray). The representative was chosen among 50 samples (threads in the background)
as the sample with closest average RMSD to all others. The image was generated by Wouter
Boomsma using PyMol (DeLano, 2002).
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5 Modeling local protein structure

Various experiments have been undertaken by the team in Copenhagen and Leeds using a com-
bination of directional statistics and graphical models tosimulate the local structure of proteins
(Hamelrycket al., 2006; Boomsmaet al., 2006).

A hidden Markov model with multivariate von Mises emissions(TorusHMM), was used to
model the angular preferences of the protein backbone. Simulating from such a model produces
structures that are correct on a local scale, but not necessarily compact on a global scale. This
makes the model useful as a proposal distribution, for example, in protein structure prediction
methods, where the proposals can be accepted and rejected using an energy function.

Initial experiments were done to assess the model’s abilityto capture the correlation be-
tween amino acid (sequence) information and structure. As atest set, we used a library of
protein fragments that have previously been found to have very well defined sequence-structure
correspondence (Bystroff & Baker, 1998). Using sequence information as input, we simulated
from our model to verify that the local structure in our samples resembles the real structure.
Preliminary results look very promising. An example is presented in Figure 2, demonstrating
the resemblance of the crystal structure (black) to a representative structure (gray) picked from
50 samples (background). Clearly, the model captures the sequential geometry along the protein
backbone, correctly identifying the coil and helix regions.
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Distance geometry vs. coordinates for
protein folding calculations

Gordon M. Crippen

College of Pharmacy, University of Michigan

1 Introduction

There has been a great deal of interest in proteins over the last century because fibrous pro-
teins are structurally central in muscle, skin and hair, while globular proteins catalyze most
biological reactions, are involved in the control of gene expression, facilitate transport of other
molecules, and control signaling across cell membranes. Most proteins in all organisms can
be described as heteropolymers of the standard 20 amino acidtypes, where the exact sequence
(primary structure) is closely controlled. Polypeptide chains are linear rather than branched, but
more than one chain may associate to form a particular protein (quaternary structure), and there
may be covalent crosslinks that are almost always disulfide bridges between cysteine residues.
Some proteins are either covalently or noncovalently connected to nonpeptide moieties, as in
the case of hemoglobin with its heme group that is essential for oxygen transport. Although
polypeptide chains are intrinsically flexible, many of the functions of globular proteins depend
on the molecule assuming under appropriate external conditions a rather well defined three-
dimensional shape (tertiary structure), called its conformation.

In what follows, let us consider only globular proteins consisting of a single, uncrosslinked
chain of the usual 20 amino acid types. Exactly how the protein is synthesized in the cell and
transported to its destination can be a complicated story. However, one can also synthesize the
protein in the laboratory, and by varying the temperature and solvent composition, many natu-
rally occurring proteins can reversibly interconvert between a fairly random “denatured" state
and a much more ordered “native" conformation. The native conformation has been determined
by x-ray crystallography and NMR spectroscopy for over 40,000 proteins (Berman et al., 2000),
and there is a great deal of variety in these structures. Because the isolated protein can fold up
to its native conformation, the fold is determined only by the sequence, not by some external
guidance by the ribosome or other cellular components.

The interior of a folded globular protein is about as denselypacked as typical crystals of
small organic compounds. There may be some residual disorder on the surface, but the interior
atomic positions are mostly well determined. While there are some simple repeating substruc-
tures (secondary structure) such asα-helices andβ-sheets, the overall fold requires many pa-
rameters to describe. Even for small molecule crystal structures that can be parameterized in
terms of a few crystal lattice parameters and a few internal conformational degrees of freedom,
ab initio prediction of the crystal structure is by no means routinely successful at present. Go-
ing strictly from amino acid sequence to the native structure of a protein is currently even less
successful, in spite of heroic application of cleverness and computer power.

2 SMEUSE

Suppose we have a system consisting of all the atoms of a protein molecule plus the atoms
of the surrounding solvent. The total system ofn atoms can be described in terms of the3n
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Cartesian coordinatesxi and the3n Cartesian components of the atomic momentapi. Thus the
total Hamiltonian

H(~p, ~x) =
3n∑

i=1

p2
i

2mi

+ E(~x) (1)

has momenta terms depending on a singlepi each plus the mass of the atom, while in general
the internal energyE depends on all the coordinates. In standard statistical mechanics, all the
thermodynamic properties of the system can be derived from the partition function

Q =

∫
· · ·
∫

exp

(
− H

kT

)
dp1 · · · dp3ndx1 · · · dx3n, (2)

wherek is Boltzmann’s constant, andT is the absolute temperature. The momentum part of the
Hamiltonian isseparablein the sense that the integration over the3n momenta breaks down
into a product over momenta of simple Gaussian integrals foreach component. However, the
usual force fields used in computational chemistry formulate the internal energy part as a sum
over mostly two-body interactions, such as covalent bond stretching, van der Waals nonbonded
interactions, and monopole-monopole electrostatic interactions. When one coordinate of one
atom is perturbed, several energy terms are affected, and the sets of terms affected by different
variables generally overlap.

Straightforward numerical integration of the energetic part of the partition function is infea-
sible for proteins, where there may be thousands of atoms, and the internal energy has many
local minima and can vary suddenly when two atoms are nearly in contact. The preferred ap-
proaches are stochastic methods, such as Monte Carlo or molecular dynamics. They give the
right result in principle, in the limit of infinite computer time, but there is no internal standard
to tell when the process has converged.

Statistical Mechanics Enabled Using Separable Energies (SMEUSE) is an unconventional
alternative approach whereby some different set of conformational parameters is devised along
with a different formulation of the internal energy, such that each additive term in the energy
depends on its own disjoint subset of parameters.

1 One step in this direction was to formulate a 12-dimensionalconformation space for very
small proteins by first translating and rotating each structure in a standard way (reminiscent
of Bookstein coordinates) and then keeping the first 12 termsof the discrete cosine trans-
forms of the chain coordinates (Crippen and Ohkubo, 1998). Keeping a discrete sampling
of conformations in such a simplified space made it possible to calculate protein folding
thermodynamics and kinetics that showed many realistic features.

2 Quantitative agreement with experimental folding thermodynamics could be achieved for a
series of 67 mutants of the well studied protein barnase in a model where the native and
denatured states were represented by Gaussian distributions in energy (Crippen, 2001). This
included both thermal and urea denaturation.

3 Having found that Haar wavelet transforms were even more suitable for building a protein
conformation space via a standard positioning scheme (Crippen, 2003), we used them to build
a separable energy function where the variables were the distances between the centroids of
the first and second halves of the chain, first quarter and second quarter, etc. in a hierarchy of
increasing detail (Wang and Crippen, 2004). It was possibleto adjust the 26 parameters of a
simple energy function so that the native structures of seven dissimilar proteins were thermo-
dynamically favored over their denatured states. Then another 480 test proteins representing
a wide variety of folds were similarly predicted to be stablein their native states, even though
they had little sequence similarity to the training set proteins.
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3 Cluster distance geometry

In terms of Cartesian coordinates forn points or atoms inR3, there are3n− 6 conformational
degrees of freedom, up to a rigid translation and rotation. However, the relation to standard pair-
wise interaction energy terms is not simple overall, as explained above. On the other hand, there
aren(n − 1)/2 distances between points, each corresponding to a different additive pairwise
energy term, but there are obviously too many of them to function as mutually independent con-
formational variables. There are well understood mathematical relations among the distances,
such as the triangle inequality among three points and otherrelations among sets of four, five,
and six points (Crippen and Havel, 1988).

For simple models of protein folding, one often represents the polypeptide chain by a single
point per amino acid residue, rather than one point per atom.In cluster distance geometry,
one can further simplify the chain into a succession of blocks of b sequentially contiguous
residues (Crippen, 2004a). Then instead of dealing with squared distances between points,
d2

ij, the focus is on the sum of squared distances between the points in two blocks,DIJ =∑
i∈I

∑
j∈J d

2
ij. This reduces the number of conformational variables by a factor of b2 while

still capturing features like maximal packing density, limits on chain extension, and proximity
between different parts of the chain. For conformations inR

3, the relations among thed2
ij

apparently map into the equivalent relations among theDIJ .
A simple energy model is to say that wheneverDIJ is less than some cutoff, all the residues

in block I interact with all those inJ , and each interresidue interaction contributes some value
depending on the unordered residue type pair. These contributions are the20 × 21/2 = 210
adjustable parameters. For proteins having a single chain of no more than 128 residues grouped
into blocks of 8 residues, all possible conformations lie ina 16 × 15/2 = 120 dimensional hy-
perrectangle of theDIJs. The total conformation space was subdivided into 71 sub-rectangles
to exclude regions incompatible with the triangle inequality. The configurational part of the
partition function could easily be evaluated by integrating exp(−E/kT ) over each rectangle,
counting the native state to be the one rectangle containingthe crystal structure, and the dena-
tured state to be the sum of the statistical weights of all theother 70 rectangles. Adjusting the
210 parameters to favor the native state of 32 proteins resulted in the correct prediction of the
native state for 146 proteins unrelated to the training set (Crippen, 2004b).

Results can be improved by going to four residues per block and more precisely enforcing
the constraints on structures inR

3 by representing all possible conformations in terms of 50 sig-
nificantly different interblock contact matrices calculated from real three-dimensional protein
structures. For instance, one of these matrices has essentially no contacts and thus corresponds
to the vast array of denatured state conformations where thepolypeptide chain is fully exposed
to the solvent. Using only 31 proteins to adjust the 210 energy parameters, the native states of
698 unrelated proteins are favored (Crippen, 2005).

4 Conclusion

By employing low-resolution models of proteins in terms of structural variables directly re-
lated to energy terms, one can avoid a hopeless global searchproblem and produce models with
substantial predictive power. Clearly much remains to be done in terms of better structural res-
olution and more precise agreement with experimental thermodynamics and kinetics of protein
folding.
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Structural prediction of protein function
via molecular prediction

Nicola D. Gold* & Richard M. Jackson

School of Molecular Biology and Biochemistry, University of Leeds

The aim of the SitesBase project is to aid the characterisation of proteins by structure based
prediction of protein function based on common modes of molecular recognition. SitesBase
uses a method based on geometric hashing to compare the structures and properties of all known
ligand binding sites and assess the extent of their similarity. These data are stored in a World
Wide Web accessible database which is searchable with a PDB code, ligand information (such
as ligand name, number and chain) or keyword. Similar sites are rapidly returned in a ranked
list with the most similar at the top. Interesting hits can then be selected and superimposed on
the query allowing further examination and visualisation.Results show that similarity between
binding sites can be found in the absence of overall fold similarity which has significance for
drug-design and discovery of possible side effects.

Work is now underway to cluster binding sites according to their structural similarity with
the purpose of identifying binding sites to represent each cluster. Our aim is to allow new and
putative binding sites to be compared to the representativeset of binding sites using geometric
hashing.
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On using the correlations of divergences

Olivier Delrieu & Clive E. Bowman*

GlaxoSmithKline R&D,

Abstract
The choice, aggregation, weighting, and interactions of divergences, a natural metric of
contrasts in the exponential family, is outlined from our experiences in applied genetics.
Key words:- aggregation, biomarker, Bayes factor, copy number, epistasis, filtering, gene,
haplotyping, interaction, LBF, LLR, log likelihood ratio,map, multivariate method, over-
representation, SNP, visualisation.

Divergences (Jardine & Sibson, 1971) arethenatural metric for the comparison of individuals
or groups in the co-analysis or visualisation (i.e. thefiltering) of multiple bio-marker data types
(see Fig.1 upper left). Correlations of divergences (seehttp://taxonomy.delrieu.org) can offer
phenomenological insight and understanding. Covariancesof them are scale dependent and
focus on prediction. We could not have developed these ideaswithout the enduring personal
support of Allen Roses.

Choice: Practitioners face choices within applied genetics (see Roses, 2004) and care in
analyses matters. All filters sacrifice (i.e. chose to ignore) some features of the original data to
highlight others. Different divergences can be used for different purposes (Table 1) and can be
filtered differently. Correlations of divergences can be estimated over all individuals (Delrieu &
Bowman, 2006a) or over a single group, before eigen decomposition overall, or of a single group
(see Fig.1 lower left), and the biplot display of individuals. Eigen vectors of divergences can
be further projected (Stemet al., 2007). Divergences can be derived for all distributions ofthe
exponential family (see Table 2 for some useful examples). Frequentist or Bayesian parameter
estimation (Congdon, 2001) is possible before ‘plug-in’ into divergences. Estimation can be
marginal or joint. While -2*LLR is asymptotically distributed asχ2

△dof for nested hypotheses,
inferences on divergences (Pardo, 2006) is best done using permutation distributions (e.g. Figs.1
upper right,4).

Aggregation: SNP log Bayes Factors (lbfs) are the data’s empirical genetic model and
non-linearly stretch and squash the axes of multi-dimensional SNP data.Lbfs generate vari-
ance (i.e. scale) between groups (by definition(Delrieu & Bowman, 2005) as well as within
groups (i.e. departures from a single genotype). Aggregations can strengthen correlations by
reducing ‘noise’. Linkage disequilibrium (LD) generates covariance (i.e. pattern). Delrieu &
Bowman (2006a) linearly aggregate these specific SNP divergences and then perform eigen
analysis of correlations of thesesample aggregatesover individuals - much as characters are
coalesced in agglomerative clustering. If SNPs are not in LDwithin an aggregate (e.g. ‘sin-
gleton signals’) this will correctly down-play thelbf for that aggregate. Presence of LD will
reinforce aggregate signals. The correlation calculationfor aggregates in Delrieu & Bowman
(2006a) may discount some within aggregate information as,varkΣm(lbf)) 6= just aΣm func-
tion of vark(lbfm) (wherek indicates over individuals and m over markers) for an aggregate

necessarily. For instance, let−→x be a row vector of thep SNP loci genotyped, and, let
−→
lbf be

the row vector ofp lbfi variables derived from−→x for each person, then, the correlation ma-
trix of lbf variables over k people is the mean-centred, rescaled average SSCP over people:
Θ = CORRk (lbf1 , · · · , lbfp ) ≡ elements[corr (lbfi, lbfj)] = rij (for all i and j = 1 to p),

whererij =
cov(lbfi,lbfj)√

var(lbfi)var(lbfj)
over people. So, for 3 SNPs then⇒ Θ =




r11 r12 r13
r21 r22 r23
r31 r32 r33



 ,
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Divergence LLR Domain Use to triage Reference

lbf Actual Over i
individuals

Effects Delrieu &
Bowman
2005,2006a

Kullback-
Leibler

E[...] or Over i
individuals

Outlier
individuals

Bowman et al.
(2006)

(Kullback &
Leibler, 1951)

Typical(lbf ) within g groups within groups

Symmetric J E[...] or Over g groups Groups Bowman et al.
(2006)

(Jeffreys, 1946) Average(KL)

Table 1:Use of divergences (Kullback, 1997) in applied genetics. Delrieu & Bowman (2005) introduceddirected
log Bayes factors (lbf ) or log likelihood ratios (LLR) as additive contrasts for decomposing the genetic determi-
nants of disease. Delrieu & Bowman (2006a) exemplified the visualisation of their correlations in marker triage
as well as in group and individual outlier detection. Bowmanet al. (2006) useddirectedexpected LLR ratios
in the eigen analysis of outlier gene by treatment correlations. 2*i*(KL) is asymptoticallyχ2

g−1 for a SNP (see
Kupperman, 1958). Note:UndirectedSymmetric J could be used, for instance, to compare the genetics of severe,
moderate, mild and no disease cohorts; or to compare placebo, ‘gold standard’ and test medicine groups; or to
compare various ethnic groups genetically within a large population study etc.

Distribution Divergence Formula Use

Poisson* ⇒ e−λλk

k!
Copy

lbf λ2 − λ1 + k. log(λ1

λ2
) number

KL λ2 − λ1 + λ1. log(λ1

λ2
) variation

Symm. J 1
2
(λ1 − λ2). log(λ1

λ2
)

Exponential ⇒ λe−λx Time
** lbf log(λ1) − log(λ2) + (λ2 − λ1). log(x) to event

Gamma ⇒ xk−1 e−x/θ

θkΓ(k)

: if k = 1 and θ = 1/λ ⇒ exponential
: if k = ν/2 and θ = 2 ⇒ χ2

ν

Gamma ⇒ xα−1 βαe−βx

Γ(α)
β = 1/θ form

KL α2 log(β2) − α1 log(β1) − log(Γ(α2)
Γ(α1)

)+

(α2 − α1)(ψ(α2) − log(β2) − α2(1 − β1

β2
))

Symm. J ∝ (α2 − α1).[log(β2

β1
) + ψ(α2) − ψ(α1)]+

( 1
β1

− 1
β2

).(α2β2 − α1β1)

Table 2:Some miscellaneous useful divergences for applied genetics. ψ(k) is digamma Γ(k)

Γ′(k)
. For binary data

in Delrieu & Bowman (2005, 2006a), KL =νi log νi

θi

for cases andθi log θi

νi

for controls; Symmetric J - their
average. For normal distribution formulae see Bowmanet al. (2006). For multivariate normal see Dragalin &
Fedorov (1999). *⇒ Bayesiana posterioriestimate Congdon(2001) using vague Gamma(0.001,0.001) prior for
Poisson parameterλ is [sum(of number data) plus 0.001] / [count(people) plus 0.001] rather than raw estimate of
(sum/count). **⇒ Bayesiana posterioriestimate Congdon (2001) using Gamma(a, b) prior for rate parameterλ is
[number of data points plus a] / [total of data plus b] rather than raw estimate of (1/mean). Analogous divergences
of different data types can be put in simultaneous analyses e.g. ‘location model’ for binary and normal.
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rii = 1 andrij = rji, and SNP covariance matrixΨ =



c11 c12 c13
c21 c22 c23
c31 c32 c33


 . Then, let a gene

G be a simple linear unweighted mean aggregate of 2 SNPs:lbfG = 1
2

(lbf1 + lbf2) . Now
a different choice to that of Delrieu & Bowman (2006a) is to transformΘ into a new corre-

lation matrixΩ under SNP aggregation to gene G usingΨ. HereΩ =

[
q11 q12
q21 q22

]
, with

q12 = q21 = corr (lbfG, lbf3) andq11 = q22 = 1.
We have:

q12 = corr

(
1

2
(lbf1 + lbf2) , lbf3

)
=

cov
(

1
2

(lbf1 + lbf2) , lbf3

)
√
var

(
1
2

(lbf1 + lbf2)
)
var (lbf3)

cov

(
1

2
(lbf1 + lbf2) , lbf3

)
=

1

2
cov (lbf1, lbf3) +

1

2
cov (lbf2, lbf3) (1)

var

(
1

2
(lbf1 + lbf2)

)
=

1

4
( var (lbf1) + var (lbf2) + 2cov ( lbf1 , lbf2 ) ) (2)

Hence:
q12 =

c13 + c23√
(var (lbf1) + var (lbf2) + 2c12) var (lbf3)

Thus, for a gene made of m unweighted SNPs:lbfG = 1
m

m∑
i=1

lbfi, the correlation element of G

and SNPm+1 is:

q1,m+1 =

m∑
i=1

ci,m+1

√
var (lbfm+1)

√
m∑

i=1

var (lbfi) + 2
m∑

1≤i<j

cij

Thus, for two linear unweighted aggregations of genes:lbfG1 = 1
m

m∑
i=1

lbfi and: lbfG2 =

1
n

m+1+n∑
i=m+1

lbfi

qG1,G2 =
cov (lbfG1, lbfG2)√
var (lbfG1) var (lbfG2)

qG1,G2 =

1
m

m∑
i=1

cov

(
lbfi ,

1
n

m+1+n∑
j=m+1

lbfj

)

1
m

√
m∑

i=1

var (lbfi) + 2
m∑

1≤i<j

cij
1
n

√
m+1+n∑
i=m+1

var (lbfi) + 2
m+1+n∑

m+1≤i<j

cij

qG1,G2 =

m∑
i=1

m+1+n∑
j=m+1

cij

√
m∑

i=1

m∑
j=1

cij

√
m+1+n∑
i=m+1

m+1+n∑
j=m+1

cij

(3)

The numerator in equation (3) represents the between gene covariation, the denominator the
within gene covariation. Within aggregate covariation matters. In practice (Fig. 2 left), the
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sample ‘uncorrected’ estimates of the correlations of SNP aggregates using Delrieu & Bowman
(2006a) are close, on average, to those from equation (3) using the per marker lbfs (denoted
‘proper’ herein). However, this isnot always true (see Fig.2 centre) due to rounding errors and
mean centring effects⇒ Choice of filter implementation matters.

Figure 1:Upper left: Simultaneous or co-analysis of multiple data types in applied genetics. Psychiatric disease
A example from Delrieu & Bowman (2006a). Biplot showing casecontrol distinction (cases on right, controls on
left - CaseCont vector inclined to horizontal axis), based upon SNP (_nnnnnnn), pathway (PATHn) and clinical
anxiety data (anxietySubject) together with within group variation explained by various overweight measures. Note
neurological pathway 3 and anxiety correlate well with disease status supporting a postulated mechanism involved
in the phenotype.Upper right: Genetic determinants of drug-induced SJS/TEN in Caucasians Delrieu & Bowman
(2006b). Permutation distribution under the null of 2D case-control projectedlbf loading1s - 3587 permutations
of case-control status. Observed 2D projected loading1 indicates significant genetic effect of marker HLA-B*57
(which was the highest 2D case-control projected loading1 in original dataset out of 137 SNPs and HLA markers)
on the predisposition to these adverse events.Lower Left: Cases-only eigen decomposition showing distinct genetic
determinants within the two drug-induced disjoint AE phenotypes SJS and TEN (data from Sternet al. (2007)).
Cases as triangles, controls as crosses. Note importance ofconstituents of Sanger haplotypes (DBB, MANN
and PGF, see http://www.sanger.ac.uk/HGP/Chr6/MHC/).Lower Right: Decomposition of two overlapping drug-
induced gut phenotypes (AE ‘I’ and AE ‘S’). Green crosses - simultaneous display of 133 ADME genes together
with their 1043 SNPs constituents and suspect drug metabolic pathway aggregate (Drug_MeT ). Note how drug
metabolism is more correlated with one AE than the other.

Weighting: A larger number of SNPs in a gene potentially increases the magnitude and
granularity ofmeank(lbfG1) evidence (where k indicates across individuals). Whilst inprac-
tice large genes have largervarm(lbfm) (where m indicates over markers within an aggregate),
a small gene may unluckily by chance alone have a highlbf (or largervark(lbfG1)). Choice of
unweighted means of markerlbfs in the eigen analysis visualisations can favour those aggre-
gations with larger number of constituents (Fig.2 right, 3 left). This is driven by the structure
of the SNP to gene map (Fig.3) used in filtering the dataset altering the precisions of aggregate
averages and thedistributionof SNPlbf results. It can be approximately adjusted for (Fig.2 left
and right) using a diagonal re-weighting (rationalised below), or estimated by regression and
subtracted (for modest sizes of genes - Figs.2 right and 4 right), and or obviated in permutation
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Subject SNP1 SNP2 HLA-B HLA-C SNP1⋄ SNP2 HLA-B*57 ⋄ -C*06

1 CC GG 57,57 06,07 CC_GG +1 YY_YN
2 AC GG 57,44 07,02 AC_GG -1 YN_NN
3 CC GT 44,44 07,07 CC_GT -1 NN_NN
... ... ... ... ... ... ...
n AA TT 15,57 06,06 AA_TT︸ ︷︷ ︸ +1 YN_YY︸ ︷︷ ︸

Genotype * Genotype HLA Allele * HLA Allele

(9 possibilities) (2 or 9 possibilities)

Table 3: Example of dummy factorsX ⋄ Y to indicate categorical SNP interaction terms of X with Y andthe
choice of parameterisation for interactions. All main effects and interactions are entered into thelbf correlation
matrix and eigen analysis simultaneously, i.e. to use interaction term: SNP1⋄ SNP2 also include SNP1 and SNP2;
to useHLA−B ∗ 57 ⋄ −C ∗ 06 also requires inclusion of dummy variables (as follows):- for genotypic analysis,
HLA-B*57 (scored YY, YN or NN) and HLA-C*06 (YY, YN, NN) see Delrieu & Bowman (2006b); for allelic
analysis, HLA-B*57 (scored +1=yes/-1=no) and HLA-C*06 (+1=yes/-1=no), see Fig.3 right. Note the different
way in which heterozygotes can be dealt with.

Figure 2:Results for typical large loading1 ‘RedBox’ gene RYR2 and dataset disease A from Delrieu & Bowman
(2006a). Observed data held fixed,> 1330 permutations of SNP to gene mapping retaining map structure(as given
in Fig.3 centre).Left: Distribution of loading1 in uncorrected (Delrieu & Bowman, 2006a), weighted and ‘proper’
analysis. Note:- effect of rescaling by weighting; agreement on average of two unweighted methods; location
of observed ‘proper’ loading1 under null mapping i.e. likely over-representation of large SNP effects due to the
concerted LD and reinforcement of signal amongst the RYR2 SNPs. Centre: Distribution of the difference in
loading 1 from original aggregation method of Delrieu & Bowman (2006a) versus that of the exact method herein
(denoted ‘proper’) showing that theydo differ under the null mapping from time to time and significantly for this
dataset⇒ Covariance terms within an aggregation matters when using aggregations.Right: Mean over SNP to
gene mapping permutations for each gene for the three approaches. Note: for unweighted methods (over this range
of gene sizes), a square root relationship with higher loading1 values for aggregates containing larger number of
data SNPs (giventhismap structure - Fig.3 centre and this distribution of SNPlbfs). However, weighting effectively
ameliorates reduced diagonal variance terms (seetext). Note residual LD re-inforcement of unweighted signals
shown by small disparities to fitted line (c.f. Fig.4 right).Dotted line indicates ‘RedBox’ boundary Delrieu &
Bowman (2006a).
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Figure 3: Left: Observed data of Disease A (Delrieu & Bowman, 2006a), observed data for [proper minus
uncorrected] loading1 for each gene aggregate together with line through mean per number of data SNPs. Note
broad square root relationship. Correction is especially important for large genes.Centre: Frequency histogram
of genes with different numbers of data SNPs for map used in Fig. 2 right. Fitted distribution: Geom(0.026)
or NegBin(1,0.026),χ2 goodness of fit =10−4 or; inverse quadratic curve fity = 1133.x−2.09. Different map
structures will yield same relationships of unweighted gene loading1s with the number of data SNPs under the null.
Right: Interaction analysis (see Delrieu & Bowman (2006b)). Skincancer cell lines courtesy of J Kulski, Murdoch
University, Western Australia; HLA and Alu loci - 8091 main effects and interactions. Note discrete clusters of
two loci marker combinations indicating specific haplotypes of interest to the right. Vertical displacement indicates
different genotypes within the haplotypic loci.

Figure 4:Observed data of Disease A from Delrieu & Bowman (2006a) - 1512 genes. Map structure as in Fig.3
centre preserved. Probability [of loading1 for a gene aggregate under the null permutations (> 1330) of SNP to
gene map] being< actual observed value (i.e. high values = significant over-representation of effects in gene) -
see Fig.2 left.Left: Same; by number of data SNPs in aggregate. Big genes can showhigh granularity and here
tend to show over-representation. But some large genes appear unimportant (e.g. GRINB2), as despite their large
signal, their signal is very likely to be by chance alone. Note: this display does not yet correct for number of data
SNPs per gene.Centre: Same; by loading1 showing RedBox gene RYR2 observed could be due to chance given
this map structure i.e observed RYR2 may be dominated by a, oronly a few, disjoint highly associated singleton
SNP(s). Horizontal lineα=0.2. Vertical dotted line indicates ‘RedBox’ boundary (odds of signal versus ‘noise’ =
4). Note: this display does not yet correct for number of dataSNPs per gene.Right: Same, by loading1 adjusted
for gene size via regression, showing EDIL3 remains an important aggregate amongst those in the top right hand
quadrant of interest. Horizontal lineα=0.2. Large genes,per force, can easily show over-representation. Over-
representation in a RedBox gene will also be indicated by small varm(lbfm) for subjects (where m indicates over
markers within an aggregate).
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testing (Fig.2 left and Fig.4).
Aggregations apply a design matrixX to the data. A set of linear aggregations, if mutually

orthogonal, certainly affect variance:- Considerlbf data for 3 SNPs on K people (i.e.lbfkj

for j=1 to 3 and k=1 to K) with no missing values (note: j here subsumes extra index i for
up to 3 genotypes within a SNP; Delrieu & Bowman, 2006a). Mean-centre and divide these
by the square root of the variance across people for each SNP j(i.e. dkj =

lbfkj−meank(lbfkj)√
vark(lbfkj)

),

where k denotes across people. Call this K x 3 data matrix,∆ =




d11 d12 d13

d21 d22 d23

... ... ...
dK1 dK2 dK3


 . Then

SSCP (∆) = ∆T .∆ = CORRk(∆) =




1 1
K

K∑
k=1

(dk1.dk2)
1
K

K∑
k=1

(dk1.dk3)

1
K

K∑
k=1

(dk2.dk1) 1 1
K

K∑
k=1

(dk2.dk3)

1
K

K∑
k=1

(dk3.dk1)
1
K

K∑
k=1

(dk3.dk2) 1




=

ρ which is 3 x 3 and1
K

K∑
k=1

d2
kj = 1 for all j=1 to 3. Now, letX be the design matrix for a set

of orthogonallinear aggregations i.e.XT .X is diagonal:- Say, we define a gene (G1) as the
unweighted mean of two SNPs and leave the remaining SNP alone, i.e. dk(G1) = dk1+dk2

2
for

all k=1 to K ⇒ X =




1
2

0
1
2

0
0 1


 which is 3 x 2. NoteXT .X =

[
1
2

0
0 1

]
. Then∆.X =




d11+d12

2
d13

d21+d22

2
d23

... ...
dK1+dK2

2
dK3


 which is K x 2 andSSCP (∆.X) = XT .∆T .∆.X = Υ which is 2 x

2. But this isnot CORRk(∆.X) as the leading diagonal ofΥ will no longer be all 1s⇒
Choice of the parameterisation ofX matters. This can be seen by noting that although the
column means of∆.X will still be zero, the first column now has a variance6= 1. By def-
inition, meank(dkj) = 0, vark(dkj) = 1 for all j, then, as a first approximation, under a

null of SNP independence i.e covariance=0within an aggregate⇒ vark

K∑
k=1

(1
2
.(dk1 + dk2)) =

1
22 .(K.vark(dk1)+K.vark(dk2)) = S say,⇒ S = K

2
, and this could be used forΥ adjustment to

achieveCORRk(∆.X) before eigen decomposition. Now:- K is fixed by the data for all aggre-
gations and can be ignored (i.e. subsumed into eigenvalues via

∑
(eigenvalues) =total varia-

tion in sample); leavingS = 1
2

which is< 1 i.e. the corresponding diagonal element ofΥ is too
small compared to that of a non-aggregated SNP. To produce anequivalent matrix with a diag-
onal set to 1s, then choose to simply inflate the variances in the denominator of all off-diagonal
correlation calculations featuring G1 by x1/1

2
i.e. x 2, or more simply divide elementsυhi in

Υ by
√

2 for h6=i=1 to 2. This generalises forlbfk,G1 = 1
m

m∑
j=1

lbfkj andlbfk,G2 = 1
m

m∑
i=j

lbfkj

to an adjustment proportional to1√
mn

, or the following effective correction to theoff-diagonal

gene level correlation coefficients (see ‘weighted’ in Fig.2):- q∗G1,G2 =
qG1,G2√

mn
where G1 and G2

have (1...m) and (1...n) SNPs within them. The matrixX is used with resultant eigenvectors to
calculate subject gene levellbf scores. ThisΥ weighting is only approximate as LD within a
geneis actually likely for any mutations of biological significance. Moreover, LD would be the
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origin of any over-representation of large signals within agene. Clearly, this re-weighting is not
necessary for a set of genes with broadly similar number of SNPs in each, nor should be made
for an experiment where there has been a purposeful rationale for greater SNP sampling within
ana priori region, or for a dense region with strong LD, or where one is content to favour more
examined or more evolutionarily variable genes.

A different choice would be to re-standardise the columns of∆.X and dispense with any
weighting forΥ (i.e. rather than say expand the diagonal variance term further with within
aggregate covariation using the bilinear rule - equation (2), or even considering adjusting the
cross-product terms themselves with equation (1)). Another choice would be to ensure that the
sum of the squares of the terms of a column inX add up to 1 i.e.X.XT = I, but then this
matches a gene effect ofdk1+dk2√

2
not the desireddk1+dk2

2
. The choice is to keep the variability (er-

ror) the same, which effectively amplifies the aggregate signal, or leave the data unstandardised
keeping the signal the same in the new aggregate direction but reducing its variability⇒ Care is
needed. Correlation structure ignored in aggregation can be partly retrieved by the concomitant
eigen decomposition of aggregates together with all their constituents (see Fig.1 lower right)
i.e. if solely the relativedirectionsare of interest. Mappings of one SNP to one gene, or many
SNPs to one gene do not induceextra correlations in themselves, but mappings of one SNP
to many genes in aggregationswill ⇒ Choice of map matters. Dummy uniform data can be
used in eigen analyses to diagnose such non-orthogonality (see: graphical method for missing
data in EigenAnalysis.sas withinTaxonomy3software onhttp://taxonomy.delrieu.org). Eigen
visualisations using anyXT .X with off-diagonal structure would need careful interpretation
as such will induce extra pattern. Even then, inferences could be done using permutations of
case-control status together with permutations of SNP to gene mapping as appropriate to the
question of interest.

Interactions: For binary divergences, categorical biomarker interactions can be examined
by constructing dummy variables (see Table 3 for SNP and HLA examples) to be included in
with the analysis of the main effects. The choice of how to deal with heterozygotes determines
the coding. Two-marker combinations (epistasis) appearing in similar locations on biplots (i.e.
correlated) can indicate the presence, span and constituents of the likely relevant haplotypes
containing those markers (Delrieu & Bowman (2006b) and Fig.3).
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Procrustes methods for projective shape

John T. Kent* & Kanti V. Mardia

Department of Statistics, University of Leeds

1 Introduction

Consider a configuration ofk points or landmarks inRm, represented as ak × m matrixX0.
For many purposes, it is not the configuration ofX0 which is of importance but itsshape, that
is, its equivalence class under an appropriate group of transformations. One important type of
shape isprojective shape. LetX = [1k, X0] be ak × p matrix, wherep = m + 1, containing
the landmark positions in homogeneous coordinates. In the theory of projective shape we treat

X ≡ DXB, (1)

for all (k × k) diagonal matricesD = diag(di) with di 6= 0, and for all nonsingular(p × p)
matricesB. Without loss of generality the scaling of one of the matricesD orB can be fixed,
e.g. by requiring det(B) = 1. The wide range of transformations provided byB makes it
difficult to assess visually when two configurations have thesame or a similar projective shape.
Hence we look for standardised methods of representing projective shapes in order to bring out
this information more explicitly.

Whenm = 1 or 2, we can think of projective shape in terms of the information recorded on
film by a camera inm+1 dimensions. The matrixB encodes information about the focal point
of the camera and the orientation and location of the film, andthe matrixD encodes the property
that all we can see on the film are the (projected) positions ofthe landmarks, but not how far
they are from the film. Projective shape consists of the information about the configuration
invariant to the choice of camera and film position. It is an important tool in machine vision for
identifying common features in images of the same scene taken from different camera angles.
For further details about projective shape, see e.g. Faugeras & Luong (2001) and Hartley &
Zisserman (2000).

PartitionX in terms of its rows asX =
[
x1 . . . xk

]T
, wherexj(p× 1) represents thejth

row (as a column vector). In Kent & Mardia (2006) it was shown that, provided the rank ofX
equalsp, it is possible to choose a member of this equivalence class such that

xT
j xj = 1, j = 1, . . . , k,

XTX =
k

p
Ip.

(2)

Thus the rows ofX are unitp-vectors and the columns of(p/k)1/2X are orthonormalk-vectors.
This standardised representation is unique up to (a) changing the sign of each row ofX and (b)
postmultiplication by ap× p orthogonal matrix. Hence, this representation can be viewed as a
projective pre-shape, an analogue of the more commonsimilarity pre-shapein similarity shape
analysis.

A key methodology for the study of similarity shapes is Procrustes analysis, and in this
paper an analogous methodology will be developed for projective shapes. This methodology
will be illustrated for the case of 4 collinear points,k = 4, p = 2.
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2 Procrustes analysis

One of the main goals of Procrustes analysis is to develop a suitable distance between shapes.
One of the principal methods to do this is to embed the shape space in some Euclidean space.
An embedding is a mappingf , say, which maps standardised configurations satisfying (2) to a
Euclidean space, such that

(a) if X1 andX2 have the same projective shape, thenf(X1) = f(X2), and

(b) if X1 andX2 have different projective shapes, thenf(X1) 6= f(X2).

In this section we shall propose two potential embeddings for projective shape space.
The projective shape of a standardised configurationX in (2) is invariant under possible

changes in sign for each row and under multiplication on the right by an orthogonal matrix.
Thus an embedding ofX needs to be invariant to these choices. To carry out this task, we carry
out the following steps.

(1) For1 ≤ j1, j2 ≤ k, let
rj1j2 = xT

j1
xj2

denote the inner product between rowsj1 and j2 of X. Clearly, rj1j2 is invariant to
orthogonal transformations, but is not invariant under sign changes of the rows ofX.

(2) Define ak × k matrixS with entries

sj1j2 = r2
j1j2

.

ThenS = S(X) is our first attempt at an embedding. In particular,S(X) is invariant
under sign changes of the rows ofX.

(3) Next define a 3-wayk × k × k arrayQ with entries

qj1j2j3 = rj1j2rj2j3rj3j1 .

ThenQ = Q(X) is our second attempt at an embedding. NoteQ(X) is also invariant
under sign changes of the rows ofX.

Once we have an embedding we can define an average shape for a collection of standardised
configurations{Xi}n

1 by setting

X̂ = arg min||S(X) − S||2, or X̂ = arg min||Q(X) −Q||2,

over standardised configurationsX, where|| · || denotes Euclidean distance, and whereS =∑
Si/n andQ =

∑
Qi/n.

A natural question is why we need to consider two possible embeddings, especially whenQ
seems more complicated thanS. The answer is as follows.

(a) In general it can be shown thatQ defines an embedding.

(b) However, it is not yet clear whether in general the simpler mappingS also defines an
embedding.

(c) For the special casek = 4, p = 2, it can be shown thatS andQ contain the same
information, so thatS defines an embedding in this case.
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3 The cross-ratio case

Consider the case ofk = 4 collinear points withp = 2. Following Kent & Mardia (2006), a
standardised configuration for projective shape can be written in the form

X =




−s c
c s
1 0
0 1




wheres = sin(δ), c = cos(δ), 0 < δ < π/2, after a possible re-ordering of the landmarks. One
version of the cross-ratio in this case isτ = sin2 δ.

The matrixS takes the form

S =




1 0 s2 c2

0 1 c2 s2

s2 c2 1 0
c2 s2 0 1


 .

When a set of configurations has a common ordering (that is, the zeroes inS appear in
the same place), the average shape is easy to define explicitly. Given data with anglesδi, i =
1, . . . , n, the average projective shape has an angleδ̂ defined by

sin2 δ̂ =
1

n

n∑

i=1

sin2 δi.

In this setting it turns out that using the embeddingQ leads to the same definition of an average
projective shape asS.

4 Example

Table 1 lists the coordinates for 4 collinear points on a building as seen in a set of images from
5 different views (Mardia & Patrangenaru, 2005). The cross-ratio (under the ordering 1324 of
the landmarks) and the angleδ are also listed.

Table 1. Horizontal coordinates of collinear points on an Educational Building at 5 different
views.

View x1 x2 x3 x4 τ δ
1 22.90 35.7 48.3 61.10 0.340 35.7o

2 23.10 29.1 35.5 42.50 0.338 35.6o

3 41.40 44.3 47.3 50.70 0.353 36.5o

4 39.00 47.0 53.9 60.00 0.337 35.5o

5 42.25 46.9 50.5 53.85 0.373 37.6o

The average of theτi = sin2 δi, i = 1, . . . , n equals .348 corresponding to an estimate
δ̂ = 36.2o .
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5 Future work

Existing statistical work on projective shapes has been mainly based on either projective invari-
ants or on a standardisation ofX analogous to Bookstein coordinates for similarity shape (Mar-
dia & Patrangenaru, 2005). In the settingm = 1, this standardisation amounts to transforming
the first three rows ofX to become axes through(1, 0), (0, 1), (1, 1), respectively. Then each
of the remaining landmarks becomes an arbitrary axis. However, the resulting analysis depends
on which 3 landmarks are chosen for the registration.

There is also the method of Plücker coordinates, which does not require any standardisation
of the configuration, but looks at certain ratios of productsof p × p determinants such that the
ratios are invariant. The disadvantage of this approach is that the resulting ratios can span the
whole extended real line, hence making metric comparisons difficult.

The construction given here treats all the landmarks equally and forms the basis of a Procrustes-
type methodology for projective shape analysis. The next step is to look more deeply at this
construction, in particular to investigate tangent-basedapproximations for small-scale changes
in shape and to look at configurations involving more thank = 4 landmarks or more thanp = 2
dimensions.
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Shape coordinates or Procrustes distances?
Biometric hypotheses over multiple spaces, with a suggestion

for mixed bioinformatic–morphometric studies

Fred L. Bookstein

University of Vienna, University of Washington

Abstract

Bioinformatics sample summaries often involve distances or the conversion of similar-
ities to dissimilarities, while Procrustes methods can proceed either via distances or via
the shape coordinates underlying those distances. There isa distance–distance statistical
method, currently increasing in popularity in some of my applications domains, that is at
once simple, intuitive, and quite wrongheaded: the method of Mantel matrix correlations.
This note explains the error when the test is applied in most of our biometric contexts, and,
in view of the unsuitability of the principal-coordinates model to most bioinformatic do-
mains other than the morphometric, suggests a hybrid statistic bridging Procrustes analysis
to bioinformatics that taps the power of Procrustes principal coordinates to the maximum
feasible extent.

At a recent international meeting in one of the fields I work in(the American Association
of Physical Anthropologists congress, last March in Philadelphia), Mantel tests of Procrustes
distance against some other “distance” or “dissimilarity”appeared surprisingly often in the
course of presentations about the relation of shape to othersorts of biological processes such
as evolution or ecophenotypy as captured in geographical distance, cladistic distance (counts
of evolutionary branching events), or “molecular distance” (e.g., some measure of sequence
dissimilarity). I found the Mantel test to be a really poor choice in every example I saw. That
suggested that its use was not the fault of the presenters independently but instead owed to some
systematic misunderstanding of biometric principles. An argument might then be possible that
would persuade a potential user to abandon the idea of exploiting this test prior to wasting
any time computing things. Through the application to molecular distances/dissimilarities, the
argument becomes relevant to much of bioinformatics: hencethis talk at this meeting.

The Mantel test (named for Nathan Mantel, 1919–2002, American epidemiologist) applies
to data in the form of two (or more) distance matrices on the same sample of cases (in the orig-
inal application, cases of a disease under study). Nowadaysit takes the form of a permutation
computation for assessing the observed correlation of entries between the distance matrices.
The test is said to be “statistically significant” just when the correlation of the off-diagonal
part of two distance matrices is greater than the 0.95 fractile, or whatever you choose, in the
appropriate permutation distribution of the correlationsof the off-diagonal parts of the matrices.

1. A Mantel test is not a “test of association” as we biometricians usually use that phrase.
“Association” is between variables measured on one case, specimen, or group at a time, and the
Mantel doesn’t refer to those; it talks about distances or dissimilarities relatingpairsof cases
or specimens or groups. So, no matter what the permutation procedure is doing, it shouldn’t
be thought of as a significance test. For a null-hypothesis significance test to make sense,
there need to be two probabilistic models, not one, and the models have to generate the data
(i.e. the values we observe case by case). In the first, “null”model, usually some parameter
(scalar or vector) of the population is zero; in the second model, it is not. In Mantel’s original
application of 1967, one distance was geographical and the other temporal. The alternative
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hypothesis was then, at least in principle, a pretty rigorous one: that the disease cluster under
study was disseminated in part by diffusion. (Models like this had appeared in the evolutionary
literature as early as the 1940’s, in some brilliant data analyses by Sewall Wright.) Assuming
vectors without jump processes (no jet travel, no macromutations), a diffusion process variance
is linear in time. There follows a fairly strict alternate model in the form of a regression of
squared geographical distance on time, a regression that would have to have constant slope and
zero intercept.

The applications at AAPA that I saw never took this form. In these talks there was, as best
I recall, no alternate model, no statement about what the relationship between the two distance
matrices should look like (i.e. how that relation between the two distance matrices should
have arisen) had the permutation test given a smallp-value for the null, and also no suggested
parameterization of that relationship that reduced the data summary to a possible explanatory
mechanism such as a diffusion. Just as well, then, that the null was hardly ever rejected. Had it
been, the presenters would have been at a loss as to what to sayor do next.

By comparison, the diffusion approach is not really a null-hypothesis test. The hypothesis
–diffusion–is known in advance to be true. The task is instead the estimation of adiffusivity:
expected increment in mean squared distance per unit elapsed time, or the equivalent in other
scientific domains. This is not a correlation of two “distances,” then, but thecalibrationof a so-
phisticated univariate regression model. Diffusion models and other random-walk models have
no equivalent either for the mean or for the covariance structures that we use in garden-variety
multivariate biometrics. The formalisms deal with other kinds of stochastics entirely, and there
isn’t much interoperability between them. The Procrustes method, for instance, presumes a
mean form. That is reason enough not to put realistic diffusions on top of it–in reality diffu-
sions don’t have means, nor velocities (vectors) but only speeds once a time unit is specified.

2. By virtue of the interconvertibility of Procrustes distance with principal coordinates, we
have useful parametric alternative models from geometric morphometrics that permit proper
statements of one actual hypothesis-testing context here,along with a much more powerful
test whenever population values of things like means and covariances can be assumed to exist.
Assuming that at least one distance matrix for the Mantel test is a Procrustes distance matrix,
we convert it to the vectors of shape coordinates that express the same information.

Case A.Both distances arise from coordinates. The obvious multivariate set-up is that of
a multivariate Gaussian relationship on the underlying coordinates X, Y. The simplest alternate
hypothesis to the Mantel null is then a nonzero covariance matrix relating X to Y. For the
simplest pedagogy, assume that this covariance is carried by only one of the X-coordinates vis-
a-vis only one of the Y-coordinates, and that the X’s and Y’s are spherical separately (as in
the isotropic offset normal model in the appropriately reduced subspace). Then the covariance
matrix of the concatenated data vector(X|Y ) takes the form

Σ =




I

ǫ 0 0 . . . 0
0 0 0 . . . 0

. . .
0 0 0 . . . 0

ǫ 0 . . . 0
0 0 . . . 0

. . .
0 0 . . . 0

I




(∗∗)

and we can learn a lot by simulating various tests on data drawn from this distribution for
various values ofǫ. (It doesn’t matter what the mean of the distribution is—in morphometrics,
we hardly ever care, because the mean shape per se is hardly ever explicable by any coherent
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quantitative theory; it is only the variation that we have any hope of explaining.)
I spent a pleasant weekend drawing samples of 100, over and over, from this distribution,

and looking at various test statistics for hypotheses aboutǫ. In my set-up, there were six co-
ordinates in X, as there might be for shape coordinates on fivelandmarks in 2D, and three
coordinates in Y, as for size-shape space of a triangle or forlatitude, longitude, altitude of a
geographical ecophenotypy study. The single dimension of the X-block in the first shape co-
ordinate slot could be, say, the vertical uniform componentof those shape coordinates. That
for the Y’s could be log Centroid Size (from Procrustes form space for a triangle) or perhaps a
linear combination of geographical coordinates in the ecophenotypy version.

I considered three statistics for testing for a nonzeroǫ in (**): the first Partial Least Squares
[PLS] singular value, the first canonical correlation (justbecause I’ve always wondered how
those would relate), and a Mantel test. On samples of 100 the 0.05 tail of the null distribution
(values whenǫ = 0) for either the first canonical correlation or the first PLSsingular value was
the median (i.e., the “0.50 tail”) whenǫ becomes equal to about 0.35. In other words, the power
at 0.05 of a PLS two-block analysis on this model for samples of 100 is 50% just whenǫ is
around 0.35. At that value ofǫ, though, the power of the Mantel test is uselessly low: only
about 13% of the simulated Mantel correlations atǫ = .35 rise above the .95 fractile forǫ = 0
that would render them “significant” even in a one-tailed test (it should actually be two-tailed)
of that null by this formulation.

The Mantel test doesn’t actually rise to 50% power at that 0.05 level until ǫ is about .67.
Compared to theǫ ∼ 0.35 of the PLS or canonical versions, this is the requirement that nearly
four times as much cross-block variance be explained if the test is to have a 50% chance of
finding the signal we know we put there. Such low power should be considered fatal for any
application permitting a proper covariance-modeled alternative. The Mantel test doesn’t know
that the meaningful fluctuation of the distance–distance relationship is in only one direction
per block (onelatent conjoint factor—by far the most probable finding in actual analyses of
this form), and so it must consider the sums of squares in all directions within both blocks.
Most of this SSQ is noise, by assumption, and thus completelyuninformative for the actual
problem at hand (estimating a value forǫ and deciding if it should be considered nonzero). The
resulting permutation distribution is completely befogged by all this unnecessary noise, but the
coordinate-based multivariate techniques can keep all this in order.

Case B.One distance arises from Procrustes coordinates, but the other does not. We simu-
late that in the same model (**) by regressing the “nondecomposable” distance (say, sequence
distance, or dissimilarity of proteomic profiles) against the appropriate (quadratic) term in the
decomposable (Procrustes) one. The prediction is that squared distance should be linear in
squared difference of the correct shape coordinate. For themodel (**), that’s the correlation
of squared Euclidean distancesD2

Xij
from the first block, for instance, on scalar differences

(Yi1 − Yj1)
2 from the first variable in the second block. The correlation is again permutation-

tested over the two full100 × 100 matrices involved (after deletion of diagonals).
I checked permutation-test significance levels, still atǫ = 0.67, of all three approaches: the

PLS or canonical procedure, which suits the Gaussian model Ihave suggested; the full Mantel
procedure, distance versus distance, which, as I’ve tried to explain, doesn’t really suit our work
at all; and the compromise, correlating squared Euclidean distance within the X-block against
the squared difference of the relevant Y coordinate (the first).

The results are clear. Atǫ = 0.67, in 100 samples of 100 cases from the Gaussian (**),
checked by 500 permutations each, the empirical PLS first singular value was exceeded only
once in 50,000 permutations; the correlation of X-block squared Euclidean distance with squared
Y1 difference had a tail-probability averaging 0.011; but theregular Mantel test had a tail-
probability averaging 0.079 for the same data. For the 40 samples out of 100 that had Mantel

43



correlations closest to the target value of 0.102 (95th percentile of the null distribution), the
mean of the Mantel permutation test statistic was 0.0265 (close enough to the intended value of
0.025) whereas for every sample with first PLS singular valueabove 0.65—the 93 (out of 100)
largest values of this statistic, which has mean 0.72 and sd 0.06— none of 500 permutations
supplied a larger interblock predictability, meaning thatin all these simulations the null ([**]
with ǫ=0) would be rejected atp ∼ 0.002 or so.

The tail-probability for significance testing in the compromise computation, correlation of
D2

X with (∆Y1)
2— the tail-probability that averaged .011—was very highly skewed, with 74

(out of 100 samples) values being .004 or less (0, 1, or 2 exceedances out of 500 permuta-
tions). This long tail is to be expected, as the square of a Gaussian difference has pretty high
sampling variance. Removing the long tails (taking Euclidean distances rather than squares in
both blocks) leads to a mean tail-probability of 0.0087, which is a bit more satisfactory. The
tail-probabilities of the same model in the other direction(that is, correlation of Y-distances
DYij

with (Xi1 −Xj1)
2 over the two100×100 matrices) averaged .004, roughly twice as good,

perhaps because the number of dimensions out of which we selected one (the first one) in the
X-block is twice the number of dimensions from which we selected the first from the Y-block.

So clearly the Mantel test should never be used in applications that are at all amenable to
the setup of (**)—but this is the most typical two-block set-up across geometric morphometrics
[GMM]. A Mantel test on a Procrustes distance is of unacceptably low power whether or not
the distance block it is facing arises from principal coordinates of a known formalism, unless it
is quite unknown a-priori which dimension in the Procrustesspace is most likely to account for
the cross-block prediction. The Mantel procedure is thus inappropriate for use with Procrustes
distances under most foreseeable practical GMM settings—in all contexts except that of the
diffusion model, Mantel’s original setting, where the Gaussian set-up of (**) would be quite
absurd. But in that context the coefficient we estimate is in units of squared distance per unit
time, and it is a regression slope (through the origin), not acorrelation.

3. Bioinformatics sample summaries often involvedistancesor the conversion of similar-
ities to dissimilarities,while Procrustes methods can proceed via either Procrustesdistances
or the shape coordinates for those distances (or a rotation into their relative warps, which are
the principal coordinates of the corresponding distances). In problems fusing these diverse
data sources, I have shown that the choice of method can sometimes be a principled one. The
threeway menu here—a true diffusion model linking a variance to an elapsed time or to some
other variance linked to the same time scale, prior knowledge of a causally privileged principal
coordinate, or else two full complements of principal coordinates—may be a reasonable cat-
egorization to impose atop the bioinformatic exploration of Procrustes data. A “significance
test” that lacks a proper (quantitative, stochastic) alternative hypothesis is not well-formed. It
cannot be reinterpreted in a coherent Bayesian way and cannot be thrown into the likelihood
format that serves us so well in many other high-dimensionalbiometrical domains. If diffusion
is the topic, the task is to estimate a diffusivity, not merely to test a matrix correlation “signif-
icance test.” (But in that case, one must take care to represent net shape distance only in the
subspace orthogonal to all known causal factors.) And if biometric covariance is the topic, a
singular-value decomposition, not the correlation of distance measures, is the way to go.

Most distance matrices can be usefully reduced to principalcoordinates except in the context
of random drift or diffusion, where the model (**) is false inpresuming any sort of population
covariance structure for modeling the variation of samplesfrom the outset. My suggestion
is the obvious one: that except for principled reductionistic isotropic models like diffusion,
Mantel tests of two sets of shape coordinates be replaced by PLS, and Mantel tests of one Pro-
crustes distance against a distance or dissimilarity that is not Procrustes-derived or otherwise
Euclidean take the form of correlation between the nondecomposable distance/dissimilarity and
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the squared differences of the single coordinate in the hypothesized direction of causal connec-
tion. Either of these is far more powerful than the Mantel test for this particularly reasonable
class of alternative biometric hypotheses.

As I usually conclude my LASR memos with a future-directed challenge, here’s this year’s:
that by next year someone actually tries the hybrid procedure in the context of some mixed
bioinformatic–morphometric investigation of interest toour two communities, in order to see
if it does better than the simple distance–distance methodsthat represent the “lowest common
denominator” of these two otherwise very distinctive data channels.

Preparation of this note was supported in part by grant P200.093/1-VI/2004 from the Austrian Coun-
cil for Science and Technology to the Department of Anthropology, University of Vienna, Austria, by
the sixth European Union Framework Programme of Research and Technological Development under
contract MRTN-CT-2005-019564, again to the University of Vienna, and by a subcontract from USPHS
grant U54 DA 021519-01A1 from the University of Michigan to the University of Washington. An
earlier version of these comments was posted to themorphmet user group on April 24, 2007.
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Analysis of modularity in
configurations of landmarks

Christian Peter Klingenberg

Faculty of Life Sciences, The University of Manchester

1 Introduction

Most living systems are organized in a modular manner: thereare groups of parts, called mod-
ules, which are tightly integrated by many or strong interactions among the parts, and which
are relatively independent from other modules because there are only few or weak interactions
between parts of different modules. This type of organization applies to networks of gene reg-
ulation, metabolic networks, neural circuitry as well as tomorphological variation. Modularity
is therefore relevant for the analysis of biological shapes. This paper outlines a methodology
for assessing a-priori hypotheses of modularity in configurations of landmarks.

In the context of shape analysis, a definition of modularity is required that is applicable to
configurations of landmarks. Interactions of biological processes are not directly observable in
morphometric data, but the covariation of the relative positions of landmarks can be interpreted
as reflecting interactions of the developmental processes that produce the biological structure
under study. A module can be defined as a subset of landmarks that covary strongly with each
other, but are relatively independent of the landmarks in other subsets of the overall configu-
ration. It is important to notice that this is a question ofrelative independence, because some
degree of overall integration throughout organs and even the whole organism can usually be
expected.

A hypothesis of what may be the modules in the configuration corresponds to a partition
of its landmarks into two or more subsets. If the subdivisioninto subsets corresponds to the
true boundaries between modules, covariationbetweensets will be due to the relatively weak
interactions among modules, and is therefore expected to beweak. In contrast, subdivisions that
cut through the true modules will show covariation that reflects the strong interactions within
modules, and is therefore expected to be stronger. A measureof covariation for the true partition
into modules should therefore yield a measure of covariation that is lower than that for most or
all alternative partitions.

Accordingly, the analysis of modularity in a configuration can be viewed as a combinatorial
problem of enumerating and comparing the possible partitions of the landmarks into subsets.
This approach requires a number of considerations, which will be discussed in this paper. The
first is the choice of a scalar measure of association betweentwo or more sets of variables,
which is needed for the comparison of alternative partitions. The second is the potentially large
computational effort required for enumerating and comparing alternative partitions; introducing
suitable constraints is therefore desirable. I discuss oneconstraint that is based on the fact
that biological interactions are mediated by the tissue between landmarks, and that modules
therefore should be spatially contiguous. Finally, I demonstrate a practical application of the
method and give an outlook on further developments.
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2 A measure of association

The measure of association between subsets of landmarks is the RV coefficient (Escoufier,
1973), which was proposed as an analogue to bivariate correlation for quantifying the asso-
ciation between two sets of variablesX1 andX2. The joint covariance matrix of both sets,S,
can be written as

S =

(
S1 S12

S21 S2

)
.

In this matrix, the blocksS1 andS2 are the covariance matrices of the two sets of variables
and the blocksS12 andS21 are matrices of covariances between the two sets (S12 = S ′

21). The
RV coefficient can then be computed as

RV =
trace(S12S21)√

trace(S1S1) trace(S2S2)
.

The numerator can be interpreted as a measure of the magnitude of covariation between the
two sets, and the division provides a scaling by the amount ofvariation within blocks. If both
blocks of variables contain only one variable each, this coefficient reduces to the bivariateR2,
the squared correlation coefficient. The RV coefficient can take values from 0 (if all covariances
in S12 are 0) to 1 (ifX2 = BX1 + C,whereB is aq × p matrix with q 6 p so thatB′B = lIq
for somel 6= 0 and some constant vectorC). The RV coefficient is invariant under orthogonal
transformations and scaling ofX1 andX2.

As a measure of association amongk sets of variables (k > 2), I use the average of Es-
coufier’s RV coefficient over all pairs of sets. This definition of a multi-set measure of asso-
ciation treats all subsets equally, regardless of the number of variables included or the amount
of variance or covariance for which the subsets account. Because the computation of the RV
coefficient does not involve operations such as matrix inverse, it is computationally fast, which
is an advantage particularly in the context of the combinatorial analysis.

3 Spatial contiguity of modules

Biological interactions between precursors of parts are mediated by the intervening tissues,
because any communication between parts proceeds by diffusion of substances or similar pro-
cesses, but not ’at a distance’. Therefore, only subsets of landmarks that are spatially contiguous
are biologically reasonable candidates as modules. In addition, a requirement of spatial conti-
guity is useful as a constraint to limit the number of alternative partitions to be compared.

A subset of landmarks is said to be spatially contiguous if they are connected by the edges
of a adjacency graph, and a partition of the configuration is said to be contiguous if each of the
resulting subsets is itself contiguous. The adjacency graph can be obtained from a Delaunay
triangulation of the mean landmark configuration (Procrustes consensus), but usually some edit-
ing is required to ensure that the adjacency relationships between landmarks make biological
sense (e.g., eliminating edges linking opposite ends of a concave portion of the configuration).

Imposing the constraint of spatial contiguity is effectiveat reducing the number of config-
urations to be considered. For the configuration of landmarks in the fly wing shown in Fig. 1,
there are 6,435 partitions of the landmarks into two subsetsof 7 and 8 landmarks, but only 655
of these are contiguous. This difference is even more pronounced if there are more subsets: for
the subdivision into three subsets of 6, 5 and 4 landmarks, there are 630,630 partitions, of which
2,946 are contiguous.
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Figure 1: Delaunay triangulations of 15 landmarks on aDrosophilawing.

4 Application

The method is applied to a data set of fly wings (109 femaleDrosophila melanogaster). The
a-priori hypothesis is the division of the wing into anterior and posterior compartments (dashed
line in the inset of Fig. 2). The observed RV coefficient for this partition is 0.406, which
is slightly above the median for the distribution of RV coefficients across the 655 contiguous
partitions. This value is not at or near the lower extreme, asit would be expected if the anterior
and posterior compartments were modules.
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Figure 2: Analysis of modularity in the Drosophila wing.

The analysis with all 6,435 possible partitions of the 15 landmarks into subsets of 7 and 8
landmarks, including those that are not contiguous, provided a similar result.

5 Outlook

All the discussion in this paper has considered the situation where an a-priori hypothesis of
modularity is available. This is the case in many biologicalapplications, but an extension of
the approach for theexploratory searchfor modules would be highly desirable. Because the
number of modules and the number of landmarks per module needs to be determined by the
analysis in this case, the number of possible partitions is substantially greater and the use of
suitable heuristics needs to be considered.

For symmetric configurations, both in analyses with an a-priori hypothesis and in exploratory
searches, the size of the problem can be reduced by taking into account the symmetry (including
only the median landmarks and paired landmarks from one sideonly).
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Phenomena such as allometry, the dependence of shape on size, provide overall integration
of the entire configuration and can possibly interfere with the analysis of modularity. Allometry
can be taken into account by performing the analysis on the covariance matrix of the residuals
from a regression of shape on size.

The RV coefficient only takes into account the linear associations between subsets of land-
marks. This is sufficient in most biological data sets (particularly if studies are limited to adults
or a single growth stage). While measures of association suitable for nonlinear relationships
exist (e.g. R Iaciet al., unpublished MS), they are computationally demanding and thus will
not be suitable in the combinatorial context discussed here.
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Abstract

In this paper we present the maximum simplicial depth estimator and compare it to the
ordinary least square estimator in examples from2D shape analysis focusing on bivariate
and multivariate allometrical problems from zoology. We compare two types of estimators
derived under different subsets of parametric space on the basis of the linear regression
model,θ = (θ1, θ2)

T ∈ R
2 andθ = (θ1, θ2, θ3)

T ∈ R
3, whereθ3 = 0. In applications

where outliers in thex- or y-axis direction occur in the data and residuals from ordinary
least-square (OLS) linear regression model are not normally distributed, we recommend
the use of the maximum simplicial depth estimators.

For generalising the median to higher-dimensional settings, a variety of different maximum
depth estimators have been introduced. They extend, for example, the halfplane location depth
of Tukey. LetZ1, ..., ZN be independent and identically distributed bivariate random variables,
Zn ∈ Z ⊂ R

2, n = 1, 2, ..., N . For given observationsz = (z1, ..., zN), we writezn = (yn, tn).
Thehalfplane location depthof an arbitrary pointθ ∈ R

2 relative toz is defined asdl (θ, z) =
min∀H # {n : zn ∈ H} , n = 1, ..., N , whereH ranges over all closed halfplanes of which the
boundary line passes throughθ. The deepest locationis defined aŝθdl = arg max

∀θ
dl (θ, z)

and often called theTukey median. This depth concept was transferred to regression by e.g.
Wellmannet al. (2007), and we discuss it in the following paragraphs.

We assume that the bivariate random variablesZ1, ..., ZN are independent and identically
distributed, that the variablesZn have values inZ ⊂ R

2, n = 1, 2, ..., N , and that there is a
known family of probability measuresP = {P (Z1,...,ZN)

θ : θ ∈ Θ} with Θ = R
q. For given

observationsz1, ..., zN ∈ Z, we always writez = (z1, ..., zN ) andzn = (yn, tn). Let x be
the functionx : R → R

q, x(tn) = (1, tn, ..., t
q−1
n )T and setX = {x(tn), n = 1, 2, ..., N}. We

model the relationship betweenyn andtn by the linear regression model given by

yn = x (tn)T θ + εn, (1)

whereθ = (θ1, ..., θq)
T ∈ R

q. The parameter spaceΘ = R
q is divided up into domains with

constant depth ofθ with respect toz andX. For given observationsz let Dom(z) be the
set of all those domains with constant depth ofθ with respect toz andX. For each subset{
zn1 , ..., znq+1

}
of q+1 observations with pairwise different explanatory variablestn1, ..., tnq+1 ,

Dom
((
zn1 , ..., znq+1

))
contains exactly one bounded domain with constant depth. The closure

of this domain is a simplex, calledS
(
zn1 , ..., znq+1

)
. A maximal simplicial depth estimator

for given observationsz1, ..., zN ∈ Z with respect to a subsetK ⊂ R
q is defined to be a

parameter̂θS ∈ arg max
θ∈K

dS(θ, z), where the simplicial depthdS of θ within z is defined as

the fraction of simplices that contain the parameterθ as an interior point (that is,dS(θ, z) =(
N

q+1

)−1
#
{
{n1,...,nq+1}⊂{1,...,N}:θ∈int(S(zn1 ,...,znq+1))

}
, whereint denotes the interior of the set and

# the cardinality of a set; for details see Wellmannet al., 2007). It is interesting to see that
the regression lines with maximum simplicial depth depend on the dimensionq of the space in
which the interesting parameters are embedded.
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The maximum simplicial depth estimator̂θS is not unique. IfK is R
q or an affine sub-

space ofRq or a polyhedron, then the closure of the set of all parametersθ ∈ K that maximise
dS(·, z)|K is a union of polytopes. LetP be the set of these polytopes. We calculate the vertices
ext (P ) =

{
θP,1, ..., θP,Np

}
of each polytopeP ∈ P, whereconv(ext (P )) is the set of all con-

vex combinations of vertices fromP . If we assume that the true probability measure belongs to
{Pθ : θ ∈ K}, then we can choose abestdeepest parameter̂θBD based onl1 andl2 minimisation
from the set of̂θS ∈

⋃
P∈P

conv(ext (P )).

In order to compare the maximum simplicial depth estimator with some other estimate, we
use theOLS-estimator. In the examples, we used the followingR functions implemented in
the basicR package (http://cran.at.r-project.org/): lm for theOLS-estimator,
anova for theF -test for the full linear regression model versus the submodel, andchisq.gof
for the Chi-square goodness-of-fit test of a hypothesised normal distribution versus theOLS
residual distribution (normality was rejected in all linear regression models used in the exam-
ples; all p-values< 0.001). R routines for simplicial depth estimators and the best of alldeepest
parameters come from Wellmannet al. (2007), while others are specially made for this paper.

Assuming the linear regression model(1) we findθ = (θ1, θ2)
T ∈ R

2 andθ = (θ1, θ2, θ3)
T ∈

R
3. For theone-sample problem, we use a distribution–free, asymptoticα-level test for testing

H0 : θ ∈ Θ0, whereΘ0 = {θ ∈ R
3; θ3 = 0}, which can be rejected at significance levelα

2
. We

write the test statistic as

T (z) = N
(
supθ∈Θ0

dS(θ, z) − 1
2q

)

and we rejectH0, if T (z) is less than theα-quantile of the distribution (Wellmannet al., 2007).
Let K be a subset of the parameters spaceΘ ∈ R

q. In the two-sample problem, we use a
distribution-free, asymptoticα-level test for testing the null hypothesis that independent obser-
vations from two populations can be described by the same polynomial regression function(1)
with a parameter inK. For i = 1, 2, takeθi to be the unknown, true parameter for the observa-
tionszi := (zi,1, ..., zi,Ni

) ∈ ZNi from theith sample. For each population, we make the same
assumptions as for the one-sample test. We do not reject the hypothesisH0 : θ1 = θ2 ∈ K

at significance levelα, if there is aθ ∈ K, such that neither the hypothesis thatθ is the true
parameter for the first population, nor the hypothesis thatθ is the true parameter for the second
population, can be rejected at significance levelα

2
. The test statistic is given by

T (z1, z2) := max
θ∈K

Φθ(z
1, z2),

whereΦθ(z
1, z2) := min

(
N1(dS(θ, z1) − 1

2q ), N2(dS(θ, z2) − 1
2q )
)
. We rejectH0, if T (z1, z2)

is less than theα
2
-quantile of the distribution (Wellmannet al., 2007).

Example: 2D shape analysis in zoology
In Canada,85 natural specimens of sunfish pumpkinseed (Lepomis gibbosus) were collected

in 2003 from theOtonabee River(oto). A total of 170 introduced specimens of the same type
were taken fromthermal lagoon Topla struganear Catez (cat), Slovenia (Toměcek, J.et al.,
2005).

In the first application (Fig.1 left) we wanted to find out how the relative head length
depends on size during growth. Lettn bestandard length, defined as the distance between the
anterior tip of the upper jaw and the caudal fin base inmm, and letyn be relative head length
defined as head length divided bytn.

In the linear regression model(1) with q = 2, the best̂θ in the sense ofl1 andl2 minimi-
sation in the domainconv (ext (P )) is θ̂BD: for oto this vector is(0.2580,−0.0007)T and for
cat (0.2910,−0.0009)T . All these estimators are on the domain boundary with3 vertices. In
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Figure 1: Left: Bivariate allometry – deepest (q = 3) andOLS lines. Right: Multivariate
allometry – deepest (q = 2) andOLS lines

the linear regression model(1) with q = 3 andθ3 = 0, the best̂θ in the sense ofl1 andl2 min-
imisation in the domainconv (ext (P )) is θ̂BD as follows: foroto (0.2578,−0.0006, 0)T (not
on the boundary,4 vertices) andcat (0.2910,−0.0008, 0)T (on the boundary, both3 vertices).
Assuming a linear regression model(1) with parameterθ = (θ1, θ2, θ3)

T ∈ R
3, we want to test

the hypothesis that the true function is linear, i.e.H0 : θ ∈ Θ0, whereΘ0 = {θ ∈ R
3; θ3 = 0}.

Foroto andcat, the maximal simplicial depthsupθ∈Θ0
dS(θ, z) is 0.129 and0.127, test statistics

T (z) are0.370, 0.306, respectively. If the significance level is5%, then we cannot reject the
null hypotheses about theoto andcat population.

Now we investigate whether the growth changes of relative head length of the populations
oto andcat can be described by the same regression line. The test statistic for this two-sample
problem isT (z1, z2) = −6.552, if q = 2, andT (z1, z2) = −4.734, if q = 3 andθ3 = 0. Both
are less than the1% quantile of the asymptotic distribution (Wellmannet al., 2007). Hence in
both cases with respect to a significance level of5% there is strong rejection. We may assume
that the regression lines are different and cannot be described by one line.

In the second application(Fig.2 right) we wanted to find out the multivariate dependence
of shape on size, to investigate whether the growth trajectories can be described by the same
regression line. This multivariate approach focuses on PCAin size-and-shape space, which is
best constructed as a PCA of the Procrustes coordinates augmented by the natural logarithm
of centroid sizeln(CS), where mutually uncorrelated PC scores are a projection of ahigh-
dimensional space onto a few-dimensional space and summarise most of the variance present in
the data (Booksteinet al., 2003). Lettn be PC1 scores andyn PC2 scores (together explaining
73.365% of variability, Pearson’s correlation coefficientr of ln(CS) and PC1 scores is0.9999).
The test statistic for this two-sample problem isT (z1, z2) = −20.387, if q = 2. This is far less
than the1% quantile of the asymptotic distribution. Hence with respect to a significance level
of 5% there is strong rejection (regression lines—ontogenetic trajectories are parallel).

In the third application (Fig.2) we analysed morphological integration between two blocks
(cranial and postcranial) over individual time scale (ontogeny) using Partial Least Squares
(PLS)—singular warp (SW) analysis (Booksteinet al., 2003). The analysis results in lin-
ear combinations of the landmarks within a blocks that summarise maximal covariance across
blocks. Lettn be cranial SW1 scores andyn postcranial SW1 scores (together explaining86.9%
of variability, r of ln(CS) and cranial block SW1 scores is0.6413, r of ln(CS) and postcra-
nial block SW1 scores is0.8189). The test statistic for this two-sample problem isT (z1, z2)
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Figure 2: Left: First singular warp scores – deepest (q = 3) andOLS lines. Right: Composite
spline (from the mean shape to the upper right corner of left plot)

= −0.422, if q = 3 andθ3 = 0. With respect to a significance level of5% there is no re-
jection (regression lines are the same—but with both populations separated). The plots of SW
scores show the contribution of each dimension to each actual shape (Fig.2 left). The SWs can
be visualised as one composite thin-plate spline to see the patterns of shape differences (Fig.2
right).

AlthoughOLS residuals, either for the full regression model or for the submodel (in two-
sample problem), do not have a normal distribution, we applytheF -test (in all three applica-
tions), yielding p-values of< 0.0001, < 0.001, 0.026. So theF -test and depth test give the
same results only in the1st and2nd application. But the trueOLS function of PC scores for
cat is quadratic (due to outliers) and for theoto it is linear, so theF -test is not valid. In the
1st and3rd application, theOLS estimates and maximal simplicial depth estimates are very
similar but in the2nd application they are different due to outliers.

In applications, whenever outliers in thex- or y-axis directions occur and residuals from the
OLS linear regression model are not normally distributed, we recommend use of the maximum
simplicial depth estimators.
Acknowledgements

This research was supported by VEGA grant No.1/3023/06 of Slovak Grant Agency, and
byEU FP6 Marie Curie Actions grantMRTN-CT -2005-019564 (EVAN). For data acquisi-
tion and pre-processing I thank Vladimír Kováč (VEGA grant No. 1/2341/05). I also thank
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Undirected graphs are a useful model for biological processes: metabolic networks, protein in-
teraction graphs, sequence and phylogenetic similarities. We present and compare methods for
estimating the covariance matrix on graphs from biologicaldata, for example, on gene expres-
sion. Graph kernels, as used in support vector machine learning, provide a range of covariance
structures suitable for estimation and inference on metabolic networks, as we demonstrate on
the example of metabolic control in Mycobacterium tuberculosis.
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1 Introduction

The human colon contains about 15 million crypts, each of which contains about 2,000 cells.
Some of these are stem cells that maintain their population size when they divide, and some are
transit amplifying (TA) cells that divide and differentiate to become the cells that repopulate the
colon. It is of some interest to understand the behavior of stem cells in a typical crypt.

Since stem cells and TA cells cannot be readily distinguished from each other, inference
about numbers of stem cells (for example) has to be indirect.One approach is to develop a
stochastic model for the evolution of a crypt and infer the number of stem cells from molecular
markers in a sample of cells taken from the crypt. One possibility is to type single nucleotide
polymorphisms (SNPs) at a number of loci in these cells and use a comparison of the observed
patterns of polymorphism as the basis for inference. This strategy, akin to those developed
by population geneticists to study molecular variation in natural populations (cf. Nordborg
2001), does not work on the time scales of mitotic division because there will be essentially no
variation found at each SNP. Instead, we use a marker that varies rapidly enough in mitosis to
leave a signal — we follow CpG methylation patterns through mitotic division. The methylation
status of each C in a CpG marker can change during mitosis; unmethylated Cs may become
methylated, and methylated Cs may become demethylated. Theparticular CpG islands to be
studied need to be chosen in regions around genes that are notexpressed in the colon, so that
the markers are effectively evolving neutrally. All islands are taken to be unmethylated initially.

We followed methylation in a CpG-rich region in the BGN gene on the X chromosome. This
region of 77 basepairs contains 9 CpGs. Bisulfite treatment of the DNA from a crypt followed
by PCR amplification, cloning and sequencing gives the methylation patterns at the 9 CpGs
from a number of cells (Yatabeet al. 2001). Figure 1 illustrates these data.

2 Inferring the number of stem cells in a crypt

We sampled BGN methylation patterns from 7 male patients of ages between 40 and 87, taking
7 – 9 crypts per individual and 8 – 24 molecules per crypt. These data are described in detail in
Nicolaset al. (2007).

The next stage of the analysis is a stochastic model for the evolution of the stem cells and the
TA cells within a crypt, then across crypts in an individual and finally across individuals. There
are two features of such a model: a description of the ancestry of the cells, and the superposition
on that ancestry of the effects of methylation and demethylation. Within a given individual each
crypt has gone through the same number of mitotic divisions,this number varying with the age
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Figure 1: Methylation patterns at the BGN locus in a single individual. Each block corresponds
to a different crypt. Within each block, each row representsa cell, each circle a CpG site. Filled
circles denote methylated Cs, open circles unmethylated Cs.

of the individual. We ignore the possibility of crypt death and replacement. Stem cells divide
asymmetricallyto produce a single stem cell and a single TA cell, orsymmetricallyto produce
either two stem cells or two TA cells. (A mathematician mightwonder why the asymmetrical
case really is called asymmetrical!) Each TA cell divides a small number of times before being
lost from the crypt. We also allow for the possibility of miscalls of the methylation status in an
island.

Space limitations preclude a detailed description of the model we have used; the reader is
referred to Nicolaset al. (2007) for more information. In simple terms, the evolutionof the
stem cells within a crypt follows a coalescent-like process(Nordborg, 2001, provides a useful
introduction to coalescents). We suppose that the cell content of the crypt is composed ofN
equal-sized sub-populations, each one corresponding to the progeny of one of theN stem cells.
The genealogy of the cells sampled from the same sub-population is modelled back in time
until its ancestral stem cell lineage. A number of differentmethylation processes were studied,
including independent methylation events within a CpG island, and dependent methylation,
in which methylation/demethylation rates can depend on thecurrent methylation status of the
whole island.

A Bayesian approach to model fitting and testing was implemented using Markov chain
Monte Carlo. The non-stationarity of the process (numbers of divisions varying with age of
the individuals), the replication over crypts and individuals, and the nature of the methylation
process make this a challenging problem, our approach to which is given in Nicolaset al.
(2007). One of the key steps is avoidance of peeling calculations on each coalescent tree,
achieved by a variant of the ideas in Wilson & Balding (1998).Software and data can be
downloaded athttp://genome.jouy.inra.fr/~pnicolas/mcmcniche/.

Predictive assessment of model fitness based on comparing the inter-crypt average and stan-
dard deviation of a number of within-crypt statistics simulated from the posterior with those
observed in the data revealed that one individual seems to behave differently from the rest.
Once this individual is removed, adequate fits to the data areobtained.

For the present purposes we focus on the parametersN , the number of stem cells per crypt,
andν, the rate of the methylation process relative to the depth ofthe coalescent genealogy. Their
posterior distributions are shown in Figure 2. The posterior for N reaches its mode between 15
and 20, and provides no evidence for numbers of stem cells less than 6. The parameterν reveals
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Figure 2: Posterior distribution ofN andν. Results are obtained using the model with context-
dependent methylation rate. Left panel gives posterior ofN , the number of stem cells per crypt.
Right panel gives the posterior ofν, the scaled methylation rate. Lines show median (plain
lines), first and third quartiles (dashed lines), and 95% credible interval (dotted lines) of both
the methylation rate (bold dark line) and demethylation rate (light thin line) as a function of the
number of methylated sites.

dependent methylation/demethylation across the sites of the BGN locus. The methylation rate
is found to be highly dependent on the number of sites alreadymethylated. The rate is very low
when no sites are methylated and shows a more than fivefold increase when one site is already
methylated. It is then relatively constant up to 7 methylated sites and then increases again. In
contrast, demethylation dynamics do not seem to depend on the current level of methylation.

3 Discussion

We have used methylation patterns to track cell division in anumber of other tissues, including
endometrium, small intestine, hair and blood (Shibata & Tavaré, 2006). Methylation clocks ap-
pear to work well, in that the average methylation fractionsincrease with age, allowing mitotic
history to be inferred from methylation patterns. There area number of drawbacks with our
approach, not the least being that modelling of (in this case) crypt dynamics is required, and
we are certainly not clear about all aspects of this process.For example, our current models in
colon crypts do not exploit the spatial structure of the crypt.

Another drawback is the apparent paucity of data. It would certainly be advantageous to
have substantially more sequences from each crypt, and to look at more CpG islands. In this
regard, the new sequencing technologies offer the opportunity to generate data on a far larger
scale. At the time of writing, 454 sequencing should be able to produce 400,000 single molecule
sequences from CpG islands in a collection of crypts in a single run. Whether this is feasible in
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terms of cost and time remains to be seen. If large numbers of observations were available from
each crypt, the theory sketched earlier will need to be improved. Instead of digital read outs
of methylation patterns from a few cells in a crypt, we will need to exploit accurate estimates
of the proportion of each methylation haplotype in each crypt. This will doubtless provide a
computational challenge.

Recently we have begun similar work on the analysis of tumor samples. The aim is to pin
down the behavior of the elusive cancer stem cell — which neednot be a cancerous stem cell,
but rather a cell that leads to the cancer. As such, the analysis of cancer stem cells is really
about common ancestry of cells. The genealogical approaches described in this paper may well
turn out to be useful in this endeavor.
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1 Introduction

Noise is the stuff that life is made of. From the thermal fluctuations that drive conformational
changes in proteins, through the random interactions that occur due to the passive and active
transport of finite species of molecules in the cellular and extra cellular environment, to the
unpredictable nature of evolution, stochastic processes are responsible for the existence of the
biosphere and for the survival of biological systems. Over the past decades and centuries,
the forms that fluctuations take and their effects across allbiological systems and across all
scales are slowly being unravelled. The picture that emerges is astounding. Randomness is
fundamental to biology, and to understand the wonders of biological systems, we must also
understand the noise that underlies their existence and drives their function.

This perspective is to a large extent derived from Erwin Schrödinger’s legacy, which he laid
out in his seminar manuscript, What is Life. Indeed, as is nowwell recognised, fluctuations
are all pervasive and their effects cannot be dismissed as a high order correction. Foundational
questions, such as how reliable functionality arises out ofunreliable elements are of interest in
understanding cell fate and embryonic development, in intracellular networks more generally,
in the brain, and even in the heart.

In what follows, we outline a few examples, taken from a variety of model systems, that
all appear linked by some unifying concepts in the description of fluctuations. Whether these
commonalities underlie unifying principles in biologicalorganisation remains to be discovered.

2 Noisy genes

By comparison to their constituent genes and proteins, cells are remarkably reliable. Gene
networks turn on and off the production of the appropriate proteins at the right time and in re-
sponse to appropriate cues. The patterns of interactions within complex intracellular networks,
and across overlaid (metabolic, protein interaction and gene regulatory) networks are intricately
coordinated to ensure the proper functioning of the cell. But how is this functionality attained in
the presence of the many sources of intrinsic noise? For example, the first synthetic oscillating
genetic network (therepressilator), successfully produced bursts of fluorescent proteins inE.
coli, but these pulses were much less regular than would be expected by naturally occurring
rhythms in the same organism (Elowitz & Leibler, 2000). In order to fully understand how cells
are able to suppress undesired fluctuations, it is also important to characterise the noise to be
suppressed.

To model protein population levels and fluctuations therein, it is possible to represent tran-
scription and translation in some detail. Both of these processes involve base by base advance-
ment of a molecular complex over an underlying DNA or mRNA strand. Such a process can be
described in terms of a biased random walk, but this is often complicated by delays, obstacles,
additional intervening factors (sometimes with a regulatory purpose) and so on. The resulting
first passage problem is often nontrivial and can involve a number of competing time scales. In
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fact, a recent model of transcription (Voliotis, 2007) predicts broad and heavy-tailed distribu-
tions of mRNA population levels and translation is likely togenerate further variability. The
results appear consistent with experimental observationsof so-called transcriptional bursting
(e.g., Goldinget al., 2005).

3 Noisy genomes

If genes are the information carrying units on our genomes, then the organisation of DNA on
the genome must be of considerable importance. Non-uniformity of nucleotide composition
within genomes from a variety of taxa was revealed already several decades ago (e.g., Inman,
1966; Filipski, Thiery, & Bernardi, 1973). Of particular interest is theGC content(defined as
the fraction of guanine, G, and cytosine, C, nucleotides along the DNA sequence). The human
genome, for example, was described as a mosaic of regions with alternating low and high GC
contents. Interestingly, these regions appeared particularly long (of the order of 300MB or
longer), as compared to length scales of genes, or even gene clusters.

In a recent statistical study of GC-composition in the humangenome (Cohenet al., 2005), it
was demonstrated that such ‘long-range structures’ in factlack any characteristic scale. Evolu-
tion is usually modelled as a combination of mutation, deletion, insertion and duplication events
that occur randomly along the sequence. Thus, the existenceof scale-free structures along the
genome raises interesting questions about organisationalprocesses, whether those correspond
to evolutionary drift or to the effects of selective pressures.

4 Noisy cells

Cells are by and large the functional units of the body, and are often relied upon, even in very
small numbers, to respond correctly to various internal andexternal cues. Cells of our immune
system must respond promptly to invasion or infection to trigger a counter-attack. Neurons are
relied upon for sensory integration, sometimes over weak and very noisy inputs. And our heart
relies on cardiac myocytes to operate the beating of a never-resting pump. One may therefore
ask what are the noise characteristics of single cells, and how do those scale up to higher (cell
network) levels, where signatures of functionality can already be observed.

One perspective on such questions can be gleaned from controlled experiments on cultured
cells in vitro. For instance, long-term non-invasive imaging experiments on primary cultures
of cardiac cells monitored spontaneous contractions in isolated cells, groups of cells and large
networks of cells (see Cohen, 2001, and Cohen, Soen & Braun, 1999). Surprisingly, inter-event
interval statistics of single cell data clearly lacked any characteristic time scale. As myocytes
aggregated into small groups, bursting dynamics could be observed, and only large networks
exhibited the clock-like rhythms so characteristic of heart tissue. However, even in large net-
works, rhythm aberrations, skipped beats and other forms offluctuations could still be described
by scale-free fluctuations (Soenet al., 1999). Such single cell dynamics and the transition to
large network rhythms can be described both in terms of biophysical ion channel models and
from a nonlinear dynamical systems perspective (Cohen, 2001).

Our second example, of primary cultures of cortical neurons, reveal remarkably similar
phenomena. Cells embedded in small networks exhibit heavy tailed (Lévy) inter-spike interval
distributions (very similarly to those of isolated heart cells). As network size increases, network
dynamics include globally-active time windows that are dubbed synchronised bursting events.
The corresponding inter-burst interval statistics reveala number of competing time scales. For
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considerably larger networks, inter-burst interval statistics themselves mirror those of inter-
spike intervals in small networks. Once again, we find that noise is ubiquitous at every level of
organisation. If it manifests itself in the living brain, such noise raises significant difficulties to
the computational neuroscience community. If however, thebrain has devised mechanisms to
regulate, suppress (and perhaps at times utilise and exploit) these fluctuations, it remains to be
seen how such regulation (itself consisting of unreliable components) is achieved so reliably.
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1 Introduction

Time series analysis is used extensively in neuroscience inorder to study the interdependence
between two simultaneously recorded signals (Peredaet al., 2005). Neurophysiological time
series are inherently non-stationary, and the detection ofchanges in covariance structure is
important as they reflect changes in the functional connectivity of the system. This, therefore,
allows us to make inferences on how segregated areas of the brain are interacting. Our aim is to
develop a method of localised coherence in order to analyse simultaneous recordings of neural
activity taken from two areas of a rat’s brain: the hippocampus and the prefrontal cortex, as in
the experimental set-up of Jones & Wilson (2005).

While the cross-correlation function provides a natural estimate of the relationship between
two series in the time domain, the cross-spectral density function can be used similarly in
the spectral domain. The coherence function is derived fromthe normalisation of the cross-
spectrum by the individual spectra and, roughly speaking, measures the correlation between
the signals as a function of frequency. The main problem withthis approach is that it assumes
stationarity. Windowed Fourier analysis allows for non-stationarity by splitting the signal into
segments (Daubechies, 1992). Although this overcomes the assumption of global stationarity,
it still requires stationarity within each section.

Since wavelets are localised in both time and scale, they provide a natural approach to the
modelling of series with time varying spectral characteristics (see Vidakovic (1999) for an intro-
duction to wavelets). Unlike time resolved Fourier coherence which employs a constant window
width for all frequencies, the wavelet transform uses shorter windows for higher frequencies,
which leads to more “natural" localisation (see Daubechies(1992) for more on this topic). In
this paper we propose a new measure of wavelet coherence termed ‘locally stationary wavelet
coherence’. This is derived from the Locally Stationary Wavelet time series model of Nasonet
al. (2000). Following the work of Dahlhaus (1996), the model adopts the rescaled time princi-
ple, replacing the Fourier basis representation by a systemof non-decimated wavelets. Due to
the particular bias correction implied by the model, our newstatistic differs significantly from
wavelet coherence measures proposed previously.

2 Wavelet coherence using the LSW model

Definition 1. The bivariate LSW process(X(1)
t,T , X

(2)
t,T )t=0,...,T−1, for T = 2j ≥ 1 is a triangular

stochastic array with mean-square representation

X
(1)
t,T =

−1∑

j=−∞

∞∑

k=−∞
W

(1)
j (k/T )ψj,t−kξ

(1)
j,k (1)

X
(2)
t,T =

−1∑

j=−∞

∞∑

k=−∞
W

(2)
j (k/T )ψj,t−kξ

(2)
j,k (2)
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where{ψk,t} are discrete, real valued, compactly supported, non-decimated wavelet vectors
with scale and location parametersj ∈ {−1,−2, ...} andk ∈ Z, respectively. For eachj < −1,
the functionsW (i)

j (k/T ) andρj(k/T ) are assumed to be Lipschitz continuous, and are defined

on rescaled timez = k/T ∈ [0, 1]. Also,ξ(i)
j,k are zero mean orthonormal identically distributed

random variables withcov(ξ(i)
j,k, ξ

(i)
j′,k′) = δj,j′δk,k′ andcov(ξ(1)

j,k , ξ
(2)
j′,k′) = δj,j′δk,k′ρj(k/T ).

The parametersW (i)
j (k/T ) can be thought of as time and scale dependent transfer functions

while the non-decimated wavelet vectors,ψj , can be thought of as building blocks analogous to
Fourier exponentials in a spectral domain representation.Here the notationj = −1 denotes the
finest scale wavelet,j = −2 the next finest scale and so forth.

This formulation parallels the univariate case of Nasonet al. (2000), but in extending this
to the bivariate setting we must allow for a potential correlation structure between the two
series. It is this quantity that we wish to estimate, with thefunctional sequence{ρj(k/T )}−1

j=−∞
providing a multiscale decomposition of the cross-correlation structure betweenX(1)

t,T andX(2)
t,T .

The locally stationary wavelet coherence,ρj(z), can be represented asρj(z) =
Cj(z)

q

S
(1)
j (z)S

(2)
j (z)

whereCj(z) = W
(1)
j (z)W

(2)
j (z)ρj(z) is the locally stationary wavelet cross-spectrum, and

S
(i)
j (z) = (W

(i)
j (z))2 are the evolutionary wavelet spectra as defined in Nasonet al. (2000).

The locally stationary wavelet coherence,ρj(z), ranges from -1, indicating complete negative
correlation, to +1 indicating complete correlation. A value of close to zero indicates a lack of
correlation between the two series at the given scale and location.

3 Estimation theory

Definition 2. For the LSW processesX(i)
t,T for i = 1, 2, constructed using the wavelet systemψ,

the empirical non decimated wavelet coefficients are given by

d
(i)
j,t,T =

∑

s

X
(i)
s,Tψj,s−t (3)

Although the use of other types of wavelets is possible, we use Haar wavelets for our estima-
tor, following the theory of Nasonet al. (2000). The wavelet coefficients are used to construct
the cross-wavelet periodogram and wavelet periodogram, defined as follows.

Definition 3. The wavelet periodograms for the LSW processesX
(i)
t,T , for i = 1, 2, are given by

I
(i)
j,t,T = |d(i)

j,t,T |2 (4)

The wavelet cross-periodograms is given by

I
(1,2)
j,t,T = d

(1)
j,t,Td

(2)
j,t,T (5)

Proposition 1. The expectation of the cross-periodogram,I
(1,2)
j,t,T , is given by

EI
(1,2)
j,t,T =

−1∑

i=−∞
W

(1)
i (t/T )W

(2)
i (t/T )ρi(t/T )Aij +O(T−12−j) (6)
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Also, the variance is given by

V arI
(1,2)
j,t,T =

−1∑

i=−∞
S

(1)
i (t/T )Ai,j

−1∑

i=−∞
S

(2)
i (t/T )Ai,j

+
( −1∑

i=−∞
W

(1)
i (t/T )W

(2)
i (t/T )ρi(t/T )Ai,j

)2

+O(2−jT−1)

whereAi,j is the autocorrelation wavelet inner product matrixAi,j =
∑

τ Ψi(τ)Ψj(τ).

The cross-periodogram provides a natural estimator of the wavelet cross-spectrum, but we
first need to correct for the bias incurred by the matrixAi,j. Also, since the cross-periodogram
has non-vanishing variance, it needs to be smoothed to obtain consistency. For this we use sim-
ple moving average smoothing. Other, more advanced smoothing techniques (see for example
Nasonet al. (2000)) are potentially viable and will be considered in future work. The estima-
tor is constructed by first smoothing the periodogram to giveĨ

(1,2)
j,t,T = 1

2M+1

∑M
m=−M I

(1,2)
j,t+m,T ,

and then correcting the smoothed periodogram usingĈl(t/T ) =
∑−1

j=−J∗ Ĩ
(1,2)
j,t,T A

−1
l,j for some

J∗ < log2(T ) to be specified later, chosen to ensure the consistency ofĈl(z).

Proposition 2. Let J∗ = α log2(T ) whereα ∈ (0, 1). The estimator̂Cl(t/T ) converges in
probability toW (1)

l (t/T )W
(2)
l (t/T )ρl(t/T ) provided thatMT α−1 → 0 asT → ∞ andM →

∞ for each fixed scalel.

The wavelet periodograms,I(i)
j,t,T for i = 1, 2 are smoothed and corrected similarly to give

Ĩ
(i)
j,t,T = 1

2M+1

∑M
m=−M I

(i)
j,t+m,T , andŜl(t/T ) =

∑−1
j=−J∗ Ĩ

(i)
j,t,TA

−1
l,j .

Proposition 3. LetJ∗ = α log2(T ) whereα ∈ (0, 1). ThenŜ(i)
l (t/T ) converges in probability

to S(i)
l (t/T ) provided thatMT α−1 → 0 asT → ∞ andM → ∞ for each fixed scalel.

Given estimates of the cross-spectrum,Ĉl(t/T ), and individual spectra,̂S(i)
l (t/T ) of each

process and provided thatS(1)
l (t/T ) > 0 andS(1)

2 (t/T ) > 0 the estimator of the locally station-
ary wavelet coherence given by

ρ̂l(t/T ) =
Ĉj(t/T )√

Ŝ
(1)
j (t/T )Ŝ

(2)
j (t/T )

(7)

converges in probability toρl(t/T ) by Slutsky’s theorem (Davidson (1994)).
Having demonstrated how to estimateρl(t/T ), the result provides us with a multiscale de-

composition of the local dependence structure between the two series. The decomposition
allows us to distinguish between fine-scale and coarse-scale dependence.

4 A simulated example

As an example, we apply our method to data simulated from a bivariate LSW process with a
known, non-stationary correlation structure. We assumeS

(1)
j = S

(2)
j = 2j (i.e. that of white

noise), and takecor(ǫ(1)j,k , ǫ
(2)
j,k) = ρj(k/T ), whereρj(k/T ) increases linearly from0.2 at time

t = 1, to0.8 at timet = T/2 and then decreases to0.2 again at timeT . In this case we takeT =
211, providing a decomposition ofJ = 11 scales. The same correlation structure is assumed for
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each scale,j. The results from one such simulation, using Haar wavelets and standard normal
innovation sequenceǫj,k , are shown in figure 1 below. The estimated locally stationary wavelet
coherence follows the expected value closely, although thedeviance is larger at coarser scales.
In this example we useM = 200 for the finest scale, while a larger value ofM = 300 was
necessary at the coarser scale,−7. Further investigation into parameter estimation, and also the
consideration of other wavelets and smoothing techniques will be considered in future work.
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Figure 1: Locally stationary wavelet coherence at a) scale -1 and b) scale -7.
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Bayesian network analysis of
MAPK connectivity in cancer

Sach Mukherjee

Department of Statistics, University of California, Berkeley

The Mitogen-Activated Protein Kinase or MAPK pathway is a biochemical pathway which
plays a central role in cellular signaling. Aberrant functioning of the pathway is heavily impli-
cated in a number of cancers. Although the MAPK system is one of the most studied cellular
signaling modules, cancer-specific pathway features remain poorly characterised, and relatively
little is known regarding isoform-specific connectivity. Iwill present a Bayesian network ap-
proach to learning pathway connectivity in this setting, using Markov chain Monte Carlo to
infer dependency graph structure from a combination of experimental data and biological prior
knowledge. I will discuss some of the methodological aspects of this problem and go on to
present results obtained from breast cancer data. I will also discuss some of the (many) caveats
of this type of analysis and highlight opportunities and challenges for future research.
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From genomes to protein models and back

Anna Tramontano

Department of Biochemical Sciences, University of Rome “LaSapienza”

The knowledge of the amino acid sequence of a gene product is still not sufficient to understand
its function at the molecular level: the function of a protein is determined by and large by its
three-dimensional structure.

We can predict the structure of a protein from its amino acid sequence in some cases, not in
all cases. In other words, we cannot, as of today and probablyfor some years to come, simulate
the folding process of a protein. The only reason we can continue to discuss the problem
of structure prediction is indeed that proteins are a product of evolution. The evolutionary
mechanisms imply that proteins mostly evolved via small sequence variation, usually single
amino acid substitutions, insertions and deletions. Therefore the sequences of proteins that
are “sufficiently” closely evolutionary related in evolution preserve detectable similarities. An
unfolded polypeptide is risky for the cell, because it exposes hydrophobic groups that favour
aggregation with other proteins. Consequently, we can assume that each of the evolutionary
steps has produced a structure compatible with the functionof the protein. Note that function is
usually brought about by few key amino acids, but is dependent on their correct positioning in
the active site, that is on the correct folding of the polypeptide.

All the above implies that evolutionary related proteins not only have similar sequences but
also similar structures. In other words, if two proteins have a sequence sufficiently similar to
guarantee that they are evolutionary related, we might be reasonably certain that they also have
a similar structure. This observation forms the basis of a protein structure prediction method
called “comparative modelling” or “modelling by homology”that we applied to the GENCODE
gene product set.

We analysed the putative structure of all the gene products of known structure or for which
a reliable three-dimensional model could be built and analysed the results asking the question
of whether these products could give raise to a functional element. The most striking results
of our analysis is that, for more than half of these alternative transcripts, the resulting protein
structure is likely to be substantially altered in relationto that of the principal sequence.

Our results leave open two important questions, namely which is the role of the putative
non-functional variants and, equally importantly, how canwe reconcile the number of functions
of a human organism with its apparently very low coding content.
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Microarray data quality assessment for
developmental time series
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1 Introduction

While microarrays have become a routine-tools in modern molecular labs, the scientific commu-
nity came to recognise that findings based solely on microarray measurements were not always
reproducible, and that studies with inconclusive results were quite common. Inter-lab and inter-
platform comparisons have demonstrated this convincingly, eg. Wanget al.(2005). Statisticians
have recently started to systematically address the question how to quantify the overall quality
of large number of massive parallel measurements like the ones produced by microarray exper-
iments. Brettschneideret al. (2006) laid out concepts for microarray data quality assessment
data in the spirit of Shewhart’s statistical quality assessment philosophy. In particular, they in-
troduce visual tools for assessing the spatial quality of short oligonucleotide microarrays, and
numerical measures (NUSE, RLE) for the quality the pre-processed microarray data. The ap-
proach is derived based on the RMA model for microarray gene expression value estimation by
Irizarry et al. (2003).

A straight forward application of these quality assessmentmethods on developmental time
course data indicates particularly poor quality for the data from all the arrays at the beginning
and at the end of each of the developmental series. We hypothesise that this is potentially due to
a misinterpretation of biological variation as technologically caused noise. In fact, using NUSE
and RLE for quality assessment is based on the assumption that the majority of genes is not
differentially expressed. Developmental microarray data, however, differs in just this aspect
from most other kinds of microarray data. The fraction of non-differentially expressed genes is
much higher and it is inhomogeneous over time. Another concern is whether the default RMA
model we have generally been using in quality assessment is agood fit for the data. It does
not have a factor for developmental stage, which may be too simplistic. On the other hand,
microarray time course experiments usually provide no or only a small number of technical
replicates, which makes fitting more complicated models a questionable endeavor.

This paper aims at improving our interpretation of the microarray quality measures in the
case of developmental experiments. We suggest and test alternative quality assessment strate-
gies. geared toward developmental data. The first approach uses housekeeping genes selected
usinga priori biological knowledge. Restricting the quality assessmentto this subset would
allow to unambiguously attribute deviations in NUSE and RLEscores to technological causes.
Our second approach uses a similar rationale, but uses statistical analysis to select the genes
with low temporal variation. We further investigate whether model-misfit contribute to the poor
quality we observed in the data from in the first and last few chips of each series. The small
number of technical replicates is overcome by grouping by pooling data from several subse-
quent time points.

79



2 Material and methods

Data. We use the data fromwww.fruitfly.org/cgi-bin/ex/insitu.pl created by
Tomancaket al. (2002). Wild type fruit flies (Canton S) were split into 12 population cages
and allowed to lay eggs after aged for 3 days. Embryo samples were collected every hour for
consecutive 12 hours starting at 30 minutes. Embryonic stages were examined by morpholog-
ical markers. The same procedure was conducted on 3 days yielding 3 biological time course
replicates (A, B, C). RNA was extracted, labeled and hybridised to short oligonucleotide mi-
croarrays (Affymetrix) measuring 14010 genes with 11-20 probes per probe set. Series A and
C series were hybridised on a day other than the one for seriesB. Each chip was named as the
combination of the replicate label and the time point label 01, 02,...,12.

Quality measures. Microarray data quality is assessed by statistical qualityassessment
tools introduced in Brettschneideret al. (2006) using Bioconductor R-packageaffyPLM de-
scribed in Bolstad (2005). The approach uses the RMA model byIrizarry et al. (2003). For a
fixed probe set, the background adjusted and normalised intensitiesyij of probej and microar-
ray i are modeled aslog2 yij = µi + αj + εij , with αj a probe affinity effect(with zero-sum
constraint),µi the log scale expression level for arrayi, and i.i.d. centered errorsεij. The use
of an iteratively re-weighted least squares algorithms delivers a robust probe set expression es-
timate for this probe set for each array using the inverseswij of the residuals to down-weight
malfunctioning probes. TheNormalised Unscaled Standard Error (NUSE)of a fixed probe set
is defined as the inverse of the total probe weight

∑
j wij for array i normalised by that same

expression across all arrays used in the experiment. TheRelative Log Expression (RLE)of a
probe sets in arrayi is computed as the log ratio of its expression value in that array and its me-
dian expression in a hypothetical reference array. The latter is usually obtained as the median
of all arrays in that batch, constructed probe set by probe set. Under the biological assumption
that the majority of gene is not differentially expressed, the collective behavior of the NUSE
values measure the quality of the data from this array, relative to the quality of the data from the
other arrays from the same experiment and jointly analysed.A good quality array has a median
NUSE around 1 and a small IQR. The collective behavior of the RLE values can also be used
as a quality indicator. A good quality array has a median RLE around 0 and a IQR.

Alternative quality assessment approaches.The first three approaches use the RMA de-
fault model, but they in in terms of which genes are included in the quality assessment: (i)
Genome-wide: all genes on the array; (ii) Constant genes picked bya priori biological knowl-
edge: subsets of genes that are expected to vary little over time− 54 housekeeping genes, and
87 temporarily stable genes according to Arbeitmann (2003); (iii) Constant genes determined
empirically from our data: stratification of genes according to their degree of temporal variation
using the empirical Bayes approach for microarray time course data developed by Tai & Speed
(2006). Finally, approach (iv) uses a refined RMA model incorporating a factor for develop-
mental stage. As the 3 replicates per stage may not suffice to fit such a model well, the 12 stages
are divided in just 4 levels (1-3, 4-6, 7-9, 10-12).

3 Results

We begin with a straight forward application of the methods described in Brettschneideret
al., that is, whole genome based quality assessment with the default RMA model (Section 2:
Approach (i)). The results are shown in Figures 1a and 2a withboxplots corresponding to each
array. Arrays are ordered by series (A, B, C), and by stage within each series. Both RLE and
NUSE indicate that the quality of series B is generally lowerthan for series A and C. This most
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likely is due to the different hybridisation date of series B. Note that the data has been quantile
normalised before the quality assessment, which should take care of most overall differences
between the series such as scanner calibration. Within all three series the middle stages seem to
have produced better data quality. Most outstanding are themedian NUSE and the IQR RLE of
the first 2-3 arrays and the last 1-2 arrays of each series.

We wondered whether this is merely a reflection inconsistentdegrees of biological variation
between different developmental stages, rather than a signof poor quality. Difficulties in stage
assignment at the beginning of the series, and confusion between genes stimulated by the em-
bryo itself and genes stimulated by the mother may contribute to further inconsistencies. We
hypothesised that a restriction to genes expected to be constant would eliminate this problem.
In Approach (ii) we restrict the quality assessment to genesknown in the literature to be tem-
porarily stable. It turned out, however, that the quality assessment restricted on two such sets
(see 2) delivered results every similar to what we got in Approach (i).

For Approach (iii), we first determined the 2000 least changing genes based on a Hotelling
statistics ranking, then we restrict the quality assessment to those 2000 genes. The NUSE distri-
butions seem to be more or less unaffected by this selection (Figure 1b). The RLE distributions,
however, react strongly to this restriction; the differences between the RLE distributions in the
middle stages on the one hand and the early/late stages on theother hand are far less pronounced
for this subset of genes (Figure 2b).

Consistent with the other approaches, (iv) also reveals that Series B is of lower quality than
A and C (Figure 3a, 4a). The differences between the middle stages and the other stages are still
there, but both less consistent and less pronounced. This may to some extend be due to the fact
that the strongest outlier arrays have been pooled togetherwith more normal arrays, but better
model fit certainly plays a role. Restriction on the 2000 low varying genes makes nearly no
difference for the medians of the NUSE distributions, as we saw in Approach (iii) as well. The
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IQRs of the NUSE distributions, however, are much smaller than they were in (iii), and they do
shrink even a little more when restrict the assessment to lowvarying genes. This indicates an
improved model fit. For the RLE distributions as well, the IQRs are smaller than in (iii), which
confirms the better fit. Similar to the behavior of the RLE in (iii), there is a big difference in
IQR RLE when we restrict the assessment to low varying genes.

4 Discussion

The interpretation of standard microarray data quality measures such as genome-wide NUSE
and RLE appears to be problematic in the case of time course data. We suggested and tested al-
ternative ways to assess microarray data quality for this data type. Involvinga priori biological
knowledge did not solve the problem. Stratification of genesby a statistical time course analy-
sis, however, shed light on the issue. While the NUSE did not react to the stratification, the IQR
RLE decreased a lot when restricting the quality assessmentto a subset of the lowest variable
2000 genes. This inconsistency between NUSE and RLE is remarkable. Usually, despite their
different construction, they give very similar results in quality assessment. Fitting a model with
a stage factor indicates that some of the observed noise may be attributed to model misfit. Sim-
ulation studies and analysis for more developmental data sets are necessary to generalise and
deepen our understanding of these issues.

Acknowledgement.The authors thank François Collin and Terry Speed for helpful com-
ments about statistical and biological issues regarding this data set, and Pavel Tomancak for
sharing details about experimental conditions.
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1 Introduction

The oligonucleotide probes on microarrays for gene expression are carefully designed so that
their thermodynamic properties are consistent, in order that any bias due to differential efficien-
cies of hybridisation might be minimized. However there arenumerous other constraints such
as the need to match (and be specific to) a gene, as well as possibly having a fixed probe length.
Thus a perfect thermodynamic balance cannot be achieved. Also, since the labelling dyes can
hinder hybridization, any thermodynamic balance achievedwould not be robust to a change of
the choice of dye, or method of adhering the dye to the RNA sample.

Aside from Affymetrix platforms (Zhanget al. 2003, Abduevaet al. 2006), such effects are
not usually accounted for when analysing the results of microarray experiments. In particular
with two-channel platforms, one might anticipate that any effects would cancel out across the
two channels. Here we focus on the Agilent Human 1A Oligo Microarray (V2), a popular two-
channel array. We comment on the design of its probes, and illustrate the ways in which those
designs can bias downstream analyses before discussing possible remedies.

2 Our data and the Human 1A Oligo Microarray (V2)

This Agilent microarray consists of22, 575 locations arranged in a105 x 215 grid. 422 spots
are not reported, and1, 080 contain control probes, leaving21, 073 unique probes (all 60mers)
that comprise the ‘business part’ of the array. Of these, theannotation we use suggests that
17, 579 map to areas of the genome that are transcribed, and of these16, 823 to the autosomal
chromosomes. It is on these that we focus, making particularuse of the2, 686 probes that have
a non-unique target gene. In total,1, 305 genes are targeted by more than one probe.

Whereas several manufacturers seek to have a tight distribution of GC content, as part of the
thermodynamic control, Agilent have a very distinctive pattern for GC content (Figure 1, top
left), with modes at21, 27, 33 and36 bases out of the60. The distribution of GC content varies
considerably between those probes ending in a G or C and thoseending in an A or T, far beyond
the natural constraints that this imposes (Figure 1, top centre). While there is a trend along
positions1 to 59 of the probes for increased discordance of GC content distributions depending
on the GC status of that base, it is clear that the major effectis at position60 (Figure 1, top
right). The distribution of As, Cs, Gs and Ts is very much constant along the probes, save for
the beginning and end positions (Figure 1, bottom).

The end base is known to be important in several models of the thermodynamics, and it is
no surprise to see a) the change in base frequency at that point and b) the associated change in
distribution of GC content. Less explicable are the change in base frequency at the first position
and the increasing association with the GC content from positions1 to 59.
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Figure 1: The structure of probes in the Agilent Human 1A Oligo Microarray.

Our data consist of85 arrays on which either a renal cancer sample (75) or a normal control
(10) has been compared to a common reference sample, the reference sample always being in
the red channel. We also have access to a set of similar arrayswhere the red channel has been
degraded by ozone contamination. Additionally we use two datasets from public repositories:
21 arrays from patients with type 2 diabetes described in Hayashi et al. (2006), and29 microar-
rays from an experiment to detect the off-target gene-silencing effects of siRNAs as described
in Birminghamet al. (2006).

3 Evidence and modelling of bias

That a bias exists is quickly apparent. We see that the log-intensities in an array can vary with
simple probe structure; in this case (Figure 2, left) higherfor probes with more C bases. We
see that the effects are not cancelled out within arrays; thelog-ratios of intensities here (Figure
2, centre) decreasing with the number of A bases in the associated probe. We should note
though that while the phenomenon of the log-intensities is seen in nearly all examples, that
for the log-ratios can be far more variable. This variability though must contribute to the bias
persisting between array comparisons, with the t-statistic for a comparison between cancerous
and normal samples showing (Figure 2, right) a clear relationship with the number of G bases
in the associated probes.

Also apparent is a certain heteroscedasticity, perhaps clearest in the central panel in Figure
2. Here variances are smaller for ‘middling’ numbers of A bases, and higher at the extremes.
However other patterns are observed in other arrays.

It is possible, indeed almost certain, that the correct model will not be in terms of a single
base count. Nevertheless while we may better model the bias with an alternative model, it can
not be simply an artefact of our inadequate model. The heteroscedasticity on the other hand
might well be. This is important as the consequences of the heteroscedasticity may be the
greater (in terms of effects on gene lists), and yet the harder to remove.

In attempting to account for the bias, we consider models forthe log-intensity in terms of
the following quantities: 1) counts for the individual bases (A, C, G and T) which we denote
BC , 2) separate base effects at the 60 probe positions, denotedBL, 3) counts for the 16 pos-
sible neighbouring pairs of bases, denotedPC and 4) separate effects for the 16 pairs in the
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Figure 2: The persistent nature of bias due to probe design.

59 possible locations, denotedPL. The models we consider arelog(I) ∼ BC , log(I) ∼ BL,
log(I) ∼ PC , log(I) ∼ BL + PC and log(I) ∼ PL (where log(I) denotes log-intensity or
log-ratio of intensities). Even this last model has a maximum of 886 parameters to estimate (in
practice fewer), which is feasible given the number of observations on an array. The identity of
the end base was also considered in models, but contributed nothing.

Assessment of model fits via the usual statistics is complicated since we are modelling the
noise, and ignoring the effect (i.e. the varying intensities of genes), so we know that our models
will not fit the data well in the usual sense. So as well as variance explained and AIC, we will
use the2, 686 probes with non-unique target gene as a validation set, fitting the model to the
remaining14, 137 probes and using the resulting model to correct the2, 686; measuring whether
probes hitting the same gene ‘tighten up’. There are a numberof other reasons why intensities,
nominally from the same gene, might not agree (e.g. alternative splicing) so we neither expect
nor desire to explain all the variance in this manner.

4 Results

As can be seen in Figure 3, the main point of interest is that while the models featuring only
single-base information perform poorly in the single channels, they do a lot better in the log-
ratios while the most complicated model shows abysmal performance in the log-ratios. Location
information looks to be of greater importance in the red channel and is of even greater impor-
tance in the arrays known to be ozone affected (not shown). Ingeneral modelling the log-ratios
in terms of counts of neighbouring pairs of bases would appear to perform best.

Figure 3: The performance of the models in explaining variance amongst the2, 686 probes.
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5 Discussion

We surmise that the effect seen in the log-intensities is dueto effects of the dye hindering the
hybridisation of RNA to the probes. It is obvious then that the pattern in the log-ratios is driven
by the discrepancy between the effects seen in the red and green log-intensities. That there
should be such an effect in the results of a linear model applied across so many arrays we
attribute to a combination of the heterogeneity of effects between arrays, the heteroscedasticity
of results between probes, and the imbalance in the design ofthe experiment for comparing
normals to cancers.

The effect is of obvious importance, both for the interpretation of published literature and
conduct of future experiments. It has potential value as a method for quality control: Within
log-ratios the magnitude of the effect varies between arrays and can be monitored and perhaps
controlled. It has value in the critical appraisal of experiments: We can identify probes that
werea priori more likely to be flagged as significant and perhaps a subset oftrustworthy probes
for a separate, robust, analysis. Finally we have characterised the effect in terms of the probe
make-up in a manner that allows for a first attempt at correcting for the bias.

While the base-pair count model seems to offer the most valuefor correcting the effect,
we stress that these are not simply the standard nearest-neighbour melting temperature values.
Finally we note that the increased importance of base-location within models applied to the
ozone affected data, is informative both regarding the ozone degradation process and potential
diagnostics for it.
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We have been developing machine learning methods to distinguish potentially deleterious sin-
gle nucleotide changes in protein coding regions from harmless polymorphisms. There are
a number of approaches in the literature, with differing methodologies and more importantly
based on different approaches to the generation of trainingdata. We will show which choices of
training data are appropriate, and that some approaches adopted in the literature will lead to the
generation of largely irrelevant prediction rules and methods with significantly underestimated
error rates. Finally we will consider the applicability of these methods to pinpointing causative
SNPs and disease genes based on the results of genetic association studies.
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1 Introduction

Methods for order estimation and parameter estimation of a stationary autoregressive (AR)
model of orderm, AR(m), given a set ofT independent identically distributed (i.i.d.)N-variate
Gaussian samples, are well established. These methods usually require a complete identification
of the model, which can be achieved only approximately in themaximum-likelihood (ML)
sense. In some applications, the strict stationarity of theobserved training data is questionable,
so a general problem is to select between a stationary and a time-varying model.

2 Order estimation of an AR/TVAR model

In Abramovichet al. (2007a) we demonstrated that the necessary and sufficient condition for
anN-variate complex vectorx ≡ [x1, . . . , xN ]T to be a sample of the TVAR(m) process

xj =

m∑

k=1

a∗kjxj−k + ηj for j = m+ 1, . . . , N, E{ηjη
∗
k} = σ2

0δjk, a0 = 1 (1)

is that its positive-definite (p.d.) Hermitian covariance matrix R(m)
N ≡ E

{
xxH

}
satisfies the

“band-inverse” property

{[R(m)
N ]−1}jk = 0 for |j − k| > m (2)

ie. the elements of its inverse are zero outside the(2m + 1)-wide diagonal band. Since the
p.d. Toeplitz covariance matrix of the stationary AR(m) model has this same property, a test for
“band-inverseness” may be seen as a unified test for estimating the model orderm, irrespective
of its stationary or time-varying nature. Such a test can be constructed from the properties of
the probability density function (p.d.f.) of a certain likelihood ratio (LR).

We consider a set ofT i.i.d.N-variate training data

xj ≡ [x
(j)
1 , . . . , x

(j)
N ]T for j = 1, . . . , T (3)

that are samples of a complex Gaussian random process whose p.d.f. is CN(0, RN ), where
RN is anN-variate p.d. Hermitian matrix. The conventional sample covariance matrixR̂ =
1
T

∑T
j=1 xjx

H
j is rank deficient forT < N , and the matrixTR̂ is described by the anti-Wishart
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complex distributionACW (T < N, N, RN) (Janik & Nowak, 2003). Yet, forT ≥ m+ 1, all
(m+ 1)-variate central block matriceŝR(m)

q of R̂ are p.d. (Anderson, 1958),ie.

R̂(m)
q ≡



r̂qq . . . r̂q,q+m
...

. . .
...

r̂q+m,q . . . r̂q+m,q+m


 > 0 for q = 1, . . . , N −m. (4)

In Abramovichet al. (2007a) we demonstrated that this condition is necessary and sufficient for
the existence of an accurate nondegenerate ML estimate of a TVAR(m) covariance matrix that
is calculated directly from the blockŝR(m)

q using the Dym–Gohberg formula (Dym & Gohberg,
1981):

R̂
(m)
TVAR = [V̂ (m)H ]−1[V̂ (m)]−1 (5)

whereV̂ (m) is a lower-triangular matrix whose elements are defined as

V̂
(m)
ij ≡

{
v̂

(m)
ij v̂

(m)− 1
2

jj for j ≤ i ≤ L(j)

0 otherwise
(6)

where



v̂

(m)
qq

...
v̂

(m)
L(q),q


 =



r̂qq . . . r̂q,L(q)
...

. . .
...

r̂L(q),q . . . r̂L(q),L(q)




−1



1
0
...
0


 ≡ [R̂(L)

q ]−1eL(q)−q+1 (7)

are the time-varying AR coefficients, withL(q) ≡ min{N, q +m}, andez is thez-variate unit
vector. This ML TVAR(m) covariance matrix is uniquely specified by the remarkable properties

{
R̂

(m)
TVAR

}

ij
= r̂ij for |i− j| ≤ m

{[
R̂

(m)
TVAR

]−1
}

ij

= 0 for |i− j| > m. (8)

For a stationary AR(m) model, the inverse of its ML-optimal Toeplitz covariance matrix esti-
mate is also a band matrix, like[R̂(m)

TVAR]−1, and of the same bandwidth, but its elements cannot
be directly and simply obtained from̂R; only numerical solutions are currently available for
ML Toeplitz covariance matrix estimation, and so suboptimal solutions are usually suggested
(Grigoriadiset al., 1994).

For the ML estimatêR(m)
TVAR, the Gaussian likelihood function

LF (X,R) =
exp[− tr(TR−1R̂)]

[detR]T
(9)

evaluates to

max
R

LF (X,R) = LF (X, R̂
(m)
TVAR) = exp[−NT ]

(
N∏

q=1

v̂(m)
qq

)T

(10)

where
v̂(m)

qq ≡ eT
L(q)−q+1[R̂

(L)
q ]−1eL(q)−q+1. (11)
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In fact, (8) follows directly from the ML equation∂ logLF (X,R)/∂(R−1)ij = 0 subject to the
TVAR(m) constraint(R−1)ij = 0 for |i− j| > m. According to (8), forB̂ ≡ [R̂

(m)
TVAR]−1 we get

tr[B̂R̂] = tr[B̂R̂
(m)
TVAR] = NT, ∴ det B̂ = det[V̂ (m)H V̂ (m)] =

N∏

q=1

v̂(m)
qq (12)

by (5). Letmmax be the maximum admissible order of a TVAR(m) model that is identifiable
for the sample volumeT , thenmmax+ 1 ≤ T . From the “nested” property of the model-order
testing problem, and directly from (10), it is evident that

LF (X, R̂
(m1)
TVAR) ≥ LF (X, R̂

(m2)
TVAR) for m1 > m2 (13)

and so our hypothesis test for the TVAR(m) order can be based on the likelihood ratio

LR(m) =
LF [X, R̂

(m)
TVAR]

max
µ≤mmax

LF [X, R̂
(µ)
TVAR]

=
LF [X, R̂

(m)
TVAR]

LF [X, R̂
(mmax)

TVAR ]
=

(
N∏

q=1

v̂
(m)
qq

v̂
(mmax)
qq

)T

(14)

where, according to (7) and (11),

v̂
(mmax)
qq ≡ eT

K(q)−q+1[R̂
(K)
q ]−1eK(q)−q+1 (15)

with K(q) ≡ min{N, q +mmax}. Now sincev̂(m)
qq = v̂

(mmax)
qq for q ≥ N −m, the LR is

LR(m) =

(
N−m−1∏

q=1

v̂
(m)
qq

v̂
(mmax)
qq

)T

. (16)

Note that the dimension of the matrix̂R(K)
q is

dim R̂(K)
q =

{
mmax+ 1 for q ≤ N −mmax
m+ 2 for q = N −m− 1.

(17)

We introduce the notation

µ ≡
{
mmax for q < N −mmax
N − q for N −mmax≤ q ≤ N −m− 1.

(18)

Instead ofLR(m), we can deal withLR0 ≡ [LR]1/T ; and so we investigate the p.d.f. of the LR

LR0(m) =
N−m−1∏

q=1

v̂
(m)
qq

v̂
(µ)
qq

. (19)

Theorem 1. Let m0 be the true order of the AR or TVAR input data, then for allm ≥ m0,
the p.d.f. ofLR0(m) does not depend on scenario, ie. is completely defined by the parameters
{N, T,mmax, m}. Specifically,

f(x) = C(N, T,mmax, m) x(T−mmax−1) G
(N−m−1),0
(N−m−1),(N−m−1)

(
x
∣∣∣
mmax−m,...,mmax−m

mmax−m−1,...,0,...,0

)

(20)
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whereGa,b
c,d(·) is Meijer’sG-function (Gradshteyn & Ryzhik, 2000), and

C(N, T,mmax, m) =

N−m−1∏

q=1

Γ(T −m)

Γ(T − µ)
. (21)

Thepth moment ofLR0(m ≥ m0) is

E{xp} =

N−m−1∏

q=1

Γ(T −m)Γ(T − µ+ p)

Γ(T − µ)Γ(T −m+ p)
. (22)

Moreover, the p.d.f. ofLR0(m) can be expressed as the p.d.f. of a product of(N − m − 1)
independent random numbersβq:

LR0(m) =

N−m−1∏

q=1

βq, with βq ∼
β

(T−µ−1)
q (1 − βq)

(µ−m−1)

B[µ−m,T − µ]
. (23)

For the proof, see Appendix I of Abramovichet al. (2007b).

3 Final remarks

The “scenario-invariant” nature of the LR allows us to derive a test to estimate the order of
an AR or TVAR modelet al. (2007b). Computationally, it may be easier to deal with the
expression (23) than the somewhat obscure analytic formula(20).
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A normalisation method for oligonucleotide arrays
motivated by spatial biases
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1 Introduction

Many oligonucleotide arrays contain spatial flaws. Standardisation methods such as quantile
scaling make no reference to the spatial nature of the flaws. However, the spatial compactness
of such flaws can be exploited to provide the basis for corrections that are quite independent of
any subsequent chip-wide correction procedure (such as quantile scaling).

With three or more replicate arrays, visualisation of defects is a simple matter. WithLklr

denoting the logarithm of the signal intensity at location(k, l) in arrayr, an effective procedure
involves calculating and plotting the values ofdklr given by:

dklr = Lklr −Mkl (1)

whereMkl is the logarithm of a reference value for location(k, l).

Figure 1: Illustration of typical flaws in three technical replicates of the spiked
GeneChip®Human Genome U133 arrays. The upper row shows the locations of unusually
large values and the lower row the locations of unusually small values.

2 Two spatial adjustments

2.1 Complementary probe pair (CPP) adjustment

Oligonucleotide microarrays comprise pairs of “perfect match” (PM) and “mismatch” (MM)
probes. Each probe consists of a string of 25 bases, with a PM/MM pair differing only in their
central base. The intention of the chip manufacturers was that each MM probe would provide
a measure of the background value resulting from the outer 24bases, so that the difference
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between the PM and MM expression values would provide information concerning the extent
of the occurrence of a particular gene.

Suppose that cells(k, l) and (k, l + 1) are the locations of the PM and MM probes, re-
spectively. WriteLklr as the logarithm of the signal intensity at location(k, l) in arrayr and
write Mkl as the logarithm of the median of the values at this location in theR replicates. We
calculate the standardised differenced∗klr given by:

d∗klr = dklr /Skl (2)

whereSkl is the standard deviation of theLklr values. The replicate in need of correction is
indicated by thed∗-value with the greatest absolute magnitude.

Suppose that the values in replicater have been identified for correction. Denote the loga-
rithms of the adjusted values in locations(k, l) and(k, l+ 1) byLa

klr andLa
k(l+1)r, respectively.

The adjustment at cell(k, l) is calculated from the initial values in the cells(k, l + 1)and the
adjustment at cell(k, l + 1) is calculated from the initial values in the cells(k, l) using:

La
klr = Lklr +

Skl

Sk(l+1)

(Mk(l+1) − Lk(l+1)r) (3)

La
k(l+1)r = Lk(l+1)r +

Sk(l+1)

Skl
(Mkl − Lklr) (4)

Replicate
1 2 3

(a) Observed values
PM 165 116 138
MM 114 94 101

(b)Lklr values
PM 5.11 4.75 4.93
MM 4.74 4.54 4.61

(c) d∗-values
PM 1.01 -0.99 0
MM 1.26 -0.72 0

(d) Adjusted values
PM 132 116 138
MM 103 94 101

Table 1: Example of the adjustment of replicate PM and MM values. (a) The observed values
(R = 3). (b) The logarithm of the observed valuesLklr. (c) The correspondingd∗-values. (d)
The adjusted values.

Table 1(a) shows a typical set of paired PM and MM values for a case whereR = 3.
Table 1(b) shows their logarithms from which we determine the median valuesMkl = 4.93 and
Mk(l+1) = 4.61, and the standard deviationsSkl = 0.18, andSk(l+1) = 0.10. These lead to the
d∗-values in Table 1(c) (for example,d∗kl1 = (5.11 − 4.93)/0.18 = 1.01) and to the adjusted
values in Table 1(d).

2.2 Local probe effect (LPE) adjustment

The procedure begins, as previously, with the calculation of the d-values using Equation (1).
We now defineIkl andGkl as follows:
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Ikl The identifier of the replicate corresponding to the case where dklr takes its largest abso-
lute value.

Gkl This takes the value 1 if thed-value with the largest magnitude (at this location) was
positive, and is otherwise equal to−1.

Using these two quantities, define the identifierEkl by:

Ekl = Ikl ×Gkl (5)

so that, withR replicates,Ekl takes one of the values{−R,−(R− 1), ...,−2,−1, 1, 2, ..., (R−
1), R}. In an area with no spatial flaws, a location will be equally likely to be associated with
any of these2R possible identifiers.

To determine whether a flaw affects location(k, l), we consider the identifiers of the loca-
tions in the5 × 5 window centered on this location. If a majority of the locations display the
sameE-value, (corresponding to replicater, say) then we consider adjusting the value in cell
(k, l, r). With replicater identified for correction, we calculate thed∗-values for each location
with the majorityE-value and denote their average asd̄∗. This value will be used to correct the
original value in location(k, l, r) providing the signs of̄d∗ andd∗klr are the same. Working with
logarithms, as before, the adjusted value,La

klr, is given by

La
klr = Lklr − Skld̄

∗ (6)

(a) Observed replicate values

165 116 138

(b)E-values

-2 -2 -2 -2 -2
-2 -2 -2 -2 -2
-1 -2 1 1 1
2 -2 -2 -2 -2
3 -2 -2 -2 -2

(c) d∗-values

-1.41 -1.48 -1.53 -1.49 -1.42
-1.69 -1.57 -1.62 -1.14 -1.15

-1.72
-1.38 -1.65 -1.32 -1.04
-1.27 -1.49 -1.61 -1.59

(d) Adjusted replicate values

165 150 138

Table 2: Example of the adjustment of a probe. (a) The observed values(R = 3) at cell(k, l).
(b) TheE-values for the5 × 5 window centered on location(k, l). (c) Thed∗-values for the
locations affected by the spatial bias. (d) The results of the local probe effect adjustment.

Table 2(a) shows a set of observed values (withR = 3) at location(k, l), which is the
location of the PM probe considered in Table 1(a). The logarithms of these values were reported
in Table 1(b) and thed∗-values in Table 1(c), where we see that thed∗-value with the largest
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value is that for replicate 1. For that reason, the central entry in Table 2(b) is a 1. This example
was chosen because it refers to a case where the identifier of the central location is not that
of the majority (which identify unusually small values in replicate 2 as needing adjustment).
Referring again to Table 1(c), we see that at that location the value in replicate 2 is indeed a
small one (and can note that there is little difference between 0.99 and 1.01).

In this case 19 locations have value−2. The individuald∗-values are given in Table 2(c).
Their average,̄d∗, is−1.45. We have seen that thed∗ for the central cell has the same sign, so
that the adjustment can be made with the revised value being given by:

La
kl2 = ln(116) − (0.18)(−1.45) = 5.01.

Exponentiating gives the revised value shown in Table 2(d).

3 Assessing the efficiency of the adjustments

The Harshlight package (Suárez-Fariñaset al, 2005) is a tool for the identification and correc-
tion of spatial biases in microarrays. This package analyses a set of replicate data and produces
a report with details about the type of flaws found. The Harshlight procedure also attempts
a repair of locations identified as being flawed by replacing the reported value by the median
value at that location.

The adjustment procedures were tested on the arrays illustrated in Figure 1. The revised
replicates were then analysed by the Harshlight package, aswere the original replicates. For
comparison, the data as ‘repaired’ by Harshlight were also considered. Table 2 reports the
results.

Replicate 1 2 3
Observed 15.0 6.6 5.7
CPP 3.7 1.6 0.4
LPE 9.3 1.4 4.7
Harshlight 5.3 1.7 4.1

Table 3: Percentages of defects as reported by the Harshlight package for three replicate ar-
rays of the spiked GeneChip®Human Genome U133 (E=‘Extended’ defects and D=‘Diffuse’
defects).

The Harshlight procedure is generally less effective than the new procedures introduced
here (and its ‘correction’ amounts to replacing one replicate value by another, thus invalidating
the independence of the replicates).
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1 Introduction

The aim of this work was to investigate the ability of gene expression data in predicting sur-
vival of colon cancer patients. Considered the net contribution of the gene, we adjusted for
other prognostic factors and we estimated the conditional effect of each single gene, given the
rest of the genetic information. A popular approach to screening for prognostic markers is first
classify patients on the basis of gene expression and secondto evaluate if and at which extent
the identified subgroups experience different survival , see for example Alizadehet al. (2000),
Winnepenninckxet al. (2003), Gui & Li (2004), Vasselliet al. (2003). While widely used, the
previous approach misses the crucial point because there could be difference in gene expres-
sions detected at step 1 which do not relate to prognosis. A more efficient way would classify
patients on the basis of predictive ability of gene expression values. Several methods have been
proposed, for a complete review see Dupuy & Simon (2007). TheSignificance Analysis of Mi-
croarrays (SAM) (Tusher, Chu, & Tibshirani, 2001) has been generalized to censored survival
data (available as the "survival" option in thesamrfunction loaded in R software by Tibshirani,
Hastie, Chu, Narasimha). These procedures are usually based on a marginal approach: they in-
vestigate the effect of gene expression without taking intoaccount for other potential prognostic
variables (e.g. age, gender, stage of disease) and assessing the effect of each gene separately. A
relevant issue not addressed is estimating the net contribution of gene expression in predicting
survival, once accounted for patient, tumor characteristics and competing candidate genes.

In our work the statistical analysis was based on a two-step procedure, to reduce the com-
plexity of penalized regression and to use standard software. First, we specified Cox regression
models (Cox, 1972) to evaluate the association between eachsingle gene expression and sur-
vival, taking into account for other prognostic variables.We then ranked genes in order of
prognostic value, measured by generalized score statistic. Second, we specified a Penalized
Cox regression model (Draper & Smith, 1981) to investigate the conditional effect of the se-
lected top genes. In penalized models, a constraint is introduced on the coefficients, so that the
effective number of parameters to be estimated is reduced.

Ad hoc codes have been written to calculate the generalized score test statistic and to rank
genes. The Penalized Cox regression model was fitted using the estimation algorithm imple-
mented in the survival library of R-software, e.g. Gray (1992).

2 Materials and methods

19 colon cancer patients were followed up to at least5 years. Clinical and treatment variables
as well as gene expression of2587 genes were recorded at diagnosis (e.g. Cavalieriet al, 2007).
The adopted model was

h(t) = h0(t) exp (βjxj + Zγ) (1)
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whereh(t) denotes the hazard rate,h0(t) the baseline hazard,Z the design matrix for the
covariates andγ the associated vector of coefficients,xj the expression value of thejth gene and
β the regression coefficient.β is the log hazard rate ratio for a unit increase in gene expression.
Genes are then ranked by the generalized score of the partiallikelihood function

l(βj) =
∏

case

(
exp(βjxj + Ziγ)∑

l∈Ri(t)
exp(βjxj + Ziγ)

)
(2)

whereRi(t) gives the number of the subjects at risk at timet.
Let The statisticS =

∂l(βj)

∂β
This statistic can be calculated easily for all genes,j = 1, ..., J ,

without fitting the model for all the genes. After, we specified a Penalized Cox regression
model to investigate the conditional effect of the top genes. In penalized models, a constraint
is introduced on the coefficients, so that the effective number of parameters to be estimated is
reduced. In our case, the number of parameters is higher thanthe number of observations. The
G top ranked genes were included simultaneously in the Cox model:

h(t; z1, z2, ..., zm, x1, x2, . . . , xG) = h0(t) exp(γZ +

G∑

j=1

βjgj) (3)

where as in(1) the subscripti was dropped for brevity, and
∑30

j=1 β
2
j < s(θ).

As an effect all the gene expression coefficients were shrunktoward zero. The amount of
shrinking is controlled by the parameterθ. Large values ofθ corresponds to a strong constraint,
while small values ofθ produces less smoothed coefficients.

3 Results

Ranking genes by generalized score test statistics, resulted in a list of 30 top genes, which have
successively been included in the Penalized Cox regressionmodel. Estimates of the gene ex-
pression coefficients were obtained for different values ofthe penalty parameter theta. Increas-
ing theta, the coefficients become close to zero. It is interesting to note the trade-off between
smoothness and variance of the coefficients. A smallerθ implies a lower amount of smoothing,
but a too small theta increases the variance. In brief withθ = 0.9, we found that the Duke’s
stage of the tumor was the most relevant prognostic factor out of age, gender and site. Two over
the 30 top genes resulted to be weakly related to survival: DNAI2 and TNXL2. The estimated
coefficient for these two genes was negative indicating thata high expression of the gene cor-
responds to a reduced risk of death. To give an idea of the variability associated to our results,
we calculated the bootstrap distribution of the rank for each of the 30 top genes selected at the
first step of the analysis, e.g. Pepeet al. (2003). Using 500 bootstrap samples, we found that
the mean rank range from 329.39 to 1223.822. This indicate that the variability in ranking is
large and we can expect that also variability in penalized regression results is large. We limited
the number of prognostic variables because of the small sample size.

4 Discussion and Conclusions

We investigated the net contribution on survival of differential gene expression, given other rel-
evant prognostic variable. We take into account for the interplay among genes, specifying a
model where several genes are present at the same time. Due todimensionality problem, esti-
mating the conditional effect of each gene given all other relevant genes is a prohibitive task.
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For subsets of hundreds of genes, use of penalized techniques, like LASSO or LARS, has been
suggested in the linear regression context and this proposal has been extended to survival anal-
ysis, e.g. Tibshirani (1997). LASSO and LARS bound by a constant the sum of the absolute
values of the genes effect coefficients. In our work we use a ridge regression approach which
imposes a constraint on the sum of the squared coefficients. The penalty introduced by LASSO
procedure is stronger in the sense that the most of the estimated coefficients are exactly zero.
Using the ridge regression instead, we needed to a priori restrict the number of genes included in
the model. Methods for smoothing parameter selection were proposed in the literature, usually
based on Cross Validation. In this paper we based our choice on the belief that extremely large
effects of genes expressions are unrealistic. This agrees with a Bayesian interpretation of the
penalized regression: the coefficients are estimated from data, subject to the prior knowledge
that smaller values of the coefficients are more likely than larger values. Choosing the smooth-
ing parameter is equivalent to express how big we believe thegenes coefficients might be. In
this paper we applied a two-steps procedure. The main drawback concerns the fact that we can
not detect genes which are conditionally but not marginallyassociated with survival. However,
this procedure has the advantage to use standard R functions. A major problem of this study is
relative to the small sample size and the consequent small power of the analysis.
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The overall aim of this project is to investigate the use of Bayesian networks (Needhamet al.,
2006b) in integrating information, expressing relationships and making inferences or predic-
tions on biological problems, motivated by data generationin genomics and proteomics. We
have already successfully applied Bayesian networks to twoproblems in which we have pre-
vious experience. In the first instance, surface patch analysis was combined with a Bayesian
network to predict protein-protein binding sites (Bradford et al., 2006) with a success rate of
82% on a benchmark dataset of 180 proteins, improving by 6% onprevious work and well
above the 36% that would be achieved by a random method. Interestingly, a comparable suc-
cess rate was achieved even when evolutionary information was missing, suggesting that, in
most cases, only chemical and physical surface properties are required for accurate prediction.
Next, we used Bayesian networks to predict the functional consequences of missense mutations
on proteins (Needhamet al., 2006a). Exploiting the ability of the Bayesian network to handle
missing data automatically, we found that structural information is significantly more discrimi-
natory than evolutionary information in this classification task and on the dataset used. Indeed,
the top three strongest connections with the class node in the network all involved structural
nodes. We therefore derived a simplified Bayesian network that used just these three structural
descriptors, with comparable performance to that of an all node network.

Currently, we are using Bayesian networks to integrate heterogeneous data sources includ-
ing sequence motif, protein-protein interaction (PPI) andgene expression data to assign func-
tions (described by the Gene Ontology) to proteins ofArabidopsis thaliana. There are over
30000 unique gene products inArabidopsis. However, 47% of these have an unknown molecu-
lar function, and 49% and 64% have yet to be assigned to a cellular compartment and biological
process respectively. We aim to assign GO terms in all three of these functional categories.
Bayesian networks are particularly suitable to this problem as they can handle the noisy and
uncertain data, and relate the functional categories.
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Protein function prediction: Entropy driven
integration of structural information

Chris Bridson* & Richard J. Morris

Computational and Systems Biology, John Innes Centre

Proteins are biologically diverse, and their function is rarely depicted by their structure. The
prediction of function from a novel structure is still something yet to be achieved. Kernel learn-
ing methods, neural networks, to name a few, are methods being used by researchers attempting
to solve this problem. BayesâĂŹ theorem is different from traditional statistics, mainlyby the
way it considers the whole distribution, as opposed to taking a point estimate, the inclusion
of prior information, and its ability to handle incomplete datasets, a problem for other meth-
ods. This makes it the mathematical technique of choice for investigating inference problems.
Our work has focused on the analysis of the BRENDA database (Schomburget al., 2002) and
functional classification is based, currently, on Enzyme number.

Using a low-dimensional toy example, we illustrate how initial distributions (prior knowl-
edge), obtained from BRENDA, can be updated with new pieces of evidence, obtained from
common bioinformatics analysis, and how the full uncertainty can be correctly propagated
through each step to ensure that the results are not biased. We show how this can be applied to
protein function prediction and highlight the importance of probabilistic reasoning in this area.
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Issues in aligning multiple -MS spectra
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1 Introduction

Mass spectrometry (MS) is a popular means for measuring the abundance and mass/charge
ratio of molecules in a sample. MS is often preceded by an elution process that separates
different molecular species based on characteristics likemolecular size or hydrophobicity. Gas
chromatography (GC) or liquid chromatography (LC) are two common elution methods and the
range of elution and mass spectromety combinations are referred to as “hyphenated MS” (e.g.
GC-MS, LC-MS etc).

The elution introduces variation in the time that differentmolecular species enter the mass
spectrometer. While on any particular occasion the elutionprofiles will be consistent, over the
course of several months there is a noticeable difference inelution profiles. Thus, one of the
first steps in analysing “hyphenated MS” data is to align the spectra measured from the different
samples under study.

We have a dataset of 712 GC-MS recordings of human plasma, recorded during a time
course study and processed in several batches over the course of three months. The data come
from the NUGENOB project, an EU initiated project (number QLK1-CT-2000-00618) designed
to elucidate the role, in human obesity, of interactions between macronutrient compositions of
the diet with particular emphasis on fat intake. In its most raw format, each of the GC-MS
datafiles is a matrix of non-negative (integer) ion intensity values of (approximate) dimension
36000 × 750.

The MS typically used nowadays is precise and no alignment isneeded in the mass-charge
dimension once the machine is properly calibrated. The chromatogram for a GC-MS file is the
total ion count (TIC) recorded by the mass-spectrometer at aparticular time; often the alignment
is based on the TIC, ignoring information recorded in the MS dimension.

Alignment is not a trivial exercise given the amount of data involved and the variation that
the elution process can cause. The computational problem lends itself to parallelisation and
high performance computing.

2 Need for alignment

Figure 1A shows part of the chromatograms for each file from a single batch of GC-MS data.
Compare this to Figure 1B where we plot the average chromatograms from three different
batches. There is a clear need for alignment of files from different batches before one can
begin to look for differences between groups in the data. A linear shift or rescaling of the
elution times from one batch the the next does not align all the peaks. A more sophisticated
warping of the elution times is required to correct for the drift in the GC.
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Figure 1:A. The top image shows raw chromatograms from a single batch. Within any batch
there is little need for an alignment.B. The middle image shows the average chromatogram
from three different batches (including the batch shown in the top image, plotted here in black).
C. The lowest image shows the same chromatograms after penalised DTW.
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3 Methods for alignment

Two methods appear to be well suited to this alignment problem: dynamic time warping (DTW)
and robust point matching (RPM).

DTW (Wang & Isenhour,1987) is a computationally efficient method of local feature align-
ment. DTW repeats or removes intensity values in a pair of signals to minimise the distance
between them. This can lead to artificial features in alignedsignals, such as wide flat peaks or
abrupt changes in intensity. The number of artificial features can be reduced using penalties.
DTW can be extended to work with the MS dimension of the data.

RPM (Saussen, 2007; Kirchneret al., 2007) typically uses smooth monotone regression
(Ramsay & Silverman, 2005) to align features. RPM works on chromatograms but also on GC-
MS or LC-MS images themselves once a set of peaks has been chosen. RPM is computationally
slow even for chromatograms of length 1000 and its use with multiple chromatograms of length
36000 is not currently feasible. RPM is asymmetric, aligning signal A to signal B, and aligning
B to A can give very different results. A version of RPM that uses monotone kernel regression
(Pelckmanset al., 2005) is currently under development within the amsrpm package and appears
to be more computationally efficient (Saussen, 2007).

4 Conclusions

RPM, in its current form is not feasible given the length of the chromatograms we wish to
align. We focus on DTW and improve its performance with penalty terms and a metric that
uses MS information. This increases the time needed for evaluating the DTW but allows us to
incorporate more information and results in a better alignment overall. We examine the average
chromatogram from different batches and align them, see Figure 1C.
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A statistical model for measuring
binding site similarity

John R. Davies*1, Richard M. Jackson2, Charles C. Taylor1,
& Kanti V. Mardia1

1 Department of Statistics, University of Leeds
2 School of Molecular Biology and Biochemistry, University of Leeds

We examine the problem of measuring the similarity of protein-ligand binding sites using a
newly developed score, the Poisson Index (PI). PI is based upon a distribution of the random
matching of two configurations of points in three dimensional space derived in Green & Mardia
(2006). The model simulates a set of points taken from the superpopulation that are distributed
as a homogeneous Poisson process. Using this model the PI examines the probability that two
sites (sizem andn withm ≤ n) will match the observedLmatching atoms or better by chance.

PI requires only three parameters (m,n andL) to be calculated and is a reasonably quick
and efficient method of capturing binding site structural similarity. We investigate the ability of
PI to measure similarity in protein-ligand binding site matching.
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Prediction of phosphoinositide binding sites

Jonathan Fuller* & Richard M. Jackson

School of Molecular Biology and Biochemistry, University of Leeds

Phosphoinositides (PIs) are a class of phospholipids that are involved in cellular signaling, or-
ganelle identity and membrane trafficking. We have applied structural bioinformatics tech-
niques in an attempt to predict the affinity and specificity ofprotein structures for phosphoinosi-
tide compounds. The ability to predict whether a protein is able to recognize phosphoinositide
compounds would focus both practical and theoretical research when investigating pathways
believed to involve phosphoinositide compounds.

We have investigated several known PI binding domains that have structures represented
in the PDB to investigate features shared for the purpose of binding PI. We have shown that
in the majority of cases the Pleckstrin Homology (PH) domainappears to have a well defined
binding groove despite its very low sequence homology (<30%). Steps have also been made to
attempt to explain sequence features that account for the varying affinity of PH domains. We
have also begun to investigate the amino acid composition ofall known PI binding domains
with the eventual aim of designing an algorithm capable of predicting the PI binding properties,
from protein structure.

109



Measuring the elastomechanical properties of
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Abstract

We present a methodology that combines image and shape analysis techniques with a
mathematical formulation that allows us to shed light on theelastomechanics underlying tip
growth. The approach is organism neutral and can be applied to a wide range of filamentous
organisms, given data of sufficient quality.

Here we present images captured from experiment that show branching in plants along
with a simple algorithm for segmenting the shape of an emerging branch. We then present a
method for indirectly calculating the elastic modulus changes with time during the process
of branch creation.

1 Introduction

Polar growth exists in nature in many different forms and over many different length scales
(Bibikova & Gilroy, 2003; Gierz & Bartnicki-Garcia, 2001; Goriely& Tabor, 2003a). However,
despite this diversity they generally exhibit similar morphology and growth patterns. In root
hairs and filamentous organisms, tip growth is approximately linear and a filamentous organism
will grow exponentially by periodically branching along its hyphal length.

Due to the hydrostatic pressure inside filamentous cells, which ranges from≈ 1−30 atm the
cell walls are subject to considerable stresses and in distal regions away from the apical tip the
cell wall is sufficiently rigid to resist these turgor forces. The process of branch or hair creation
is two-fold, first there is a change in the mechanical properties of the cell wall that causes the
cell local to the branch location to change from being rigid to elastic. Second, vesicles deposit
wall building material in the forming branch and a new branchor hair forms exhibiting linear
growth.

Goriely and Tabor (2003) developed a formulation which modeled the forces at the tip and
calculated the shape of the free-surface based on a prescribed elastic modulus and produced
good qualitative results. In this report we present a different but related formulation based
on energies rather than forces. By assuming that an emergingbranch is a flexible, elastic free
energy surface and that the energy of the system is minimal, in the sense that small perturbations
to the shape of the surface will result in an energy increase in the system, we are able to calculate
how the elastic modulus-turgor ratio varies as a function ofshape.

In section 2 we describe the mathematical formulation and the image processing technique
used to capture experimental data and in section 3 we combinethe techniques with experimen-
tal results to calculate how the elastic modulus changes during the process of branch creation
and we conclude by discussing what light this analysis mightshed upon the branch creation
mechanisms amongst a number of organisms. Throughout the discussion we assume that shape
is entirely due to the elasticity of the free-surface and notdue to differential turgor pressures
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in the hyphae. This was first suggested by Hugo de Vries in 1877and remains largely unchal-
lenged. We propose to investigate the role of viscous flow through hyphae in a future theoretical
investigation in order to test this assumption.

2 Formulation

We consider an infinite, two-dimensional tube of varying elastic modulus containing an incom-
pressible fluid of constant hydrostatic pressure,P (see Figure 1(a)). We neglect hydrodynamic
effects, including surface tension and shear.

We fix thex = 0 axis at the point of maximum elevation of the surface and they = 0
axis along the far-field rest position of the tube. The unstretched surface profile is given by
y = s0(x) and the stretched equilibrium profile byy = s(x). We introduce the radial and
extensional stretch ratios

λφ =
s(x)

s0(x)
, λs =

√
1 + s′(x)2

√
1 + s′0(x)

2
(1)

where primes denote differentiation with respect tox and we obtain the
√

1 + s′(x)2 terms from
the classical definition of arc length. These two ratios express a comprehensive definition of the
way the free-surface is deformed by the internal hydrostatic pressure.

We now introduce the elastic potential energy in terms of thestrain tensor, given by the
Helmholtz energy per unit volume

f = λ(x)

(
3∑

i=1

εii

)2

+ 2µ
3∑

i=1

3,i6=j∑

j=1

ε2
ij (2)

whereεij are the components of the strain tensor andµ andλ are the Lame elastic co-efficients.
We neglect shear strains and hence all non-diagonal elements of the strain tensor and zero
and using large deformation theory we relate the diagonal elements of the strain tensor to our
expressions for the radial and extensional stress ratios via εφφ = 1

2
(λ2

φ − 1),εss = 1
2
(λ2

s − 1).
We can now write down the total elastic potential energy of the membrane between two points
x1 andx2

Eelastic =

∫ x2

x1

λ(x)(εss + εφφ)
2dx (3)

y=s(x)

Hydrostatic pressure

0
y=s (x)

(a) (b)

Figure 1: A diagram showing a schematic of the configuration used in the mathematical model
alongside a frame taken from experiment
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where here we have assumed the Lame elastic coefficient,λ, varies as a function ofx. The total
potential energy of the system can be written as

E =

∫ x2

x1

λ(x)(εss + εφφ)
2 − P (s(x) − s0(x)) +

∂

∂x

(
λ(x)I

∂2u

∂x2

)
dx (4)

The second term in the integrand can be derived simply by considering the work done by
the incompressible fluid pressure in assembling the system and the third term is obtained from
the Euler-Bernoulli beam equation.

2.1 Free energy surface

If no external forces act upon the system then the flexible free-surface must adopt an energy
minimising configuration such that if any point,xi is perturbed then the perturbation must result
in an increase in energy, i.e.∂E

∂s(xi)
= 0 and for the whole surface to be minimising we have

∫ x2

x1

(
∂E

∂s(xi)

)2

dxi = 0 (5)

Here we have squared the energy differential to ensure no cancellation of values occurs over the
integral summation. Therefore the problem of calculating the elastic modulus,λ(x) over the
free-surface reduces to finding the functionλ for which (5) holds.

2.2 Image analysis

In order to identify the branching tip pixels in each frame, we used a two-stage process, in-
volving segmenting the whole tip from the background and then marking edge pixels within a
specified area. A number of segmentation algorithms were tried, but surprisingly effective seg-
mentation was possible using a simple region growing algorithm. Region growers are a family
of algorithms which segment image features by progressively combining areas of the image that
share some measure of homogeneity.

In our own implementation of region growing, we have appliedthe following algorithm. To
begin with, each pixel in the image is marked asunvisited. A seed point is selected, it is marked
asvisitedand it becomes the initial item in a ‘growth list’. The main portion of the algorithm
then follows these steps:

1. Pull the top item from the growth list.

2. Mark this pixel in the output image - it is part of the region.

3. Examine each neighbouring pixel. For each pixel, if it hasnot already been visited and it
fits the growth criteria, mark it as visited and add it to the growth list.

4. Go back to step 1 and repeat until there are no more items in the growth list.

3 Results and discussion

Once the region growing process of section 2.2 obtains a set of x− y coordindates that denotes
the boundary of the hair, we used these coordinates as inputsinto the variational scheme and in
the analysis that follows.

112



0.3 0.4 0.5 0.6 0.7 0.8 0.9

0.2

0.4

0.6

0.8

1

(a) Plots showing how the elastic modulus
changes over time during the emergence of
a moss branch.

(b) A snapshot of a coupled spring model
used to simulate the emergence of a root hair

Figure 2: Results from the calculus of variations formulation alongside a cell wall simulation
modeled as a set of interconnected springs

The elastic moduli are plotted in figures 2(a). In each case weobserve, as expected, a
reduction in the elastic modulus at the point of hump formation. The rest configuration was
taken to be a straight line joining the leftmost and rightmost points of the hump region. An initial
model has also been created that models the cell wall as a collection of interconnected springs
acted upon by an internal hydrostatic pressure, a frame fromthe simulation of an emerging
branch using this model is shown in figure 2(b).

4 Conclusions and future work

In this report we have examined the formation of branches in filamentous organisms. The
approach was based on an analysis of the energy required to maintain a given configuration,
whereas previous authors have used a force-based method. The strength of this new technique is
that it allows us to calculate how the elastic model changes based on experimental observations.

This energy-based analysis is promising as it allows us, assuming the system is in an equi-
librium state, to calculate the mechanical behaviour of a cell wall during branching based on the
direct visual observation of the organism and allows us to calculate the relative elastic modulus
as a function of time from a video recording of a forming branch on a frame-by-frame basis.
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Molecular recognition as information transfer
system — possible applications

Mahesh Kulharia* & Richard M. Jackson

School of Molecular Biology and Biochemistry, University of Leeds

The development and validation of a new knowledge based scoring function (ScoreJE) to predict
binding affinity between proteins and ligands is described.ScoreJE efficiently predicts binding
affinity between small molecule ligand and protein receptor. ScoreJE also discriminates be-
tween near-native like docked ligand binding orientationsfrom those that deviate from native
crystal structures. Protein-ligand atomic contact information was derived from a “nonredun-
dant dataset” (NRD) of over 3000 X-ray crystal structures ofprotein-ligand complexes. This
information was classified for individual “atom contact pairs” (ACP) before calculating mutual
atomic contact preferences. The preferences were calculated on information theoretic relation-
ship of joint entropy for “ScoreJE Atom Type set-2” (SATs2).ScoreJE was validated using a
primary evaluation dataset of 75 protein-ligand complexes(many of which were also part of
NRD) with known binding affinities. The robustness of ScoreJE was further demonstrated via
cross-validation of the results. Single body solvation-desolvation measures (SDMs) were de-
rived from atomic contacts between protein atom types and modelled water molecules. ScoreJE
was then modified by incorporation of SDMs. During validation on an extended dataset of 145
protein-ligand complexes of known binding energies, though “SDM included ScoreJE” (SIS-
coreJE) outperformed ScoreJE in predicting the binding affinity between protein carbohydrate-
moiety containing ligands, ScoreJE predicted binding affinity of hydrophobic ligands better.
We find that ability of ScoreJE and SIScoreJE was relatively better than other scoring functions
like Chem-Score, Gold-Score and X-Score.
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Nonlinear measurement error models for
high throughput genomic experiments

Z.Q. John Lu

National Institute of Standards and Technology

While there exist some nice models for the measurement process of scalar and small-scale ana-
lytical chemistry experiments, there is lack of understanding and tools for establishing the stan-
dards and performance of high throughput biological experiments, such as microarray measure-
ments. An ongoing program at NIST on gene expression microarray experiments has demon-
strated some potential approaches, including some performance metrics for scanner microarray
measurement, and use of spike-in experiments in calibration and validation. I will describe a
class of multiphase and nonlinear regression models used inthese studies, and show how these
general measurement models can accommodate for the wide exponential range of signal varia-
tion while accounting for the background error, multiplicative signal error, instrument saturation
at high intensity, and how they can be adapted to model the highly parallel and multivariate na-
ture of modern biochemical experiments.
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Regression models for high-dimensional data
with correlated errors

Weiqi Luo*, Paul D. Baxter, & Charles C. Taylor

Department of Statistics, University of Leeds

1 Generalised least squares for PCR and PLSR

Given a generalised linear regression model:

y = Xβ + ε (1)

wherey is then× 1 response vector;X is ann× p model matrix representing the predictors;
andβ is ap × 1 vector of coefficients to estimate. For mathematical simplicity, it is typical to
set the first predictor as the interceptβ0 so that the first column ofX is then×1 vector of ones.
The intercept acts as a sink for the mean effect of included predictors, so one could remove
the intercept term from the model by centering response and predictors. Unlike the classical
conditions imposed onε, we assume more generally thatε ∼ N(0,Σε) whereΣε is a positive
definite matrix. The variance-covariance matrix could be written in the formσ2

εΩε so that we
can obtain the classical model,σ2

εI, as a convenient special case.
The Generalised Least Squares (GLS) method focuses on the efficiency issue which fails

in ordinary least squares. Efficient estimation ofβ in the generalised linear regression model
requires knowledge ofΩε. To simplify the model, it is useful to consider cases in which Ωε is
a known, symmetric, positive definite matrix. SinceΩε is a positive definite symmetric matrix,
it can be decomposed intoΩε = CΛC where the parts of the decompositionC andΛ are
the characteristic vectors (eigenvectors) and roots (eigenvalues) ofΩε, respectively. Now, let
G′ = CΛ−1/2, soΩ−1

ε = G′G whereG is square and nonsingular. Premultiply the model (1)
by G to obtain

Gy = GXβ + Gε so y∗ = X∗β + ε∗

The variance ofε∗ is
Var(ε∗) = Var(Gε) = σ2

εGΩεG
′ = σ2

εI

so the Ordinary Least Squares (OLS) regression model can apply to this transformed model.
SinceΩε is known, y∗ and X∗

n,p are observed data. In the classical model, ordinary least
squares is efficient. Therefore,

β̂ = (X∗′X∗)−1X∗′y∗ = (X ′G′GX)−1X ′G′Gy = (X ′Ω−1
ε X)−1X ′Ω−1

ε y (2)

is the efficient estimator ofβ. This estimator is the generalised least squares estimatorof β. To
use the results of GLS,Ωε must be known. IfΩε contains unknown parameters that must be
estimated from the data, then generalised least squares is not feasible. But with an unrestricted
Ωε , there are vastly too many(n(n + 1)/2) parameters to estimate with onlyn observations.
Obviously, some structure must be imposed on the model if we are to proceed. Under different
assumptions onVar(ε), Ωε will have a simpler structure with fewer unknown parametersand
may be estimated. Substituting an estimatedΩ̂ε for Ωε in (2) yields the feasible generalised
least squares (FGLS) estimator. More detailed discussion of the GLS and FGLS theory can also
be found in Amemiya (1985), Greene (2000) and Ruud (2000).
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For high dimensional modeling, multicollinearity is a frequently occurring phenomena,
which causes serious problems with the estimation ofβ̂ and associated inferences as well as
the interpretation. Principal Component Regression (PCR)and Partial Least Squares Regres-
sion (PLSR) have great advantages for handling multicollinearity. Before extending GLS to
PCR and PLSR, we assume that the original explanatory variables can be summarised by a
much smaller group ofk uncorrelated components. Consider the model,

ỹ = Tn,kq + ξ (3)

where ỹ is the centered response, the matrixTn,k and vectorq denote the components and
loadings for PCR or PLSR, andξ is the matrix of residuals underk components. Because
in model (1) an error termε with non-scalar covariance matrix is included, certain additional
statistical problems may arise in reference to the residualξ. In such studies, it is important to
adjust the effects of the possible confounding error. If theerror structure ofε can be identified,
then we could apply transformation on response and predictors first before employing PCR or
PLSR. Unfortunately, the true error structure ofε is usually unknown. In view of the linear
model (1) with centered response and predictors, the residual ξ can be written as

ξ̂ = ỹ − X̃β̂P = (X̃β + ε) − X̃β̂P = X̃(β − β̂P ) + ε

whereβP corresponds to the regression coefficients for PCR or PLSR. The covariance matrix
Varξ̂) = E(ξ̂ξ̂′) is given by

Var(ξ̂) = Σ̂ξ = σ̂2
ξΩ̂ξ = Var[X̃(β − β̂P )] + σ2

εΩε (4)

Note that the difference betweenVar(ξ̂) andVar(ε) is due to the confounding error component
X̃(β − β̂P ). In principle, the confounding error represents the unmodelled constituents, and
its effect can be either large or small. Without further restrictions or assumptions on this error,
we cannot offer analytical results to explain the variance structure ofξ. For the desired GLS
method to be used in PCR and PLSR, we required thatβ̂P → β, therefore,

lim
β̂P→β

Var(ξ̂) = σ2
εΩε

If the regression coefficientŝβP is the same as or very close to the true parametersβ, the
disturbance of the confounding error could be ignored and isconsequently a special case of
model (3) with ξ̂ converged toε. With further information onΩξ it is natural to estimate
unknown loadingq by generalised least squares fitting, i.e. by

qGLS = (T ′
n,kΣ

−1
ξ Tn,k)

−1T ′
n,kΣ

−1
ξ ỹ = (T ′

n,kΩ
−1
ξ Tn,k)

−1T ′
n,kΩ

−1
ξ ỹ (5)

The GLS predictor forqGLS is also the minimum variance linear unbiased estimator in the
generalised regression model. At the same time, it should also be emphasized that the GLS
methods is only applied in the second step of the bilinear model (see Luo et al. 2006 for further
discussion of the bilinear model).

X̃ = Tn,kP
′ + ν (6)

ỹ = Tn,kq + ξ (7)

By applying the transformation to equation (7), it has no practical effect on the derivation of
PCR or PLSR components in equation (6).

We have described how GLS combines with PCR and PLSR to handlehigh dimensional
data in case whereΩξ is known. However, in most circumstances,Ωξ is unknown and must
be estimated. Since an unrestrictedΩξ containsn(n + 1)/2 parameters, it is clear that some
restriction will have to be placed on the structure ofΩξ in order to proceed with the estimation.
For the next two sections, we will examine autocorrelation in the model error.
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2 Serial correlation

The simplest way to parameterise autocorrelated regression errors is the first-order autoregres-
sion or AR(1) process,

ξt = ρξt−1 + ut

where the random errorut are assumed to be Gaussian white noise,N(0, σ2
u). Under this model,

Cor(ξt, ξt−s) = ρs = ρs andCov(ξt, ξt−s) = σ2
ξρ

s whereσ2
ξ = σ2

u/(1 − ρ2).
Examining the fitted residuals from PCR or PLSR can reveal theunderlying error structure.

The partial autocorrelation function (PACF) is one of the efficient test statistics for locating
autocorrelation in the residuals. In general, the partial correlation at lags is the autocorrelation
betweenξt andξt−s that is not accounted for by lags1 throughs− 1. The partial correlogram,
the graph for PACF, is a commonly used tool for identifying the order of an autoregressive
model. After finding the appropriate order for the autoregressive model, it is possible to derive
the error variance forξ.

3 Simulation study

To understand better the methods described above, we performed a simulation study where
the underlying error structures are known. We compare the different proposed methods on a
high-dimensional data setX of sizen = 120 andp = 60. The data set was produced from
the specified multivariate normal distributionNp(0,ΣX) with zero mean and unit variance for
comparison purposes. The covariance matrixΣX is block diagonal with3 equal size blocks,
high correlations fixed within each block at0.9, 0.8, 0.7 to induce the multicollinearity problem
deliberately. To account for the adverse effect of correlated error, the most frequently analysed
AR(1) processε was added as an error term to the simulated model. The simulated model with
5 variables from each correlation block was built as follows,

y = [x1 : x5] + [x21 : x25] + [x41 : x45] + ε where εt = 0.9εt−1 + ut

Here the expression[x1 : x5] represents
∑5

i=1 xi andut denotes the Gaussian white noise
with standard deviation of2. According to simulation settings, we know the true predictors
and the correlated error structure. The goal here is to determine how good the extended PCR
and PLSR (GLS-PCR, GLS-PLSR) approaches are at detecting and recovering the true model
under conditions of correlated error. The first120 observations were used to create a training
data set and the remaining80 observations considered as a validation set. The performance
of the considered methods is evaluated by means of Root Mean Square Error (RMSE) in the
validation data set. The simulations were repeated100 times to obtain reliable results.

4 Results and discussions

The prediction of the models on the test set are summarised infigure 1. We observe compa-
rable performance of all three GLS regression techniques. In terms of RMSE, Ordinary Least
Squares (OLS) which had the largest mean value showed that the validation data are badly fit-
ted. The reason is that the OLS regression does not explicitly take into account the problems
of multicollinearity and correlated error. Although the results achieved with GLS regression
were superior to OLS, GLS poorly estimating the AR coefficients due to the influence of multi-
collinearity. Both PCR and PLSR can handle multicollinearity in the data, thus a large reduction
of RMSE values were found for both techniques. We can see thatthe PLSR fitted slightly better
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Figure 1: Comparison between the predictive performance ofdifferent regression methods

than PCR. This is probably due to the fact that the response variable is involved in the construc-
tion of PLSR components, contrary to the PCR components thatonly depend on thex-variables.
Using GLS in PCR and PLSR the RMSE decreased drastically and resulted in average values
close to the standard deviation of the simulated white noise. This further improvement reflected
the fact that the underlying model and correlated error structure were appropriately estimated.
Compared with GLS-PCR, the RMSE values are slightly in favour of GLS-PLSR.
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Statistical modelling of globular proteins
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Protein structure simulations are important for understanding and exploring properties of
proteins and evaluating algorithms in bioinformatics. Forexample, computer-generated protein
structures designed to mimic real a protein, decoys can be used to test the validity of a protein
model. The model is considered correct only if is able to identify the native state configuration
of the protein among the decoys. For example, the computer model being tested will be used to
calculate the free energy of the protein in the decoy configurations. The minimum requirement
for the model to be correct is that it identifies the native state as the minimum free energy state.
A similar use of simulated protein structures or decoys is tocompare or evaluate matching
algorithms at different ground truth settings.

Also in protein folding simulations, decoys are used to overcome the problem presented by
the enormity of the conformational space. For very detailedprotein models, it can be practically
impossible to explore all the possible configurations to findthe native state. To deal with this
problem, one can make use of decoys. The idea behind this, is that the native configuration has
not to be blindly searched through all possible conformations; the search can be limited to a
relevant sub-set of structures. To start with, all non-compact configurations can be excluded.
A typical decoy set will include globular conformations of various shapes, some having no
secondary structures, some having helices and sheets in different proportions e.g. Hamelryck
et al. (2006). Subsequently, simulated decoys can be used to modelor refine structures at
a lower crystallographic precision. Another procedure is to use shuffling whereby alternative
conformations of a protein trace are generated by assigningcoordinates for consecutiveCα

atoms from another longer protein trace as pioneered by Crippen (1991).
Here we propose a simple procedure for modelling globular proteinCα traces. Some charac-

teristics of real proteins i.e. compactness and globularity are well mimicked by this procedure.
In our application, virtual traces are used for sensitivityanalyses for the Bayesian alignment
(Green & Mardia, 2006) and graph theoretic (Goldet al., 2002) methods. We match paired
configurations and evaluate correct correspondence proportion for each method.
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Using EM to superimpose 2D images
of polyacrylamide gels

Kanti V. Mardia, Emma M. Petty*, & Charles C. Taylor

Department of Statistics, University of Leeds

1 Introduction

The images under consideration represent one of the four possible scenarios:

• A control treated with normoxia.

• A control treated with hypoxia.

• A renal cancer patient treated with normoxia.

• A renal cancer patient treated with hypoxia.

We aim to match corresponding proteins across images therefore enabling us to highlight
present or missing proteins across the scenarios, leading to the possible location of a cancer
biomarker.

We will build on previous work done by Kent, J. T., Mardia, K. V. and Taylor C. C. (Unpub-
lished) by incorporating a prior probability of corresponding marker matches, ie. proteins that
should exist in every image irrelevant of which scenario it represents. We also want to account
for the likely possibility of increased point variance around the edge of an image.

2 Methodology

An example of one of the gel images is shown in figure (1). The markers are indicated by the
larger crosses with the smaller crosses representing non-marker proteins.

Let µ andx be2× (m+K) and2× (n+K) protein coordinate matrices representing two
images. There should beK = 12 markers in each image whereµj andxj are the coordinates for
markerj ≤ K = 12 in imagesµ andx respectively. The non-marker proteins are represented
by µj andxj for j > K = 12 and are arbitrarily labelled.

The first step is to transformµ to best fit ax so that

x = Aµ+ b,

whereA andb are affine transformation parameters.
There should beK = 12 markers in each image and the prior probability of matching

corresponding markers is given a Beta distribution withα andβ defined so that the expected
probability of the corresponding markers being matched is high. Lettingtj be the prior proba-
bility that corresponding markers will match, we can write that

tj ∼ Beta(α, β).

Next we will write the conditional distributions of a point (protein)xj and briefly describe
the steps that take place within the EM algorithm when makinga pairwise comparison of two
imagesµ andx.
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Figure 1: The image of a polyacrylamide gel representing a control treated with hypoxia.

Conditional distributions of xj

The conditional distribution of a pointxj when the threshold,tj , is known is

xj|tj ∼
m+K+1∑

i=1

Mij(tj)N2(f(µi), σ
2
i Id), (1)

whereMij(tj) = p(π(j) = i|tj) is the probability of matchingµi andxj giventj and is defined
as

Mij(tj) =





tj i = j ≤ K = 12
1−tj
m+K

i 6= j ≤ K = 12
1

m+K+1
i, j > K = 12

The probability of a pointxj not being matched to any point inµ is denoted byp(π(j) = i)
with i = m+K + 1.

The conditional distribution of a pointxj when a match is known, ie.whenπ(j) = i is

xj |π(j) = i ∼ Nd(f(µi), σ
2
i Id). (2)

The Pre-E-step
In the pre-E-step we want to estimatetj for all markersj = 1, . . . , K conditional on the

coordinate data of the pointxj .
The prior probability of a corresponding marker match,tj , given the data,xj , is

p(tj |xj) =
p(xj|tj)p(tj)

p(xj)
,

leading to the conditional likelihood

L(tj |xj) ∝ L(xj |tj)p(tj). (3)
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Figure 2: The proteins inµ andx are represented by filled circles and crosses repectively. The
markers are highlighted in green with corresponding markers between images being joined by
a broken green line. Matched non-markers are highlighted inred and all matches made are
joined by a red line. In the bottom-right plot, the union of matched points are represented by
stars. Highlighted by a blue circle is an example of soft matching to hard matching to a final
union of points.

Due to the skewed nature of the distribution, the median willlie in between the mean and mode
therefore providing a sensible estimate oftj .

The E-step
Here we estimate the posterior probability of a match between the pointsµi andxj using

p(π(j) = i|xj, tj) =
p(xj |π(j) = i)p(π(j) = i|t)

p(xj |tj)
, (4)

wherep(π(j) = i|xj , tj) is the posterior probability of matching pointsµi andxj given the data,
xj , and estimate oftj .

The M-step
In the M-step we estimate the transformation parametersA andb that maximise the log-

likelihood of the data which reduces to maximising

m+K+1∑

i=1

n+K∑

j=1

pjilogφ(xj|π(j) = i)), (5)

wherepji = p(π(j) = i|xj , tj) and the point variance is known.
Allocating Matches
We can allocate soft (one-to-many) matches and hard (one-to-one) matches by considering

the final posterior probability matrix.
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3 Results

In figure (2) is an illustration of two images initially, after soft matches are made, after hard
matches are made and finally illustrating the union of two images (useful when pooling repli-
cated images).
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Mapping multiple QTLs of geometric shape
of the mouse mandible

Nicolas Navarro* & Christian Peter Klingenberg

Faculty of Life Sciences, University of Manchester

1 Introduction

High resolution genome scans from complex, advanced genetic designs yield many potential
QTLs (Navarro & Klingenberg 2006, Valdaret al. 2006). However, the complex structure
of the linkage disequilibrium between molecular markers and the unbalance of the population
(i.e. family structure) lead to the inflation of the genetic association and the results from the
initial genome scan produce many false positives. The highly structured genetic relatedness of
individuals in these designs makes usual methods inapplicable. Building models incorporating
multiple QTLs is therefore a necessary step in order to control for the linkage disequilibrium
and haplotype structures of the population.

The problem can be stated as choosing a subset of thep candidates explaining a large amount
of the genetic variance present in theq-variate phenotype, and can be formulated into a mul-
tivariate multiple regression framework. However, uncertainties in the model selection need
to be incorporated (Bucklandet al. 1996). Bayesian approaches have been proposed for these
variable selection and model choice problems (e.g., Brownet al. 1998). Frequentist alternatives
based on bootstrap aggregation (bagging, Breiman 1996), subsample aggregation (subagging,
Bühlmann & Yu 2002) or bootstrap model averaging (Augustinet al. 2005) have been proposed
or applied in a univariate multiple regression setting.

The integration of model uncertainties provides the opportunity to estimate the likelihood of
a locus to be genuine QTL (see Valdaret al. 2006). These authors used a bagging approach and
forward selection on univariate phenotypes from 8-way heterogeneous stock mice. However, re-
dundancy in bootstrap samples implied model instability when the dimensionality of the model
becomes high as we expected with shape. In this paper, we extended their approach to multi-
variate, highly polygenic phenotype. We stabilised the approach using subsampling instead of
bootstrapping, and we proposed to average models based on parameter estimates obtained from
the complete sample instead of aggregating them. We appliedthe proposed approach for high
resolution mapping of QTLs of the mandible shape of 8-way heterogeneous stock mice where
p = 258 potential QTLs were previously selected over the 12,092 marker intervals.

2 Building multiple QTLs models

The problem of mapping multiple QTLs can be expressed as the following multivariate linear
model

Y = XB + E, (1)

with a (n×q) centered (for convenience) phenotypic matrixY, a(n×gp) design matrixX of g
founder genotypes of thep loci, the(gp×q) matrix of genetic effectsB, and the(n×q) residual
matrix E. We set a binaryp-vectorγ such as itslth element is either1 or 0 depending if the
locusl is selected in the model or not. Therefore, considering thismodel vector, the equation
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(1) can be re-written as
Y = X(γ)Bγ + E, (2)

with X(γ) the (gL) subset of the columns ofX for which γl = 1 andL = |γ| the number of
selected loci. The corresponding(gL × q) matrix of genetic effects isBγ. The least squares
estimates of these effects are then

B̂γ = (X′
(γ)X(γ))

−X′
(γ)Y, (3)

where(X′X)− is the Moore-Penrose generalised inverse of the cross-product ofX.
Computational effectiveness and model dimensionality made forward selection the most

suitable approach to build the model from our type of data. According to a current model state
γ (e.g., without any locus incorporated,∀l, γl = 0), we screened independently all remaining
loci with γl = 0 by setting one at the time theirγl = 1. We estimated the residual sum of squares
and cross product (SSCP) matrix given this new model stateγ∗ = {γ, γl} that incorporated all
loci previously selected and the locusl under consideration. This new residual SSCP matrix is

Eγ∗ = Y′Y − B′
γ∗X

′
(γ∗)X(γ∗)Bγ∗ . (4)

The presence of a QTL in the marker intervall is evaluated using the Bartlett’s approximation
of the Wilk’s Λ statistic

−(n− rγ∗ − 1

2
(d− (rγ∗ − rγ) + 1)) log

(
|Eγ∗|
|Eγ|

)
∼ χ2

d(rγ∗−rγ), (5)

with n the sample size,d the dimensionality of the shape space,rγ the rank of the cross-product
of X(γ) which is equal to its number of non-zero eigenvalues. The determinants of the residual
SSCP matrices|.| are calculated as the product of non-zero eigenvalues of thematrix. The new
model stateγ after this screening is chosen as the candidate modelγ∗ having maximal− log10

of thep-value (LogP ) from the equation (5). The locus selection is stopped when thisLogP of
the best candidate modelγ∗ is lower than a predefined threshold.

Given thep initial candidate loci, possible modelsγ are a{0, 1}p space (Brownet al. 1998).
The number of possibleγ-vectors is therefore2p which in our application (section 3) with
p = 258 is 2258 ≈ 4 × 1077. We use a Monte Carlo approach based on a subsampling without
replacement of0.63×n of the original sample in order to explore this model space conditionally
on the forward selection. This reduced sample size has been chosen given the expected number
of unique observations in a bootstrap sample (method previously used for multiple QTL model
construction with a 8-way cross, see Valdaret al. (2006)). According to theM γ-vectors, the
selection frequency of the locusl is h(l) =

∑M
m=1 γ

(m)
l . This frequencyh(l) gives support for

the candidate locusl to be an actual QTL based on its consistency in models.
According to a model averaging approach, we re-computed allγ-models using the complete

sample sizen before averaging genetic parametersθ according tōθ =
∑M

m=1 θγ(m)wm instead
to use averages of the estimates obtained from the resampling. These parameters include the
allelic effectB but also the partialLogP of each locus in theγ-model. We don’t eliminate any
locus with ah(l) lower than some threshold and therefore give an equal weightwm = M−1 to
each model in the averaging step on contrary to the approach proposed for bootstrap averaging
that incorporate an elimination step and a second resampling procedure in order to derive model
weights (see Augustinet al. 2005). Although these steps are straightforward to implement, loci
with small selection frequency are likely to account for background genetic effects linked to the
population structure.
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3 Application: Mandible shape of heterogeneous stock mice

In this study, we used mice derived from the50th generation of crossing eight inbred strains. In
the final generation, each chromosome is a fine grained mosaicof these eight founders (Mottet
al. 2000). Mice were genotyped at∼ 15K single nucleotide polymorphisms (SNP) from which
12K were informative (Valdaret al2006).

An interval-wide probability of the QTL alleles was obtained from a multipoint dynamic
programming algorithm using the HAPPYR package (Mottet al. 2000). This interval-wide
probabilityFLi(s, t) is the probability that the individuali descended from the founder strains
s and t at marker intervall (Mott et al. 2000). We consider here only an additive genetic
model. Therefore, we use the expected number of alleles of each ancestral strain at each locus
as explanatory variables in our regression setting. This expected number of alleles from the
founders for theith individual at the locusl is x(s)

i =
∑8

t=1 Fli(s, t) + Fli(t, s).
The mandible shape was described by15 landmarks in2 dimensions. As far as possible

left and right mandibles were digitised, yielding2, 053 individuals with one or both mandibles,
of which1, 697 individuals were genotyped. A full generalised Procrustesanalysis including a
reflection step to take into account the matching symmetry was performed (Dryden & Mardia
1998; Klingenberg & McIntyre 1998). The tangent coordinates were averaged over the two
sides in order to remove variation due to asymmetry.

Firstly, we ran an initial genome scan using multivariable multiple regression with gender
and centroid size as covariates and incorporating only one locus at a time. The association
along each chromosome between the founder haplotypes and shape was returned as theLogP
obtained from the equation (5) with a candidate modelγ∗ incorporating only one locus (L = 1)
against a reduced modelγ without any genetic effect (L = 0). In preliminary analyses, we found
massive multicollinearity problems inX(γ∗). These multicollinearities are due to uncertainties
in the founder probabilities within a locus arising from genetic linkage and sharing of haplotype
blocks between founder strains. Therefore, we adjusted theway to compute generalised inverses
of X′

(γ∗)X(γ∗) by relaxing the threshold on eigenvalues equal to zero.
Then, we selected locations of potential QTLs using the known linkage disequilibrium in

the population (see Valdaret al. 2006). We defined a candidate as a local maximumLogP in
a window of 2Mb to the left and right, but at least 4Mb distant from other selected peaks. This
candidate also has to exceed a threshold corresponding to the expected value of association
between founder probabilities and shape given an infinitesimal model (i.e. a model incorpo-
rating a multitude of loci but not localisable and of small effects but yielding to the observed
components of variance-covariance in the population, and keeping the pedigree structure of this
population). This primo selection yielded258 potential loci on the19 autosomes.

On these candidates, we applied the multiple QTLs approach described above. Gender
and centroid size were always incorporated as covariates inthe models. We ran1, 000 model
searches using a sample size of1, 070. We stopped the forward selection when theLogP of the
best candidate modelγ∗ (i.e. the best locus to enter) was lower than a threshold corresponding
to the genome-wide null hypothesis of no genetic and no family effects. This threshold was
constructed by reshuffling the phenotypic data, recording the maximumLogP in the genomes
and taking the5th upper-quantile of the maximumLogP distribution from1, 000 reshufflings
(Churchill & Doerge 1994). Selection frequencies of the loci h(l) range from0 to 1 with a
high frequency lower than0.1. Considering an arbitrary threshold ofh(l) ≥ 0.25, 52 loci can
be considered as actual QTLs. Nevertheless, calibration ofthis threshold given its expected
number of false positive QTLs is required and will have to be done according to the structure of
genotypic and phenotypic data.
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4 Conclusion

Using complex genetic designs to discover the genetic basisof quantitative traits is a challeng-
ing task. Here, we formalised and stabilised the approach for high dimensional models and
multivariate traits using subsampling model averaging. Based on consistencies found in locus
selection, this approach was able to identify52 loci likely to be genuine QTLs from the initial
set of258 candidates. Therefore, this approach seems to be an alternative and promising tool
compared to usual approaches that are highly confounded by the complex, unbalanced genetic
relatedness of individuals in these new complex genetic crosses.
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Learning gene regulatory networks without
interventions (but using lots of data)
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Learning global network structures with any certainty is impossible from association data alone.
However, by utilising a large number of separate microarrayexperiments inference of local
sub-structures is possible and useful. This research aims to infer transcriptomic networks for
Arabidopsis thaliana, specifically to predict how some poorly-characterised genes are regulated
by the clock and other signals, rather than modelling the clock components themselves.

Interventions have proved highly useful in inferring gene regulatory networks, since gen-
erally data from a few microarray experiments are used. Withwell informed choice of in-
teventions, similar networks may be distinguished, allowing inference of the underlying causal
model. This work investigates how well we can learn a networkof genes regulated by the clock
from all available Arabidopsis thaliana gene expression data, using a Bayesian network struc-
ture learning algorithm which iteratively grows the network, adding the most likely gene to the
model at each stage.
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Automatic identification of morphometric
landmarks in digital images
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1 Introduction

We present an automated system for the analysis of edge basedstructure for use in morphomet-
ric studies. The current work takes a grey level image of aDrosophilawing as input and extracts
the coordinates of 15 landmarks. The proposed method extracts the ridges (linear features such
as wing veins) using the knowledge of their known grey level profile and the noise character-
istics of the image. This approach has been shown to be statistically valid (Palaniswamyet
al., 2006). The ridges obtained are approximated by line segments and the geometric relation-
ships between them are encoded in Pairwise Geometric Histogram (PGH), an approximation
to the probabilistic density function for the geometric co-occurrences in the data (Evanset al.,
1993). Shape correspondence is determined by comparing andmatching the PGHs of the scene
and model data. A probabilistic Hough transform (robust likelihood) is used to determine the
hypothesised landmark location. Sub-pixel estimation of the landmark location is performed
by template matching, i.e., correlating a small region around the Hough estimated landmark
location.

We show that a single training image with its landmark coordinates is enough to indepen-
dently estimate the landmarks of any individual within a particular dataset. However, the reli-
ability and accuracy of the method can be further enhanced byusing multiple training images.
Multiple estimates also offer the possibility of accuracy assessment, an important aspect of any
scientific study. The precision, repeatability and robustness of the algorithm have been evalu-
ated here as a pilot study. Although some predictions regarding reliability can be made with a
small sample, a further study will be carried out on a larger sample to test the reliability of the
system on scientific studies.

2 Methods

The analysis system is constructed from four stages; a feature-based detection of fly wing struc-
ture, correspondence matching based upon the PGH representation, global location of the wing
using a Probabilistic Hough transform, and finally correlation based refinement of individual
features. We evaluate this system and compare quantitativeresults to manually digitised data
below.

2.1 Ridge detection — an extension to the Canny framework

The wing veins are extracted as ridge features, using a method which is a modification of more
conventional edge detectors (Canny, 1986). This extractededge map can be used to determine
the precise location of landmarks and the uniformity of noise in the feature enhancement stage
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guarantees that this process is inherently stable. The whole process can be interpreted as a
statistical null-hypothesis test for the presence of the defined feature (Palaniswamyet al., 2006).

2.2 Pairwise geometric histograms

The extracted edge-map is approximated by line segments andthe geometric relationships be-
tween each pair of line segments are encoded in the pairwise geometric histograms. This is an
approximation to the probabilistic density function,

Hi(θ, d) = P (θi − θj , dij|ei) (1)

for the geometric co-occurences of an edgeej givenei as a function of relative angleθi − θj and
perpendicular separationdij . This is a well established method of shape representation based
on recording the distribution of pairwise geometric relationships between local shape features
which can support recognition and there is considerable robustness to the loss of data due to
fragmentation noise and occlusion (Evansat al., 1993). The scale of binning and extent of
blurring of the entry defines the extent of allowable differences when matching similar shapes.

Shape recognition is done by identifying the correspondences between image and object fea-
tures. Shape representation comprises many geometric histograms, each representing a single
model feature. The degree to which a linear edge feature in the test image matches a partic-
ular model feature can be determined by comparing their histograms. The degree of match
between them is given by the Bhattacharrya measureBij, which takes the form of a dot product
correlation of the histograms of linesHi andHj.

Bij =

2π∑

θ

dmax∑

d

√
Hi(θ, d)Hj(θ, d) (2)

This can be related, via theχ2 variable, to a maximum likelihood similarity metric and canbe
derived as an approximation to Fisher’s Exact test as a method for comparing two distributions.
The hypothesised matches can then be used as input to a pose estimation algorithm such as the
generalised Hough transforms.

2.3 Hough transform

A probabilistic Hough transform (robust maximum likelihood), is used to make an estimate
of the global position and orientation of each wing. Entriesin the 2D location histogram are
made according to the localisation covariance, propagatedfrom the errors on the constraint
lines. This takes proper account of errors, resulting in improved robustness and more accurate
determination of model position, orientation and scale in comparison to the more conventional
form of this algorithm. The entries in the Hough arrays are constructed from pair of lines(n,m),
i.e., a tuple transform. The equivalent probabilistic formfor the Hough transformH(x, y) used
to find the position of a model in a scene is given by the expression,

H(x, y) =

N∑

n

N∑

m

log(p(x, y|n)p(x, y|m)) =

N∑

n

log(p(x, y|n))

N∑

m

log(p(x, y|m)) (3)

so that the Hough entry can be considered as the square of the robust log likelihoodL(x, y) for
the localisation of the object,

H(x, y) = L(x, y)2 = (

N∑

n

log(p(x, y|n)))2 (4)
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During array constructionHnm = log(p(x, y|n)p(x, y|m)) is estimated from a 2D Gaus-
sian distribution centered at the the position of the model hypothesised by the(m,n)th pair
of scene line labels with variance propagated from the individual line location errors. This
tuple-based construction helps to remove background noisefrom the Hough array and has some
computational advantages. The variability of the line segmentation process and the uniform
error on the scale estimates are independent and are adjusted to give a quantitative estimate of
the hypothesised location of a pre-defined reference point from pair of scene lines. Training
from example data involves recording the perpendicular distance from each model line to the
reference point. Consequently, for each pair of scene lines, extended lines at the appropriate
perpendicular distance will intersect at the hypothesisedposition of the reference. Error at the
point of intersection can be estimated by standard error propagation. For each model position
determined, a 1-parameter orientation Hough transform and1-parameter scale Hough transform
can be constructed from entries selected on the basis of consistency between the scene lines and
model position.

2.4 Template matching

The above Hough scheme computes an estimate of landmark position based upon global wing
shape. As we need to determine variations in shape for the morphometric study this estimate
needs to be refined based upon local image evidence. To obtainthis estimate, template matching
is performed on the Difference of Gaussian image of the sceneD(I) and model (example mark-
up)D(M) data, over a small region around the Hough estimate for the feature in the scene data.
To save processing time during alignment, the scene data is rotated to match the model data
using the Hough estimate, which is assumed to be sufficientlyaccurate for final location of
the landmark. The use of the Difference of Gaussian images eliminates any image illumination
offset and the matching is performed as a dot-product correlation in order to eliminate the effects
of illumination scaling,

Lhxhy =

R∑

x

R∑

y

D(M(x, y))D(I(x+ hx, y + hy))/

√√√√
R∑

x

R∑

y

D(I(x+ hx, y + hy))2 (5)

where,R is the region size. This is directly equivalent to performing a least squares compari-
son of the image regions with one free grey level scale parameter. The best possible match is
identified and that location is transformed back onto the scene image. The least-squares dif-
ference between the two scale image regions is stored so thatthe best matching examples can
be selected for final estimation of landmark position (see below). This quality control feature
not only allows a check on the adequacy of the example mark-ups but also eliminates residual
problems in alignment estimation, such as poor rotation estimates.

3 Results

The accuracy of the system is assessed using multiple reference images (multiple models). The
results show that the landmarks can be located more precisely in cases where the model features
are a good match to the scene data. Appropriate model features can be chosen by computing
the degree of least-squares match between the model and the test feature and taking an average
of the best matches available. It can also be applied as a quality control approach to determine
the adequacy of the selected training examples.
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Figure 1: Best Least Squares Match.

The figures 1(a) & 1(b) show the system performance with an average of the best 3 of 5
reference images and best 5 of 11 reference images using the least squares match. It can be seen
that most of the landmarks in the sample dataset have been located within +/-3 pixels accuracy.
In comparison, the precision of the manual digitisation is estimated to be around +/- 1 pixel.
The system was tested for robustness in noisy images with1̃0 times more additive noise than
the original image and the results showed that the system wasquite stable to noise and located
landmarks within +/- 4 pixels accuracy.

4 Discussion

The pilot study will be scaled up with minor modifications andthis automated method will be
used in a scientific study with a large dataset of 1600 images of different species ofDrosophila.
This analysis should enable us to test other performance aspects of the system, such as its
reliability, robustness (in scenarios of debris/bristleslying across the features etc.,) and to eval-
uate any difficulties regarding the practical use of this dataset. The generic nature of object
recognition and feature location incorporated in this automated system enables easy modifica-
tion to locate features in a variety of other organisms. The method is intrinsically robust to
changes in shape and based firmly on the statistical interpretation of data analysis. Such an
automated method without any manual intervention has majorpotential advantages to major
research groups in the morphometrics community and will easily be transferable to research
groups in other relevant field of study. The algorithms will be made available as an open source
package via our websitewww.tina-vision.net & www.flywings.org.uk.
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Lifting based imputation for peak inference
on HPLC data

Samuel J. Peck*, Stuart Barber, & Robert G. Aykroyd

Department of Statistics, University of Leeds

HPLC spectroscopy data can be used to determine the presenceor absence of compounds in a
sample. In a typical HPLC experiment, we have measurementsf , that are taken on a grid of
pointsx (which may be an irregular grid). We regard these measurements f as valuesf(xi)
of a function at pointsx1, . . . , xn. When plotted, the data produce a trace containing regions
of inactivity (low values, little variation) and intermittent spikes where a large measurement is
taken. The attributes of these spikes, such as location, maximum height and area, can be used
to determine what compounds are present and to quantify the amounts of these compounds in a
sample.

We use a one-dimensional version of a lifting technique described by Jansenet al. (2004)
to transform the vectorf into the wavelet domain where it will have a sparse representation;
that is, most of the signal can be represented by just a few coefficients in the wavelet domain.
We then apply a modified version of the imputation scheme discussed by Heaton & Silverman
(2007). To estimate the trace at a pointx0, say, we add this point to our grid of datax, and
then use a Gibbs sampler to estimate the posterior density off(x0) based upon the rest of the
data. These posterior distributions can be used to construct confidence intervals forf(x0). After
producing a number of confidence intervals in the vicinity ofa peak, we can then use these to
assess plausible ranges of values for the peak location and the area under the peak. As examples,
we will consider some simulated data – irregularly sampled discrete subsets of the Bumps test
function from Donoho and Johnstone (1994) – and real HPLC data sets.

References

Donoho, D.L. & Johnstone I.M. (1994). Ideal spatial adaptation by wavelet shrinkage.Bio-
metrica, 81, 425–455.

Heaton, T. & Silverman, B.W. (2007). A wavelet/lifting scheme based impuated method.
URL: http://www.stats.ox.ac.uk/∼theaton/Papers/LiftingImputationJRSS.pdf.

Jansen, M., Nason G.P. & Silverman, B.W. (2004). Multivariate nonparametric regression
using lifting. Research report04:17, Statistics Group, University of Bristol.

134



Shape analysis of complex symmetric structures:
Estimating components of symmetric variation

and asymmetry

Yoland Savriama* & Christian Peter Klingenberg

Faculty of Life Sciences, The University of Manchester

1 Introduction

The method of object symmetry (Mardiaet al. 2000) has been elaborated for the studies of
shape variation in structures that have an internal plane ofbilateral symmetry (e.g. vertebrate
skulls and insect bodies). Further work related object symmetry to the structure of the shape
tangent space (Kolamunnage & Kent 2003, 2005). For instance, principal component analysis
(PCA) can separate a component of symmetric shape variationand components of asymmetric
shape variation (Kolamunnage & Kent 2003).

The approach of Mardiaet al. (2000) for the studies of shape variation in bilaterally symmet-
ric shapes has been extended for the analysis of any type of symmetry (Savriama & Klingenberg
2006). In particular, the method of object symmetry has beengeneralised to any structure that
exhibits more complex internal symmetry (e.g. radial symmetry in corals). Every type of sym-
metry is associated with a set of symmetry transformations that forms a symmetry group. For
example, the identity and reflection are the symmetry transformations that characterise bilateral
symmetry. The first step of the analysis is to assemble a dataset from copies of an original
configuration of landmarks to which all transformations in the symmetry group of the object
have been applied. Thereafter, all configurations in the dataset are superimposed in a single
Procrustes fit. The resulting Procrustes mean (consensus) is symmetric.

Here we follow the approach of Kolamunnage & Kent (2003, 2005) to explore the patterns
of variation in the total shape tangent space for structureswith complex internal symmetry by
using PCA.

2 Decomposing deviations from symmetry: Estimating com-
ponents of symmetric variation and asymmetry

We simulated configurations of landmarks with different types of symmetry in two dimensions
with a small amount of isotropic variation around each landmark. We present the results for two
examples: a configuration of 9 landmarks with a reflection anda rotation of order 2 (example
1) and a configuration of 10 landmarks with a rotation of order3 (example 2). We perform a
PCA on the covariance matrix of the Procrustes tangent coordinates.

For the example 1, there are 14 distinct principal components (PC) (Figure 1B). Of these
PCs, three are symmetric (Figure 1C), four are asymmetric relative to the reflection (Figure 1D),
three are asymmetric concerning the rotation (Figure 1E), and four are asymmetric with respect
to both reflection and rotation (Figure 1F). All eigenvaluesare distinct.

For the example 2, there are 16 PCs, of which some are singles,whereas many others occur
as pairs with equal eigenvalues (Figure 2B). Two single PCs are completely symmetric (Fig-
ure 2C) and two single PCs are rotationally symmetric but asymmetric relative to the reflection
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Figure 1: Decomposition of departures from the consensus for a configuration with a reflection
and a rotation of order 2. Note that the vertical axis is the axis of reflection symmetry. The
straight lines represent departures for each landmark fromthe consensus. A. Consensus. B.
Percentages of total variance for which the PCs account. C. Example of a PC that represents a
symmetric shape change. D. Example of a PC that accounts for an asymmetric shape change
due to the reflection (rotational symmetry preserved). E. Example of a PC that describes an
asymmetric shape change relative to the rotation (reflection symmetry preserved). F. Example
of a PC that shows an asymmetric shape change relative to bothreflection and rotation.
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Figure 2: Decomposition of departures from the consensus for a configuration with a reflection
with a rotation of order 3. Note that the vertical axis is the axis of reflection symmetry. The
straight lines represent departures for each landmark fromthe consensus. A. Consensus. B.
Percentages of total variance for which the PCs account. Note that there are single PCs and
pairs of PCs. C. Example of a PC that represents a symmetric shape change. D. Example of
a PC that accounts for an asymmetric shape change due to the reflection (rotational symmetry
preserved). E. Example of one pair of PCs with equal eigenvalues. F. Example of a scatterplot
of the scores for one pair of PCs. The pair of PCs have equal eigenvalues with opposite signs
that is why the scatterplot shows a circular distribution ofthe scores.
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(Figure 2D). There are 12 pairs of PCs and both PC of each pair,taken separately, appear asym-
metric (Figure 2E), but it is a rotation of the pair of PCs thatwould reveal symmetry in the
shape changes. A scatterplot of the scores for the pairs of PCs shows a distribution of the scores
that shows rotation and reflection symmetry (Figure 2F).

The clear patterns of shape changes shown by the example 1 suggest that for any type of
symmetric structure, the departures from the consensus canbe decomposed into four com-
ponents of shape changes: symmetry with respect to both reflection and rotation, asymmetry
relative to reflection, asymmetry considering rotation, and asymmetry to both reflection and ro-
tation. In contrast, some of the patterns of shape changes found in the example 1 do not occur
in the example 2. For the example 2 and for types of symmetry with rotations with an order
higher than 2 there are systematically pairs of PCs with equal eigenvalues. In this case the pat-
terns of shape changes are more complicated to identify and some of them that have been found
for the example 1 but not in the example 2 might be hidden in these pairs of PCs with equal
eigenvalues.
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Inference for similarity indices

Farag Shuweihdi* & Charles C. Taylor

Department of Statistics, University of Leeds

1 Introduction

Clustering methods are considered as unsupervised learning techniques as there are no prede-
termined subpopulations. Evaluating the results of clustering algorithms is the main topic of
cluster validity. This paper tries to contribute to a better understanding and inference for the
distribution, of such a case, of the Rand Index (Rand, 1971) under several conditions. Besides
this, a bootstrapping test for testing the significance of observed value of the similarity indices is
provided and compared with thep-values yielded from the density function of the Rand index.
The comparison is made using simulated data.

Let nij be the number of objects which belong to clusteri of partitionP1 and clusterj of
partitionP2, i = 1, · · · , R, j = 1, · · · , C, with ni. =

∑C
j nij , n.j =

∑R
i nij , the size of the

clusters inP1 , P2 respectively, andn =
∑R

i ni. =
∑C

j n.j, the total number of observations.
After that the Rand index can be applied to this result; this index is given by

IR =

[(
n

2

)
+ T − 1

2
P − 1

2
Q

]/(
n

2

)
, (n ≥ 2) (1)

where

T =

R∑

i=1

C∑

j=1

n2
ij − n, P =

∑

i

n2
i· − n, Q =

∑

j

n2
·j − n

and
(

n
2

)
is a total number of pairs of observations; each pair may belong to the same cluster. This

index falls between zero and one: it is zero when the outcome of two partitions are completely
different; it is one when two partitions are completely identical (total agreement).

2 A relation between the Rand index and chi-squared
variates

Both the Rand index and and chi-squared test statistic are calculated from contingency tables.
According to Krieger & Green (1999), the adjusted Rand index, (Hubert & Arabie, 1985), is
linearly related toχ2 test statistic with degrees of freedomv = (R− 1)(C − 1). However, this
is only valid so long as the size of clusters, in each partition, are equal. Here, we are going to
determine the relation betweenIR andχ2 in the case of:i). R andC clusters with equal size
clusters , andii). R = C = 2 , but relaxing the condition that the size of both clusters isthe
same, in each partition, which may be helpful in indicating the distribution of the Rand index.
Actually, we are aiming to discover a density function of this index so thatp-value for the Rand
is easily, correctly, calculated.

2.1 Equal size clusters

Evaluating the form of relationship betweenIR andχ2, where{R,C ≥ 2} can be given by

IR = β0 + β1χ
2 (2)
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where these coefficient,β0 andβ1, are equal to

β0 = 1 − n(C +R)

(n− 1)RC
, β1 =

2

(n− 1)RC

Actually, equation (2) is still chi-squared variable scaled byβ1 and shifted byβ0 with mean and
variance equals to:

E(IR) = β0 + β1v, var(IR) = 2β2
1v

For largen, β1 → 0, and this results inIR ≈ β0. Now, we can easily derive the density function
of the Rand index.

If we have independent random variables,X1, · · · , Xn, having standard normal distribution,
Xi ∼ N(0, 1), then

∑n
i=1X

2
i has chi-squared distribution withv = n degrees of freedom. So, in

order to derive the desired distribution for equation (2), we apply the method of transformation
to equation (2), hence, a density function of the Rand index,with v = (R− 1)(C − 1), will be

g(IR) =
1

2v/2Γ(v
2
)β1

(
IR − β0

β1

)
v
2
−1exp

−1

2
(
IR − β0

β1

), β0 < IR < 1. (3)

2.2 Non-equal size clusters for 2 by 2 matching matrix

In this case, let us consider the size of two clusters, forP1 andP2, as(n
a
) and(n − n

a
), where

a is a positive number, such thata > 1, used for distributing objects between clusters. With
respect to this condition, the formula of the Rand index can be obtained as follows:

IR = α0[(α1 +
√
χ2)2 + α2] (4)

Where the values ofα0, α1 andα2 depend ona andn. Sinceχ2 is chi-squared distributed, then√
χ2 is chi distributed. Therefore, by using the method of transformation, the density of the

Rand index is

g(IR) =






√
2

Γ 1
2
α0(

IR
α0

−α2)
1
2
exp

−[(
IR
α0

−α2)
1
2 −α1]2

2
α0(α

2
1 + α2) < IR < 1

√
2

Γ 1
2
α0(

IR
α0

−α2)
1
2
exp

−[(
IR
α0

−α2)
1
2 +α1]2

2
0 < IR < α0(α

2
1 + α2).

(5)

Figure 1 presents a probability density function ofIR, where the behaviour and shape of
g(IR/α1 < 0) is completely different fromg(IR/α1 > 0). Actually, the random variable,IR,
increase wheneverχ2 increase as long asα1 > 0; this results from

√
χ2 < α1. In contrast, for

α1 < 0, (
√
χ2 + α1)

2 will be smaller comparing withα1 > 0. Asχ2 → 0, this value becomes
in-significant. As result,IR will be equal toα0(α

2
1 + α2), and hence, any observed value of the

Rand index will be also in-significant as long as it is smallerthan or equalα0(α
2
1 +α2). Besides

this, the sign ofα1 will be positive if IR > α0(α
2
1 + α2)

2.3 A hypothesis test

Here, we are interesting to see whether the agreement between two partitions is random or
not. Therefore, we need to test the null hypothesis,Ho : IR = 0, which means that agreement
between two partition attributes to chance, againstH1 : IR 6= 0. The following algorithm shows
the method of test:
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Figure 1:Two plots illustrate a density function of the Rand index in the case of:α1 < 0 (lift
side) andα1 > 0 (right side)

1. Compute association measure,IR, from matching matrix ofP1 andP2.

2. Another matching matrix, sayλ, is generatedB times from two way table such that the
marginal sum of this matrix should be equal to matching matrix of the data,i.e. nλb

i. =
ni. ∈ Pi1 andnλb

.j = n.j ∈ Pj2, for i = 1, · · · , R, j = 1 · · · , C, b = 1, · · · , B, for each
matching matrix. However, the intersection objects,nij , are randomly allocated in the
cells ofλ.

3. For eachλb, Iλb

R and is computed.

4. An estimate ofp-value for the test is calculated by:

p =
1

B

B∑

b=1

I[Iλb

R > IR]

3 Results and conclusion

All observed values of theIR calculated from simulated matching matrix constructed under:
H1 andH0 in order to check the validity of bootstrapping algorithm aswell as comparing with
p-values produced by using density function. Table 1 shows that p-values supplied fromg(IR)
and normal approximation, the mean and variance in this approximation is calculated using
formula obtained by Fowlkes & Mallows (1983), are very closeto each other and, also, to

p-value
the Rand index bootstrap test Rand index density normal approx.

equal size
0.8360 (underH1) 0.0000 0.0000 0.0000
0.8216 (underH0) 0.2600 0.2495 0.2597

unequal size (low )
0.8343 (underH1) 0.0000 0.0000 0.0000
0.8197 (underH0) 0.3890 1 0.3494

unequal size (high)
0.8360 (underH1) 0.0000 0.0000 0.0000
0.8002 (underH0) 0.2330 1 0.2748

Table 1:Comparison ofp-values obtained from: bootstrapping test, the Rand index and normal
density function in order to testH0 : IR = 0 regards to10 × 10 matching matrix. Notice that
low in this table means low variation with respect to size cluster, whereas, high means high
variation.
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the Rand index p-value
bootstrap test the Rand index

equal size (a = 2)
0.5067 (underH1) 0.0000 0.0000
0.5000(underH0) 0.2130 0.2059

unequal size (a = 3.3333) 0.6348(underH1) 0.0000 0.0000
sign(α1) > 0 0.5179 (underH0) 0.2262 0.2283
sign(α1) < 0 0.5088 (underH0) 0.6229 0.6337

Table 2:Comparison ofp-values obtained from: bootstrapping test and the Rand index density
function in order to testH0 : IR = 0 with respect to2 × 2 matching matrix.
that provided by bootstrapping test. In contrast, as variation among size clusters increase the
bootstrapping method and normal density provide very similarp-value, whileP (IR < IR(obs))
shows very large ofp-values with respect toIR obtained underH0. In Table 2 we notice that
all procedures leads to correct decision of acceptance or rejection the null hypothesis;p-values
are nearly same. Nonparametric and parametric (normal approximation) test produced accurate
results in case of unequal size than that produced by the Randindex function. Moreover, in
terms of two clusters in each partition, whole techniques give, also, very closep-values, with
precise decision. Overall, the Rand index density functionform is influenced by the size and
number of clusters.
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Identifying the trans-generic
biotransformation potential

Robert Stones*, Chris Sinclair, Alistair Boxall, & Jonathan Stein

Central Science Laboratory

1 Introduction

Some chemicals are universally metabolised, whilst othersare either metabolised by specific
species/taxa or do not undergo metabolic breakdown. The aimof this project is to validate this
concept and identify structural fragments that are susceptible to biotransformation. This project
was initiated following the recent recommendations from the ECETOC project “Alternative
Testing Approaches in Environmental Safety Assessment” and is therefore working towards the
goal of reducing animal numbers used during bioconcentration testing.

2 Aims and objectives

The aim is to develop a database and software analysis tools for rapidly identifying the biotrans-
formation potential of chemicals within different taxa. The specific objectives are:

• Review and collate data on the biotransformation potential of chemicals

• Investigate the relationships between the biotransformation potential in different species/taxa
and characteristics/properties

• Develop analytical methods/software tools for identifying biotransformation potential in-
cluding molecular fragmentation and 2D structure analysisvalidated using statistical dis-
criminant analysis

• Make recommendations on how the output may be used to reducethe number of animals
used during bioconcentration studies
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Statistical analysis of
high performance liquid chromatography data

Rebecca E. Walls*1, Stuart Barber1, Mark S. Gilthorpe1, & John T. Kent1

1 Department of Statistics, University of Leeds
2 Biostatistics Unit, University of Leeds

The analysis of unknown components in complex mixtures arises frequently in many fields
including agriculture, medicine, industry and food science. The study of these mixtures is de-
pendent on analytical techniques such as mass spectrometry(MS), high performance liquid
chromatography (HPLC), infra red (IR) and nuclear magneticresonance spectroscopy (NMR),
which all give rise to very similar forms of spectral data. Unfortunately, the technologies are
highly sensitive and rarely yield robust and consistent data, thus sophisticated statistical algo-
rithms are required for the purpose of analysis.

HPLC is an extremely versatile instrumental technique thatcan be used to separate, identify
and quantify compounds in any sample that can be dissolved ina liquid. This type of experi-
mentation gives rise to complex functional data: retentiontimes,tR, are on the horizontal axis
and the values on the vertical axis are are essentially “rates” — the count of molecules passing
through the detector at a particular time point. Visually, these data ideally yield a tracelike spec-
trum consisting of a horizontal baseline, interrupted by a series of “burstlike” peaks along the
time axis. The baseline represents pure mobile phase passing through the detector and each peak
represents a different compound, identifiable from its location based on the retention time (de-
fined as the apex of the peak). Typical of this type of high-throughput technology, many inherent
problems have been identified with the data, such as noise andbaseline drift, and these need to
be confronted before any robust discriminatory analysis can be performed. Given successful
pre-processing, there are then many issues to consider regarding feature extraction, location
identification, and peak quantification. Having identified the different compounds present in
the sample, the concentration of a compound can be quantifiedby the area under that particular
peak.

Here we examine different algorithms for estimating the baseline and a variety of approaches
to peak detection. We consider the potential of the vaguelette-wavelet decomposition method
(Abramovich and Silverman, 1998) within this application and use bootstrapping to obtain con-
fidence intervals for the peak areas.
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