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Welcome from the Local Organising Committee

Dear Delegate,

Welcome to the Silver Anniversary Leeds Annual StatisticalResearch Workshop. The history
of the Workshop is described at some length on pages 9-15 of this volume. Here, we note that
LASR has grown considerably since the first workshop in 1974,and has changed dramatically
in that time. What was originally an internal workshop has expanded into a conference of
which we at Leeds are proud. We are glad that you are all here inLeeds to help us celebrate
this landmark. Part of our celebrations is the conference dinner, held this year at the Royal
Armouries museum. We are also trying an attractive new venue, the first visit of the LASR
Workshop to Hinsley Hall. This was a monastery converted into a congenial and inspiring
conference centre. Hope this keeps our interdisciplinary spirit buoyant!

The theme of this workshop is “Interdisciplinary Statistics and Bioinformatics", and we have
several distinguished speakers across the two fields. We also have been fortunate to have es-
tablished the Centre of Statistical Bioinformatics at Leeds with two appointments in the area:
Wally Gilks (as out first holder of the Chair of Statistical Bioinformatics) and Toby Johnson (as
our first Lecturer of Statistical Bioinformatics).

On the other hand though, our themes this year are deliberately broad; while we focus on
statistical bioinformatics, we also look at other areas of interdisciplinary statistics. The key word
here is “interdisciplinary” — part of our mission is to engage statisticians with scientists and
other researchers to develop new areas in statistics. Bioinformatics is just one such interface,
albeit a tremendously important and exciting one.

To encourage new collaborations, we have tried to keep the Workshop informal and to provide
opportunities for discussion during the breaks and poster sessions. Indeed, this year we have
two poster sessions due to the large number of excellent posters being presented.

All this would not be possible without the generous support of our sponsors the EPSRC and
GlaxoSmithKline. We wish to record our sincerest gratitudefor their valuable support, and in
particular to Dr.Clive Bowman, Director Genetic Utility, GlaxoSmithKline.

Looking forward, we are already planning for LASR 2007. Details are still taking shape, but
we are pleased to be able to say that the speakers will includeAnna Tramontano (Rome) and
Michael Levitt (Stanford). For now, we hope that you will enjoy this year’s LASR Workshop.

Kanti Mardia, Stuart Barber and Paul Baxter

June 2006.
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1. TIMETABLE

TUESDAY 4TH JULY

9:30-10:30 Registration

10:30-11:00 COFFEE

SESSION I
11:00-11:10 Welcome

Michael Arthur, Vice Chancellor, University of Leeds

11:10-12:00 What is statistical bioinformatics?
Kanti V. Mardia

12:00-12:25 Can coiled coils transfer both mechanical strength and information si-
multaneously?

Tom C.B. McLeish* & Rhoda Hawkins

12:30-1:30 LUNCH

SESSION II
1:30-2:20 Multiscale modelling, systems biology, and the Digital Human Project

- statistical perspectives
Brian D. Athey

2:20-2:45 Alter ego - live video classification of facial expression
Alf D. Linney*, Darren McDonald & Alexa Wright

2:45-3:10 Mapping three-dimensional spatio-temporal dynamics in the heart: one
or 113,895 types of sudden cardiac death?

Arun V. Holden

3:10-3:45 TEA
3:45-4:10 Bayesian analysis of ChIP-chip experiments

Raphael Gottardo*, Wei Li, Evan Johnson
& Shirley Liu

4:10-5:00 Filtering pharmacogenetic signals
Clive E. Bowman*, Olivier Delrieu & James Roger

5:00 Drinks Reception

In multiple author papers, * indicates the presenter(s).
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WEDNESDAY 5 JULY

SESSION III
9:00-9:50 Challenges in short-oligonucleotide microarray data normalisation

Janet Thornton, Eugene Schuster & Eric Blanc*

9:50-10:15 Improving statistical assessment of gene set enrichment for Gene On-
tology categories and gene expression data

Alex Lewin*, Elena Kulinskaya & Ian Grieve

10:15-10:40 Some current and future statistical challenges in genomics and pro-
teomics

Jenny H. Barrett

10:40-10:50 Overview of posters
Paul D. Baxter

10:50-12:30 COFFEE AND POSTER SESSION I

12:30-1:30 LUNCH

SESSION IV
1:30-2:20 Some statistical aspects of a problem in veterinary epidemiology

David R. Cox

2:20-2:45 Combining geometric morphometrics and genomic data: The genetics
of mouse mandible shape

Nicolas Navarro* & Christian P. Klingenberg

2:45-3:10 Photographs
All talk and poster presenters and session chairs

3:10-3:45 TEA
3:45-4:10 Shape changes in the evolutionary/developmental sciences: intrinsic

random fields in morphometrics, with a methodological justification
Fred L. Bookstein

4:10-4:35 Warping of electrophoresis gels using generalisations of dynamic pro-
gramming

Chris A. Glasbey

4:35-5:00 A new representation for projective shape
John T. Kent* & Kanti V. Mardia

6.45 Coach departs Hinsley Hall for Conference Dinner

7.00 Drinks reception and entertainment

8.00 Conference Dinner, Royal Armouries
10.15 Coach departs for Hinsley Hall

In multiple author papers, * indicates the presenter(s).
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THURSDAY 6TH JULY

SESSION V
9:00-9:50 Probabilistic segmentation and intensity estimation for microarray

images
Julian Besag* & Raphael Gottardo

9:50-10:15 Diffusions in shape space induced from projections
V.M. Panaretos

10:15-10:40 A Bayesian framework for pharmacokinetic modelling in dynamic
contrast-enhanced magnetic resonance cancer imaging

Volker J. Schmid*, Brandon Whitcher, & Guang-Zhong Yang

10:40-11:40 COFFEE & POSTER SESSION II
11:40-12:05 Betweenness-based decomposition methods forsocial and biological

networks
John W. Pinney* & David R. Westhead

12:05-12:30 Graphical models and directional statistics capture protein structure
Wouter Boomsma, John T. Kent, Kanti V. Mardia,
Charles C. Taylor & Thomas Hamelryck*

12:30-12:55 Protein function prediction inArabidopsis thaliana
David R. Westhead*, Andy J. Bulpitt, James R. Bradford
& Chris J. Needham

12:55-2:00 LUNCH

SESSION VI
2:00-2:25 Data rich but maths poor

Julia M. Goodfellow

2:25-3:15 Reconstructing phylogenetic trees from distance matrices,
incorporating uncertainty

Walter R. Gilks*, Thomas M.W. Nye & Pietro Liò

3:15-3:30 LASR 2007
Kanti V. Mardia

3:30-4:00 TEA

In multiple author papers, * indicates the presenter(s).
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POSTERS
Unsupervised learning of linguistic significance

Eric Atwell*, Bayan A. Shawar, Andrew Roberts & Latifa Al-Sulaiti

Comparison of lists of differentially expressed genes
Marta Blangiardo* & Sylvia Richardson

Insights into protein-protein interfaces using a Bayesiannetwork prediction method
James R. Bradford*, Chris J. Needham, Andrew J. Bulpitt & David R. Westhead

Predicting deleterious SNPs
Matthew Care* & David R. Westhead

Statistical comparison of protein binding sites
John Davies*, Richard M. Jackson, Kanti V. Mardia
& Charles C. Taylor

Prediction from local frequency characteristics of multiple time series
Alex Goodwin*, Robert G. Aykroyd & Stuart Barber

Exploration of aflatoxin concentrations in breast milk using functional data analysis
Katie Harris*, Nektaria Polychronaki, Robert M West

Modeling protein folds with a trivariate von Mises distribution
Gareth Hughes*, Kanti V. Mardia & Charles C. Taylor

Metabolic reconstruction and analysis using gene expression data
Chris Hyland*, Glenn McConkey & David R. Westhead

Spatial point process modelling in the context of biodiversity theory
Janine B. Illian

Regression models for high dimensional data – a simulation study
Weiqi Luo*, Paul D. Baxter & Charles C. Taylor

Assuring the performance of GM event detection systems
Roy Macarthur*, Alistair W.A. Murray, Theodore R. Allnutt,Carola Deppe,
Heather J. Hird, Gerard M. Kerins, James Blackburn, Joy Brown, Robert Stones
& Sarah Hugo

Prediction of functional sites from protein multiple sequence alignments
Jonathan Manning* and Geoffrey J. Barton

Using multiobjective optimization to study the strengths of different interaction energies
in protein-ligand complexes

Sally Mardikian*, Valerie J. Gillet, Richard M. Jackson & David R. Westhead

Asymmetric space-time models
Ali M. Mosamam* & John T. Kent

Improving Cox and Wong’s method: Estimating the proportionof true null hypotheses
with the method of moments

Jose M. Muino* & Pawel Krajewski

A statistical approach to feature detection in digital images
Sasirekha Palaniswamy*, Neil A. Thacker & Christian P. Klingenberg

In multiple author papers, * indicates the presenter(s).
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Matching pesticides to proteins to predict toxicity
Emma M. Petty*, Kanti V. Mardia & Charles C. Taylor
& Qasim Chaudhry

Understanding the evolution of protein interaction networks
John W. Pinney*, Magnus Rattray & David L. Robertson

Identification of novel ACE2 inhibitors by structure-basedpharmacophore modelling and
virtual screening

Monika Rella*, Christopher Rushworth, Jodie Guy, Anthony Turner, Thierry Langer
& Richard M. Jackson

Geometric morphometrics of complex symmetric structures:Shape analysis of symmetry
and asymmetry with Procrustes methods

Yoland Savriama* & Christian P. Klingenberg

Measure of performance for kernel clustering
Farag Shuweihdi* & Charles C. Taylor

NMR Manager – Metabolomics software for interpreting complex NMR
Robert Stones*, Adrian Charlton & James Donarski

Gaussian fluctuations for random partitions
Zhonggen Su* & Leonid V. Bogachev

Identification of anomalous time series using functional data analysis
G. Subramaniam* & R. Varadhan

Edge correcting in 3 dimensions
Philip Umande

Analysis of microarray data by an adaptive empirical Bayesian thresholding procedure
Rebecca E. Walls*, Stuart Barber, Mark S. Gilthorpe & John T.Kent

In multiple author papers, * indicates the presenter(s).
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2. ABSTRACTS

Session I





LASR Workshop’s silver anniversary and beyond

Kanti V. Mardia

Department of Statistics, University of Leeds

1 Historical perspective

It is of course appropriate now to look back on the development of the LASR workshops with
great satisfaction. Not only has the series lasted as long asit has, but it has now become an in-
ternational event. The workshop evolved about 30 years ago from the idea to invite one speaker
on a newly-emerging topic of interest to the Department (though not exclusively) but to keep
the open-door policy of encouraging internal and external participation for wider dissemina-
tion. In early years, one speaker per workshop gave not only lectures with technical details, but
also tutorials and practicals. Slowly the workshops changed to a conference format on a single
theme to meet changing demand, but still allowing the time for interaction including informal
discussion with long coffee breaks and lunch. Posters, publication of Proceedings (including on
web), and a final closing discussion forum became established features.

2 Various phases and themes

We now describe various phases of the Workshop in chronological order. In this summary, I
have not included the university participants or those fromthe Department of Statistics.

2.1 Theme 1 (period 1974 - 1978): Multivariate and directional statistics

There were early annual sessions of this nature as early as 1974, but they were not numbered
until the first one in 1980. John Gower gave such a one-speakerworkshop in 1974 on “Multidi-
mensional Scaling" and during 1975-1977, there were symposia on “Directional Data Analysis"
supported by SRC (now EPSRC) which included several distinguished speakers, starting with
late Chinubhai Khatri in April 1975. Other visitors included Ole Barndorff-Nielson, Edward
Batschelet, Rudy Beran, Kit Bingham, Tom Downs, Srinivas Jammalamadaka (J.S. Rao), John
Kent, Madan Puri and Geof Watson. In 1977, there was also a series of lectures on stochas-
tic geometry under the broad title of “A Directional Data Fortnight", by Adrian Baddeley and
Wilfrid Kendall.

Note that the book “Multivariate Analysis" (published in 1979) and many of the directional
statistics papers (eg. Read at RSS, Mardia, 1975; Khatri andMardia, 1977, JRSSB) have
withstood the test of time!

2.2 Theme 2 (period 1979 - 1986): Spatial statistics

The first Geostatistics Conference in 1979 was really a good start - indeed the subject was a part
of our M.Sc. in Geostatistics ... ahead of anywhere else.
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This started off as our first full-fledged workshop, which wasalso open to several invited speak-
ers along the lines of a conference. We had an invited speakerfrom France, A. Marechal (Cen-
tre de Geostatistique, Fountainbleau), from the G. Matheron group. Other participants included
David Kendall. This conference was quite a success.

It signalled a move to the emerging subject of “Spatial Statistics". In subsequent workshops,
we invited other scholars (some budding then!), including Richard Martin (1980), Julian Besag
(1981), Brian Ripley (1982), Xavier Guyon (1983).

2.3 Theme 3 (period 1984 - 1989): Images

In 1984, we organized a workshop on image analysis. This was the first time such a workshop
had been held in a statistics department anywhere (one of thelargest Workshops on this topic
after that period was in Durham in 1989). Researchers from all over the world had showed a lot
of interest in this workshop. Speakers included Joseph Kittler, Tariq Durrani and many other
distinguished image analysts, together with statisticians.

The theme continued with Subba-Rao (1985), John Haslett (1986), Hans Kunch (1987), Chris
Jennison (1989).

2.4 Theme 4 (period 1989 - 1995): Shape analysis

These Workshops almost made a quantum leap to “Shape Analysis and Images". It all started
with Paul O’Higgins (Department of Anatomy) so the first dedicated workshop on shape and
imaging was by Fred Bookstein in 1991 though I recall he visited us before following his path-
breaking paper in Statistical Science in 1986 on Shape Analysis. We then had various Ph.D.
students - Ian Dryden perhaps was the first of our Ph.D. students in the field!

The title of the 1995 workshop:

“Shape Analysis, Landmarks and Biomedical Imaging"

was a leap forward to Medical Images. We already had ongoing research grants on Images
and Spatial Statistics, but the focus moved to Shape Analysis. The major landmark was LASR
1995 where we had various prominent participants in the fieldof Shape Analysis - including
Fred Bookstein, Tim Cootes, Colin Goodall, David Kendall, Huiling Le, Subash Lele and Ilya
Molchanov. We also had biologists including David Dean, (the late) Leslie Marcus and Jim
Rohlf. Indeed, Peter Green presented a version of his pioneering work on Reversible Jump
MCMC Computation. The first conference proceeding was prepared and dedicated to David
Kendall and Fred Bookstein. The proceedings do not show the stimulating (sometimes heated!)
discussion which took place on various key issues on the roleof shape in images and biology,
and distance-based method versus landmarks-based methods.

2.5 Theme 5 (period 1992 - 2000): Medical imaging and the Centre of
Medical Imaging Research (CoMIR)

Within our department, collaborative activities and research in imaging, especially for medical
diagnostics, kept growing tremendously through the 1980s.Obviously there was real need for
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this type of fundamental research in this area. In 1992, three departments in Leeds got together
for a joint venture with myself, Professor David Hogg, an expert in artificial intelligence from
the Department of Computer Science, and Professor Mike Smith, Director of the Research
School in Medicine and Head of the Department of Medical Physics. The University of Leeds
pumped in seed money and we got some large external grants too. The key idea was to bring
the three groups of researchers together to solve practicaland important problems in medical
imaging with clinical input from the university hospital and other nearby hospitals. The area
of research problems arose from the interface of medicine, physics, imaging, modeling, design,
computer hardware and/or software and so on. Indeed from 1994 to 2000, the workshop was
organized jointly by the Department of Statistics and the Centre of Medical Imaging Research
(CoMIR). In 1998, we decided to support the “Medical Image Understanding and Analysis"
conference held in Leeds 6-7 July 1998. Its proceedings wereedited by E. Berry, D.C. Hogg,
K.V. Mardia and M.A. Smith.

CoMIR unfortunately came to end around 2000. Various reasons though we have had grants
amounting to £10m over the five years or so, the growth could not be sustained within the
structure of Resource Centres versus Distributed Centre. There were no portfolio grants then
either. Having had this experience, our new Centre of Statistical Bioinformatics would not
suffer the same fate because

(a) it will be in one School,

(b) it will have an M.Sc. program,

(c) data is already available through databases.

However in this period, we have had LASR Workshop on Shape andImages during 7 and 8 years
(including one on MIUA in 1998). We had several distinguished speakers Andre Gueziec, Val
Johnson, Jan Koenderink, Stephen Pizer, Dermetis Terzopoulos, Mike Titterington. Meanwhile
in “Directional Phase" we have a special issues with Carfax and two volumes on “Statistics and
Images" were published in 1993, 1994. The two volumes contain many key papers (some pub-
lished before) but it has now become clear that these should have been published in a “dedicated
series". But the book “Statistical Shape Analysis" by Dryden and Mardia in 1998 has coversed
various topics! The book also highlights the catalytic effect of LASR Workshops on various new
topics such as active shapes, deformations, shape distributions. John Kent’s complex Bingham
distribution (Kent, 1994); Mardia, Kent, Goodall and Little on Kriging derivatives (Biometrika,
1996) are some good examples of some areas influenced by LASR Workshops.

2.6 Theme 6 (period 1994 - 1997; 2001): Spatial temporal modelling

It was now natural to go from space to space-time to combine tracking problems in machine
vision and imaging with spatial statistics. Thus LASR 1994 and LASR 2001 have various dis-
tinguished speakers on this topic including Adrian Baddeley, Mark Berman, Andrew Blake, Sir
David Cox, Bernard Silverman, Chris Taylor, Chris Wikle andKeith Worsley. Functional statis-
tics was also developing as a new subject. Kriged-Kalman Filter (KKF) concept was conceived
during these Workshops, leading to the discussion paper in Test in 1998; the late Ed Redfern
contributed a great deal to this work.

11



2.7 Theme 7 (period 1995 - 2000): Bayesian image analysis

During this period it also became clear Bayesian methods would play a key role in images
(LASR 1997 Proceedings, Preface): “It was clear at these meetings that the approach to statisti-
cal modelling and estimation was frequently based on the Bayesian paradigm. In general, it has
been recognised that knowledge-based algorithms using a Bayesian approach are more widely
applicable and reliable than ad hoc algorithms. Advantagesinclude the use of explicit and reli-
able stochastic models making it easier to understand the procedures and allowing confidence
statements about conclusions".

Ulf Granander’s paper in these proceedings is again worth emphasising. It echoes Michael
Miller’s pioneering work presented to LASR 1993 on deformations.

2.8 Theme 8 (period 2000): Fusion

LASR 2000 was special in the sense that all the three fields “Direction, Shapes and Images
(ie. including spatial statistics)" were re-visited. Not only were our loyal supporters including
Julian Besag, Fred Bookstein, Wilfrid Kendall and Joseph Kittler present, but also Tom Downs,
Toby Lewis and the late Azriel Rosenfeld were able to participate. The read paper to JRSSB in
2001 of Glasbey and Mardia reflects on some key issues!

2.9 Theme 9 (period 2001 - 2005): Bioinformatics

In LASR 2001, we entered into a new era by moving to new fields ofwavelets (in statisti-
cal methodology) and bioinformatics as new focus of our interdisciplinary theme. We had in
last five workshops, Geof Barton, Clive Bowman, Phil Brown, Chris Bystroff, Ludwig Edler,
Thomas Funkhauser, Wally Gilks, Yutin Hein, Andy Neuwald, Mike Sternberg and Dietrich
Stoyan. Some other areas covered include speakers David Hand (data mining); Guy Nason and
Bernard Silverman (wavelets).

3 Future

Thus our road map for the next five LASR Workshops is clear. Statistical Bioinformatics will
remain a major theme but we should not lose sight of other developments, especially related to
large scale data, whether these are from databases, images or other modalities. Indeed, we did
have a couple of workshops on “software" as long ago as LASR 1988, 1989!

Proceedings on a web is a great step forward! So are Poster sessions. But long breaks, instruc-
tional material, and plenary session rule, which greatly enhanced these workshops should not
be glossed over. Some forward looking edited volumes on Statistical Bioinformatics could be
another step forward. While developing the interdisciplinary fields, the key new methodologi-
cal areas, we should not lose sight of other areas of statistics, for example, we did not focus on
a single topic such as MCMC! Indeed, we have already mused on various future themes in a
series of articles in 2002 - 2005 Proceedings (see below)!

Broadly speaking, our themes continue to be connected to what we can loosely call geometric
statistics but the real focus is on holistic statistics. Just to remind our mission:
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• bring together world-class scientists and statisticians

• encourage cutting edge interdisciplinary research

• sustain and develop our future workshops.

Year on year LASR Workshop attracts participants from universities, industry and research insti-
tutes from all over the world. We already have established the Centre of Statistical Bioinformat-
ics. To run future LASR Workshops jointly with the Centre is definitely a positive commitment.
Though some funding like S.S. Wilks Lecture Fund (at Princeton) for future might be a way
forward - this was used by Geoff Watson for early workshops onshape analysis in Princeton.
Maybe LASR Workshops could become part of a learned society believing in funding emerging
scientific areas!

We quote from LASR 2005, my sentiments: “LASR Workshops started in 1973 to advance
interdisciplinary research. We regard statistics as a continuously flowing river - with many
currents, many directions, many waves. In our Workshop, we have crossed many rivers so far
- from medical science to biological science, from image analysis to computer vision. (See
the list fo various LASR proceedings in the bibliography.) Very recent emphasis has moved to
Bioinformatics and Wavelets.

In the vast ocean of knowledge, the journey and its joy will continue, we hope! In some sense,
the LASR Workshops are akin to the old Berkeley Symposiums headed by Jerzy Neyman, but
the LASR Workshops are at a smaller scale.

Though Berkeley Symposiums are extinct so we do have to watchout!
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What is statistical bioinformatics?

Kanti V. Mardia

Department of Statistics, University of Leeds

1 Definitions

We start with defining what is statistics followed by what is Bioinformatics, then yet this “un-
defined" subject of Statistical Bioinformatics.

Statistics is of course well defined now!
“Statistics is the detective work of extracting meaning from data! Though it is underpinned by
the science of probability!!"

The detective work by Sherlock Holmes in “The Dancing Men" isa very good example! But
the recent popular work on solving the puzzles of “The Da Vinci Code" is not a good example.

Coming to Bioinformatics, perhaps the original definition is of Astbury (1952):

“... not so much a technique as an approach, an approach from the viewpoint of the so-called
basic sciences with the leading idea of searching below the large-scale manifestations of classi-
cal biology for the corresponding molecular plan. It is concerned particularly with the forms of
biological molecules and ... is predominantly three-dimensional and structural - which does not
mean, however, that it is merely a refinement of morphology - it must at the same time inquire
into genesis and function".

In the same vein, the physicist approach in Schrödinger (1944) has influenced many pioneers
such as James Watson and Francis Watson (Gould, 1995, p25). However, the subject is very
much now dominated by databases related to the genome and theproteome and other “eomes"!
A whole new zoo!

Maybe we can formulate our definition as:
“Bioinformatics comprises the study of the DNA, proteins, RNA, etc., of organisms and their
interaction, evolution and function".

Microarrays, gene expression, protein expression, protein folding problems are all part of it.
The subject focuses more on algorithms than statistical models. Thus biologists and computer
scientists have made considerable headway in the field. The large size of the data sets have
been the driving force. Indeed, in LASR 2002 (Mardia and Westhead, 2002), we suggested the
definition:

“Bioinformatics is the science of managing and analysing genomic (molecular) data".

Most of the work so far has not been model based but the exceptions where statistics has come
into play are the p-values and e-values, multiple comparisons, false discovery rates, hidden
Markov models for sequence analysis. Also, the work on microarrays has dominated the statis-
tical scene! Thus at present there are very few statisticians at the heart of the subject!!

Perhaps the first text with statistical methods in bioinformatics is by Durbin et al (1998), fol-
lowed by Ewens and Grant (2001). However, we found in 2000 that the statistics of protein
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structure (3-D) had not received much attention. Then followed a series of articles in our LASR
issues starting from LASR 2001 (eg. Demchuk et al, 2001). To quote, from the preface of
LASR 2001:

“We all realise that further developments are taking place in bioinformatics related to DNA
sequencing and proteins analysis, and have some review as well as forward looking papers in
the Workshop. However, with all the excitement generated bygenetics and genome sequencing,
it is easy to forget that the primary purpose of most genes is to code proteins. Indeed, Fred
Sanger, for instance, won his first Nobel Prize for sequencing a protein (insulin) in 1958 and
his second for DNA sequencing techniques much subsequentlyin 1980. The proteins do the
major work in building and controlling cells and tissues. Indeed, if gene sequencing is like the
recording of music, the proteins are like the playback".

Since then, at least in the UK, there has been a move to define the subject of “statistical bioin-
formatics". From the web, one statistics department says:

“Statistical bioinformatics is the study of large biological data sets obtained by new micro-
technologies by means of proper statistical methods"

Another describes the challenges:

“Modern biological assay techniques, derived from a combination of advances in biological
science itself, the development of high-throughput measurement equipment, and the power and
storage capacity of modern computers, are revolutionisingour ability to examine the genetic
make-up of humans, animals and plants from tissue samples. Huge quantities of data are be-
coming available, potentially of great value in aiding scientific understanding and promoting
prevention and cure of disease. However, data of these kindsshow very complex patterns of
variation, from a variety of sources, both biological and technical, and there are therefore fasci-
nating challenges for statisticians wishing to contributeto this area."

On the other hand, we could say what it is not! (Mardia, 2005)
“This subject is distinct from population genetics/inheritance laws and the more standard anal-
ysis of clinical trials and health informatics, or even Fisherian Genetics!"

Although in 2006 the picture has already become less clear. There is growing interaction of
genetics and genomics, eg. Hap Map project (2005), and thereis increasing involvement of
statisticians in that project.

The subject sits on the interface of statistics and biochemistry. A “true" definition will no doubt
evolve but for the time being our working definition is:

“Statistical Bioinformatics is the art and the science of statistically modelling and analysing
genomic and proteomic data, while keeping the biochemistrycontext prominent".

The stress is in “analysing" using some plausible “models" holistically (Mardia and Gilks,
2005)!

2 How can this subject evolve?

We started setting up dialogues through LASR Workshops for the last six years. This has led
partly to our new Centre for Statistical Bioinformatics. Inrecent years, the LASR mission has
been to act as a focus for statistical-bioinformatic interdisciplinary research bearing in mind
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the international scene. Further, training of Ph.D. and M.Sc. students is essential. We already
have the first Ph.D student (Vysaul Nyirongo) completing histhesis exclusively in Statistical
Bioinformatics, and many are researching away! Our M.Sc. inStatistical Bioinformatics is also
to start in 2007; some biologically motivated topics for this course are:

• sequence analysis

• phylogeny

• structure analysis

• function analysis.

Modern statistical tools have a lot to offer in this area: hidden Markov model, false discov-
ery rates, directional statistics, shape analysis, Markovchain Monte Carlo methods, pattern
recognition, fat data analysis, and so on. Computationallyefficient methods, genomic data base
understanding, visualisation tools etc are also inbuilt into the syllabus.

There are few statisticians deeply committed to the area except for gene expression in microar-
rays. Why? Because the biological jargon is so very vast. Abstraction and transfer of ideas from
biological frame of reference to statistical framework is apainful exercise. Indeed, interaction
between statisticians and scientists can at least take the following three forms:

• Consultancy type problem needing only standard statistical tools

• Incremental research problems

• Research problems which can lead to a “quantum leap" in biology.

3 Specific research problems

Here is a description of some experiences where the Department here has made the shift. Per-
haps a chronological development of some statistical bioinformatics problems might be the right
order.

3.1 Conformational entropy

From the Department, the first paper (Demchuk et al, 2001) joint with the late Harsinder Singh
in LASR 2001 came after my visit to National Institute for Occupational Safety and Health,
Morgan Town, West Virginia. Looking back, the title of the paper

“Statistics and Molecular Structure of Biological Macromolecules"

was a bit too broad! But it takes on a problem of molecular modelling of torsional angles
through directional statistics (of methanol molecule as anexample). The idea was to understand
factors that are involved in stability of a given conformational state of a protein (say), through
conformational entropy of the state. First exposure to somebiological jargon! To quote from
Demchuk et al (2001):

“Proteins are compact polymers. Like shoelaces (usually schematically represented by ribbons),
their polypeptide chains loop about each other in a variety of ways (i.e. they fold). Only one
of these many ways allows the protein to function properly. Protein misfolding can lead to
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insoluble lumps and can either cause or promote many deadly diseases such as the Alzheimer’s
disease, mad cow disease, cystic fibrosis and some types of cancer. In order to cure protein
misfolding diseases, it is important to understand proteinstability and the underlying physical-
chemical principles of the process. One day we may witness a development of small molecules
(drugs) that can correct or prevent misfolding problems, ornew genetic therapies that substitute
for them."

We are writing a follow up paper started with the late Dr Singh- leading to a deeper study of
conformational entropy through multivariate von Mises distributions - these distributions are in
the area of directional statistics, to which we have contributed a great deal at Leeds.

3.2 Matching and Assignment problems (Homology)

With the help of Nicola Gold and Dave Westhead, we were exposed in the same period to active
sites of proteins and the problem of homology. If two active sites have “many" atoms in common
then we gain the knowledge that the two may have the same function. Potentially, the knowledge
may lead to developing a new drug. Also it could give some ideaof the evolution tree. It
occurred to us that the Department had already developed methods to electrophoretic gels (data
from Chris Glasbey, Leeds University Ph.D. thesis of Gary Walker) published in Dryden and
Mardia (1998). Statistically, these problems involve matching unlabelled configurations under
unknown transformations. We started looking at a few simpleexamples of active sites (17-
beta hydroxysteroid dehydrogenase and carbonyl reductase). We learnt of a computationally
powerful method of Nicola Gold and Dave Westhead, it was though not statistical. The joint
work first started with Charles Taylor (which has a new concept of so called “Coffin bin"!) using
regression type model which was implemented by an EM algorithm. My first talk was given
on the topic at the local RSS Meeting in Nottingham, 16th May 2002. The framework was
fully defined in Section 3.1 of LASR 2002 (Mardia and Westhead, 2002). The first preliminary
approach is in LASR 2003 (Taylor, Mardia and Kent, 2003).

Meanwhile in my seminar at Bristol on 28th February 2003, Peter Green mentioned that our
formulation could be improved.

Old formulation: Regression type
New formulation: Bayesian hierarchical model

The MCMC implementation of our model was presented at LASR 2004 by Charles in his talk,
but was left out in Kent, Mardia and Taylor (2004). Meanwhilethe approach with Peter Green
has a lot to offer in new methodology and in decision making. The following new ideas have
emerged.

• Probabilistic model generating configurations

• Matching parameter

• Noise component

• Rigid transformation and plausible distribution of orthogonal matrices

• Distribution of matching matrix M

• Posterior distribution of matches.

The problem is high dimensional but a slick MCMC implementation has been introduced.
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The next question was how to summarize the result?

• Appropriate loss function

• Marginal posterior probability of matches through linearprogramming

• New visualization tools (comb presentation)

Surprises: Sequence order not used in matching but that order is preserved in the matched
output!

This work was presented by Peter Green last year (Green and Mardia, 2005) and published
in Green and Mardia (2006). Since then the goal has been to determine what new insight it
provides from a biological view point! The work has led to a computational method leading
to better pattern of matches, i.e. glycine rich motif extended in glyceraldehyde-3 phosphate
dehydrogenase structure (3dbv-3) as an example. This leadsneatly to the idea of Bayesian
refinement as a new principle (Mardia et al, 2006). The other papers in the LASR Proceedings
on this matching problem include Mardia et al (2005), Mardiaand Nyirongo (2004), Nyirongo
et al (2005), and Schmidler (2003, 2004). The topic is also recently treated by Dryden et al
(2006).

3.3 Ramachandran plots

These are basic scatter plots of the torsional angle (phi, psi) giving the idea of the modes of
the distribution corresponding to the different secondarystructures, eg. alpha-helix, beta sheets
and loops. The original work was done in 1960s by Ramachandran and colleagues. Their
importance is summarized clearly by the following quote from Rose (2001):

“No biochemistry textbook is complete without a phi, psi-plot... This plot ranks alongside the
double helix and the alpha-helix among fundamentals of structural biochemistry".

But a statistical model has never been proposed. Subramanium in his thesis here, made the first
attempt to this problem and presented in LASR 2003 (Mardia, Taylor and Subramanium, 2003).
This has led to a deeper study of distributions on a torus. Indeed, it turned out that a mixture
of such distributions provides a deep insight into the variability (Mardia et al, 2006). Such
work has a great future since the angles play a key role in Bioinformatics. See for example,
the simulation of secondary structure in Kent and Hamelryck(2005), and in Boomsma, Kent,
Mardia, Taylor and Hamelryck (p. 91, this volume).

3.4 Future

We will take one sub-field of matching problems in Protein Bioinformatics. New effective tools
are required not only in modelling but how to incorporate a variety of extra information such
as:

• Colour information: eg. amino acid types

• Directions:Cα andCβ

• Lock and key: Docking problem

• Surface interactions.
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Also the matching is to be incorporated under varying constraints:

• Chemical bonds (Van der Waals constraints)

• Order information: sequence order of amino acids

• Geometrical structures:α-Helices,β-sheets, loops, ...

This is all a cry for Unlabelled Statistical Shape Analysis!

4 Discussion

There is definitely need for wake up call for statisticians (See also, Gilks, 2005; Mardia and
Gilks, 2006). As John Tukey (also the inventor of the terms like software, hardware, bit) said
(remark attributed to him in Rao and Szekely, 2000):
“The bulk of current statistical research appears to be finding exact solutions to wrong problem
instead of approximate solutions to right problems".

We also have obsessions with models but keeping an open mind is what is required. Also
be aware of computing power - though Efron (2002) posed the following interesting scenario
reminding that computer power is not enough!

“Suppose that you could buy a really fast computer, one that could do not a billion calculations
per second, not a trillion, but an infinite number. So after you unpacked it at home, you could
numerically settle the Riemann hypothesis, the Goldbach conjecture, and Fermat’s last theorem
(this was a while ago), and still have time for breakfast. Would this be the end of mathematics?"

or even end of statistics? Perhaps not!

We again end as last year.
“Statisticians need to be more open, more ready to learn “molecular biology", more computa-
tionally aware, more ready to understand databanks, ..."

But above all, we always need great scientist friends!! Thisall is a part of solving great questions
in life sciences of taming the nature and immortality, etc!
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Can coiled coils transfer both mechanical
strength and information simultaneously?

Tom McLeish* & Rhoda Hawkins

Polymers and Complex Fluids, School of Physics and Astronomy and Astbury
Centre, University of Leeds

Alpha helical coiled-coils appear in many important allosteric proteins such as the dynein
molecular motor and bacteria chemotaxis transmembrane receptors. As a mechanism for trans-
mitting the information of ligand binding to a distant site across an allosteric protein, an al-
ternative to conformational change in the mean static structure is an induced change in the
pattern of the internal dynamics of the protein. We explore how ligand binding may change
the intramolecular vibrational free energy of a coiled-coil, using parameterized coarse grained
models (figure 2), treating the case of dynein in detail (figure 1). The models predict that cou-
pling of slide, bend and twist modes of the coiled-coil transmits an allosteric free energy of
2kBT, consistent with experimental results. A further prediction is a quantitative increase in the
effective stiffness of the coiled-coil without any change in inherent flexibility of the individual
helices. The model provides a possible and experimentally testable mechanism for transmission
of information through the alpha helical coiled-coil of dynein.
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Alter Ego — live video classification
of facial expression

Alf Linney* 1, Darren McDonald1 & Alexa Wright2

1 Ear Institute, University College London
2 Ear Institute, University College London and CARTE University of

Westminster

1 Introduction

The methodology and results described in this paper relate to research for the Alter Ego project
(Wright et al., 2005), an art/science collaboration that led to a publiclyaccessible interactive
installation which has been shown in museums and galleries nationally. In essence, a 3D image
of the autonomous “alter ego” of the user is created as a mirror reflection in real time. Initially,
this “alter ego” behaves like a mirror, reflecting the subject’s face on the screen and mimicking
his or her expressions. After a short period, the image no longer behaves like a mirror, but
responds to expressions made by the user in semi-deterministic way.

Because the context for this project is that of a publicly accessible artwork, the system must be
robust and fully automatic. This poses some challenging scientific and technological problems,
the most complex of these being to create the appearance of anautomatic, real-time visual
and emotional response from a computing machine. We dividedthis task into several distinct
processes including the detection and tracking of facial landmarks at video rates; the analysis
of these measurements in relation to particular facial expressions; the derivation of a decision
tree able to reliably classify more than a dozen facial expressions; and the creation of a series of
morph targets representing the end point of each of these expressions. In reality, humans may
well interpret facial expression as a continuum, but we do commonly recognise end points or
discrete states which we describe linguistically: for example, a smile, a frown and so forth.
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One of the most basic tasks required from the machine in any pattern recognition or human
computer interaction application is that of automatic classification. Over the past decade there
has been a growing interest in the automatic detection of facial expression in both still images
and live video. There are a variety of reasons for this. The significance of emotional cues
in man/machine interaction; the availability of increasingly powerful computer resources; ad-
vances in face detection and tracking. As well as the more obvious applications for synthetic
face animation in communications and the media, automatic facial expression analysis and clas-
sification in live images is also used in psychological studies (Ekman and Davidson, 1993),
facial nerve studies in medicine (Dulguerovet al., 1999) and lie detection (Ekman, 2001). Be-
cause of this, a number of research groups worldwide have attempted to automatically make sets
of salient measurements which can be transformed by analysis into a single facial expression
from both dynamic and static facial images, although this goal has not yet been fully achieved
(Pantic and Rothkrantz, 2000; Fasel and Luettin, 2003).

2 Methods

In the Alter Ego installation images of the subject’s face are captured continuously from a
Webcam with an attached telephoto lens, allowing the face tooccupy a large part of the frame.
Using video in this way it is possible to make dynamic measurements on the moving face, and at
the same time to look at “snapshots” represented by single frames. During research towards the
project almost one hundred people were observed making either “enacted” or spontaneous facial
expressions. Spontaneous expressions were gathered by videoing responses to carefully edited
emotive video clips. Other people were asked to make a seriesof expressions in a specific order.
A sample is presented below. This process allowed decisionsto be made about what might be
the most important features to measure. In the final analysistwenty-two facial features or
“landmarks” were used. The positions of these features weretracked using software provided
by a commercial company (Eyematic Interfaces Inc., Inglewood, California, USA).

When the expression database was created it was noted that the difference between a sponta-
neous expression and one “made to order” is easily distinguished by a human observer, but is
extremely difficult to measure. Several research groups have attempted to create an automatic
system for making this distinction. They are based, most notably, on a method proposed by
Paul Ekman and Wallace Friesen for reducing facial expression to a series of specific facial
movements related to particular muscle actions (Ekman and Friesen, 1978), which they called
the Facial Action Coding System (FACS). This method enabledEkman and Friesen to develop
techniques for reading facial expression in terms of emotion and for deciding whether a sub-
ject’s expression was a true reflection of emotion or a fake expression consciously made to
deceive. Although this work was carried out more than quarter of a century ago, the earlier
roots of this idea can be traced further back to Duchenne de Boulogne who, in the mid 1800’s,
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noted differences between real and fake smiles (Duchenne deBoulogne, 1862). More recently,
a number of research teams have developed computer imaging and video systems that can, to
a certain degree, detect the facial actions defined by FACS, and hence characterize facial ex-
pression. However these are either time-consuming or have been reported to achieve limited
accuracy (Pantic M. and Rothkrantz, 2000). In order to derive a set of rules that would enable
us to relate our measurements to actual facial expressions,we used the See5 data mining tool
(RuleQuest Research Pty Ltd, NSW, Australia) which is the upgraded commercial version of
the C4.5 algorithm and is based on the methods developed in the ID3 algorithm by Ross Quinlan
(Quinlan, 1993). The method is one of learning by induction and its representation by decision
or classification trees (Quinlan, 1979; 1986). We create a set of records. Each record has the
same structure, consisting of a number of attributes consisting of facial measurements. Another
attribute represents the category, in this case the facial expression of the record. The problem
is to determine a decision tree that, on the basis of answers to queries about the non-category
attributes, predicts correctly the value of the category attribute. Given a set of classified exam-
ples a decision tree is induced, biased by an information gain measure, which heuristically leads
to small trees. In such algorithms, the information gain is measured by the change in entropy
introduced by each new node in the decision tree. This tool, which heuristically searches for
patterns in any given set of data, enabled us to establish a set of classifiers that are expressed
as a binary decision tree. This tree is used to identify the most likely expression from a set of
measured facial landmark positions.

3 Results

To illustrate the success rate of this method of classifyingexpressions, a confusion (or truth)
matrix was constructed in which human assessment of facial images was used as the gold stan-
dard. As expected, the concordance between human and machine classification is not perfect,
but the results obtained compared well with other reported methods and were generated fast
enough for real time use. A confusion matrix of results from the decision tree is shown below.

To create both a living “mirror” and an apparently autonomous “alter ego” image, a series of
generic three dimensional (3D) polygonal facial models representing the end-point of fifteen
facial expressions were constructed. (Figure 5) These include small and broad smiles, surprise,
anger, laughter, disgust, sadness and fear as well as more self-conscious expressions such as
winking and poking out the tongue. The 3D models are warped tofit key landmark distances on
a two dimensional video image of the individual face of each user. The 2D image of the user’s
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face is then mapped onto the 3D model, which is animated by interpolation between models
representing different expressions. Standard computer graphics techniques are used to render
the images of the resulting 3D models simulating the individual adopting different expressions.
The decision tree represents a procedure for using differences in facial measurements between
the neutral face and an unknown expression to decide what that expression is most likely to
be. At each stage in the tree a binary decision is made. The endpoint is the classification of
the unknown expression. Typically a branching decision in the tree will be based on whether
a particular measurement such as, for example, the change inwidth of the mouth between
the unknown expression and neutral, is greater than or equalto a specific value. We have
seen no other reports using this technique for facial expressions. After mimicking the facial
expressions of the user for some seconds, in the installation the avatar then begins to react to
these expressions. This is termed the “alter ego” phase. Theexpressions made by the “alter ego”
are not random, but are generated by each classified subject expression being linked to a subset
of response expressions. There are three randomly chosen possibilities for each response. This
ensures that the response made to a subject’s expression is reasonable, but not the same every
time.
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Mapping three-dimensional spatio-temporal

dynamics in the heart: one or 133,895 types
of sudden cardiac death?

Arun V. Holden

Institute of Membrane and Systems Biology, University of Leeds

1 Introduction

Ventricular fibrillation (VF) is the most common cause of mortality from cardiovascular dis-
ease in the industrialised world. During VF rapid, self-sustained and spatio-temporally highly
irregular electrical excitation waves in the ventricles results in loss of their normal contraction
rhythm. The British Heart Foundation estimated 133,895 deaths from coronary heart disease
in the UK in 2003. In coronary heart disease, reduced flow through the coronary arteries leads
to an area of pathological or damaged heart tissue, which favours re-entrant propagation that
evolves into VF: see Fig. 1.

Figure 1: (a) Development of the electrogram of normal sinusrhythm (NSR) through ventricular
tachycardia (VT) into ventricular fibrillation (VF), viewed as transition from transmural plane
wave propagation, through intramural scroll wave that breaks down into spatio-temporal irreg-
ularity (b) visualisation of endo- (above) and epi-cardial(below) activity during experimental
VF in a perfused slab; each pair of images is 33ms apart, and white codes onset of excitation
and dark recovery from excitation.

Major advances have been achieved through the simultaneousmapping of endocardial and epi-
cardial activity in a ventricular wall slab preparation. Theory, experiments and clinical studies
all lead to a need to visualize, within the ventricular wall,the pattern of events occurring dur-
ing VF. Biophysically and anatomically detailed computational models of the ventricular wall -
virtual ventricular tissues - provide a potentially powerful way to dissect, in time and space, the
electrical excitation and propagation processes within the ventricles, and have been used to ex-
amine the 3D mechanisms that are consistent with experimental recordings of surface patterns
during VF (Biktashevet al., 1999).
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2 Dominant frequency analysis: a single “mother” rotor?

Zaitsevet al. (2000) analysed the electrical activity at all points on thesurfaces of the slab
preparation as approximately periodic processes, and determined their dominant frequencies,
and mapped the dominant frequencies over the surfaces. Thisexposed a domain structure, with
sharp, persistent boundaries between domains of differentdominant frequencies - see Fig. 2.
The dominant frequencies, estimated by the DFT from finite data, must be in integer ratio:
it is noteworthy that they are usually in simple (1:2, 2:3) integer ratio, suggesting that they
could be produced from a single common source (the mother rotor) by intermittent conduction
(Wenckebach divided frequencies, in cardiological terminology)

Figure 2: Dominant frequency domains in the experimental model of fibrillation. (a)–(c) Spa-
tial distribution of the frequency components of the signalpower (black is zero, white is the
maximal value), each frame represents a square piece of surface of approximately 3cm in size.
The cumulative power spectrum and the windows (dashed lines) used to extract the frequency
components shown. It is possible that the highest frequencydomain (c) is synchronous with the
re-entrant source, while the two other domains correspond to Wenckebach divided frequencies
with ratios 1:2 and 2:3

We have performed Karhunen-Loeve (KL) decomposition of theconcatenation of the concur-
rent endo-and epicardial surface signals. KL decomposition is an eigenvalue decomposition
of the autocorrelation matrix, and by analysing KL spectra and empirical eigenvectors for the
conjoint signal, and the separate endo- and epicardial components, we can determine if the
surface signals arise from effectively 2-dimensional processes ie are linearly dependent, or ef-
fectively three-dimensional, intramural processes (Biktashev and Holden, 2001). Further, some
KL modes reproduce the frequency domain structure - see Fig.3 (g)-(j).
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Figure 3: (a)–(f) The principal KL modes of the experimentaldata Figure 1b. (g)–(j) Compari-
son of the frequency domains and selected KL modes of the polymorphic tachycardia of Figure
1b. The frequency domain corresponding to (g) the higher frequency band, 7.9Hz (h) the lower
frequency band, 6.1 Hz. (i) The first KL mode of the separate epicardial sequence. (j) The third
KL mode of the separate endocardial sequence. The two frequency domains are supplements of
each other, i.e. each point of the preparation, if oscillates, has one of the two frequencies. The
selected KL modes are close to the corresponding componentsof the lower-band domain.

3 Virtual cardiac tissues

Propagation of electrical excitation in cardiac tissue canbe described by the nonlinear partial
differential equation:

∂V

∂t
= ∇(D∇V ) − Iion (1)

HereV (mV) is the membrane potential,∇ is a spatial gradient operator, t is time (ms).D is the
diffusion coefficient tensor (mm2 ms−1), that characterizes electrotonic spread of voltage. Iion is
the total membrane ionic current density. Families of ordinary differential equation cardiac cell
models have been developed to reconstruct the action potential V (t). Ventricular anisotropic
geometry has been reconstructed from Diffusion Tensor Magnetic Resonance Imaging, where a
voxel (volume element) averaged diffusion tensor is calculated from the signal attenuation and
the intensity of magnetic gradient applied during a diffusion weighted spin-echo experiment.
The tensor for each voxel is symmetric, can be represented bythe 3 real eigenvalues and the 3
orthogonal eigenvectors, and can be imagined as an ellipsoid, whose axes are orientated along
the eigenvectors. The primary eigenvector corresponds to the direction of greater diffusion has
validated as a measure of fibre orientation in slabs of ventricular wall.

4 Simulating ventricular fibrillation

We simulate re-entrant scroll waves within a canine ventricular geometry. Re-entry degenerates
into VF after about 400ms, resulting in irregular spatio-temporal surface electrical patterns and
multiplication of filaments - phase singularities around which re-entrant waves rotate. The
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Figure 4: Development of VF in virtual canine ventricle. (a)Surface distribution of potential,
and filaments 1,2 and 3 s after initiation of re-entry in left ventricular free wall (b) Changes in
number of filaments with time, following initiation of re-entry in right and left ventricular free
walls, ands in septum.

electrical activity at any point in the virtual ventricle during VF is an irregular sequence of
action potentials and oscillations.

The irregular spatio-temporal surface activity during in vitro and simulated VF can be quantified
by measures of patterning (Biktashev and Holden, 2001), or by statistics of the number of
phase singularities (Clayton and Holden, 2004) in the ventricular tissue. In the canine virtual
ventricles the number of filaments increases rapidly between about 400 and 800ms, and then
fluctuates around a mean steady-state level of about 35. The number of filaments resembles
the fluctuations produced by a birth and death process i.e apparaently stochastic behaviour in a
spatially extended deterministic nonlinear system. If this is analogous to deterministic (spatio-
temporal) chaos, then each episode of VF will be unique.
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Bayesian analysis of ChIP-chip experiments

Raphael Gottardo*1, Wei Li2, Evan Johnson2 & Shirley Liu2

1 Department of Statistics, University of British Columbia
2 Dana-Farber Cancer Institute, Harvard School of Public Health

The advent of microarray technology has enabled biomedicalresearchers to monitor changes in
the expression levels of thousands of genes. Until recently, however, the mechanisms driving
these changes have been harder to study in a similarly high-throughput level. A recent tech-
nological innovation, chromatin immuno-precipitation (ChIP) coupled with microarray (chip)
analysis, hence the name ChIP-chip, now makes it possible for researchers to identify regions of
a given genome that are bound by specific DNA binding proteins(transcription factors). Here
we present a flexible and robust Bayesian hierarchical modelfor the analysis of ChIP-chip data
that incorporates the spatial structure (probe dependence) while borrowing strength from all the
probes. Detection of bound regions is based on the full posterior distribution of the parameters.
Our model is illustrated using two ChIP-chip experiments onAffymetrix tiling arrays. The data
were background adjusted and normalized using MAT (Model based Analysis of Tiling Arrays)
developed by Johnsonet al. (2006). MAT uses the probe sequence information and the copy
number on each array to perform background adjustment and normalization. We compare our
Bayesian approach to Tilemap (Ji and Wong, 2005), the Wilcoxon rank sum (WRS) test used in
Cawleyet al. (2004) and the hiearchical gamma mixture model of Keles (2005).

Keywords: Bayesian estimation; ChIP-chip; Markov chain Monte Carlo;Markov random
fields; Posterior distribution; Robustness; Tiling arrays
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Filtering pharmacogenetic signals

Clive Bowman*1, Oliver Delrieu1 & James Roger2

1 Genetics Research, GlaxoSmithKline
2 Biomedical Data Sciences, GlaxoSmithKline

Screening of gene by treatment interactions in very high dimensional SNP gene chip data when
developing medicinal efficacy is explored using individualised expected log likelihood ratios.
Co-occurrence of these interactions is orthogonally decomposed to yield biological insight. An
example of a small phase 2a weight loss clinical trial is given.
Keywords: visualisation; multivariate method; SNP; drug development; whole genome scan;
gene by treatment interaction; screening; individualisation; Bayes; filtering

1 Introduction

Despite pharmacogenetics (Roses, 2004) continuing apace (Penny and McHale, 2005; Risneret
al., 2006) there still remains the issue of selecting from the multitude of possible genes which to
follow-up (i.e. thetriage problem). In clinical efficacy trials for the development of a new drug
one needs to search amongst many potential gene by treatmentinteractions for the study end-
point (i.e. the response of interest). This paper offers a simple way of filtering gene chip SNP
data to search for those which may be physiologically implicated and graphically displaying
them for rapid decision making.

2 SNP by treatment statistical model

Per-protocol data from a multi-centre phase 2a placebo controlled weight loss trial with one
formulation of an experimental compound where each person had approx. 266,000 SNP geno-
types were available. Fifty-nine overweight Caucasian patients were randomised, 33 to placebo
whilst 26 received the active drug treatment

A mixed model inSASTM was used for each SNP locus (i.e. polyid):y = Xβ + Zγ + ǫ,
wherey represents a vector of the observed signed change in log bodyweight data,β is an
unknown vector of fixed-effects parameters with known design matrix X (here, log(baseline
weight) as a continuous variable; plus treatment, gender and genotype as categories),γ is an
unknown vector of zero mean gaussian random-effects parameters with non-negative definite
covariance and with a known design matrixZ (here, investigator = centre, as a category), and
ǫ is an unknown random error vector whose elements model the homogeneous statistical noise
aroundy. A separate variance is fitted for each genotype-by-treatment combination. These
residual errors are assumed to be independent Gaussian random variables with mean0 and
varianceR = σ2

i,jI (where i indicates treatment and j indicates genotype). (i.e. σ varies across
genotype-by-treatment combination). Letvar(γ) = G then the variance of y (V) isZGZ′+R.
Note:γ andǫ are uncorrelated.

A data derived inverse gamma prior (Congdon, 2001) for each genotype x treatment variance
was used throughout in order to solve estimation when there is only one person for a particular
genotype by treatment combination (see Table 1).
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Group AA Aa aa ‘Row’ mean

Placebo µ1,1; σ1,1
2 µ1,2; σ1,2

2 µ1,3; σ1,3
2 µ1,.

Treated µ2,1; σ2,1
2 µ2,2; σ2,2

2 µ2,3; σ2,3
2 µ2,.

‘Grand’ mean µ.,.

Table 1: Per polyidposterior estimates for 3 genotypes x 2 treatments, mean and variance
estimated from the full mixed model at a SNP locus. ‘Row’ and ‘Grand’ means,µi,. andµ.,.
respectively, are least squares means for nested reduced fixed effects mixed models within the
same PROC MIXED model statement. ‘Row’ and ‘Grand’σ2

i,. andσ2
.,. are given in Table 3.

Group AA Aa aa

Placebo µ1,1 − µ1,. + µ.,. µ1,2 − µ1,. + µ.,. µ1,3 − µ1,. + µ.,.
Treated µ2,1 − µ2,. + µ.,. µ2,2 − µ2,. + µ.,. µ2,3 − µ2,. + µ.,.

Group AA Aa aa

Placebo σ2
.,. ∗ σ2

1,1/σ
2
1,. σ2

.,. ∗ σ2
1,2/σ

2
1,. σ2

.,. ∗ σ2
1,3/σ

2
1,.

Treated σ2
.,. ∗ σ2

2,1/σ
2
2,. σ2

.,. ∗ σ2
2,2/σ

2
2,. σ2

.,. ∗ σ2
2,3/σ

2
2,.

Table 2: Adjustment of estimated mean and variances for any overall treatment effect at a SNP
locus from Table 1.µi,. andµ.,. are least squares means for nested reduced fixed effects mixed
models within the same PROC MIXED model statement.σ2

i,. andσ2
.,. are given in Table 3.

‘Row’ and ‘Grand’σ2 Formula

σ2
1,. exp

(

log(σ2
1,1)+log(σ2

1,2)+log(σ2
1,3)

3

)

σ2
2,. exp

(

log(σ2
2,1)+log(σ2

2,2)+log(σ2
2,3)

3

)

σ2
.,. exp

(

log(σ2
1,1)+log(σ2

1,2)+log(σ2
1,3)

6
+

log(σ2
2,1)+log(σ2

2,2)+log(σ2
2,3)

6

)

Table 3: Formulae forσ2 terms used in adjustment of estimated variances for any overall treat-
ment effect at a SNP locus in Table 2.σ2

i,j are the unadjusted variances from Table 1.σ2
i,. are

row means andσ2
.,. are grand mean for variances.

We treat the problem as a penalized likelihood and mimicked the addition of a suitable penalty
simply by addingparticular ‘phantom’ data points (see Green, (1990)). The likelihood penalty
constrains the within genotype-by-treatment estimated variances, so that they are neither too
small or too large. The inverse gamma was specified (as in Forster and O’Hagan, (2004)) in
terms of degrees of freedom (set at 10) and

√
σ̂2 per polyid (wherêσ2 was set at the observed

mean of model adjusted variances for the 6 possible genotypeby treatment combinations). A
diagnostic plot ofa posterioriσ estimates was used as validation (see Figure 1).

3 Likelihood ratios

For any one polyid, one can estimate from the data (see above)µi andσi for each possible
genotype as the model adjusted values for treatment group i (i=1,2), then:-
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Given observationy, twice log-likelihood ratio for it coming fromN(µ1, σ1) orN(µ2, σ2) is

ln(σ2
2) +

(y − µ2)
2

σ2
2

− ln(σ2
1) −

(y − µ1)
2

σ2
1

The expected value for this based onN(µ1, σ1) is

ln(σ2
2) +

σ2
1 + (µ1 − µ2)

2

σ2
2

− ln(σ2
1) −

σ2
1

σ2
1

So if it comes from population 1 then the expected twice log likelihood ratio of coming from
this population relative to the other is

ln(σ2
2) +

σ2
1

σ2
2

+
(µ1 − µ2)

2

σ2
2

− ln(σ2
1) − 1 (1)

and similarly if it comes from population 2 then the expectedtwice log likelihood ratio of
coming from that population relative to the other is

ln(σ2
1) +

σ2
2

σ2
1

+
(µ1 − µ2)

2

σ2
1

− ln(σ2
2) − 1 (2)

If we sum these we get four times an information radius (Jardine and Sibson, 1971) - the sym-
metric J-divergence - the average expected probability over the treatments:

σ4
1 + σ4

2 + (σ2
1 + σ2

2)(µ1 − µ2)
2

σ2
1σ

2
2

− 2

This needs dividing by 4 to get it on the same log-likelihood scale as the individual subject
score.

However comparing treatment means (or variances) at each genotype within a locus incorpo-
rates the overall treatment effect (on location or scale) not just evidence of any gene x treatment
interaction. Accordingly the means and variances were firstadjusted for overall observed treat-
ment effect (Table 2). Then used in the expected likelihood ratios (equations 1 and 2) per geno-
type x polyid for each individual of each treatment group. Each resultantµ represents the effect
of any gene x treatment interaction on the typical response of a subject, andσ represents that
effect on the plasticity of response i.e. environmental interaction at that genotype. Expectation
obviates measurement error in the analysis.

4 Canonical correlation insights

For each individual, the original data (y) is replaced with the expected likelihood ratio values
(equations 1 and 2 above) for a genotype within a polyid (as inDelrieu and Bowman, (2005)).
These are aggregated to polyid by summation, and then to genes by averaging over a pre-
specified genetic map; any missing scores set to zero; a dummy(0,1) variable for treatment
status added (as in Delrieu and Bowman, (2006)); and, the sums of squares and cross products
matrix across subjects overall calculated for each chromosome. Performing an eigen analysis of
this, per chromosome, rescaled as the correlation matrix (see Figure 2) displays the composite
likelihood ratio evidence of gene x treatment interactionsfor that gene in the context of, (i.e.
filtered by), genotype co-occurrence (aka Linkage disequilibrium or LD) on that chromosome.
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Figure 1: Example from chromosome 5:- Affymetrix Centurionchip genotypes (inverse gamma
prior). Technical display of jittered estimateda posterioriσ (SD) of model adjusted outcome
for each of (up to) 3 genotypes of 8301 polyids (pooled data).Solid envelopes indicate ho-
moscedasticity over wide values of N for degrees of freedom=10 and data derived prior̂σ esti-
mate (small dash on left at 0.02429) validating our choice ofprior.

Or put alternatively, it displays rescaled genetic co-occurrences in gene x treatment interaction
space (see Figure 3 and individualisation in Figure 4).

Clues to follow up physiologically are indicated by:- any chromosome with a large first eigen-
value; score plots with distinct groupings of individuals;and, high gene loadings on the first
eigen vector if in the direction of the dummy group distinction (e.g. DIAPH1 on chromosome
5 - see Figure 5).

Figure 2: Example from chromosome 5:- Eigen value scree plotfrom expected log likelihood
ratio (equations 1 and 2) gene correlation matrix decomposition - from 328 genes comprising
7959 polyids with convergent estimates. Note only one largeeigen vector (first component
- 30% of variation). Approximately equivalent subsequent eigen values indicate essentially
spherical noise (i.e. no further genetic signal) thereafter.

44



Figure 3: Example from chromosome 5:- Genes displayed on their first two eigen vector load-
ings from expected log likelihood ratio (equations 1 and 2),gene correlation matrix. Solid line
indicates direction of dummy group distinction. Black circle on right (with max projection
on group distinction): DIAPH1 gene (and various protocadherins superimposed). Remaining
cloud of crosses are genes for within group variation (cf. genetic noise).

Figure 4: Example from chromosome 5:- Biplot of individuals’ first and second eigen vector
scores (expected log likelihood ratio equations 1 and 2, gene correlation matrix). Open circles
= treated individuals, black circles = placebo individuals. Dotted line indicates direction of
dummy group distinction. Scaled genes overlain as crosses (see Figure 3). Note enrichment in
left hand group with treated individuals and in right hand group with placebos. Left hand group
has distinct response from right hand group. From Figure 5, note that all left hand group is seen
to be SNP heterozygotes in the gene of interest, right hand group all are homozygotes.
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Figure 5: Observed unadjusted raw weight change from baseline in kg for each genotype in
SNP3238382 within DIAPH1 gene. Solid symbols jittered to right: treated subjects. Jittered
open squares to the left: placebos. Solid line: Treated group (black=mean, grey=variance).
Dashed line: Placebo (black=mean, grey=variance). Note difference in profiles (i.e. SNP
x treatment interaction) especially on dispersions (despite non-significance in original mixed
model (type3F4,76 = 0.12, p=0.9673)). All treated and placebo SNP heterozygotes (marked
with crosses) have high loadings on first eigenvector (see Figure 4) from expected log likelihood
ratio, gene correlation matrix. Grey X and fine dotted line with right hand axis - expected log
likelihood ratio (from equations 1 and 2, gene correlation matrix) for SNP genotype group.
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Challenges in short-oligonucleotide microarray
data normalisation

Janet Thornton, Eugene Schuster & Eric Blanc*

European Bioinformatics Institute

As part of a large Wellcome Trust Collaborative project withUCL on Functional Genomics of
Ageing Initiative, we are trying to understand how lifespanin model organisms can be extended
by dietary restriction or mutations within the insulin/IGFsignalling pathway. The increase
in lifespan in these conditions and mutants is likely to be the result of a diminished risk of
death and not associated with a slowing down of the ageing process. We have used short-
oligonucleotide microarray transcriptome analysis to identify longevity-associated genes that
are up-regulated in three model organisms. These genes are not orthologs, but are closely
related and most are involved in cellular detoxification. However, changes in gene expression
due to conditions affecting ageing are likely to be small andwidespread, making it difficult to
reliably detect such changes using microarray technology.We have studied artificial spike-in
data sets to get a better understanding of how to detect the presence or absence of a transcript and
how to model non-specific and specific binding of short-oligonucelotide probes. With current
empirical models, we could reliably discriminate between those probe sets which are bound by
their target mRNA from those which are not and model non-specific binding of probes, but these
data sets were not appropriate to reliably evaluate the performances of the various algorithms in
the estimation of differential expression and absolute expression levels. These results emphasise
the need for new large-scale datasets (with known concentrations of transcripts) so that we can
have better understanding of all expression microarray technologies.
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Improving statistical assessment of gene set
enrichment for Gene Ontology categories and

gene expression data

Alex Lewin*, Elena Kulinskaya & Ian Grieve

Centre for Biostatistics, Imperial College

In recent years there has been an explosion in the number of studies measuring gene expression
under various different experimental conditions. The outcome of such studies is usually a list
of genes which have been seen to vary between the different conditions and therefore may be
of interest to study further. Increasingly use is made of databases of other information on the
genes in order to provide additional inference. One of the most used in the Gene Ontology (GO)
database (The Gene Ontology Consortium, 2000).

Tests forgene set enrichment(eg. Mootha et al. 2003) compare lists of differentially expressed
(DE) genes and non-DE genes to find which terms in the GO are over or under-represented
amongst the DE genes. Several groups have developed software to carry out Fisher’s exact
tests to find GO terms which are over-represented amongst thegenes found to be differentially
expressed in the microarray experiment; for a review see Khatri and Dr̆aghici (2005). The
Fisher’s test essentially compares the proportion of DE genes annotated to a given node with
the proportion of non-DE genes annotated to that node (usingthe hypergeometric distribution).
Since there is a test for each of several 1000 GO nodes, multiple testing must be taken into
account. This is generally done by controlling the False Discovery Rate (FDR), Benjamini and
Hochberg (1995).

However, there remain some problems in the finding and interpretation of over or under-represented
GO terms. Some difficulties are given here:

I. Interpretation of closely related functions:Since all genes annotated to a given GO node
are also annotated to all its parents, closely related nodesmay be found separately signif-
icant, whilst essentially carrying the same information. If the GO graph were a tree, this
problem could be partly solved by choosing a depth of the treeto focus on, according to
the balance of statistical power and specificity of functionrequired. In fact most software
packages available do treat the GO graph as if it were a tree, with levels defined as the
shortest path from the node to the top. However, as the graph is not a tree, one level can
contain child-parent pairs. In the interpretation of the function of the DE genes, these
should not really be treated separately.

II. Statistical power:How far down the GO should we look? The most specific GO terms
have few genes annotated so there is not enough power to find these terms statistically
significant. The more general the GO term, the more genes are annotated to it, but the
less useful it is as an indication of the function of the differentially expressed genes.

III. Dependence between tests:There is a great deal of positive dependence between GO
terms, since many genes are annotated to several GO terms. This can be controlled for
with an appropriate multiple testing correction, but with high dependence the correction
will be very conservative, so some statistically significant terms may be missed.

IV. Discrete Statistics:The statistics involved in comparing proportions are discrete, thus for
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each Fisher’s test there may only be a small number of possible p-values. This means that
when controlling for FDR at a given level, the actual error rate may be a lot smaller, i.e.
the procedure can be very conservative.

In order to improve the interpretation of results, we propose testing groups of closely related GO
nodes, obtaining a p-value for each group. Using the Poset Ontology Categorizer, or POSOC,
developed by Joslynet al. (2004), we group GO terms together based on gene annotation and
pseudo-distance between nodes, whilst respecting the structure of the Ontology. This has the
additional benefit of improving statistical power and dependence between tests.

We have also developed a procedure to control the FDR for discrete statistics, which is less
conservative than the usual methods. We apply this in the same analysis and compare the
resulting lists of significant GO terms.

We applied both individual-term tests and group tests to a data set consisting of wildtype and
knock-out mice. This data set was previously analysed with aBayesian hierarchical model in
Lewin et al. (2006) and the resulting lists of genes input to the FatiGO software (Al-Shahrour
et al. 2004) to find over and under-represented GO terms. Controlling for the FDR (using
Benjamini and Hochberg’s method) led to no terms being foundstatistically significant.

Analysing POSOC groups for this data set, we find three overlapping groups significant, thus
one area of the GO graph is significantly over-represented with respect to differential expres-
sion. Comparing this analysis with the individual-term analysis, we find that a large proportion
of the most over-represented individual terms are close to the significant POSOC groups, but
were not found statistically significant by themselves. Testing groups of terms has enabled us
to find statistically significant results, for an interpretable region of the graph.
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Some current and future statistical challenges in
genomics and proteomics

Jenny H. Barrett

Section of Epidemiology and Biostatistics, Leeds Institute of Molecular
Medicine, University of Leeds

1 Introduction

The recently emerging fields in biology dealing with large amounts of data at the molecular
level, often collectively known as the “omics”, throw up many challenges and opportunities
for statisticians. The main fields aregenomics, the study of genes at the genome-wide level,
i.e. involving all or most of the organism’s inherited genetic material, transcriptomics, the
study of gene expression, andproteomics, which concerns the proteome or total set of proteins
expressed. In contrast to the genome itself, gene and protein expression can vary with time and
from cell to cell within the organism.

This short paper outlines some of the common statistically-related issues arising in these dis-
ciplines with examples from genomics and proteomics. A moredetailed account is given of
current issues in genomics arising from whole genome association studies, and finally future
challenges are briefly discussed.

2 Common statistical issues

Study design, experimental noise and quality control

In each of these disciplines, although experimental techniques are used to generate the data,
studies are often observational in nature (for example comparing protein expression in tumour
cells from patients with different stages of cancer), and hence established principles for obser-
vational studies must be adhered to, including careful avoidance of bias and control of con-
founding. Avoidance of bias is only possible if there are no systematic differences in the ways
samples from different groups are treated. Observed differences in proteomic profile can only
be attributed to disease stage when potential confounders such as age, sex and treatment have
been eliminated by design or adequately controlled for in statistical analysis. Although these
principles may seem obvious once stated and are now increasingly recognised, they have often
been ignored (Potter, 2004; Baggerlyet al., 2004).

More generally there is a need to understand and allow for sources of variation in the data other
than the factor(s) of interest. These sources include experimental features such as machine
performance in addition to host properties already mentioned. In these new technologies, mea-
surement error or misclassification remains a substantial problem, and stringent quality control
measures need to be put in place to avoid false conclusions. Such measures are inherently
statistical in nature, since they often consist of comparing observations against an expected
probability distribution.
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In some instances something is known about the sources and expected structure of experimental
“noise”. In proteomics, for example, it is generally accepted that some form of baseline sub-
traction is necessary to remove noise from ionized matrix molecules and that normalisation of
the data is required to remove variability between experiments in the total amount of protein
ionized. Given a realistic enough model of the experimentalprocess, simulation can be used to
investigate the effect of different pre-processing steps on results (Coombeset al., 2005).

Handling large amounts of data and making use of large publicdatabases

To handle very large amounts of data with speed provides a challenge to software and hardware
capabilities. Whole genome association studies typicallyinvolve in the order of 2 to 3 billion
genotypes (500,000 genotypes measured on several thousandindividuals) which need to be ef-
ficiently stored and rapidly accessed. There is also a need tobe able to make efficient use of
the vast amounts of useful data now available from public databases such as the National Cen-
ter for Biotechnology Information’s dbSNP, which containsinformation on 10 million single
nucleotide polymorphisms (SNPs). These challenges are less statistical in nature and instead
require expertise in computer science and bioinformatics.

Multiple hypothesis testing

Many studies in these fields lead to the testing of a very largenumber of hypotheses, each one
having a very low prior probability of being true. The Bonferroni correction is generally too
conservative, since the tests are almost always correlated. Because of the correlation between
tests, some permutation-based procedure is desirable, butestimation of the empiricalp-value
may not be computationally feasible, especially as interest is in very smallp-values. Moreover,
in these studies it is often acceptable to include some falsepositives among the interesting “find-
ings”, so long as the false discovery rate (FDR), i.e. the expected proportion of “significant”
features that are truly null, is controlled (Benjamini and Hochberg, 1995). There is much work
in the statistical literature on how to estimate and controlthe FDR (for example, Storey and
Tibshirani, 2003 and Storey, Taylor and Siegmund, 2004).

Testing hypotheses, classification rules and complex modelling

The most common approaches to the analysis of data from thesefields fall into two categories.
One approach is to analyse each feature (e.g. genetic polymorphism, expressed gene, or protein
peak) separately, carrying out a large number of separate hypothesis tests and invoking the
multiple testing considerations discussed above to interpret results. In contrast (and often in
parallel) algorithmic or data-mining approaches can be used with the aim of distinguishing
between groups using all data simultaneously. One potential problem with these “black box”
approaches is that the resulting prediction rule may yield few insights, and this may in turn
mask problems with the analysis due to artefactual differences between groups (Baggerlyet
al., 2004). A further problem is the danger of over-fitting, although some methods, such as
random forests (Breiman, 2001), avoid this pitfall throughcross-validation based on bootstrap
sampling and out-of-bag prediction. There is a need for further development of intermediate
approaches based on joint analysis of some of the features, using existing information to model
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local dependencies or correlation structures within the data, and this will be discussed further
below in the genomics context.

3 Whole genome association studies

There are several types of variation (polymorphism) in the genome, the most commonly occur-
ring being SNPs, where many individuals differ at a single base. The aim of whole genome
association studies is to identify polymorphisms anywherein the genome that are associated
with disease, either because they directly alter the function of the gene and hence increase the
chances of the individual developing the disease or becauseof correlation with a causal genetic
variant in close proximity on the same chromosome. Neighbouring genetic polymorphisms are
often correlated within a population (a phenomenon known aslinkage disequilibrium (LD))
because of the evolutionary history of the population. By exploiting LD, only a proportion of
the SNPs in the genome (several hundred thousand) must be genotyped to capture most of the
variation.

Study design, experimental noise and quality control

Statistical considerations are very important in the choice of SNPs to genotype, since key criteria
besides cost and practicality include the call rate (especially since missing data may not be
missing completely at random, leading to seriously biased results), reliability and accuracy,
and, importantly, coverage of the genome. There is now a large statistical body of knowledge
on how to select SNPs so that ungenotyped SNPs are well predicted by genotyped SNPs through
LD (e.g. Chapmanet al., 2003).

As data become available from these large-scale association studies it is increasingly apparent
that, without careful study design and quality control, themost statistically significant findings
may be dominated by artefactual differences between cases and controls. For example in a study
of over 6,000 SNPs in cases with type1 diabetes and controls,it was found that the strongest
predictors of “association” were population stratification and differential genotype call rates
between cases and controls (Claytonet al., 2005); as an alternative to excluding such SNPS,
a down-weighting method was proposed to correct for this. Another option to minimize the
effect of missing calls may be to use information from neighbouring SNPs to impute missing
genotypes, although further research is needed to investigate the performance of this approach.

Testing hypotheses, classification rules and complex modelling

Most considerations of the power and other design features of whole genome association studies
have assumed that the analysis will consist of a series of separate association tests, one for each
SNP. This would almost certainly be part of the analytical strategy for any such study. However
such analyses ignore both the local dependence between SNPsthrough LD and the fact that
common diseases such as cancers and cardiovascular diseasearise from complex interactions
between many genetic and environmental factors. Several methods of analysis have been de-
veloped for multi-locus genotypes in the same chromosomal region to deal with the first point
(e.g. Chapmanet al., 2003; Verzilli et al., 2006). Analysis of gene-gene or gene-environment
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interaction is even more challenging, since the problem of multiple testing is compounded, and
such analyses may need to be restricted to a limited number ofprior hypotheses.

4 Future challenges

Further challenges will soon be posed by the availability ofsequence data, as it becomes fea-
sible to determine each individual’s entire genomic sequence (3x109 bases inherited from each
parent). This will remove some uncertainty, in the sense that there will no longer be a need
to infer missing genotypes, but will pose fresh problems in how best to model disease risk in
order to detect association. Another area that has as yet been scarcely touched upon is how best
to combine data from different sources (genomics, transcriptomics and proteomics) to further
understanding of disease processes.
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Some statistical aspects of a problem in veterinary
epidemiology

David R. Cox

Nuffield College, Oxford

A few aspects of the work of the Independent Scientific Group edvising DEFRA On bovine
tuberculosis will be summarized. The disease in cattle caused by the organism Micobacterium
bovis also has a wild-life reservoir in badgers (and deer). In particular a very idealized math-
ematical model of the epidemic will be described. The model is deterministic with stochastic
overtones.

Applications of the model to assess policy changes will be outlined. It can be used also to
make an approximate and rather speculative assessment of the net reproduction number of the
epidemic. The estimate turns out to be surprisingly low, about 1.1, and some implications are
drawn.
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Combining geometric morphometrics and genomic
data: The genetics of mouse mandible shape

Nicolas Navarro* & Christian P. Klingenberg

Faculty of Life Sciences, University of Manchester

1 Introduction

Newly available genetic designs for quantitative trait locus (QTL) mapping and new genomic
resources afford unprecedented statistical power and genetic resolution, and provide new chal-
lenges for statistical methods of gene mapping. QTL mappingis the statistical identification
(position and effect) of small regions of the genome (ideally, individual genes) that have an
effect on a quantitative phenotype.

Since decades, the mouse mandible is used as model for understanding genetic architecture of
complex traits. Shape is expected to be affected by many genes of small effect, and according
to the functional groups that probably affect mandible shape, the number of shape loci may be
several hundreds. Previous experiments using an intercross of two inbreds lines and Procrustes
analysis on mandible landmarks found roughly 30 QTLs affecting shape (Klingenberget al.
2004). However, new experimental designs such as heteregeneous stock (HS) are expected to
be more powerful by a factor of 30 than this classical intercross (Mottet al. 2000).

In this paper, we attempt to map loci affecting the mandible shape using a HS of mice and a
dense map of molecular markers. We review some of the problems occuring with high resolu-
tion genome data and their consequences on statistical methods and use the geometric informa-
tion of shape in order to circumvent some of these difficulties.

2 Reconstructing probabilities of ancestral strains

The HS of mice used in this study is a population derived from apseudo-random breeding
scheme of eight inbred strains over 50 generations. In the final generation, each chromosome
is a fine grained mosaic of these eight founders (Mottet al. 2000). Here, we used individuals
from the Northport stock genotyped at∼15K single nucleotide polymorphisms (SNP) from
which 12K were informative and without trouble.

Most SNPs have only two states because they result of the replacement of a single base in the
DNA sequence. Therefore these markers are unable to ascriberegions of the genome unam-
biguously to the eight progenitor strains. Nevertheless, an interval-wide probability of the QTL
alleles can be obtained from an multipoint dynamic programming algorithm using the HAPPY
R package (Mottet al. 2000). This interval-wide probabilityFLi(s, t) is the probability that the
individual i descended from the founder strainss andt at marker intervalL (Mott et al. 2000).
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3 Mandible shape mapping

The mandible shape was described by 15 landmarks in 2 dimensions. As far as possible left and
right mandibles were digitised, yielding 2,079 individuals with one or both mandibles, of which
1,697 individuals were genotyped. A full generalized Procrutes analysis including a reflection
step to take into account the matching symmetry was performed (Dryden and Mardia, 1998;
Klingenberg and McIntyre, 1998). The tangent coordinates were averaged over the two sides in
order to leave out variation due to asymmetry.

One of the usual mapping methods is to estimate the genetic effects by linear regression of
the phenotype on the genotypic scores which are a transformation of the genotype probabili-
ties according to a genetic model (Knott and Haley 2000). This method is especially suitable
for dense genomic data because of its computational efficiency. However, this approach is
hampered by genetic linkage and sharing of haplotype blocksbetween founder strains, which
induce ill-conditioned genetic matrices and massive collinearity problems. To try to overcome
this problem, we used Multivariate Gaussian Mixture Models(MGMM) using an Expectation-
Conditional Maximization algorithm (ECM; Jiang and Zeng, 1995). The following animal
model is used to estimate the genetic effects of loci:

Y = µ +
∑

s,t

FL(s, t) · Φ(βs,t,Ψ) + ZU + E (1)

whereµ is the mean shape,Φ is a multivariate normal distribution with strain or straincombi-
nation meanβs,t and common covariance matrixΨ, Z andU are respectively the design matrix
and the effects of covariates (for instance centroid size and gender) andE is the error effect.
According to the genotype class,

βs,t =

{

2 as if s = t (homozygous genotype)
as + at + ds,t if s 6= t (heterozygous genotype)

(2)

wherea is the additive effect andd is the dominance effect. Because they are onlyq − 1
independent effects over theq alleles, the last additive effect is constrained toaq = −∑q−1

s=1 as.
The log likelihood over then individuals is calculated as

ℓ(β,Ψ|Y,Z,M) = −n
2
(2k − 4) log(2π) − n

2
|Ψ|

n
∑

i=1

log

(

∑

s,t

FLi(s, t) · exp
(

− 1

2
(Yi−µ−ZiU−βs,t)

TΨ−(Yi−µ−ZiU−βs,t)
)

)

(3)

whereM stands for all the genetic information use to calculate theFL(s, t) probabilities by
the multipoint algorithm HAPPY.Ψ− is the Moore-Penrose generalized inverse ofΨ and|Ψ|
is obtained as the product of the non null eigenvalues. The presence of a linked QTL is tested
using the log likelihood ratio test:

−2 log λ = 2
(

ℓ(β,Ψ|Y,Z,M) − ℓ0(β = 0,Ψ0|Y,Z)
)

∼ χ2

(2k−4)(q+
q(q−1)

2
−1)

(4)

whereΨ0 = (Y − µ − ZU0)
T(Y − µ − ZU0). Following convention, the probabilities were

returned as their negativelog10 (called thereafter LogP). Their merging yields to a curve of
relative significance of linkage along the genome (Figure 1A).
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4 Peak selection using LD and geometric information

Because of the computational effort required, the usual approach for controlling the false posi-
tives using permutation and tests against the null hypothesis of no effect (Churchill and Doerge,
1994) is difficult if not impossible in the case of MGMM on our dataset. Such LogP threshold,
using multivariate regression and only 200 permutations, is equal to 7.3 (1%). Because this
threshold is exceeded in most marker intervals, most intervals are associated with an effect and
therefore the null hypothesis of no linked effect is rejected in nearly all instances.

An alternative approach for peak selection is to define a marker interval as a peak if this interval
is the local maximum of the LogP curve in a region over which there is linkage disequilibrium
(LD) on both sides. The LD between marker pairs in the HS dropsto average values (R2 < 0.5)
within 4 megabases (Mb), and to negligible values (R2 < 0.2) within 8 Mb (Valdar et al.
submitted). Applied to the scan of the genome, 283 marker intervals (from which 130 are only
detected with 4 Mb windows) are retained as local peaks (Figure 1A).
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Figure 1: Shape mapping on 35 Mb region of the chromosome 1 using MGMM for the full
(additive + dominance) genetic model. The x-axis is the position in megabase pairs (Mb). A.
The LogP curve. White and black dots are the selected peaks. Horizontal lines are LD effect
intervals on the allelic effects. B. Smoothed average angleof the allelic effects betweenL and
other marker intervals. The grey dotted line is the local asymptote.

Usual confidence intervals on QTL location are derived from 1.5-LogP support intervals, boot-
strapping or Bayes credible intervals (e.g., Manichaikulet al. submitted). In geometric mor-
phometrics, we can used the information about the directionof the allelic effects in the tangent
space. These allelic effects are expected to vary accordingto the LD. It means that two linked
locations tend to have more similar effects than unlinked locations. Therefore, the angle be-
tween the allelic vectors is expected to vary from0◦ to a random angle very near90◦ in relation
to the amount of LD between the compared locations. We proposed to derive for the selected
peaks, intervals representing the extent of LD effect on theallelic effects. To do this, we use a
relatively simple approach. Firstly, we calculated the average angleα between the peak and all
other intervals over theq allele vectors in the tangent space:

α =

q
∑

s=1

180

π
· arccos

(

aλs
||aλs ||

· aLs
||aLs ||

T)

/q (5)

whereλ stands for the varying marker intervals along the chromosome,L stands for the selected
peak,as is the additive effect of alleles, and||.|| is the Euclidean norm. Then, we smoothed
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theα curve using an averaging over two marker intervals on the right and on the left plus the
locationλ. We derived a local asymptote of this curve as the median of the 10 Mb left and
right regions 8 Mb apart of the selected peakL (Figure 1B). The extent of the LD on the allelic
effects of peakL is then reported as the first left and right crossings of the smoothed curve with
the local asymptote. This approach returns intervals in average of 8 Mb (±5.3).

5 Conclusion

The use of newly available experimental designs and genomicresources such as dense SNP
map provides new opportunities and challenges for quantitative trait modelling as well as com-
putational and statistical methodologies. The high resolution mapping of mandible shape loci
is possible and yields several hundred potential loci.
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Shape changes in the evolutionary/developmental
sciences: intrinsic random fields in morphometrics,

with a methodological justification

Fred L. Bookstein

Department of Anthropology, University of Vienna
Departments of Statistics and Psychiatry, University of Washington

Morphometrics today is leaving behind its status as handmaiden of specific application fields
in order to assume a more principled role that fuses geometry, statistics, computer science,
and biomathematics in one uniquely sturdy interdisciplinary praxis. As we proceed along this
journey, the methodological foundations of our field are necessarily in flux. The most chal-
lenging contemporary applications, those in which the processes of inference are the least like
generic data analyses, now concentrate inevolutionanddevelopment,the biological-biomedical
sciences that study “crystallized history.” The corresponding academic disciplines include pe-
diatrics, anthropology, pathology, teratology, and the like: disciplines sharing a fundamental
interest in emergent clusters or trends combined with a nearly total absence of any quantitative
predictive theories. In such domains, valid scientific explanations are conditioned on histori-
cally contingent processes (cf. S.J. Gould,Wonderful Life) that incorporate a tremendous den-
sity of cascading, complex accident. Only after modeling the accidents can one be liberated
to study the constraints that organize these contingencies. Regression models are always false
here, where the only valid laws are Darwinian descent with modification or else adaptation to
chaotic boundary conditions. True experiments are impossible here—we cannot go back to re-
run either growthor evolution—and the role of morphometrics in these sciences is necessarily
descriptive rather than inferential. To put this all in a bumper sticker: “All morphometrics is
exploratory,” or, using a more familiar trope, “In evolutionary and developmental biology,N
always equals 1.” Our praxis is a tool for the generation, notthe confirmation, of hypotheses
that will hardly ever be predictively validated; ordinarily, in fact, they will never be revisited at
all.

A logic of statistical inference designed for controlled experiments applies to this far more open
domain only with considerable distortion and difficulty. The null hypothesis can no longer be
the statistician’s usual device ofidentity,absence of difference. Incessant change is ubiquitous
throughout biology; it is the background against which all of our theories are foregrounded. A
null hypothesis needs to be not the (wholly implausible)absenceof change but itsinscrutability
or patternlessness.(Compare E.T. Jaynes,Probability Theory: the Logic of Science,on the
role of the normal distribution as describing our ignorance, not Nature’s behavior regarding any
data set outside of statistical mechanics.) In one dimension, null models that are relevant to
morphometric praxis can take the form of random walks, processes of constant change that are
nevertheless explanatorily meaningless in any single instance. Against a hypothesis of random
walk, a finding of zero change is in fact a form of explanation (canalization, conservation of
character state). One morphometric task is to erect the analogue of this null model, the absence
of explicablemean shift, for deformation data. That is the topic of this brief note.

Discussions of this sort do not arise naturally from the usual formalisms in Kendall shape space
such as our celebrated Mardia–Dryden isotropic distribution. In no data set I have ever seen do
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simulated draws from this distribution correspond to the real biological data. Figure 1 shows a
portion of one classic morphometric teaching example, the DeQuardo–Bookstein schizophre-
nia data set (13 landmarks from midsagittal MRI on a sample of14 schizophrenics and 14 staff
of the university psychiatry department in which they were being treated). Figure 2 shows an
isotropic Mardia–Dryden distribution on the same mean shape, scaled to the same net Procrustes
variance. The patterns of variability are clearly quite different—the isotropic model generates
far too much variability among the central landmarks. In another language, the diffusion model
underlying the Mardia–Dryden does not accommodate the organism’s (here, the brain’s) man-
agement of changes that are correlated among landmarks at close spacing. One can test for a
mean difference between two samples (lower right panel), and while this comparison is signif-
icant by permutation test on Procrustes distance, scientific meaning is not at all guaranteed by
the uncovering of that statistically significant difference. To serve any empirical purpose, one
must state what has been discovered here: that some phenomenon has been localized, its spec-
trum characterized in some biomedically meaningful sense,and a hint about a corresponding
morphogenetic mechanism generated for replication or manipulation in later studies. We need,
in short, a tool for deciding whether the signal that is visually apparent in this data set can be
argued to make any sense as biomedical science. If it cannot,there is no point in publishing the
finding, regardless of its level of significance.

The core problem, then, is that we do not yet have a language for reporting the manner in which
the (inappropriate) hypothesis of no-change has actually (and inevitably) failed: no way of
deciding which of the indefinitely many different ways of describing a particular shape process
are promising. One can approach a resolution of this antinomy by a hierarchical scheme (Figure
3) according to which (for landmarks that lie conveniently on a perfect rectangular grid) one
computes their variation first at largest scale, then at a scale smaller by a factor of

√
2, then

by another such factor, and so on. The figure shows a cascade offour of these steps down in
scale, at each of which the error variance of the corresponding conditioned diffusion process has
dropped by exactly the same scale factor. (The corresponding covariance matrix can of course
be written out explicitly, but no elegance is gained by notating it in that form.) Draws from this
shape distribution (Figure 4) seem to look “more biological.” If one of these was the finding, we
might have a chance at explaining it; that was not true of the thrashing and writhing in Figure 2.

For less symmetric landmark schemes, such as the thirteen ofthe DeQuardo data set, there is
no easy way to represent any corresponding hierarchy. We have recourse instead to a remark-
able theorem deriving from the tradition of intrinsic random fields. For an explicit statement
of the morphometric implementation, though wholly withoutfigures, see Mardiaet al. (2006);
for some of those figures, see Bookstein (2006). The fundamental solution of the partial dif-
ferential equation underlying the familiar thin-plate spline is at the same time the covariance
kernel of an intrinsic random field (a field of increments withrespect to a background drift
function) for which the corresponding shape variability isself-similar across scales of obser-
vation. A powerful null hypothesis indeed: the absence of any meaningful biological signal
however seemingly nonempty the pattern, just as a random walk conveys no trend in spite of
any empirical gradients it may manifest. Figure 5 shows several realizations of a20×20 grid of
this process, each one the two-dimensional analogue of a classic random walk in 1D. One can
easily confirm by explicit shape-coordinate manipulationsthat, in keeping with the theorems,
the distribution of residuals from the uniform transformation is indeed identical over multiple
scales, for instance, the single grid square, cells of two bytwo squares, and cells of four by
four. This formal self-similarity is strikingly counterintuitive, inasmuch as the4 × 4 cells are
composites of sixteen1 × 1’s, but an analogous property is a familiar characterization of one-
dimensional random walks (though there it is variance, not standard deviation, that is linear in
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first relative intrinsic warp 3 x group mean difference

From top to bottom. Fig. 1. Deformations, extrapolated by a factor of 2, in a configuration of
13 landmarks from brain MRI from the grand mean, for three doctors and three patients.Fig. 2.
Samples from the isotropic Mardia–Dryden distribution of the same Procrustes variance.Fig.
3. A hierarchical approach to self-similarity on a grid.Fig. 4. Samples from the distribution
thus schematized.Fig. 5. 20 × 20 instantiations of the formally self-similar IRF construction
recommended here.Fig. 6. Samples from the analogous distribution for the mean shape of
Figs. 1 or 2.Fig. 7. Comparison of the first “relative intrinsic warp,” relativeeigenvalue of Fig.
1 vs. Fig. 6, and the mean difference between doctors and patients as published many times
previously.
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scale). The covariance matrix for this distribution can be written down (Mardiaet al., 2006) by
pre- and post-multiplying the kernel matrixU(Pi − Pj) by the transformation to the increment
space complementary to drift as registered on any three fiducial landmarks. This notation is
more natural than the corresponding representations as superpositions of circular conditional
covariances via the hierarchy of Figure 3.

For the configuration of the D–B data, we can draw a sample fromthis distribution, Figure 6.
The variability roughly matches that of the empirical data set, Figure 1, except that there seems
not to be enough variation right in the middle of the scheme (compare the antirealistic model in
Figure 2, with far too much variability right there).

Noticing this, we might proceed with abiologically meaningfultest for structure in these data
by way of a relative eigenanalysis of the observed variability (including but not limited to the
group mean difference) against this null hypothesis of “nothing explicable.” To the increment
basis, the relative eigenvalues of the observed data set of 28 cases (Figure 1) against the null
(Figure 6) are 65, 33, 28, ..., . For our scientific interpretation it is sufficient to visualize just
the first one. As Figure 7 shows, that “first relative intrinsic warp” is effectively identical to
the actual group mean difference. The effect of the schizophrenia appears at one particular
scale in this data set; it is, alas, actually an effect of the neuroleptic drug used to treat the
patients (but not, presumably, their doctors). Computationally, we have uncannily linearized the
actual phenomenon in one relative eigenvalue analysis—combining both significance-testing
and localization—by exploiting the peculiarly effective nonlinearities of the covariance kernel,
the self-similar core of the thin-plate spline.

By this device we have converted the structure of morphometric inference from a biologically
useless form of null-hypothesis testing to a powerful alternative that helps us “think like a biolo-
gist,” searching for an explanation, not just an improbability. Our best biomedical collaborators
don’t guess at the scale of a phenomenon but instead hold their minds open to any morphomet-
ric sign of a process hypothesis at any scale permitted by thedata, whether microns or meters.
But the process musthavea scale, or else its pattern is no better than a random walk, uncon-
formable with any principled explanation. Here, then, may be a method worthy of application
as a statistical underlayment for the really insightful scale-free hypotheses, the pre-mechanistic
hypotheses that drive progress all across the biomedical sciences concerned with historical or
biographical contingency. Such exploration is essential to the progress of their observational
component, the empiricism of biological order: the scienceof the most complex crystallized
contingencies we know (consider the human brain!), at whatever scale of analysis, from cells
up through whole ecological communities, and on time scalesfrom minutes through the observ-
able aeons of organic evolution.
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Warping of electrophoresis gels using
generalisations of dynamic programming

Chris Glasbey

Biomathematics and Statistics Scotland

1 Introduction

Dynamic programming (DP) is a fast, elegant method for finding the global solution to a class
of optimisation problems. For example, it can be used to align a single track in a 1-D elec-
trophoresis gel, such as the pulsed-field gel electrophoresis (PFGE) shown in Fig 1(a), with an-
other track. Gel tracks need to be aligned with tracks in a reference database, such as Fig 1(c),
in order to genotype bacterial samples (Glasbey et al, 2005). However, it is not possible to use
DP to align many PFGE tracks, for example to minimise

C(f, l) =
∑

i

∑

j

[

(Yij − µ
i+fij,lj

)2 + λ1(fij − fi−1,j)
2 + λ2(fij − fi,j−1)

2
]

with respect to a warping function (f ) and track labels (l). HereY is a two-dimensional array
of gel pixel values, indexed by rowi and track or columnj, such as Fig 1(b),µ is a two-
dimensional array of database pixel values, as in Fig 1(c), and C can be regarded as either a
penalised log-likelihood or a Bayesian log-posterior density. The smoothness of the warp is
determined by the magnitudes ofλ1 andλ2. To solve this optimisation problem we consider
three generalisations of DP.

(a) (b) (c)

Figure 1: PFGE ofE. coli O157 strains:(a) original gel with manually-positioned parallel lines
superimposed,(b) intensities in each track (Y ) after averaging between lines and normalising,
(c) database (µ) of tracks of known genotype.

2 Generalisations of DP

The first generalisation is a greedy algorithm proposed by Leung et al (2004), termed iterated
dynamic programming (IDP), where DP is used to recursively solve each of a sequence of
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lower-dimensional problems in turn, to find a local optimum:
IDP
0) Initialisef = 0.
1) For each columnj in turn, use DP to minimiseC(f, l) w.r.t. f.j andlj, given current values
of all otherf ’s andl’s, i.e. minimise

∑

i

[

(

Yij − µ
i+fij,lj

)2

+ λ1(fij − fi−1,j)
2 + λ2

{

(fij − fi,j−1)
2 + (fij − fi,j+1)

2
}

]

where(fi − fi−1) = 0.2, 0.4, . . . , 1.8 for all i.
2) Repeat (1) until convergence.

A variant is to initialisef by applying DP independently to each column:

DP-IDP
0) For each columnj in turn, use DP to minimise w.r.t.f.j andlj

∑

i

[

(

Yij − µ
i+fij,lj

)2

+ λ1(fij − fi−1,j)
2

]

.

A second algorithm is an empirical, stochastic optimiser, which is implemented by adding noise
to IDP:
stoch-IDP
0) Initialisef = 0 andT = 105.
1) Simulateeijfl ∼ U [0, T ] for all i, j, f, l. Then, for each columnj in turn, use DP to minimise
w.r.t. f.j andlj

∑

i

[

(

Yij − µ
i+fij,lj

)2

+ eij,fij ,lj + λ1(fij − fi−1,j)
2 + λ2

{

(fij − fi,j−1)
2 + (fij − fi,j+1)

2
}

]

2) ReduceT ց αT , and repeat (1) untilf unchanged, withα such that # iterations≃ 26, 27 . . ..

The final algorithm replaces DP by a more computationally intensive Forward-Backwards Gibbs
Sampler (FB) (Scott, 2002), and uses a simulated annealing cooling schedule:
FB-SA
0) Initialisef = 0 andT = 105.
1) For each columnj in turn, use FB to samplef.j andlj with probability∝ e−C(f,l)/T , given
current values of all otherf ’s andl’s, i.e. sample from

∝ exp

[

− 1

T

∑

i

(

(

Yij − µ
i+fij,lj

)2

+ λ1(fij − fi−1,j)
2 + λ2

{

(fij − fi,j−1)
2 + (fij − fi,j+1)

2
}

)

]

.

2) ReduceT ց αT , and repeat (1) untilf unchanged.
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3 Results

In applying the algorithms to PFGE data such as Fig 1, we setλ = (10, 1), which were the
values identified by Gustafsson (2005) using trackwise cross-validation. Fig 2 shows the min-
imised values ofC plotted against CPU time for multiple runs of the algorithmsapplied to the
data in Fig 1(b) and to a second gel. We see that the deterministic algorithm DP-IDP performs
best. Both stochastic algorithms (stoch-IDP, FB-SA) find the same optimal solution for gel 1,
provided the cooling rate is not too rapid, but both appear tobecome trapped in local optima for
gel 2. We also note that stoch-IDP outperforms FB-SA even though it lacks a theoretical justi-
fication. Finally, Fig 3 show the results of unwarping the twogels using the estimated values of
f , and the estimated track labelsl̂.
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Figure 2: Minimised values ofC plotted against CPU time for runs of algorithms on two gels.

Gel 1 Gel 2

Figure 3: Unwarped gels, labelled with most similar tracks in database.

4 Discussion

In addition to 1-D warping, DP can also be used to find maximum aposteriori (MAP) estimators
of boundaries, to automatically segment 2-D medical imagesinto anatomical regions (Glasbey
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and Young, 2002). However, for many image problems, including 3-D segmentation and image
restoration, as well as image warping, DP is not possible. Wehave also applied the generalisa-
tions of DP to restore synthetic aperture radar (SAR) remotely-sensed images and to segment
3-D X-ray computed tomographs. Further work is needed to evaulate the algorithms.
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A new representation for projective shape

John T. Kent* & Kanti V. Mardia

Department of Statistics, University of Leeds

1 Introduction

Consider a configuration ofk points or landmarks inRm, represented as ak×mmatrixX0. For
many purposes, it is not the configuration ofX0 which is of importance but itsshape, that is,
its equivalence class under an appropriate group of transformations. The importance of shape
corresponds to the fact that the particular coordinate system or the particular view from which
the measurements inX are made is often irrelevant. Two important types of shape include:

• Similarity shape. In this case we treatX0 ≡ 1kc
T + αX0R, for all translation vectors

c (m× 1), for all scale changesα > 0, and for allm×m rotationsR.

• Projective shape. In this case setX = [1k, X0] to be ak × p matrix, wherep = m + 1,
so that the first columnX contains ones, and the remaining entries hold the landmark
coordinates. In the theory of projective shape we treat

X ≡ DXB, (1)

for all (k×k) diagonal matricesD = diag(di) with di 6= 0, and for all nonsingular(p×p)
matricesB. Without loss of generality the scaling of one of the matricesD orB can be
fixed, e.g. by requiring det(B) = 1.

Whenm = 1 or 2, we can think of projective shape in terms of the information recorded on film
by a camera inm + 1 dimensions. The matrixB encodes information about the focal point of
the camera and the orientation and location of the film, and the matrixD encodes the property
that all we can see on the film are the (projected) positions ofthe landmarks, but not how far
they are from the film. Projective shape consists of the information about the configuration
invariant to the choice of camera and film position. It is an important tool in machine vision for
identifying common features in images of the same scene taken from different camera angles.
For further details about projective shape, see e.g. Faugeras and Luong (2001) and Hartley and
Zisserman (2000).

Since equivalence classes are awkward to work with from a statistical perspective, one can ask if
there is a “canonical” representative from the equivalenceclass which can be used for statistical
analysis. In similarity shape the answer is a partial yes. One can center the configuration so
the center of gravity is the origin, and then scale the coordinates so that the centroid size is 1.
The resulting object is called a “pre-shape”. However it is not possible in isolation to identify a
preferred rotation. This task is only meaningful when comparing two or more shapes, and the
corresponding methodology is known as Procrustes analysis.

The purpose of this paper is to make an initial attempt at providing a similar analysis for projec-
tive shapes. We shall define a “projective pre-shape” that performs the same role as “similarity
pre-shape” for similarity shape analysis.
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2 A definition of projective pre-shape

For a givenD andB, setY = DXB, and letY T = [y1, . . . ,yk] be a partitionY into itsk rows.
The following theorem gives one possible definition of a projective pre-shape.

Theorem 1. It is possible to chooseB andD such that

(a) yTi yi = 1, i = 1, . . . , k

(b) Y TY = k
p
Ip.

Further any two such choices,Y1 andY2, say, are related by

Y2 = SY1R,

whereS is a diagonal matrix with±1 in each diagonal entry representing a sign change for
each row, andR (p× p) is a rotation matrix.

Proof. The proof builds on a result of Tyler (1987a,b) on the robust estimation of a covariance
matrix about the origin for vector data. Under mild regularity conditions onX0, he showed that
there is a solution to the equation

A =
p

k

k
∑

i=1

xix
T
i

xTi A
−1xi

. (2)

which is unique up to a scale factor. If we letB denote a square root ofA−1 (satisfyingBBT =
A−1; recallB is unique up to post-multiplication by ap× p orthoganal matrix), and set

yi = ±BTxi/
√

xTi A
−1xi, (3)

where the sign can be chosen separately for each row, then it is easy to see thatY satisfies the
required conditions, and that it is unique up to the stated conditions. Tyler (1987a,b) and Kent
and Tyler (1988) developed iterative algorithms to computeA. �

The next question is how to interpret this result. The transformation byB ensures that the axes
of the landmarks are “uniformly” spread around the sphere. By also requiring that theyi are
unit vectors, a standardization for size is also imposed.

Another way to study projective shapes is through “projective invariants”, i.e. quantities in-
variant to the the transformations in (1). The number of projective invariants depends onk and
m, and the simplest case isk = 4, m = 1 for which there is just one projective invariant, the
“cross-ratio”.

3 The cross-ratio

Givenk = 4 points,x1, x2, x3, x4, on the linem = 1, the cross-ratio is defined by

τ =
(x1 − x3)(x2 − x4)

(x1 − x4)(x3 − x2)
. (4)
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To develop the projective pre-shape, represent the data as amatrix

X =









1 x1

1 x2

1 x3

1 x4









.

Re-scaling each row to have norm 1 yields a matrixY with rows of the formyTi = (cos θi, sin θi).
The conditionY TY = 2I2 can be rephrased in the form

∑

cos(2θi) =
∑

sin(2θi) = 0, for
which the only solution (up to a permutation of the vertices)is

(θ1, θ2, θ3, θ4) = (π/2 + δ, δ, π/2, 0) (5)

for some angleδ ∈ (0, π/4]. It is straightforward to show thatδ is related to the cross-ratio by

τ = sin2 δ. (6)

Further, if permutions of the indices{1, 2, 3, 4} are allowed, it turns out that there are 6 possible
values forτ , all neatly described in terms of the angleδ as follows:

sin2 δ, cos2 δ, sec2 δ, csc2 δ, − tan2 δ, − cot2 δ.

Maybank (1994) worked out the density ofτ assuming that the{xi} are iid N(0,1) random
variables. Goodall and Mardia (1999) extended this work to find the corresponding distributions
for a wider set of projective invariants for larger values ofm andk under more some general
distributions for the landmarks.

The construction developed here suggests that a more natural “uniform distribution” on pro-
jective shape space might be a uniform distribution overδ. However, more work is needed to
justify and apply such a definition. Mardia and Goodall (1999, p 150) developed another angle
related toτ , but it appears to have no relation to the angleδ developed here.

4 Future work

Existing statistical work on projective shapes has been mainly based on either projective in-
variants or on a standardization ofX analogous to Bookstein coordinates for similarity shape
(Mardia and Patrangenaru, 2005). In the settingm = 1, this standardization amounts to trans-
forming the first three rows to become axes through(1, 0), (0, 1), (1, 1), respectively. Then
each of the remaining landmarks becomes an arbitrary axis. However, the resulting analysis
depends on which 3 landmarks are chosen for the registration.

The construction given here treats all the landmarks equally and forms the beginning of a
Procrustes-type methodology for projective shape analysis. The next stages are (a) to find a
suitable metric to compare two projective shapes, (b) to define an average of a set of projective
shapes, and (c) to construct suitable models for projectiveshape variability. Work is currently
in development on these objectives.
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Probabilistic segmentation and intensity estimation
for microarray images

Julian Besag*1 & Raphael Gottardo2

1 University of Washington
2 University of British Columbia

We describe a probabilistic approach to simultaneous imagesegmentation and intensity esti-
mation for cDNA microarray experiments (Gottardoet al., 2006). The approach overcomes
several limitations of existing methods. In particular it a) uses a flexible Markov random field
approach to segmentation that allows for a wider range of spot shapes than existing methods,
including relatively-common “doughnut-shape” spots; b) models the image directly as back-
ground plus hybridization intensity, and estimates the twoquantities simultaneously, avoiding
the common logical error that estimates of foreground may beless than those of correspond-
ing background if the two are estimated separately; c) uses aprobabilistic modelling approach
to simultaneously perform segmentation and intensity estimation, and to compute spot quality
measures. We describe two approaches to parameter estimation: a fast algorithm, based on the
Expectation-Maximisation (EM) and the Iterated Conditional Modes (ICM) algorithms (Besag,
1986) and a fully Bayesian framework (Gottardo, 2005). These approaches produce compa-
rable results, and both appear to offer some advantages overother methods. We use an HIV
experiment to compare our approach to two commercial software products: Spot (Yanget al.,
2002) and Arrayvision (Imaging Research Inc., 2001).

Keywords: Bayesian estimation; cDNA microarrays; Expectation-Maximisation; Gene expres-
sion; Hierarchical-t; Image analysis; Iterated conditional modes; Markov chainMonte Carlo;
Markov random fields; Quality measures; Segmentation; Spatial statistics
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Diffusions in shape space induced
from projections

Victor M. Panaretos

University of California

D. G. Kendall introduced the diffusion of shape as the randomevolution of the orbits (under the
action of the group generated by rotations, translations and dilations) of an arbitrary number of
labelled points performing independent Brownian motions in Euclidean space. Motivated from
the Radon transform and an applied setting in the field of single particle electron microscopy, we
introduce and discuss a different diffusion in shape space,namely the diffusion that is generated
by randomly rotating an ensemble in Euclidean space, and observing the shape of its projections
onto a fixed subspace. A question that is of particular interest in this setting is how the equations
for the induced shape diffusion are connected with the original shape, and in particular, whether
the statistical properties of the sample paths in shape space characterize the original ensemble.

83





A Bayesian framework for pharmacokinetic
modelling in dynamic contrast-enhanced

magnetic resonance cancer imaging

Volker J. Schmid*1, Brandon Whitcher2 & Guang-Zhong Yang1

1 Institute of Biomedical Engineering, Imperial College London
2 Translational Medicine & Technology, GlaxoSmithKline

Dynamic contrast enhanced magnetic resonance imaging (DCE-MRI) is a novel approach to
the identification and assessment of tumors in living bodies. After a contrast agent has been
injected, continued MR scans are made over a period of 10 minutes. Pharmacokinetic (PK)
models of the time series in each voxel describe the blood flowand therefore the spread of a
tumor.

From a statistical point of view, PK models are non-linear regression models. We use a fully
Bayesian approach in order to overcome convergence problems of fitting PK parameters and to
asses estimation errors. In a refined approach, we include contextual information via a Gaussian
Markov random field (GMRF). As tissue is very heterogeneous,an adaptive approach is neces-
sary. This framework allows smoothing in homogeneous partsof the tissue, but retains sharp
features. Due to the use of spatial information, outliers are suppressed and parameter estimation
error is reduced.

As application to our framework, data on a breast cancer study are presented.
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Betweenness-based decomposition methods for
social and biological networks.

John W. Pinney*1 & David R. Westhead2

1 Faculty of Life Sciences, University of Manchester
2 Institute of Cellular and Molecular Biology, University ofLeeds

1 Introduction

This study builds on the work of Newman and Girvan (Newman, 2001; Girvan and Newman,
2002), who introduced a novel method for the decomposition of networks based on the graph
theoretical concept ofbetweenness centrality. This method has already been shown to have
useful biological applications, in defining subsystems within food webs (Girvan and Newman,
2002) and to investigate biological function in protein-protein interaction networks (Dunnet
al., 2005). Here we propose an alternative formulation of betweenness-based decomposition,
which allows nodes to participate in more than one module, and which may therefore be more
appropriate for the study of social and biological networks.

The betweenness centrality (or ‘betweenness’) of a vertexi in a simple graph was first defined
by Freeman (Freeman, 1977) as the number of shortest paths (also calledgeodesics) between
pairs of other vertices that pass throughi (Figure 1a). Where more than one shortest path
exists, weight is equally divided between them. For many real-world networks, betweenness
can be considered as a measure of the influence of a node over the flow of information between
different points in the network.

This definition was generalised by Newman and Girvan toedgebetweenness, where the be-
tweenness of an edgee is simply the number of shortest paths between pairs of vertices that
run alonge (Figure 1b). Again, where there is more than one shortest path, weight is equally
distributed between them.

2 Decomposition by edge betweenness

In studying algorithms for identifying communities withinsimple graphs, particularly social
networks such as scientific collaboration networks and friendship networks, Girvan and New-
man noted that traditional methods such as hierarchical clustering worked well for tightly-
coupled communities, but tended to separate peripheral vertices (with only a few connections)
from the clusters to which they seemed naturally to belong. To improve on these existing meth-
ods, they proposed a novel algorithm for network decomposition based on edge betweenness:

Algorithm BC e: edge betweenness decomposition
For a connected graphG:
DO

Calculate betweenness for all edges.
Remove edge(s) with highest betweenness.

UNTIL G is no longer connected.
Repeat for each connected componentGk of G, until no edges remain.
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Figure 1: The definition of betweenness centrality for vertices (a) and edges (b). Considering a
pair of vertices in the graph, vertices (edges) lying on the shortest path between that pair receive
a score of 1. Where more than one shortest path exists, vertices (edges) receive a fractional score
corresponding to the reciprocal of the number of shortest paths. Summing over all possible pairs
of vertices in the graph gives the betweenness centrality for each vertex (edge).
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By using betweenness centrality to decompose a graph, Girvan and Newman were able to take
into account some of the global character of the networks they studied: edge betweenness is
a good way to identify edges that act as ‘bridges’ between twocommunities, carrying large
numbers of shortest paths between pairs of vertices. In contrast, hierarchical clustering meth-
ods build up communities starting with purely local information, encapsulated in the form of a
weight matrix. The new decomposition method was successfulin identifying the community
structure in a friendship network from an anthropological study of a karate club, where hier-
archical clustering had failed (Girvan and Newman, 2002). The algorithm was also shown to
give good results for other social networks such as a collegefootball league and a scientific
collaboration network.

3 Alternative decomposition algorithms using vertex and edge
betweenness

Although Newman and Girvan’s published results are quite impressive, the vertices that are
misclassified by their algorithm point towards a potential problem with this type of network
decomposition. Because BCe creates a network decomposition tree by removing edges, ver-
tices can only be considered to be members of a single community. Therefore, any vertices
that participate strongly in more than one community can disrupt the decomposition. In some
applications of network decomposition, we are interested in retaining the information about all
participants within each community, and we need to allow vertices to appear in more than one
cluster. This is particularly true of most biological networks: genes may be transcribed in re-
sponse to more than one signal, proteins may have more than one biological function, and most
metabolites will be involved in more than one metabolic pathway.

To investigate how betweenness centrality may best be employed in the decomposition of net-
works containing overlapping communities, we have devisedan alternative algorithm, BCv,
based onvertexbetweenness. With this new algorithm, the network is divided at the vertices
with the highest betweenness, which are then copied into thechild subnetworks, allowing ver-
tices to be present simultaneously in more than one community.

In most cases, however, the appropriate ‘interfaces’ between subnetworks will include both
edges and vertices (see Figure 2). An algorithm combining the removal of edges and vertices
therefore seems a good general approach to network decomposition. As a consequence of its
definition, edge betweenness will in general tend to be higher than node betweenness. Since
there is no obvious way to normalise these two metrics, the edge and vertex betweenness must
be compared in some way in order to detect the nature of the interface and decide between edge
and vertex removal at each iteration of the algorithm. This is achieved by considering the edge
with the highest betweenness, and the betweenness scores ofthe two vertices that it connects. If
the edge acts as a bridge between two communities, then the two vertex scores may be expected
to be similar: the majority of enumerated shortest paths that pass through one of them will
pass over the bridge and through the other. Conversely, if one of the two vertex scores is much
higher than the other then it is clear that the connecting edge is not acting as a bridge. Hence
our combined algorithm BCve removes the edge with the highest betweenness if its adjacent
vertices have similar betweenness scores (e.g. within a 10%tolerance of each other), otherwise
it removes the vertex with the highest betweenness, as done in BCv.
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Figure 2: A network including both overlapping and non-overlapping communities. Each vertex
has more intra-community than inter-community edges. The dark grey community does not
overlap with the others, as it is linked to them by edges only.The black and white communities
do overlap, sharing the two nodes marked in light grey (dotted circles).

4 Discussion

We have examined how betweenness centrality can be used to decompose networks in different
ways, by removing edges, vertices, or both. The edge-removing Girvan-Newman algorithm,
BCe, is appropriate when vertices are to be separated into discrete groups, but may not be the
best choice for certain types of social or biological networks in which vertices are expected to
belong to overlapping communities. For this type of network, we propose the BCve algorithm
as an alternative that allows vertices to belong to more thanone module.

These two algorithms have been compared using several network datasets including protein in-
teraction data for the yeast,S. cerevisiae, and collaboration networks extracted from the Internet
Movie Database (www.imdb.com). Compared to the original Girvan-Newman algorithm, BCve
has been shown to be better at detecting network community structure where there is significant
overlap between clusters.

This algorithm can easily be extended to work with other types of biological network data,
including directed graphs (e.g. food webs, gene regulationnetworks) and bipartite digraphs
(e.g. metabolic or signalling networks).
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1 Introduction

One of the major unsolved problems in modern day molecular biology is the protein folding
problem: given an amino acid sequence, predict the overall three-dimensional structure of the
corresponding protein. It has been known since the seminal work of Anfinsen (1973) in the
early seventies that the sequence of a protein encodes its structure, but the exact details of
the encoding still remain elusive. Since the protein folding problem is of enormous practical,
theoretical and medical importance, and in addition forms afascinating intellectual challenge,
it is often called the holy grail of bioinformatics.

The conformational space potentially accessible to a protein is vast, and a brute force enumer-
ation of all possible conformations to pinpoint the minimumenergy conformation is compu-
tationally (and in fact also physically) impossible (Levinthal, 1969). Therefore, exploring the
conformational space of a protein is typically done using a divide-and-conquer approach: plau-
sible protein conformations are generated using a conformational sampling method, and the
sampled conformations are accepted or rejected using some kind of energy function. In ad-
dition, protein structure prediction methods often make use of simplified models, where each
amino acid in the polypeptide chain is represented by one or afew points in space.

However, efficient sampling of plausible protein structures that are compatible with a given
amino acid sequence is a long standing open problem. We provide a solution to this problem
by constructing probabilistic models of protein structurethat represent the joint probability
distribution of sequence and local protein geometry. The construction of these models becomes
feasible by combining graphical models like Hidden Markov Models (HMMs) or Dynamic
Bayesian Networks (Ghahramani, 1997) with directional statistics (Mardia and Jupp, 2000),
which leads to tractable models that nonetheless representprotein structure in continuous space.
We developed two models: the first dealing with Cα geometry, the other one with full backbone
geometry.

2 FB5-HMM: A model of Cα geometry

A protein is a linear chain of amino acids. By representing each amino acid as a single point,
corresponding to the Cα atom, one obtains the so-called Cα trace of the protein. The distance
between two consecutive Cα atoms can be considered fixed (about 3.8 Å), and as a result, the
geometry of the Cα trace can be parameterised by a sequence ofN − 3 dihedral angles (called
τ ) andN − 2 angles (calledθ) (Levitt, 1976; Oldfield and Hubbard, 1994).
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By interpreting the(θ, τ) angles as polar coordinates, a Cα trace can also be fully described
by a sequence of three-dimensional unit vectors. Therefore, a convenient way to construct
a probabilistic model of the Cα trace of proteins is to use an HMM that outputs amino acid
symbols, secondary structure symbols (α-helix,β-strand and coil), and unit vectors. Probability
distributions over unit vectors are in the realm of directional statistics, which is concerned with
the statistics of angles, orientation and directions (Mardia and Jupp, 2000). We used the 5-
parameter Fisher-Bingham distribution on the unit sphere to represent the unit vectors (Kent,
1982; Kent and Hamelryck, 2005).

The resulting HMM, called FB5-HMM is shown in Fig. 1. The joint probability distribution of
amino acid sequenceA, secondary structure sequenceS and angle sequenceX is given by:

P (A, S,X) =
∑

H

P (A | H)P (S | H)P (X | H)P (H)

where the sum runs over all possible hidden node sequencesH. The parameters of the FB5
distribution are conditioned on the value of the hidden node.

Using an HMM with multiple outputs allows challenging operations like sampling a sequence
of backbone angles given an amino acid and secondary structure sequence to be computed in
an efficient way (Cawley and Pachter, 2003). The use of directional statistics makes it possible
to represent protein structure in continuous space, without the need of the usual discretisations.

FB5-HMM was implemented in our Dynamic Bayesian Network toolkit Mocapy (Hamelryck,
2004) using using a dataset of more than 1400 protein structures. Analysis of FB5-HMM shows
that the model captures protein structure extremely well, this for example in terms of angle
content and secondary structure length distributions. Fig. 2 shows five typical Cα trace samples
for the sequenceV15INGKV15. Valine (V) has a strong preference for theβ-strand conformation,
while the centralINGK sequence is a sequence that is typical for aβ-turn. These conformational
preferences are clearly reflected in the sampled structures.

Figure 1: Conditional dependency diagram of the two HMMs described in the article. The
HMM shown here corresponds to a sequence of length three. Arrows represent conditional
dependencies. Each node represents a random variable:H: discrete hidden node;A: discrete
amino acid node;X: continuous angle node. The latter node is an FB5 node for theCα model,
and a Torus node for the full backbone model.

3 Torus-HMM: A model of full backbone geometry

The Cα trace is a convenient way to represent proteins. It is however a simplified representation
of the protein backbone: in an actual protein, consecutive Cα atoms are not connected by
physical bonds, but are separated by a nitrogen and a carbon atom (the backbone is a sequence
of N, Cα and C’ atom triplets). While the Cα representation successfully captures the topology
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Figure 2: Five superimposed Cα traces sampled for the sequenceV15INGKV15. The N- and C-
terminal ends, and the approximate position of theINGK sequence stretch are indicated. Figures
2 and 3 were made using PyMol (http://pymol.sourceforge.net/).

of the overall backbone, it contains no information on the position of these additional atoms,
which is often necessary for the calculation of detailed energy functions.

Since both the bond angles, the dihedral angles associated with the peptide bonds, and the
physical bond lengths between the various atoms are approximately fixed, also this model has
two angular degrees of freedom for each amino acid. These arenormally referred to as theφ
andψ angles. Unlike the Cα model, these angles arebothdihedral angles, and thus both range
from−π to π. Pairs of such angles correspond to points on the surface of aunit torus and given
the approach described for the FB5-HMM, the only additionalrequirement to model a full-atom
backbone is a family of Gaussian-like distributions on the surface of a torus. For this purpose,
we use the cosine model, which was recently proposed by Mardia, Subramaniam and Taylor
(Mardia et al., 2006). The optimal parameters of the resulting torus-HMM were found using
the method described in the previous section.

Since the models described in this paper include information on secondary structure, they should
be able to capture their corresponding angular preferences. Figure 3 shows the structures gener-
ated by the torus-HMM if we sample (φ, ψ) angle sequences given a fixed secondary structure.
We clearly observe that the secondary structure elements weuse as input have significant in-
fluence on the produced local structure. Since the field of secondary structure prediction is
well-developped, the ability to add secondary structure asinput to our model makes it possible
to use predicted secondary structure as a guideline for whattype of angular preferences you
expect to see in different parts of your unknown protein structure - and thereby reduce the size
of the search space.

(a) (b) (c)

Figure 3: Structures sampled using the torus-HMM from a given secondary structure. (a) 15
α-helix - 5 coil - 15α-helix, (b) 15β-sheet - 5 coil - 15β-sheet, (c) 15β-sheet - 5 coil - 15
α-helix. The N-termini are on the left.
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4 Conclusions
The marriage of graphical models and directional statistics proved extremely fruitful for the
development of probabilistic models of the local structureof proteins. By using an HMM with
directional output (points on the unit sphere or on the torus) it becomes possible to construct a
joint probability distribution over protein sequence and structure. Importantly, protein structure
can be represented in a geometrically natural, continuous space. The two HMMs presented here
will be used for the proposal of plausible protein geometries in a protein structure prediction
method. The future of methods based on combining graphical models and directional statistics
in bioinformatics looks bright, as these methods are powerful, computationally tractable and
conceptually elegant.
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High-throughput sequencing and structure elucidation of proteins has led to a vast amount of
proteomic data. As a result, protein function prediction isbecoming increasingly important. In
order to exploit this information we use Bayesian networks to integrate numerous data sources
including sequence homology, protein-protein interaction and gene expression data to assign
function to proteins ofArabidopsis thaliana. Bayesian networks are probabilistic graphical
models which provide compact representations for expressing joint probability distributions
and for inference (Needhamet al. 2006). This representation and use of probability theory
makes Bayesian networks suitable for learning from incomplete datasets, expressing causal
relationships, combining domain knowledge and data, and avoid over-fitting a model to data.

Functional annotations of proteins can be made using the Gene Ontology (GO) classification
scheme (The Gene Ontology Consortium, 2000). The Gene Ontology is a set of controlled vo-
cabularies that describe gene products in terms of ‘molecular function’, ‘biological process’ and
‘cellular location’ in a species-independent manner. The use of a common language to describe
gene products allows the biological role of genes to be transfered across organisms. Each of
the three ontologies is large, comprising over seven thousand categories of classification. The
GO forms a graphical model of the relationships between genes, modelling general terms near
to the top of the hierarchical structure, with more specific terms lower down. However, it is
not a tree structure, instead it forms a directed acyclic graph (DAG), since some terms can have
multiple parents; some genes may perform more than one biological role.

Analysis ofArabidopsis thalianagenes locates a subgraph of GO terms. We only predict into
this subset of GO. There are 184 GO terms for which there are 50or more knownArabidopsis
thalianagene products. There are many possible functional indicators; our input features are
formed from sequence homology (presence/absence of Interpro sequence motifs in the gene
product), protein-protein interaction (proteins interacting/not interacting with the gene product)
and gene expression data (genes co-expressed/not co-expressed with the gene). The representa-
tion of presence or absence of a feature could be extended to aricher description.

We supplement a Bayesian network comprising of the GO DAG (where more specific GO terms
are the children of the more general GO terms) with a set of feature nodes (one per feature).
Figure 1 illustrates the structure of the Bayesian network.The set of feature nodes is large,
over a thousand. We treat each feature as independent. We saythat the features are dependent
upon the GO term for the gene product. Thus, we express a GO term in a naive Bayes classifier
formulation (combining evidence from independent observations). However, we cannot add
edges from every GO node to every feature node; a feature nodecan only have a limited number
of parents. A suitable practical limit on the number of parents is in the order of ten. Thus we add
edges from at most ten GO terms (parents) to each feature node. Since the data for matching
features is sparse, this is reasonable - each feature only matches relatively few GO terms. So
by exploiting this conditional independence, we reduce themodel size to a workable size (still
large).
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The model parameters are learned from a set of training examples. More than 20000 Arabidop-
sis gene products are annotated to GO classifications. For these genes we calculate the feature
data, and train the model with the evidence of the gene’s features, and evidence as to which GO
nodes the gene is a member of. We say that a gene belongs not only to the GO terms to which is
is annotated, but also to all of their (more general) parent terms, right back to the most general
term. The model can then be used for prediction of protein function. When presented with a
set of features from a gene product with unknown function, the probability of the gene product
belonging to each of the GO terms can be inferred.

Figure 1: Bayesian network structure: Dark blue nodes represent the Gene Ontology terms,
connected by blue directed edges linking dependent GO terms, red nodes (along the bottom)
represent gene features, red arrows showing the specific features used for a particular GO term,
and light grey edges represent the dependencies between features and the other GO nodes.
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Data rich but maths poor

Julia M. Goodfellow CBE

Biotechnology & Biological Sciences Research Council

Like many groups with an interest in research, bioscientists are concerned about the mathemat-
ical skills of those coming into the discipline.

I am so concerned that I want the Heads of University Bioscience Departments, who meet in
Exeter at the end of the month, to adopt a proposal that would make maths training compulsory
for undergraduates. But that’s not the end of the story.

As long ago as 2002, the UK bioscience community developed a vision of 21st century bio-
science called Towards Predictive Biology, with the implication that more (but not all) of the
biosciences were becoming data rich. This followed not justfrom the high-profile output from
genome sequencing projects but also, and mainly, from the post-genome technologies, such as
transcriptomics, proteomics and metabolomics.

Then, these “-omics” threatened to provide far more seriousdata handling problems than before
- on a par with parts of the physical sciences. Now, it’s happening.

Over the same period, biology has thrived. A total of 147,355undergraduates were studying
for biological science degrees (broadly construed) in 2003-04 - an increase of 17 percent on the
previous year, according to the Higher Education Statistics Agency. This gives us a clear vision
of the trends in bioscience research and of its growing popularity with students.

So, where is the problem? Closer analysis reveals two worrying trends. First, just 9 percent
of students studying biology have a full A-level in mathematics and many top−flight research
departments feel obliged to offer a remedial maths component early in their undergraduate
courses. There is a real problem of lack of maths skills.

A second difficulty is highlighted in the Biosciences Federation’s report Building on Success,
released in 2005. This points to evidence of a shift in coursechoice away from core biosciences
towards newly-fashionable subjects such as psychology, forensic science and sports science.
That promising growth figure for the biosciences of 17 percent falls to just 4-6 percent for
mainstream biology and specialisms such as molecular biology, biochemistry and biophysics.

It is hard to avoid speculation that these two phenomena are related. Many bioscience students
have problems with basic mathematical or arithmetical concepts such as fractions, logarithms,
powers and even simple proportion sums, notes Vicki Tariq, national teaching fellow at the
University of Central Lancashire. Anecdotal evidence suggests some students may even choose
biological sciences because they think less maths is involved.

At the end of last year, representatives from around 30 university research departments, sup-
ported by the BBSRC, met to discuss this issue. They concluded that action is needed urgently
to prevent the UK losing its world-leading position in research as the biosciences become in-
creasingly quantitative and predictive.

At the undergraduate level, an immediate solution would be to enhance the mathematical skills
of undergraduates through compulsory courses. But this poses a dilemma because it would
probably be unpopular with the majority of students. Departments taking such steps run the
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risk of losing potential students to less demanding departments. Adopting a level playing field
across all departments, by including a mathematical skillselement in the Quality Assurance
Agency’s Benchmark for Biosciences, would not only stop such migration, but would also raise
mathematical standards throughout.

Heads of University Bioscience Departments might usefullyconsider such a proposal at their
meeting on 27 and 28 March. Meanwhile, BBSRC has invited researchers to identify ways in
which it might support maths skills training more directly,for example through targeted MSc
courses and “vacation bursaries”.

Longer-term, however, there is a need to tackle this problemat its roots, which probably lie
in the generally low level of achievement in maths at GCSE level. The Department for Edu-
cation and Skills needs to look further at mathematical training issues and to reconsider many
of the ideas in Adrian Smith’s report on post-14 maths education, Making Mathematics Count,
released in 2004. The report drew attention to widespread concerns regarding current maths
curricula and assessment at GCSE level.

Turning specifically to bioscience research, one might be tempted to ask whether we really
need mathematically skilled bioscientists. After all, there is a history of strategic collabora-
tion with researchers in the physical and computational sciences and engineering, and this has
underpinned the strength of UK structural biology and bioinformatics.

But what about the researchers who will work in these areas inthe future? Where are they
likely to come from? Are we looking to those who have undergraduate degrees in the physical
sciences or mathematics and move into biosciences, or do we need to take those trained in the
biosciences and improve their maths? Both approaches are valid.

Imaginative solutions are being found. For example, University College London is running a
four-year PhD programme that teaches components in biologyto mathematicians and physi-
cists, and mathematics to the biologists, before going on tothe full PhD level research. At the
University of Oxford, all prospective first year undergraduate biochemists who are not doing
A-level maths, receive a training booklet enabling them to revise and develop their maths skills
before joining the course.

As I indicated above, the BBSRC is exploring how it can help tomeet this challenge. We
need those tutors who are training undergraduate bioscientists to accept their responsibility for
producing appropriately skilled scientists. Above all, weneed the DfES to ensure that much
more is done to raise basic numeracy skills in school leavers.

This article first appeared in Research Fortnight on 8th March 2006.
Found atwww.researchresearch.com

Addendum

Since this article was written, the Heads of Bioscience Departments have met and have decided
not to make any changes to the Bioscience Benchmark statement in view of the minimal role
now played by Benchmark statements in QAA quality assuranceprocesses. This means that
there is no longer any clear route for promoting key researchdevelopments within the content
of undergraduate biology degrees across the country, and this should perhaps give us some cause
for concern.
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1 Introduction

Phylogenetics is the study of evolutionary trees linking present-day groups of organisms, or
taxa. The most sophisticated methods for phylogenetic reconstruction currently depend on sim-
ple statistical models of DNA or protein sequence evolution, estimated either by maximum
likelihood or by Markov chain Monte Carlo. However, these approaches require many assump-
tions but may still risk oversimplifying complex evolutionary processes. Moreover, they do not
accommodate non-sequence data, such as phenotype or habitat, and computationally may be
infeasible for large phylogenies.

Older and simpler model-free phylogenetic methods exist, based on pairwise distances mea-
sured between species, reminiscent of agglomerative methods of cluster analysis. Such meth-
ods allow the user the flexibility of incorporating any relevant taxonomic data via a suitably
constructed distance metric. However, these methods fail to take account of uncertainty in the
initial distance matrix and in the consequent phylogeneticreconstruction, although some meth-
ods, like BioNJ(Gascuel, 1997), exploit a variance model ina limited way.

Here we introduce a new distance-based agglomerative phylogenetic approach, in which only
first and second distance moments are modelled. The approachformally synthesises distance
variances and covariances in the tree reconstruction, and allows informational ebbs and flows
to be monitored as the reconstruction proceeds.

2 Moment assumptions

Our model asserts that the observed distanceDjk between a pair(j, k) of taxa measures the
amount of evolution (ordivergence), djk, that has taken place between those two taxa. That is,

IE[Djk | djk] = djk, (1)

whereIE[· | ·] denotes a conditional expectation. It is unreasonable to assume the stronger
condition thatDjk = djk, because any measure of evolution will be subject to error. Divergences
must be tree-additive, that is, if taxonh lies on the tree path fromj to k, thendjk = djh +
dhk. However, in general, distances will not be tree-additive under any tree. We assume that
measurement errors are independent with constantnoisevariance:

Var[Djk | djk] = σ2. (2)
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Let (j ◦ k) denote the most recent common ancestor of taxaj andk, and lettj◦k denote the time
before presentthat this ancestor lived (the time axis running backwards from the present). We
assume that the expected amount of divergencedjk is proportional to the amount of evolutionary
time (tj◦k − tj) + (tj◦k − tk) separating taxaj andk, that is

IE[djk | tjk] = 2tj◦k − tj − tk, (3)

where the proportionality constant has been arbitrarily set to unity, as we do not identify the unit
of time. Again, we avoid the stronger conditiondjk = 2tj◦k − tj − tk, which would be implied
by a constant ‘molecular clock’. Thus, for example, we allowfor the possibility of an increased
or decreased rate of DNA base-substitution along some branches of the tree. We assume that
the variability in the rate of evolution is proportional to the elapsed time:

Var[djk | tjk] = ν(2tj◦k − tj − tk), (4)

whereν is a nonnegative constant ofdistortion. Assumption (4) is natural when considering
evolution as an independent increments process, since the variance of the sum of independent
increments from many small time-intervals is the sum of the variances of those increments, and
hence proportional to the length of the full interval. Note however that (4) does not adequately
model, for example, the possibility of shorter or longer generation times along some branches of
the tree, as this would imply dependent increments. An expression for the covariance between
two divergences,djk anddhℓ, follows naturally from the independent increments assumption:

Cov[djk, dhℓ | tjk] = νtjkhℓ, (5)

wheretjkhℓ denotes the time-length of the intersection of the tree paths from j to k and from
h to ℓ. Assumptions of the form of (4,5) were first proposed by Chakraborty (1977), and have
been used in a limited way in the BioNJ algorithm (Gascuel, 1997).

3 Estimation

Our task is to uncover the hidden phylogenetic tree linkingm present-day taxa, based upon a set
of observed distances{Djk; 1 ≤ j < k ≤ m}. The process we adopt is agglomerative. At each
stage in the process, our task is to select a pair(j, k) of taxa to be replaced by their most recent
common ancestor,(j ◦ k). We will need to estimate the timetj◦k that taxon(j ◦ k) lived and,
to prepare for the next stage in the agglomeration, we must estimate the divergencesdj◦k,h from
taxon(j ◦ k) to each of the remaining taxa,h 6∈ {j, k}. The agglomeration continues until a
single taxon remains. This process is similar to an agglomerative method of cluster analysis, the
major differences being that we must take proper account of equations (1–5), and also estimate
extant times,tj◦k.

Without loss of generality, assume that we wish to replace taxa 1 and 2 with their most recent
common ancestor,(1 ◦ 2). Equations (1–5) imply the following pair of linked regressions:

Djk = δj1(d1,1◦2 + d1◦2,k) + δj2(d2,1◦2 + d1◦2,k) + (1 − δj1δj2)djk + εjk, (6)

dh,1◦2 = t1◦2 − th + ε′h, (7)

for 1 ≤ j < k ≤ m andh = 1, 2, whereδjk = 1 is the indicator function forj = k and
dh,1◦2 is the divergence along the branch from taxonh to its ancestor(1 ◦ 2). The regression
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parameters to be estimated are divergencesd1,1◦2, d2,1◦2, {d1◦2,j, djk; 3 ≤ j < k ≤ m} and time
t1◦2. After the agglomeration, our regression estimates of divergences{d1◦2,j, djk; 3 ≤ j <
k ≤ m} will become the new set of distances,{D∗

jk}, to be input to the next agglomerative
stage. Note the consistency of our use of the term ‘distance’as an estimate of an underlying
divergence. Having to estimate divergences between long-extinct taxa is unavoidable, unless
we are fortunate enough to have ancient DNA samples.

At the initial stage, before any agglomeration, the errorsεjk in (6) are independent with zero
mean and varianceσ2, following (2). The errorsε′h in (7) are independent with zero mean and
varianceνth,1◦2, following (4). With this error structure, we can jointly estimate the regression
models (6,7) by generalized least squares (GLS). We are thenready to begin the next stage of
the agglomeration, again using regression models (6,7), but based on the new distances{D∗

jk}.

However, after the initial agglomeration, these new distances{D∗
jk}, being derived from param-

eter estimates, are now correlated. Their variances will tend to be inflated due to information
expended in the parameter estimation, but will also tend to be reduced through the assimilation
in estimateD∗

1◦2,k of bothD1k andD2k. Thus the error structure of the{D∗
jk} is now more

complex than in (2), and will become increasingly complex with every agglomeration.

Fortunately, as shown in Gilkset al.(2006), this growing complexity is contained within a class
of structured and sparse variance-covariance matrices, and it is possible to write down the GLS
solutions in a recursive form. These solutions, however, involve the inversion of variance-
covariance matrices of dimensionm2 and would, if computed directly, have computational
complexity of orderO(m6), rendering the methodology quite impractical. However, byex-
ploiting the algebraic structure of these matrices, Gilkset al.(2006) show that the inversions
can be reduced toO(m3). Moreover, by exploiting some further algebraic simplifications, the
full regression can be computed inO(m), making the whole process no more expensive com-
putationally than the best of the distance-matrix phylogenetic methods!
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Unsupervised learning of linguistic significance
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According to the EU PASCAL research network website, “unsupervised learning” means that
“the program cannot be explicitly given a training file containing “example answers”, and nor
can example answers be hard-coded into the program.” (PASCAL, 2005). By this definition,
our use of machine learning to train conversational dialogue agents using a natural language
Corpus (Abu Shawar and Atwell, 2005) qualifies as unsupervised learning: our program does
learn from a Corpus, but this “training file” does not explicitly specify example answers to
questions the conversational agent may have to handle. The Corpus is merely a set of examples
of human conversation; our statistical learning model usesthese to infer significant patterns or
clusters of potential user input to match templates for system responses. Another example of
unsupervised learning is the word-cluster function offered by the aConCorde concordance pro-
gram (Robertset al., 2006). A concordance program helps the user to explore vocabulary use
in a Corpus by visualizing a key word in context; aConCorde goes further by allowing users to
visualize clusters of words which behave significantly similarly. A third example of unsuper-
vised learning is our entrant to the PASCAL MorphoChallenge2005 contest, the Combinatory
Hybrid Elementary Analysis of Text system (Atwell and Roberts, 2006). This learns from the
results of several rival systems, and chooses the most significant analysis of each input from the
rival analyses.

The use of the term “significance” is not what statisticians may expect: linguistic significance is
in principle determined not by statistical metrics, but in terms of “usefulness” or “naturalness”
to a linguist user of the system. However, we use statisticalsignificance metrics to approxi-
mately predict linguistic significance. Our research so farhas focused on Corpus texts from a
wide range of genres and languages. We hope that the LASR workshop provides an opportu-
nity to explore applications of unsupervised learning of linguistic significance to bioinformatics
datasets and problems.
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Comparison of lists of
differentially expressed genes

Marta Blangiardo* & Sylvia Richardson

Centre for Biostatistics, Imperial College

1 Introduction

In the microarray framework researchers often are interested in the comparison of two or more
similar experiments, which involve different treatment/exposures, tissues, or species. The aim
is to find common denominators between these experiments in the form of a maximal list of
features (e.g. genes, biological processes) that are commonly perturbed in both (all) the experi-
ments and from which to start further investigations.

Ideally, such a problem should involve the joint re-analysis of the two (all) experiments, but it is
not always easily feasible (e.g different platforms), and in any case computationally demanding.
Alternatively, a natural approach is to consider the measures of differential expression for the
two (all) experiments and compute the intersection of the lists. However, some of the genes in
the maximal intersection list can be due to chance.

We propose statistical tools for synthesizing such lists and assessing whether the size of the
common list is higher than expected by chance under the hypothesis of independence of the
results from each experiment. Our procedure is based on two ideas, firstly the departure from
the null hypothesis of a chance association between the lists is characterized by a ratio, secondly
the statistical significance of the maximal departure is computed. By focussing interest on the
common list associated with the maximal effect, our procedure has the benefit of avoiding mul-
tiple testing issues as well as giving an easily interpretable synthesized list for further biological
investigation.

Specifying the data in a series of2×2 tables, we propose a permutation based test for assessing
whether the size of the common list is higher than expected bychance under the hypothesis of
independence of the measures of differential expression. We present some limitations of this
approach and use a Bayesian model to overcome the problem. Some application on simulated
data are shown .

2 2 × 2 Table: conditional model for 2 experiments

Suppose we want to compare the results of two microarray experiments, each of them report-
ing for the same set ofn genes a measure of differential expression on a probabilityscale (e.g.
p-value). We rank the genes according to the recorded probability measures. For each cut off
q, (0 ≤ q ≤ 1), we obtain the number of differentially expressed genes foreach of the two
lists asO1+(q) andO+1(q) and the numberO11(q) of differentially expressed genes in common
between the two experiments, see Table 1. The thresholdq is a continuous variable but, in prac-
tise, we consider a discretization ofq in 101 elements(q0 = 0, q1 = 0.01, . . . , q, . . . , q101 = 1).
For a thresholdq, under the hypothesis of independence of the contrasts investigated by the two
experiments, the number of genes in common by chance is calculated asO1+(q)×O+1(q)

n
.
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Exp B
DE DE

Exp A DE O11(q) O1+(q) − O11(q) O1+(q)

DE O+1(q) − O11(q) n − O1+(q) − O+1(q) + O11(q) n − O1+(q)
O+1(q) n − O+1(q) n

Table 1: Contingency Table for Experiment A and Experiment B, given a thresholdq: n is the
total number of genes andO11(q) is the number of genes in common.

In the2 × 2 Table, givenq, the only random variable isO11(q), while the marginal frequencies
O1+(q),O+1(q) and the total number of genesn are assumed fixed quantities.

The conditional distribution ofO11(q) is hypergeometric. We then calculate the statisticT (q)
as the observed to expected ratio

T (q) =
O11(q)

O1+(q)×O+1(q)
n

The denominator is a fixed quantity, so the distribution ofT (q) is also proportional to a hyper-
geometric distribution with mean equal to 1.

We focus attention on the ordinal statisticT (q∗) = maxq T (q), which represents the maximal
deviation from the null model of independence between the two experiments. This maximum
value is associated with a thresholdq∗ on the probability measure and with a numberO11(q

∗)
of genes in common which can be selected for further investigations and mined for relevant
biological pathways.
The exact distribution ofT (q∗) is not easily obtained, since the series of2 × 2 tables are not
independent. We thus suggest to perform a Monte Carlo permutation test ofT (q) under the null
hypothesis of independence between the two experiments, that returns a Monte Carlop-value
for the observed value ofT (q∗).

3 2 × 2 Table: joint model of two experiments

For extreme values of the thresholdq (q ≃ 0), O1+(q) andO+1(q) can be very small. This
primarily happens when there are few differentially expressed genes in the original experiments.
In this case, the denominator ofT (q) assumes values smaller than 1 andT (q) explodes, leading
to unreliable estimates of the ratio. Moreover, the sampling model specified forT (q∗) does not
take into account the uncertainty of the margins of the table(since they are all considered fixed).

To address these issues and to improve our statistical procedure, we propose to use a joint model
of the experiments which also considerO1+(q) andO+1(q) as random variables, releasing the
conditioning. Further, we specify this in a Bayesian framework, where the underlying probabil-
ities,θi(q), 1 ≤ i ≤ 4,

∑4
i=1 θi(q) = 1, for the 4 cells in the2 × 2 contingency table are given a

prior distribution. In this way, we account for the variability in O1+(q) andO+1(q) and smooth
the ratioT (q) for extreme small values ofq.

Starting from Table 1, we model the observed frequencies as arising from a multinomial distri-
bution. Since we are in a Bayesian framework, we need to specify a prior distribution for all the
parameters. The vector of parametersθ(q) is modelled as arising from a Dirichlet distribution:
θ(q) ∼ Dir(0.05, 0.05, 0.05, 0.05), which ensures the constraint

∑4
i=1 θi(q) = 1.

The derived quantity of interest is the ratio of the probability that a gene is truly common to
both experiments, to the probability that a gene is includedin the common list by chance:
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R(q) =
θ1(q)

(θ1(q) + θ2(q)) × (θ1(q) + θ3(q))

The Dirichlet prior is conjugate for the multinomial likelihood and the posterior distribution of
θ(q) | O, n is again Dirichlet so that the posterior distribution ofR(q) | O, n can be easily
derived from that ofθ(q) using for example a posterior sample of values.

As the Bayesian approach has the great advantage of returning a posterior distribution for each
R(q), we can exploit this by computingCI95(q) the 95% two sided Credibility Interval for
eachR(q). Under the null model of no association between the experiments,Median(R(q) |
H0) = 1, so we considerR(q) as deviating from the independence if its credibility intervals
does not contain 1. We thus propose to consider the maximum ofMedian(R(q) | O, n) only
for the subset of credibility intervals which do not include1 and to defineq∗ as the value of the
argument for which theR(q) attains its maximum value

q∗ = arg max{Median(R(q) | O, n) over the set ofq for whichCI95(q) excludes 1}

ThenR(q∗) is the maximum of the ratio associated toq∗. If all credibility intervals contain 1,
we omit the restriction to defineq∗.

4 Simulation

We used batches of simulations in order to assess the performance for different scenarios - of
level of association between the experiments and - of percentage of genes differentially ex-
pressed. For every scenario, we perform 100 simulations of two lists of 2000p-values and
average the results. We model thep-values for each experiments as described in Allisonet
al. (2002), specifying a mixture of Beta distributions (Be(1,1) under the null hypothesis and
Be(0.775,3.862) under the alternative hypothesis) for thep-values. We simulate the lists ofp-
values from the mixture supposing about 10%, 20% and 30% of genes differentially expressed.

The typical behavior ofT (q) and of the credibility intervalsCI95(q) is illustrated in Figure 1.
When the two lists are not associated (left, with Pearson’s coefficient around 0 and 20% dif-
ferentially expressed genes), the plot ofT (q) for different cut-offsq is as expected a horizontal
line of height 1, with evidence of noise for smallp-values. All the credibility intervals derived
by the Bayesian procedure include the value 1 and have increasing width asq gets smaller, as
expected. These plots are confirmed by the results of the firstcase (Case 1) in Table 2 which
shows the average results over 100 repeats.

When there is a positive association between the two simulated lists (Pearson’s coefficient> 0),
T (q) reaches a peak and then decreases as thep-values decrease. The Bayesian estimates exhibit
a similar shape, but since in this approach the variability of the denominator ofT (q) is mod-
elled, the resulting estimates are smoothed. Note how the credibility intervals become wide
and tend to include 1 for smallp-values. We see that our proposed method, which returns the
list associated withthe maximal CI not including the value 1, gives a sensible and interpretable
procedure. This is confirmed by the results of Table 2. For thecases where there is association
(Cases 2 to 4), both methods find clear evidence of association. Case 2, which is related to
a correlation coefficient of 0.25 (Pearson’s coefficient) and 10% of DE genes, returns a ratio
T (q∗) = 5.7 that is associated to aq∗ = 0.01. The average number of observed genes in com-
mon isO11(q

∗) = 6, while that expected is49×50
2000

= 1 and the permutation based test returns
a significant Monte Carlop-value equal to0.06. The Bayesian ratioR(q∗) is slightly smaller
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Figure 1: Typical results from one simulation: distribution ofT (q) for 20% of DE genes in case
of no association between the experiments (a) and for30% of DE genes in case of association
between the experiments (c); distribution ofR(q) for 20% of DE genes in case of no associa-
tion between the experiments (b) and for30% of DE genes in case of association between the
experiments (d);

thanT (q∗) andq∗ is bigger (0.02 rather than 0.01); accounting for variability in the Bayesian
model results in wider CIs for smallerp-values as previously pointed out. Increasing the per-
centage of DE genes (Case 3 and Case 4) leads to a decrease of both T (q∗) andR(q∗). This can
be explained by the fact that increasing the percentage of DE, the listsO11(q

∗), O1+(q∗), and
O+1(q

∗) become larger, resulting in smaller but more stable ratios.Consequently, those ratios
are more significant as shown in the Monte Carlop-values that are smaller from Case 2 to Case
4. At the same time, this leads to largerq∗ (which are monotonically increasing from Case 2 to
Case 4, both in the permutation based approach and in the Bayesian one). The comparison of
the two approaches conditional or joint, shows thatR(q∗) is always smaller thanT (q∗), and the
thresholdq∗ is slightly bigger to account for the additional variability. Again the increase of DE
percentage results in more stability for the estimates, which show narrowerCIs.

Conditional Model q∗ T (q∗) O11(q∗) O1+(q∗) O+1(q∗) Monte Carlop-value
Case 1:ρ = 0.00, DE=20% 0.040 1.1 10 115 120 0.550
Case 2:ρ = 0.25, DE=10% 0.010 5.7 6 49 50 0.060
Case 3:ρ = 0.25, DE=20% 0.019 3.0 11 82 82 0.030
Case 4:ρ = 0.25, DE=30% 0.023 2.5 21 125 126 0.002

Joint Bayesian Model q∗ R(q∗) O11(q∗) O1+(q∗) O+1(q∗) 95%CI

Case 1:ρ = 0.00, DE=20% 0.050 1.0 18 125 130 (0.45 − 1.5)
Case 2:ρ = 0.25, DE=10% 0.020 5.0 8 59 59 (2.2 − 10.6)
Case 3:ρ = 0.25, DE=20% 0.026 2.9 17 105 106 (1.5 − 4.9)
Case 4:ρ = 0.25, DE=30% 0.030 2.4 28 148 150 (1.4 − 3.6)

Table 2: Average simulation results forT (q∗) andR(q∗): we average the results over 100 repeats
for each case.

4.1 Conclusions

In this paper, we have presented a simple methodology to compare several experiments with
the aim of finding a list of maximal association. Our procedure is applicable to a wide range
of experiments and comparisons. It provides experimentalists with a powerful exploratory tool
that can help selecting a small list of features of interest for further biological investigation.
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Insights into protein-protein interfaces using
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Identifying the interface between two interacting proteins provides important clues to the func-
tion of a protein, and is becoming increasing relevant to drug discovery. Here, surface patch
analysis was combined with a Bayesian network (see Needhamet al., 2006) to predict protein-
protein binding sites with a success rate of82% on a benchmark dataset of 180 proteins, improv-
ing by6% on previous work that used a support vector machine (Bradford and Westhead, 2005)
and well above the36% that would be achieved by a random method. A comparable success
rate was achieved even when evolutionary information was missing, a further improvement on
our previous method which was unable to handle incomplete data automatically. In a case study
of the Mog1p family, we showed that our Bayesian network method can aid the prediction of
previously uncharacterised binding sites and provide important clues to protein function. On
Mog1p itself a putative binding site involved in the SLN1-SKN7 signal transduction pathway
was detected, as was a Ran binding site, previously characterized solely by conservation stud-
ies, even though our automated method operated without using homologous proteins. On the
remaining members of the family (two structural genomics targets, and a protein involved in
the photosystem II complex in higher plants) we identified novel binding sites with little corre-
spondence to those on Mog1p. These results suggest that members of the Mog1p family bind to
different proteins and probably have different functions despite sharing the same overall fold.
We also demonstrated the applicability of our method to drugdiscovery efforts by successfully
locating a number of binding sites involved in the protein-protein interaction network of papil-
loma virus infection. In a separate study, we attempted to distinguish between the two types
of binding site, obligate and non-obligate, within our dataset using a second Bayesian network.
This proved difficult although some separation was achievedon the basis of patch size, elec-
trostatic potential and conservation. Such was the similarity between the two interacting patch
types, we were able to use obligate binding site properties to predict the location of non-obligate
binding sites and vice versa.
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Predicting deleterious SNPs
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Single nucleotide polymorphisms (SNPs) are the most abundant form of genetic variation, ac-
counting for approximately 90% of the DNA polymorphism in humans.

Of the SNPs present in coding regions about half cause amino acid substitutions, and are
termed non-synonymous, while those that produce no change are termed synonymous. The
non-synonymous SNPs (nsSNPs) can be neutral, where the amino acid is replaced with an-
other that is chemically similar, causing no detectable change in function, else they may cause
a change in protein function or stability.

The aim of this project is predicting which nsSNPs are likelyto affect protein function, there-
fore, filtering the vast population of known Human SNPs to those of most interest, which may
play a role in genetic diseases.

A machine learning approach was applied to the problem, trained on a selection of data sets from
divergent sources. The best combination of data set and prediction attributes was ascertained.
This analysis showed the unsuitability of one of the commonly used training data sets for SNP
prediction problems.
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Statistical comparison of protein binding sites
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1 Introduction

The field of proteomics forms one of the cornerstones of bioinformatics, a great deal of time has
gone into the study of the properties and activity of proteins. They play two major roles in living
organisms, to provide passive structural support or to actively interact with other molecules in
the body.

The active interaction of proteins with other molecules is responsible for most of the complex
biochemistry in a living cell. The specific function of a protein is linked exclusively with the
region of the protein which interacts with this molecule or ligand. The regions where a protein
chemically reacts with a ligand molecule are called bindingsites and due to steric and chemical
constraints binding sites possess specificity for the molecule that they bind.

The SitesBase database contains around 33000 automatically generated binding sites, for which
an all against all comparison has been performed using a specialised Geometric Hashing proce-
dure (Goldet al., 2006) to produce matching scores for all pairs of sites. Thesystem currently
allows users to compare sites in the database with other sites which are then ranked by the raw
matching score. Inference of a particular binding sites function is often contextual but the usual
rule of thumb is to associate it with that of the highest matching site (The “first past the post”
system).

2 Logistic regression as a probablistic means of assessing bind-
ing sites similairity

We are currently trying to improve upon this scoring system by developing from a training set of
representative sites a fit to a logistic regression model. Aninitial problem that must be solved is
what can be deemed a representative set of sites. Through filtering, using the ASTRAL database
(Chadoniaet al., 2004) We have managed to shave the dataset of 33000 sites to 4300. However
there is still scope for reduction as duplicate sites of the same protein can not be automatically
removed since proteins do not always contain a single binding site that performs a solitary
function. It is impossible to tell from first glances whethera protein with 5 sites has one site
repeated 5 times, 5 different sites or something in between.To circumvent this, a measure of
site similarity known as the tanimoto score is being used to cluster sites based upon similarity
with moderate levels of success.

In relation to this we are investigating the validity of using a comparison of SCOP codes as a
method of determining whether two sites are similar. Comparing SCOP codes does not account
for the evolutionary phenomena known as convergent evolution whereby two binding sites with
dissimilar evolutionary history converge upon the same general shape. Secondly grouping sites
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by the protein they come from is problematic if the sites are significantly different, classifying
them as performing the same function is likely to be erroneous.

3 Alternative models of functional assignment of binding sites

The output of logistic regression will allow us to assign theprobability that a site belongs to the
same group as another given the parameters used in the logistic regression. This would allow
the building of a first past the post system similar to what hasbeen put in previously. However
there is scope to experiment with other probabilistic models of group assignment. For instance
it may well be that group assignment is not always best servedby assigning a site to the single
best match if there is more pressing evidence that the top fivematches from another group match
better than the top five of the group containing the single best match. We intend to investigate
the validity of both systems.
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1 Introduction

The aim of this work is to develop a regression technique which can incorporate frequency
characteristics of data in the modelling process. This willbe useful in applications where the
recorded data is known to exhibit varying frequency properties, such as tomography or seis-
mology. Wavelets are an ideal tool for the purpose since their multiscale nature enables the
efficient description of both transient and long-term signals. Furthermore, only a small number
of wavelet coefficients are needed to describe complicated signals and the wavelet transform is
computationally efficient.

2 Method

2.1 Wavelets

Wavelets are basis functions which can be used to approximate an underlying signal, in a similar
way to Fourier transforms. Since they are localised in frequency and time, they can handle a
wider range of signals than Fourier analysis, more details can be found in Vidakovic (1999).
The disadvantage of wavelets is that the transform of a dataset of lengthn = 2J only has
representations of the data atJ = log2(n) “resolution levels”, each resolution level having a
representation at approximately twice the frequency of theprevious level. We use the non-
decimated wavelet representation of a zero mean time seriesXt : t = 0, . . . , n − 1, which is
given by

Xt =

J−1
∑

j=0

n−1
∑

k=0

djkψjk(t/n),

whereψjk is the wavelet at scalej and locationk derived from a mother waveletψ viaψjk(t) =
21/2ψ(2j(t− k)). The set of coefficients{djk} is referred to as the wavelet transform of{Xt}.

One of the main applications of wavelets in statistics is in denoising a corrupted signal. This is
done by discarding or modifying coefficients whose magnitude is smaller than a pre-specified
thresholdλ. The idea is that any noise contained in the signal will be exhibited as small coeffi-
cients and so, by removing them, some of the noise component can be isolated from the signal.
In this paper, the universal threshold proposed by Donoho and Johnstone (1994) is used. This
is defined asλu = s

√

2 ln(n), wheres is an estimate of the noise standard deviation.

2.2 Modelling approach

The idea is to use the coefficients{djk} of the wavelet transform in the model building process.
The reason for this is that different frequency properties will manifest themselves as coefficients
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of increased magnitude at different resolution levels. Forexample, high frequency characteris-
tics will mean a lot of activity at the finer resolution levels, while low frequency characteristics
will be represented at coarser levels.

The type of model fitted using the wavelet coefficients will then purely depend upon the nature
of the problem and the desired aim. Current work has focused on linear regression to predict
continuous variables and logistic and multinomial regression to predict categorical variables,
however, there is no reason why other generalised linear models could not be used. Logistic
regression for a binary response is considered in Goodwinet al. (2005); in Section 3 the method
is extended to use a multinomial logit model, incorporatinga transfer function.

2.3 Transfer function

The coefficients may require some pre-processing in order toexploit the desired properties of
the data. This is achieved by applying atransfer functionto the wavelet coefficients before the
model building stage. The transfer function will be specificto the particular setting and nature
of the data.

The key features of any transfer function will be related to the structure observed in the wavelet
decomposition. Since this structure arises from the frequency characteristics of the data, it
encodes the features of interest. The way in which the coefficients are processed will have the
aim of identifying these characteristics with the responsevariable.

3 Tomography example

3.1 Introduction

Electrical tomography techniques provide a cheap and non-invasive approach to the study of
static and dynamic processes. Such techniques are widely used in geophysical, industrial and
medical investigations. The key common feature of all tomographic techniques is that mea-
surements are taken outside or on the boundary of a region with the aim of describing what
is happening within the region. In industrial applicationsof electrical tomography, multiple
voltages are recorded between electrodes attached to the boundary of, for example, a pipe. The
usual first step of the analysis is then to reconstruct the conductivity distribution within the pipe.
The most commonly used approaches to reconstruction are based on domain discretisation, for
example using the finite-element method, leading to ill-conditioned and ill-posed inverse prob-
lems. Usually, such problems are ill posed because they havemultiple solutions which do not
depend continuously on the observed data. Stable solution then requires regularization (see
for example Westet al. 2004). Even if reliable reconstruction is possible it only provides an
image representing the conditions within the pipe. Although this is useful for process visuali-
sation, for the automatic control such an image is at best unnecessary, and will require further
post-processing to allow control parameters to be obtained.

3.2 Electrical impedance tomography data

Consider the flow of a gas through a liquid in a section of vertical pipe. The gas enters at the
bottom of the section of pipe under pressure and travels rapidly up the length of the pipe. The
gas fraction and bubble size are controlled by the inlet sizeand by the input pressure. In the
simulation study bubble, churn and an intermediate flow regime will be considered. The key
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part of the simulation is to generate spatial patterns for the bubbles that evolve through time,
which will define the conductivity distributions.

In an 8-electrode tomography system, a fixed current is passed between a reference electrode
and each of the other electrodes in turn, hence producing seven current patterns. For each
current pattern an induced potential field is created withinthe pipe which depends upon the
conductivity distribution within the pipe. This potentialfield is probed by taking multiple volt-
age readings between the reference electrode and each of theother electrodes. For each current
pattern seven voltages are recorded leading to 49 measurements at each time point.

3.3 Choice of transfer function

In this problem there are 49 sets of wavelet coefficients at each time point, all representing
slightly different regions of the pipe cross section. As theaim of the model will be to predict
flow regime in the pipe at any given time, it would be sensible to combine the 49 coefficients
in some sense due to the symmetry within the observed data. This will be done by taking the
average of the 49 coefficients at each resolution level. Also, since we are interested in the level
of activity (or frequency of the recorded signal) at each time point, it can be argued that the
magnitude of the wavelet coefficients is what we are really interested in. This will avoid the
possibility that large negative and large positive coefficients could be represented by a number
close to zero after the averaging step.

If the wavelet coefficients of theith electrode pair signal are represented by{dijk}, wherei =
1, . . . , 49, then theactivity measures{ajk} used in the model building stage are defined as
ajk = 1

49

∑

i |dijk|, wherej = 0, . . . , J − 1, for J = log2(n) andk = 1, . . . , n − 1, wheren is
the number of time points observed.

3.4 Simulation study

A multinomial logit model is fitted here as there are 3 response categories, that is bubble (state
1), churn (state 2) and intermediate (state 3). The modelling process uses maximum likelihood
to estimate the probabilitiespkl that thekth observation is from statel, using the acitivity mea-
sures{ajk} as predictor variables. So that the resulting probabilities sum to 1, one category is
set as the baseline (here chosen to be state 1), so thatpk1 = 1 −∑3

l=2 pkl and then we have

pkl =
exp(aTkβl)

1 + exp(aTkβ2) + exp(aTkβ3)
, l = 1, 2, 3; k = 0, . . . , n− 1.

whereak = (a0k, . . . , a(J−1)k) and theβ’s are vectors of regression coefficients. Further details
of the multinomial model and the fitting algorithms used can be found in Faraway (2005).

A dataset composing of approximately equal proportions of the three flow regimes was used
and white noise was added to the signal. The non-decimated wavelet transform of the observed
measurements, using the Haar wavelet, was found. The calculations were performed using the
WaveThresh package (Nason, 2005) for the statistical programming environment R (RDCT,
2005). For each electrode pair this produced nine activity level time series each of length 512,
each representing the signal at differing frequencies. As the actual flow regime was known,
this data could then be used to build a multinomial regression model. This model was used to
predict flow regime in a set of independently generated flow patterns, with similar proportions
of each flow regime to the training data.
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3.5 Results

Figure 1 shows the correct classification rates (i.e. the percentage of time points which are
classified correctly) for the models built using both thresholded and non-thresholded activity
measures, averaged over 100 replications. Also shown are approximate point-wise 95% confi-
dence intervals calculated using the standard errors from the replication.
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Figure 1: The correct classification rates for the model withand without thresholding

For all noise standard deviations below 0.07, it can be seen that the thresholded version outper-
forms the model without thresholding. Here, the performance of each method is approximately
constant. The correct classification rate for the thresholded logistic regression was approxi-
mately 93% for all noise standard deviations below 0.07. A standard deviation of 0.07 corre-
sponds to a signal to noise ratio of 1; i.e. the “strength” of the signal and noise are roughly
equal. For larger noise standard deviations the performance of the method with thresholding
degrades, but the non-thresholded method appears to have a slower decrease in success rate.
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Modeling protein folds with a trivariate
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1 Introduction

A trivariate von Mises distribution is used to model gamma turns, which are three–residue
chains that serve to reverse the direction of a protein. Parameter estimation for the model
is achieved using a pseudolikelihood approach. Goodness–of–fit is briefly explored, and the
model is seen to fit the data reasonably well. Two hypothesis tests for theφ angles of the
gamma turns are performed and discussed.

2 Gamma Turn Data

Definition: A Gamma turn is a three–residue chain defined by the existenceof a hydrogen bond
betweenCO of residuei andNH of residuei + 2. In addition, theφ andψ angles of residue
i + 1 fall in the rangesφi+1 ∈ [35◦, 115◦] = [0.61, 2.00] radians andψi+1 ∈ [−104◦,−24◦] =
[−1.82,−0.42] radians, respectively.

The data to be analysed comprise theφ andψ triplets of 497 (classic) Gamma turns. As an ex-
ploratory analysis, a univariate von Mises distribution with mean directionµ and concentration
parameterκ is fitted separately to each ofφi andψi, i = 1, 2, 3. Maximum likelihood estimates
of µ andκ are displayed in Figure 1.

φ1 φ2 φ3 ψ1 ψ2 ψ3

µ̂ -1.64 1.20 -1.76 1.58 -1.02 1.03
κ̂ 1.58 31.46 1.67 0.44 8.19 0.31

Table 1: MLE’s ofµ andκ for gamma turn data

3 Fitting a trivariate von Mises distribution

For random anglesθ1, θ2 andθ3, the probability density function of the trivariate von Mises
distribution to be studied has the form

C exp

{

3
∑

i=1

κi cos(θi − µi) + 2

2
∑

i=1

3
∑

j=i+1

λij sin(θi − µi) sin(θj − µj)

}

, (1)

whereC is anunknownnormalizing constant,−π < θi, µi ≤ π, κi ≥ 0 and−∞ < λij < ∞.
The model is a special case of one proposed by Mardia (1975), and an extension of Singhet al.
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(2002). Since the normalizing constantC in (1) is unknown, numerical maximum likelihood
estimation of the parameters would involve a trivariate integration at each iteration of the search.
An alternative method is therefore needed. It can be shown that each of(θ1|θ2, θ3), (θ2|θ1, θ3)
and (θ3|θ1, θ2) follows a univariate von Mises distribution with known normalizing constant.
We therefore utilise thepseudolikelihood

f(θ1|θ2, θ3)f(θ2|θ1, θ3)f(θ3|θ1, θ2) (2)

for parameter estimation.

We use the pseudolikelihood approach to fit the trivariate von Mises distribution (1) to theφ
andψ angles, separately, of the Gamma turn data, the results of which are shown in the left half
of Figure 2. The maximisation is done using thenlm (non-linear minimisation) function inR.
Standard errors of estimates are shown in brackets, and are calculated from the Hessian matrix
obtained by thenlm function.

Gamma turn data Simulated data
φ ψ φ ψ

κ1 1.60 (0.09) 0.44 (0.07) 1.65 (0.10) 0.52 (0.07)
κ2 31.73 (1.99) 8.87 (0.53) 33.25 (2.08) 7.75 (0.46)
κ3 1.69 (0.10) 0.31 (0.07) 1.77 (0.10) 0.33 (0.07)
λ12 0.32 (0.16) 0.08 (0.07) 0.52 (0.15) 0.03 (0.07)
λ13 0.20 (0.05) -0.16 (0.03) 0.23 (0.04) -0.24 (0.03)
λ23 -0.39 (0.15) 0.57 (0.07) -0.33 (0.15) 0.47 (0.07)
µ1 -1.63 (0.05) 1.46 (0.12) -1.66 (0.05) 1.49 (0.09)
µ2 1.20 (0.01) -1.02 (0.02) 1.18 (0.01) -1.02 (0.02)
µ3 -1.73 (0.04) 1.27 (0.10) -1.64 (0.04) 1.29 (0.09)

Table 2: Maximum pseudo likelihood estimates (MPLE’s) (andtheir standard errors) forφ and
ψ angles of Gamma turn data and for data simulated using these estimates.

Comparing Table 1 and the left half of Table 2, we see that the marginal MLE’s for theµ and
κ parameters are very similar to the MPLE’s in the trivariate case, with a possible tendency for
the univariateκ estimates to be slightly smaller. Moreover, theλ estimates are generally quite
close to zero, although most also have small standard errorsrelative to their magnitude.

As an assessment of the goodness–of–fit of the model, two setsof trivariate data (corresponding
toφ,ψ) are simulated with true parameters equal to the MPLE’s of the original gamma turn data.
Comparison of the original data with the simulated data reveals a good degree of similarity. Re-
estimating the parameters based on the simulated data givesthe results in the right half of Table
2, and again we observe comparable results with those displayed in the left half of the table,
indicating reasonable goodness–of–fit.

4 Hypothesis Testing

An important part of fitting statistical models is the formulation and testing of hypotheses. In
this section we compare likelihood ratio test statistics based on substituting maximum pseudo-
likelihood estimates into a trivariate Normal approximation, into the full trivariate von Mises
likelihood and into the pseudo likeihood itself.
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Since Gamma turns serve to reverse the direction of a polypeptide, it may be hypothesised that
µ1 = µ3 for the φ andψ angles of such a turn. A test of independence ofφ1, φ2 andφ3 is
equivalent to testing that allλ values are equal to zero.

We first consider using a Normal approximation to the von Mises distribution in order to test
the above hypotheses. For highly concentrated data, the trivariate von Mises distribution ap-
proximates a trivariate normal distribution. Althoughκ values for angles1 and3 of bothφ and
ψ are reasonably small, the trivariate Normal distribution

(Θ1,Θ2,Θ3) ∼ N3(µΘ,ΣΘ), (3)

where(Σ−1
Θ )ii = κi, (Σ−1

Θ )ij = −2λij andi 6= j, will be used to test the hypothesisµ1 = µ3. In
(3), Θ is to be replaced byΦ or Ψ, depending on the variable of interest, whilstµΘ is the vector
comprising the mean directions ofΘ1, Θ2 andΘ3. Forµ̂φ andµ̂ψ we take the parameters of the
maximised pseudolikelihood. The covariance matrices obtained forφ andψ, based on MPLE’s,
are as follows:

Σ̂ψ =





−6.28 1.43 12.06
1.43 −0.11 −1.96

12.06 −1.96 −16.98



 Σ̂φ =





0.67 0.01 0.15
0.01 0.03 −0.01
0.15 −0.01 0.63



 (4)

The matrixΣ̂ψ is not positive definite. Therefore the hypotheses described will be carried out
for theφ angles only.

Test1:µ1 = µ3

The test statistic, which is approximatelyχ2
1 distributed under the null hypothesis and for large

κ values, isS = 2(lfull − lred), wherelfull is the log–likelihood of the distribution (3) with mean
vector and covariance matrix̂µφ andµ̂φ respectively.lred is the corresponding value when the
pseudolikelihood estimates are calculated for the reducedmodel in whichµ1 = µ3. We get
S = 2.91, with ap–value of0.093. We therefore accept the null hypothesis that the means are
equal.

Test2:λ12 = λ13 = λ23 = 0
Under this test of independencêΣ−1

φ for the reduced model isdiag(κ̂), whereκ̂ is the MPLE of
(κ1, κ2, κ3) subject to allλ values being equal to zero.̂κ is calculated to be(1.59, 31.46, 1.67)
(values that correspond almost exactly with those in Table 1, as expected if the pseudo likelihood
approach is effective), and the resulting test statistic is119.8 on three degrees of freedom. Again
this value is highly significant, although perhaps not surprisingly so, given the small magnitude
of the standard errors of theλ estimates relative to the magnitude of the estimates themselves.

As an alternative to the above test procedures, we investigate using the full (joint) trivariate
von Mises log-likelihood function to obtain the test statistics, by substituting maximum pseu-
dolikelihood estimates into the full log–likelihood function. The three dimensional integration
required for calculation of the normalizing constantC in (1) is done using theadapt function
in R.

As a final comparison, the likelihood ratio test statistic iscalculated based on substituting the
MPLE’s into the log–pseudolikelihood function. Table 3 displays all the results for compari-
son. The left part of the table gives log–likelihood values,at the maximum pseudolikelihood
estimates, for the full and reduced models and for each of thethree approaches: Normal ap-
proximation, full (joint) von Mises likelihood and von Mises pseudolikelihood. The right part
of the table displays the likelihood ratio test statistics based on the values in the left part of the
table. As can be seen from the table, the same conclusions arereached regarding the acceptance
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or rejection of the null hypothesis in each case, namely thatthe hypothesisµ1 = µ3 is accepted,
whilst the hypothesisλ12 = λ13 = λ23 = 0 is rejected (using a5% significance level).

Log-likelihood Test statistic
Normal vM joint vM pseudo Normal vM joint vM pseudo

Full -1857.21 -1233.66 -1225.46
Test 1 -1858.66 -1235.34 -1227.04 2.91 3.35 3.17
Test 2 -1917.13 -1238.88 -1238.88 119.84 10.43 26.85

Table 3: Log-likelihood values at MPLE’s, and test statistics based on these values.

Of more interest, however, is comparison of log–likelihoodvalues for the different methods, and
the resulting differences in the test statistics. In particular, the log–pseudolikelihood appears to
underestimate the full log–likelihood slightly (in absolute value) in the first two rows of Table 3.
In each case, however, the size of the underestimation is similar, resulting in little difference in
the test statistics for test1. In the caseλ = 0 (row 3 of the table), the full likelihood and pseudo
likelihood values are the same. This is to be expected, sincein this case each is the product of
the same three independently distributed von Mises distributions. The effect is an inflated test
statistic when the test is based on the pseudolikelihood.

5 Conclusions

The trivariate von Mises distribution considered appears to be a reasonable fit to the gamma
turn data analysed. Although correlation (λ) parameter estimates for theφ angles are small,
hypothesis tests indicate that they are not all equal to zero, and therefore that the trivariate
model outuperforms simple univariate von Mises models for these data.

The pseudolikelihood described provides a computationally quick estimation procedure for the
model, whereas full likelihood estimation is hindered by anunknown normalizing constant. It
can be shown that this pseudolikelihood is fully efficient for the trivariate normal distribution,
which distribution the trivariate von Mises approximates for highly concentrated data.
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Metabolic reconstruction and analysis
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Traditional techniques for the computational reconstruction and analysis of metabolism rely on
comparing genome sequences between organisms and analysing the structure of the resulting
metabolic networks. With the availability of genome wide expression data for many organisms,
it is now possible to visualise expression data on top of these networks and investigate the
response of an organism’s metabolism to particular conditions. In addition to visualisation,
this data can be used to explore the regulation of metabolismat the transcriptional level, and
compare regulation in different organisms.

The metaSHARK metabolic reconstruction and visualisationsoftware has been updated to in-
tegrate gene expression data onto reconstructed metabolicnetworks. This data can be viewed
in the context of individual enzymes, and the whole network,using a web based visualisation
tool. This allows analysis of the differential expression of enzymes at different conditions, and
consequently the level of coexpression between individualnetwork components.

An analysis has been performed of the relationship between gene coexpression and network
structure in Plasmodium falciparum. The relationship between defined subnetworks and co-
expression is investigated, as well as how coexpression varies with network distance. This
analysis is then extended to other organisms to determine how the regulation of metabolism is
conserved.
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Ultimately, the earth as a system is dependent on the functioning of natural and managed ecosys-
tems since it is regulated by the biogeochemical processes derived from them (Loreauet al.,
2001). Recent decades have seen an increasing decline in species’ biodiversity as a result of
human interference (Cardinaleet al., 2004; Reganet al., 2001). The potential ecological conse-
quences of biodiversity loss have led to a growing concern about the future survival of ecosys-
tems and their functioning (Mouquetet al., 2002). Consequently, the relationship between bio-
diversity and ecosystem functioning constitutes a major scientific issue today (Loreau, 2000;
Tilman et al., 1996; Tilmanet al., 2001; Hector, 1999). However, understanding the impact of
biodiversity loss requires an understanding of the processes that organise ecosystem commu-
nities and the mechanisms that sustain biodiversity (Bell,2001; Hubbell, 2001; Chave, 2004;
Condit et al., 2002; Duivenvoordenet al., 2002). Substantial research focuses on modelling
structures and processes in plant ecosystems and communities. Plants are primary producers
and hence represent the basal component of most ecosystems with many terrestrial ecosystems’
survival and diversity depending on the resources plants provide as well as on their structures
and diversity (Loreauet al., 2001).

Key research in community ecology thus aims at revealing themechanisms that allow a large
number of species to coexist (Murrellet al., 2001, Loreauet al., 2001). Coexistence primarily
concerns the inter- and intra-specific interactions in a community (Durrett and Levin, 1998).
Since individual plants interact mainly with their neighbours (Tilman, 1994; Dieckmannet
al., 2000; Purves and Law, 2003; Stoll and Weiner, 2000) interactions between plants in plant
communities typically take place in a spatial context and hence current modelling approaches
consider individuals in spatially explicit models (Chesson, 2000; DeAngelis and Gross, 1992;
Hustonet al., 1988; Judson, 1994).

Spatial point process models are statistical models that describe the exact locations of objects in
space. They model the pattern formed by these objects based on interaction between them and
on their properties, taking potential spatial heterogeneity into account (Diggle, 1983; Cressie,
1991; Møller and Waagepetersen, 2003). The spatial patternformed by the individuals in a plant
community may a result of species interaction and environmental heterogeneity (Lawet al.,
2000; Armsworthet al., 2004). Spatial point processes may hence be used as models of plant
communities allowing inference on interaction structuresand dependence on local growing
conditions.

In an attempt to provide evidence for or against the random drift theory, Stephen Hubbell and his
colleagues established a 50 ha plot on Barro Colorado Island(BCI) in Panama in the early 1980s
recording the locations and sizes (diameter at breast height) of 235,349 individuals of 304 (rain-
forest) tree species in 1982 (Conditet al., 2000; Burslem and Law, 2005). In addition, a large
number of soil variables has been collected. Since then, these have been repeatedly collected at
regular times (Conditet al., 2002). Similar plots have been established in a network of 16 forest
plots in several countries coordinated through Center for Tropical Forest Science (CTFS) of the

125



Smithsonian Tropical Research Institute in Panama (http://www.ctfs.si.edu). A large
number of biodiversity studies has been conducted using thedata collected from these plots but
to date spatial point process methodology has not been applied to the data sets, other than in a
descriptive way (Coomeset al., 1999). We envisage that spatial point process modelling may
contribute to the discussion and outline potential points where the methodology may be applied.
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1 Introduction and background

In agriculture, it is well-known that there is a strong connection between crop health and weather
conditions. The main cereal crop in England is winter wheat and the main disease that affects
this is Septoria tritici which causes considerable reduction in grain yield and quality. It is
beneficial to produce a forecasting model forSeptoriadisease depending on previous weather
conditions to inform decisions about disease control. Ideally, the important weather variables
should result from regression data analysis at a sufficiently large number of sample sites and
under a wide range of weather conditions. However, the number of weather variables (both
type & frequency of observation) is very large, often much larger than the number of sites at
which observations were taken. It is inefficient and difficult to determine the important weather
variables for certain periods using traditional regression techniques. Various attempts have
been made to aggregate or summarise the weather informationto fewer variables before they
were employed to predict disease severity. Whilst there aresound, statistically-based arguments
in favour of these practices, they will necessarily involveinformation loss. The development
of Principle Component Regression (PCR) and Partial Least Squares Regression (PLSR) give
alternative solutions to many problems of ordinary least squares regression. They provide a
rapid analysis of large amounts of data and have the ability to handle “fat data", where there
are more variables than observations. Before we apply thesetechniques to observed weather
data, a simulation study has been carried out to compare their performance. In addition, two
variable selection techniques are implemented to improve performance. The simulation results
presented in this study provide a basis for later disease forecasting.

2 Methodology

2.1 PCR and PLSR

PCR and PLSR are the two most popular regression techniques which try to explain the relation-
ship between predictors and a response by means of a small number of principal components
(PCs). These PCs are linear combinations of the original variables, and often allow for an in-
terpretation and a better understanding of the different sources of variation. Both techniques
can handle multicollinearity in the data and can be applied even when there are more predictors
than observations. PCR and PLSR are based on a bilinear modelthat explains the existence
of a relation between a set ofp-dimensional predictors and a response throughk-dimensional
score vectorsti with k ≪ p. Specifically, fori = 1, . . . , n with n the number of observations
(xi1, . . . , xip, yi), we assume that

xi = x̄ + Pti + νi (1)

yi = ȳ + a′ti + ξi (2)
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Herex̄ is thep-dimensional mean vector of the predictor variables,ȳ the mean of the response,
P the (p × k) matrix of loadings anda represents thek-dimensional slope parameters in the
regression ofy on theti. The error terms are denoted by thep-dimensional vectorνi and the
variableξi. In terms of the original predictor variables, this bilinear model can be written as

yi = β0 + b′xi + εi (3)

with
b = Pa, and β0 = ȳ − b′x̄, (4)

whereεi is the model error term. According to the bilinear model, both PCR and PLSR proceed
in two major stages. In the first step, following (1), they summarize the high-dimensional
observationsxi in scoresti of dimensionk ≪ p. Various different criteria can be applied for
the selection of the number of componentsk, and this is usually done by cross-validation. These
k latent variables then become the regressors in the second step of the algorithm (2). Finally,
estimates for thep-dimensional vectorb and parameterβ0 are obtained via (4). A detailed
account of PCR and PLSR methods can be found in Martens and Næs(1998) and Kramer
(1998).

The main difference between PCR and PLSR lies in the construction of the k-dimensional
scores vectorti. PCR attempts to find linear combinations of the predictors that explain most
of the variation in the predictors using a small value fork. Because the principle components
are selected using only the predictors and not the response,there is no guarantee that PCR will
predict the response particularly well although this oftenhappens. Thus PCR is focused on ex-
plaining variation in the predictors. In contrast, the PLSRscores are calculated by maximizing
a covariance criterion between the predictors and response. Hence information present in the
response is used in constructing the scores,ti. It is most effective when there are large number
of predictors to be considered. By construction, we expect PLSR to give improved prediction
results with even fewer components than PCR.

2.2 Variable selection in PCR and PLSR

Although PCR or PLSR are quite capable of handling collinearity problems among predictor
variables, there is still a need to eliminate predictors that are not correlated with the response.
Noisy and unimportant variables can influence PCR and PLSR models, and removal of those
variables will improve the model in terms of both interpretation and prediction. In this work,
two different methods for variables selection in PCR and PLSR were studied and compared.

Jack-knife (JK) PLSR algorithm , proposed in Westad and Martens (2000), is based on sig-
nificance tests of the regression coefficients estimated in the PLSR model. The algorithm used
in this work consists of four basic steps:

[1] The data set(xi1, . . . , xip, yi) was standardised for mean and variance and then split into
L-fold cross-validation subsets. Different significant levelsα were considered.

[2] For eachl = 1, . . . , L the PLSR algorithm was performed and the regression coefficients
b were estimated for the optimum number of PCs. The optimum number of PCs was
selected by further leave-one-out cross-validation.b

(l)
j was the regression coefficient for

thel-fold cross-validation subset andjth variable.

[3] The standard errors were calculated for theb(l)j regression coefficients, and a two-sided
t-test was applied to give ap-value for each predictor regression coefficient in the model.
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[4] The regression coefficients withp-values smaller thanα were selected and PLSR per-
formed with the new variable set. The corresponding Root Mean Square Error (RMSE)
was computed on independent test data and the appropriate significance level,α, with the
lowest RMSE was archived. The predictor variables for whichH0 : bj = 0 was accepted
at the chosen significance level were thus removed to form thechosen model.

Stepwise PLSR algorithm (S-PLSR)that we propose is inspired by the idea of stepwise model
selection in multiple linear regression (MLR). The relative unimportant variables were first
filtered out by applying a threshold procedure to the regression coefficients from a PLSR model
before a stepwise selection scheme was performed. This algorithm is useful if the underlying
true model is driven by a small number of predictor variables. The algorithm in this work is
outlined as follows:

[1] The data set(xi1, . . . , xip, yi) was standardised for mean and variance then split intoL-
fold cross-validation subsets.

[2] The PLSR algorithm was performed and the regression coefficientsb were extracted for
the full data set. A stepwise selection scheme was applied tothem% of variables with
the largest absolute regression coefficients using each cross-validation subset separately.
The Vlj binary value (1/0), indicating the appearance of thejth variable in thel-fold
cross-validation subset was computed.

[3] The set of variables withFj ≥ D, whereFj =
∑L

l=1 Vlj for each frequency threshold
valueD,D ≤ L were selected. MLR was performed on the new variable set. Thecor-
responding RMSE was computed on independent test data and the appropriate frequency
threshold valueDopt with lowest RMSE was chosen.

[4] The set of variables withFj ≥ Dopt formed the chosen model.

The same two algorithms are also used with PCR in place of PLSR.

3 Simulation study

To study the performance and the robustness of PCR, PLSR and the two model selection algo-
rithms, we conduct a simulation study. A high-dimensional data set withn = 180 andp = 500
was generated. The predictor variablesx1, . . . , xp were constructed from a multivariate normal
distributionNp(µ,Σ). The vectorµ and the diagonal entries of the covariance matrixΣ were
sampled with replacement from−100, . . . , 100 and1, . . . , 100, respectively. The matrixΣ is
block diagonal with 10 equal size blocks, correlations fixedwithin each block at0.9, 0.8, . . . , 0.
Two simulated models with 32 and 30 variables respectively were built and a noise term,η, with
normal distributionN(0, 1) was added to the model. We takeL = 10 in the above algorithms.

Model 1: [The expression5(x1 : x10) represents5x1 + 5x2 + · · · + 5x10]

y = 12+5(x1 : x10)−3(x51 : x55)+10(x101 : x108, x145 : x150)+8x451+4x480−11x500+η (5)

Model 2:

y = 12+10(x48 : x53)−7(x148 : x153)−9(x248 : x253)+8(x348 : x353)−11(x448 : x453)+η (6)

We generate 10 datasets for each model, and the average across these 10 simulations are sum-
marised in Table 1. The emphasis was put not only on the predictive performance of the meth-
ods, but also on the removal of predictors uncorrelated withthe response. We measure the
predictive ability of the methods by RMSE on a validation data set.
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Table 1: Results using PLSR, PCR and two different variable selection algorithms. The number
of terms that appear in the true models (5) and (6) are given inparentheses.

Regression methods
Model PCR PLSR JK PCR JK PLSR S-PCR S-PLSR

1
RMSE 170.6 146.4 164.0 61.0 104.5 34.4
# PCs/Variables 8 PCs 5 PCs 118 (25) 114 (27) 26 (19) 38 (25)

2
RMSE 253.2 184.1 251.1 124.1 275.7 59.8
# PCs/Variables 9 PCs 7 PCs 395 (24) 130 (26) 21 (7) 34 (26)

4 Discussion

From Table 1, we see that PLSR gives a smaller RMSE with fewer variables/PCs than PCR. For
PCR, neither variable selection algorithm gives an order ofmagnitude improvement in terms
of RMSE, and, for model 2, stepwise PCR actually increases RMSE compared to when 9 PCs
are used. In contrast, variable selection algorithms for PLSR result in a large reduction in
RMSE, and the majority of the original 500 predictor variables are correctly removed. The JK
PLSR routine reduced 500 variables into 114 and 130 with RMSEvalues of 61.0 and 124.1
for models 1 and 2, respectively. This compares to RMSEs of 146.4 and 184.1 obtained using
5/7 PCs. Stepwise PLSR offers a further improvement, eliminating more of the uncorrelated
predictor variables. The minimum RMSE values of 34.4 and 59.8 were obtained using only 38
and 34 selected variables. Of these variables, 25 and 26 appeared in the true model given by (5)
and (6) respectively.

In the simulation study, PLSR has emerged as a more useful tool than PCR. PLSR is also more
computationally efficient. This favours PLSR as a first step to understand the structure of high
dimension (“fat") data. Two algorithms for variable selection were studied, and the stepwise
approach shown to further reduce the number of uncorrelatedpredictors and RMSE. However,
work on the S-PLSR algorithm is still ongoing. We plan to apply different thresholding pro-
cedures (borrowing from the wavelet literature) to the regression coefficients rather than using
an arbitrarym% cut-off. In further work, the S-PLSR method will be extendedto Generalised
Linear Models (GLMs) in order to quantify important weathervariables for disease incidence
forecasting.

References

Martens, H. and Næs, T. (1998).Multivariate Calibration. Wiley, Chichester.

Kramer, R. (1998).Chemometric techniques for quantitative analysis. New York, Marcel
Dekker Inc.

Westad, F. and Martens, H. (2000). Variable selection in NIRbased on significance testing in
partial least squares regression.Journal of Near Infrared Spectroscopy, 8, 117-124.

131



Assuring the performance of
GM event detection systems

Roy Macarthur*, Alistair W.A. Murray, Theodore R. Allnutt,
Carola Deppe, Heather J. Hird, Gerard M. Kerins, James Blackburn,

Joy Brown, Robert Stones & Sarah Hugo

Central Science Laboratory, York

Sampling design, analytical schemes (method and replication), and decision rules are all shown
to be important in determining the Limit of Detection (LoD),and associated confidence, of
polymerase chain reaction detection systems for genetically modified organisms. Interaction
between these elements is usually ignored but is crucial to obtaining reliable estimates of LoD.
A mathematical model, implemented in an Excel® spreadsheet, is given to estimate LoD using
readily obtainable information. Large bulks can seldom be assumed to be homogeneous; this
model explicitly incorporates heterogeneity. The model allows the tuning of systems to ensure
their fitness for purpose (e.g. compliance with GM legislation or trading requirements). Cal-
culations show that, unless detection systems include suitable analytical replication, they may
not meet the EUde factorequirement to reliably detect 0.1% unauthorized GM. The model is
applicable to any PCR detection test for any bulk matrix and analyte.
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Prediction of functional sites from
protein multiple sequence alignments
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1 Introduction

Protein multiple sequence alignments are powerful tools that may reveal residues important to
the structure and function of protein family members. Alignment positions that conserve identi-
cal amino acids, or those with similar physico-chemical properties are routinely used to predict
potential functional sites by inspection. Automated procedures to predict catalytic residues by
considering conservation across all sequences in a family (Zvelebil et al., 1987) have also met
with some success in identifying functional sites. More sophisticated methods seek to exploit
the evolutionary information present in a family of sequences, by considering sub-families,
or trees. For example, the AMAS algorithm (Livingstone and Barton, 1993) identifies posi-
tions that have conserved physico-chemical properties within sub-families of proteins (e.g. +ve
charge), yet exhibit different properties between the sub-families (e.g. +ve charge compared to
-ve). A large number of algorithms have been based on this principle and have met with varying
degrees of success (Lichtargeet al., 1996; Hannenhalli and Russell, 2000; Armonet al., 2001).

In this short report, we introduce a new method SMERFS (Sequences andMatrices inEstimation
of Residues ofFunctionalSignificance) for the prediction of functional sites by the comparison
of local to global similarity matrices for an alignment. We present some preliminary evaluation
of the method by comparison to other hierarchical analysis methods (La and Livesay, 2005) and
conventional conservation measures (Valdar, 2002) and discuss future prospects.

2 Methods

2.1 Algorithm

The SMERFS algorithm can be summarised as follows:

I. Generate a multiple sequence alignment.

II. Construct a similarity matrix over all sequences in the alignment.

III. Take a window of a fixed number of columns and slide it along the alignment from start
to end. At each step:

(a) Generate a similarity matrix over all subsequences present in the window.

(b) Calculate the Pearson correlation coefficient between the local matrix and that de-
rived at 2.
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IV. Adjust for the diversity of the current alignment by normalising the correlation coeffi-
cients to vary beteen 0 and 1 over the alignment. This gives a correlation profile that can
be visualised with an alignment as shown in Figure 1.

V. Determine those windows that produce matrices which correlate best with the globally
derived matrix.

VI. Propose positions from these windows as likely functional positions.

2.1.1 Similarity Matrix Estimation

Similarities between pairs of sequences were estimated by summing pair-wise inter-residue
BLOSUM 62 scores over all aligned positions between all pairs of sequences. This approach
was found to give similar results to ProtDist (Felsenstein,1989) but was a factor of 10 faster.

2.1.2 Matrix Correlation

Given two pair-wise similarity matrices, the correlation coefficient was calculated by Equation
(1).

n
∑

i=0

(Gi − Ḡ)(Li − L̄)

√

n
∑

i=0

(Gi − Ḡ)2

√

n
∑

i=0

(Li − L̄)2

(1)

Where:Gi andLi are elements of the global and local matrices respectively,Ḡ andL̄ are their
respective means,n is the number of matrix elements(N2 − N)/2 , and N is the number of
sequences in the alignment.

2.2 Training and Testing

The accuracy of prediction was assessed by comparison to domain-domain and domain-ligand
sites derived from the MSD database (Boutselakis, 2003; E. R. Jefferson per.comm.). This
provided a set of 1850 PFAM families, each annotated with positions corresponding to protein
and small molecule binding sites.The 1850 seed alignments were divided into 10 sets of 185.
Of these, 4 alignments of greater than 1000 sequences were excluded, since processing these
alignments was too time-consuming. 968 alignments with fewer than 20 sequences were re-
moved, reducing the set to 878 families. Of these, 114 families contained insufficient structural
information to provide interaction data. This further reduced the set to 764. Performance was
assesed by 9-way cross-validation. For each test, the area under a ROC curve was calculated
generated for each family by plotting the true positive (TP)rate for residues in known sites
against the false positive (FP) rate.
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Figure 1: Illustration of a SMERFS correlation profile and prediction of functional residues on
PFAM seed alignment PF01906. Graphic created by Jalview (Clampet al., 2004.)

2.3 Comparison of methods

Cross-validation was also carried out on MINER (La and Livesay, 2005), and a simple entropy-
based conservation measure (Williamson, 1995) smoothed over a variable number of residues.
The optimal parameter set variant for both was compared to the performance of SMERFS.

3 Results and Conclusions

In all three methods a single parameter set was most favourable in the majority of training sets,
and was therefore used to rate performance on the testing sets. SMERFS gave an AUC value of
0.61 on the small molecule category, slightly better than the value of 0.60 produced by MINER.
For protein-binding regions SMERFS produced a value of 0.63, significantly better than a value
of 0.56 for MINER, and near-identical with that produced by Williamson. Surprisingly, for
small molecule binding positions SMERFS did not perform as well in this test as the relatively
simple entropy-based conservation score of Williamson, which scored 0.66. This may be due
to small-molecule interaction sites being dominated by totally conserved amino acids and so
are not detected by SMERFS. Future refinements to the SMERFS algorithm will aim to balance
the power from the evolutionary structure of the alignment with that from globally conserved
positions.
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Despite the intense efforts that have been devoted to the development of scoring functions for
docking, they are still limited in their ability to identifythe correct binding pose of a ligand
within a protein binding site. Many scoring functions are based on summing contributions from
different factors thought to influence binding. For example, molecular mechanics force field-
based scoring functions sum the contributions from different interaction energy types (hydrogen
bond, van der Waals, electrostatic) between ligand and protein atoms. The additive nature of
these methods is such that the conformational search is directed by the final, total energy value,
with no information on the importance of the different interaction energy types being used.
Thus, the assumption is made that the influence of the different interaction energy types does
not vary between different protein-ligand complexes.

To be able to understand the roles of the individual interaction energies in a docking experiment
we have developed a docking tool based on a multiobjective genetic algorithm (MOGA). The
MOGA aims to lead the search to what is known as the Pareto front. Solutions that fall on
the front (the Pareto solutions) show different compromises of the different objectives, and
by examining where the true solution falls on the Pareto front we are able to understand the
importance of the different interaction energies for a given complex.

Twenty protein-ligand complexes have been tested using theMOGA optimisation method. For
seventeen of these, the MOGA was able to obtain good solutions within the Pareto solution
set (RMSDs of less than 2.0 ÃĚ from the crystal structure). An interesting feature of these
solutions is that the different objectives do not show an equal influence. In fact, for many of
the complexes, the van der Waals interactions alone appeared to be guiding the search. These
results show that the influence of the interaction energy types varies significantly from one
complex to another, and that scoring functions should be tailored to given targets. Our method
could therefore be used for scoring function development. It may also be used as a docking tool
that allows the user to select the most feasible solution of the Pareto solution set.
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Asymmetric space-time models
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1 Introduction

The analysis of a stationary spatial-temporal process can be carried out at least three ways.
First it can be analysed in the observation domain. In other words, the space-time covariance
function is analysed. Secondly, it can be analysed in the frequency domain, where the spectral
representation of the process and the spectral density function are natural tools for considering
the frequency properties of the process. The relationship between the covariance function and
the spectral density function provides a link between the observation domain and the frequency
domain analyses. Finally, a spatial temporal process can beanalysed based on a “half-spectral”
representation, which is the aim of this paper. This representation is useful in practice when
we have long records of time series data at a modest number of scattered spatial locations. In
this method an intermediate complex-valued function is introduced which can interpreted as the
coherence between the frequency components of time series at different spatial lags. Finally,
we present a new representation for space-time models whichis more general and flexible than
other recently presented space-time models.

2 Cressie and Huang representation

Cressie and Huang (1999) presented a method of constructingstationary covariance functions
based on a half-spectral representation. First let us set upnotation as follows. Letz(s, t) be a
real-valued stationary spatial-temporal process defined on Rd × R, wheres andt are space and
time variables respectively. Consider a stationary spatial-temporal covariance functionC(h, u),
whereh andu are space and time lags. Assume thatC is continuous and its spectral distri-
bution function possesses a spectral densityf(ω, τ) ≥ 0, whereω andτ are space and time
frequencies. By Bochner’s theorem

C(h, u) =

∫ ∫

ei(h·ω+uτ)f(ω, τ)dωdτ, (h, u) ∈ R
d × R. (2.1)

It is also of interest to define a “ half-Fourier transform” off(ω, τ)

H(h, τ) =

∫

eih·ωf(ω, τ)dω. (2.2)

Under the assumption of integrability ofC (which we assume everywhere for simplicity), we
can also defineH(h, τ) by

H(h, τ) = (2π)−1

∫

e−iuτC(h, u)du. (2.3)
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Note that for fixed spatial lagh,H(h, τ) can be interpreted as the cross-spectral density function
of the two time seriesz(s, t) andz(s+h, t). The normalized cross-spectral density (coherence)
function is defined by

ρ(h, τ) =
H(h, τ)

H(0, τ)
=
H(h, τ)

k(τ)
, say.

HenceH(h, τ) = ρ(h, τ)k(τ), where the following two conditions are satisfied.

(a) For eachτ ∈ R , ρ(., τ) is a continuous complex spatial autocorrelation function,with
∫

ρ(h, τ)dh <∞.

(b) k(τ) > 0 is the even spectral density of a purely temporal process, with
∫

k(τ)dτ <∞.

The following Bochner-type theorem of Cressie and Huang characterizes the form ofH(h, τ).

Theorem 2.1. Suppose thatC is a continuous, real-valued, bounded, integrable function on
Rd × R and letH(h, τ) be defined by (2.3). ThenC is a stationary covariance function if and
only ifH(h, τ) is complex positive definite inh for all τ ∈ R andH(h, τ) = H(−h, τ).

Instead of modeling the space-time covariance function directly, Cressie and Huang started with
H(h, τ). Here are some special cases.

(1) A covariance function isfully symmetricif C(h, u) = C(±h,±u) for all h andu, which
is true if and only ifH(h, τ) is real-valued. All the examples given by Cressie and
Huang have real-valuedH(h, τ), and hence give fully symmetric covariance functions.
Furthermore in this caseH(h, τ) is symmetric about the origin inRd and therefore

C(h, u) =

∫

cos(uτ)H(h, τ)dτ.

(2) Say thatC is a separablecovariance function if we can writeC(h, u) = C1(h)C2(u),
whereC1 is a positive definite function onRd, andC2(u) is a positive definite function
onR. ThusH(h, τ) is the product of a function ofτ and a function ofh,

H(h, τ) = (2π)−1

∫

e−iuτC(h, u)du = (2π)−1

∫

e−iuτC1(h)C2(u)du = C1(h)k1(τ),

wherek1(τ) is an integrable and positive function andC1 is an integrable covariance func-
tion of h. Henceρ(h, τ) = C1(h) and thus is independent of the temporal frequencyτ .
This property is used to test separability by studying ifρ(h, τ) depends on the frequency
τ . Only very limited sort of coherence occurs in the case of separability.

3 Stein’s model

Cressie and Huang’s approach is powerful and flexible but leaves the choice ofH(h, τ) too
open-ended for statistical purposes. In the following theorem Stein (2004) provides a certain
structure forH(h, τ) and consequently forC(h, u) which is very useful in practice.
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Theorem 3.1.LetH(h, τ) = k(τ)C0(|h|γ(τ))eiθ(τ)v·h whereC0 is a real-valued positive defi-
nite function onRd, γ a nonnegative even function onR, θ an odd function onR andk an even
nonnegative integrable function onR. Then under mild regularity conditionsH(h, τ) satisfies
assumptions of theorem 2.1 andC is a stationary covariance function.

The model is described in term of a spatial covariance function C0 a spectral densityk(τ)
describing the temporal spectrum for the process at any single site, and a cross-spectral function
describing the spectral coherence

coh(h, τ) = ρ(h, τ) =
H(h, τ)

H(0, τ)
=
C0(|h|γ(τ))

C0(0)
eiθ(τ)v·h,

which is a complex valued function of spatial lagh and temporal frequencyτ . Note that the
location shiftθ(τ) is related to the angle of the coherence coh(h, τ), and the scale shiftγ(τ) is
related to the magnitude of the coherence. Here the unit vectorv effectively specifies a direction
for the space-time asymmetry. Assuming this direction doesnot depend onτ is obviously a
restriction. We often want the coherence to decrease monotonically to 0 as spatial lag increases
at all frequencies, which is easy to guarantee by takingC0 to be monotonically decreasing. If
θ(τ) = 0, then the coherence, coh(h, τ) will be real-valued and thusH(h, τ) is real-valued
too; hence the resulting spatial temporal covariance function is fully symmetric. Furthermore,
if θ(τ) = 0 andγ(τ) does not depend onτ , then the process is separable. Note also that if
we start with a spectral densityg(ω) of the covariance functionC0(h), then using some simple

Fourier transform rules,k(τ)
γ(τ)

g
(

ω−θ(τ)v
γ(τ)

)

will be the spectral density function ofH(h, τ) =

k(τ)C0(|h|γ(τ))eiθ(τ)v·h.

4 New representation of asymmetric space-time models

The following theorem provides a simple method for generating new families of asymmetric
spatial-temporal covariance functions, which is more general than Cressie and Huang’s repre-
sentation.

Theorem 4.1. If ρ1(h, τ) is a complex stationary spatial covariance function onRd for every
τ ∈ R andρ2(u, τ) is a complex stationary temporal covariance function onR for everyτ ∈
R and k(τ) ≥ 0 is an even function onR, then under mild measurability and integrability
conditions,

C(h, u) =

∫

k(τ)ρ1(h, τ)ρ2(u, τ)dτ, (h, u) ∈ R
d × R

is an asymmetric stationary spatial-temporal covariance function onRd × R.

Note that this model has some interesting properties.

(1) Cressie and Huang’s theorem is a special case of this theorem. To see this let
ρ2(u, τ) = eiuτ , which is the covariance function of a simple complex time series
z(t) = Zeitτ , Z ∼ CN(0, 1).

(2) Under this modelC is a mixture of separable covariance functions.
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(3) If ρ1(h, τ) or ρ2(u, τ) is independent ofτ , thenC(h, u) will be a separable covariance
function.

(4) If ρ1(h, τ) or ρ2(u, τ) is real-valued, thenC(h, u) will be a fully symmetric covariance
function.

(5) Similarly to Stein’s model, if we assumeρ1(h, τ) = C1(|h|γ1(τ))e
iθ1(τ)v1·h and

ρ2(u, τ) = C2(uγ2(τ))e
iθ2(τ)v2u, then we obtain a new structured model

C(h, u) =

∫

k(τ)C1(|h|γ1(τ))C2(uγ2(τ))e
iθ1(τ)v1·h+iθ2(τ)v2udτ.

Herev1 andv2 are directions of asymmetry caused by spatial and temporal lags, respec-
tively. In this model there are three types of coherence: spatial, temporal and spatial-
temporal.

Work is in progress on the fundamental properties of these models and on the application of
these models to real data.
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Improving Cox and Wong’s method:
Estimating the proportion of true null hypotheses

with the method of moments

Jose M. Muino* & Pawel Krajewski
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1 Introduction

Classical multiple comparison procedures aim at controlling the probability of committing even
a single type-I error within the tested family of hypotheses. The main problem with such pro-
cedures is that they tend to have little power. In many instances, lack of multiplicity control
is too permissive and the full protection resulting from controlling the FWE is too restrictive.
To handle this problem the FDR methodology was proposed to control the proportion of type I
errors among all rejected null hypotheses (Benjamini and Hochberg, 1995).

A reliable estimation of the proportion of the true null hypotheses (π0) is important when we
want to asses or control multiple error rates, such as FDR. Inaddition, the parameterπ0 is a
quantity of interest in its own right (Langaas, Lindqvist, and Ferkingstad, 2005), for example
it can be used to estimate the proportion of genes that are notdifferentially expressed in a
microarray experiment, image analysis, or source detection in astrophysics.

Most of the methodologies to asses or control FDR rely on the assumption that thep-values
have been observed. However, when the asymptotic theory that predicts the shape of the null
distribution does not hold, this assumption is not realistic. Cox and Wong (2004) propose to
use the information that multiple hypothesis testing is reporting us to obtain this distribution by
fitting a mixture of two normal distributions by maximum likelihood or the method of moments
to the values of the test statistic. The aim of this work is to extend the methodology of moments
in this area. We present a non-parametric method to estimateπ0 and the first moments of the
null and alternative distribution with the only simple assumption that the firstj moments of
these distributions are finite and the expectation of the null distribution is known. Numerical
simulations show the accuracy of the method and its comparison with Cox and Wong’s method.

2 The method

Let Ti, i = 1, . . . , m, be test statistics for testing null hypotheses,H0,i based on observable
random variables. Assume thatH0,i is true with probabilityπ0 and false with probability(1−π0)
and thatT follows a density functionf0(T ) underH0,i andf1(T) if H0,i is false. The density
function ofT , g(T ), can be written as a mixture model

g(T ) = π0f0(T ) + (1 − π0)f1(T ). (2.1)

If the aim of the study is to make inference aboutπ0 and the moments of the distributionsf0(T )
andf1(T ), then model (1) can be used to obtain a system of equations relating the moments of
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g(T ) with functions of the moments off0(T ) andf1(T ).

Definedj, j = 1, 2 . . ., as

dj = π0cj,f1(T ) + (1 − π0)cj,f1(T ),

wherecj,γ(T ) is the central moment of orderj for the distributionγ(T ). Using the Newton’s
binomial,cj,γ(T ) can be represented by a function involving the firstj raw momentsµj,γ(T ) as

cj,γ(T ) =

j
∑

k=0

(

j

k

)

(

−µ1,γ(T )

)k
(µj−k,γ(T )).

Thereforedj can be reexpressed as:

dj = λj + µj,g(T ) − jπ0µj−1,f0(T )µ1,f0(T ) − j(1 − π0)µj−1,f1(T )µ1,f1(T ), (2.2)

where

λj = π0

j
∑

k=2

(

j

k

)

(

−µ1,f0(T )

)k
(µj−k,f0(T )) + (1 − π0)

j
∑

k=2

(

j

k

)

(

−µ1,f1(T )

)k
(µj−k,f1(T )).

Because forj = 1, 2, . . .

π0µj,f0(T ) + (1 − π0)µj,f1(T ) = µj,g(T )

the system of equations obtained from (2) forj = 2, 3, . . . can be solved for parameters of
interest giving:

π0 =
d2 + µ2

1,g(T ) − µ2,g(T )

d2 − µ2
1,f0(T ) + 2µ1,g(T )µ1,f0(T ) − µ2,g(T )

(2.3)

µ1,f1(T ) =
d2 + µ1,g(T )µ1,f0(T ) − µ2,g(T )

µ1,f0(T ) − µ1,g(T )

µj−1,f1(T ) = −dj − λj − µj,g(T ) + jµj−1,g(T )µ1,f0(T )

j(π0 − 1)(µ1,f0(T ) − µ1,f1(T ))

µj−1,f0(T ) = −dj − λj − µj,g(T ) + jµj−1,g(T )µ1,f1(T )

jπ0(µ1,f0(T ) − µ1,f1(T ))

With the assumption thatµ1,f0(T ) is known, different strategies to construct the estimatorscan
be used. In this work we will construct the estimators of these ratios, with the simple method
of plugging-in the estimators for each parameter in the formulae above.
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3 Numerical Simulations

The properties of the estimators described in section 2 can be studied analytically by taking
Taylor series of the ratios in (3). In this paper, however, wereport only partial results of a
simulation study done for the situation in which we considerjust the problem of estimating
π0 andµ1,f1(T ) in a multiple hypotheses testing situation where it is desired to testm = 1000
hypotheses regardingm observed samples(xij , i = 1, . . . , m, j = 1, . . . , n) of equal sizen. We
consider hypotheses saying that the expected value of the observed random variable is equal to
0, and the test statisticTi = x̄i, the mean of observations. Estimatorsπ̂0 and µ̂1,f1(T ) were
constructed as explained in section 2, taking asd̂2 the mean of the estimated variances ofTi’s,
namely

d̂2 =

∑m
i=1

∑n
j=1 (xij − x̄i)

2

mn2

Table 1 shows the mean value and the standard deviation ofπ̂0 andµ̂1,f1(T ) over 1000 simula-
tions for the method described in section 2 in comparison with the method of Cox and Wong
(2004). We generatedmπ0 samples from aN(0,

√
5) andm(1 − π0) from aN(µ, 2

√
5), all of

them with sample sizen = 5. Different values forπ0 andµ1,f1(T ) were used as it is indicated in
Table 1. Other cases were simulated but results are not shownhere. In the simulations consid-
ered in Table 1, both methods underestimate(1 − π0). The bias of the estimators is reduced as
µ1,f1(T ) - µ1,f0(T ) increases.

Figure 1: Bias and standard deviations ofπ0 over 1000 simulations for different sample sizes.

In other part of the simulations we studied the bias (Fig. 1a)and the standard deviation (Fig.
1b) for π̂0 regarding different values ofn andπ0. We generatedmπ0 samples from aN(0, 0.5)
andm(1− π0) from aN(0.6, 1) with equal sample sizen. The figures suggest that the bias and
standard deviation of̂π0 decreases with increasing sample sizen and increasing proportion of
true null hypothesesπ0.

4 Discussion

The method presented in this paper generalizes the results of Cox and Wong (2004), since
any moment off0(T ) and f1(T ) can be estimated. It also improves their results, since the
assumption that the variances ofµ1,f1(T ) andµ1,f0(T ) are equal to 1 is not any more necessary.
It is noted that under this assumptiond2 is equal to 1 for any value ofπ0, so the main difference
between this two methodologies is that Cox and Wong (2004) assumed2 = 1 and in this paper
we estimate this value.
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Table 1: Mean of estimates and standard deviations of(1 − π0) andµ1,f1(T ) over 1000 simula-
tions for various values true values of parameters.

̂(1 − π0) σ ̂(1−π0)
µ̂1,f1(T ) σ ̂µ1,f1(T )

(1 − π0) µ1,f1(T ) S2a CWb S2a CWb S2a CWb S2a CWb

0.1 1 0.03 0.05 0.38 0.24 5.45 6.93 52.60 11.90
2 0.07 0.06 0.05 0.05 4.17 4.10 9.48 7.47
3 0.08 0.15 0.03 0.03 4.07 4.12 1.39 1.19

0.2 1 0.10 0.06 0.21 0.04 5.08 6.54 99.52 25.72
2 0.15 0.12 0.05 0.04 2.18 3.58 0.77 0.86
3 0.17 0.15 0.04 0.03 3.54 3.98 0.60 0.57

0.3 1 0.18 0.08 0.73 0.04 2.21 4.33 5.25 7.36
2 0.23 0.17 0.06 0.04 2.60 3.51 0.54 0.54
3 0.26 0.22 0.04 0.03 3.40 3.99 0.41 0.41

aResults obtained by the method described in this paper, section 2.
bResults obtained by the method of Cox and Wong (2004).

In the particular example given in section 2, it was not difficult to constructd̂2 due to the
simplicity of the test statistic used. When more complicated functions of sample moments are
used as the test statistic, thej− th central moment for eachTi can be obtained using k-statistics
if there is not ratios involved. When ratios are involved, itwill be more complicated to estimate
these central moments but some approximation can be used, asfor example taking Taylor series
to eliminate any ratio and apply k-statistics to this approximation. A general form can be to
estimate this central moments with some bootstrap method.

The final aim of this work is not only to estimateπ0 and the different moments, but to estimate
the shape off0(T ) andf1(T ) in order to get thep-values associated with eachTi. We are going
to search for methods proper to achieve this objective.

Usually multiple hypothesis testing is seen as a problem, but it is our belief that we can take
some advantages from this situation. In this paper we show a preliminary methodology to
obtain information aboutπ0, f0(T ) andf1(T ) with the only assumption that the mean off0(T )
is known. Numerical simulations suggest that the estimators have good properties even with a
low sample size where the asymptotic theory can not predict the shape off0(T ) andf1(T ), if
the number of tests is large enough.
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A statistical approach to feature detection
in digital images
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1 Introduction

Morphological landmarks are points that can be located precisely and establish an unambigu-
ous one-to-one correspondence among all the specimens and are widely used in shape analysis
(Bookstein, 1991; Dryden 1998). This framework has been widely adapted to specific bio-
logical contexts such as genetics, geographic differentiation and the study of morphological
integration etc. Precision of the landmark data is a very important factor for these studies,
and therefore it has become imperative to establish a reliable and accurate technique for such
purposes. Automated methods for such tedious tasks would not only prove to be an efficient
implementation, but will also eliminate any source of errors (e.g. repeatability and variability
between the individuals collecting the data) and would be animportant area of development in
the field of morphometrics.

The proposed method extracts features from the images of thefly wings using the knowledge
of the composite nature of the features and the noise characteristics in the image. Edge de-
tection simplifies image analysis by drastically reducing the volume of data to be processed
whilst preserving the significant structural information in the image. The extracted edge map
(figure: 1(a)) is useful in defining the location and shape of the features in the image, and in
this case the landmarks. The edge detectors are often operated with arbitrary parameters such
as thresholds which directly contributes to the efficiency of the algorithms, and quite often
these are determined by trial and error methods. However, such methods are unstable across a
range of datasets, and therefore trying to understand feature detection in terms of conventional
statistical methods would be a good resolve.

2 Methods

In this study it is shown how the idea of an hypothesis test (Neyman, 1937) can be used for sig-
nificance testing (feature detection process) and that provided there is the same null hypothesis
distribution everywhere in an image, applying hypothesis testing is the same as thresholding.
We could attempt to construct a decision system based upon the Bayes theorem, but this could
never be properly characterised for arbitrary scenes1. Since we generally know something re-
garding the sensitivity of our measurement system (image noise), we can compute the equivalent
of a null hypothesis for the detected feature being entirelyconsistent with the noise processes.
This has a fully quantitative, and therefore testable, interpretation based upon noise rejection.

The image content consistent with the null hypothesis is defined as any theoretical 2D structure
which would generate a zero response for noise free data, that is, any feature response being

1We cannot construct a meaningful quantitative test based directly upon the presence of the feature, as we do
not know a-priori the characteristics of any features present.
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detected is just noise. To prove otherwise, ie., to detect the feature of interest, there should be
sufficient evidence to reject the null hypothesis. Testing the probability of the null hypothesis at
a particular value is equivalent to thresholding the feature response (or any monotonic function
thereof) at a particular value “t”. The threshold value, “t” will apply a consistent hypothesis test
to the entire image provided that the effects of noise in the input image is uniform on the feature
enhancement image. Such a behaviour will naturally result in a ‘robust’ response to image data.

The first order analysis (error propagation) provides an understanding of the effects of noise,
and provides a necessary but not sufficient condition for algorithm stability. For any function,
f(y) = x, a small changeδx in x, can cause a changeδy in the functionf(y). This change in the
function,δy can be estimated by taking the partial derivatives of the function,f(y) with respect
tox and considering the small changeδx asδy = dy

dx
δx. Thereby, any change in the function, that

depends on a variablex, can be calculated from the amount of change on the variablex itself.
For the specific case of convolution of an image, the output image can be represented as below:

f(x,y) =
∑

m

∑

n

GmnI(x+m,y+n). (2.1)

Any changeσ in the input imageI, will cause a changeδf in the output imagef . Therefore, the
change in the output image can be calculated from estimates of the variance in the input image.
For uniform independent random noiseσ, this can be represented as:

δf 2
(xy) =

∑

m

∑

n

G2
mnσ

2. (2.2)

It is evident that any change in the output image is directly proportional to the changes in the
input image and spatially non-varying irrespective of the specific convolution. Therefore, per-
forming Gaussian convolution or applying a linear operatorsuch as the Difference of Gaussian
(DoG)2 filter does not introduce any arbitary spatial dependency onthe noise process in the
output image. To detect the ridges3 (veins) in the images of fly wings, the optimal filter would
be the one that has a similar profile to those of the ridges (figure: 1(b)) and it is expected to give
a zero response for non feature regions (such as uniform or gradually varying background).
This would be consistent with the application of a thresholdas a hypothesis test while giving
a maximal response to the ridges (features that we are interested in, namely the wing veins).
However, different wing profiles can only be accommodated with a single edge detector if the
significance of the data away from the centre of the ridge is gradually minimized (radial weight-
ing). The shape of the wing profile combined with the need for some kind of radial weighting
in the detection process can be interpreted as a likelihood estimate for the scale of local image
structure (Appendix A).

Radial weighting allows us to define a zero response for uniform background regions by pro-
viding a finite extent to any negative portions of the template. Therefore, the Gaussian filter is
slightly transformed (figure: 1(c)) to meet this criteria. The respective standard deviations of the
Gaussian convolutions (for DoG) in this algorithm are always taken to be in the ratio 1:2. The
DoG filter has the advantage of being radially symmetrical and will therefore enhance features
such as ridges at all orientations equally.

2Difference of two Gaussian filters with varying standard deviations i.e., (σ = σa − σb; wherea : b = 1 : 2)
3Extended local maxima/minima in the local image region.
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(a) (b) (c)

Figure 1: Feature detection in the digital image of a fly wing.(a) Features detected in the fly
wing image. (b) Wing Profile (intensity changes: non-vein vsvein region). (c) Difference of
Gaussian (kernel shape).

Following the analysis presented in Appendix A, a DoG filter with convolution widths differing
by a factor of two (Gσ − G2σ), can also be written as:

exp(−r2/8σ2)√
2π2σ

(2 exp(−3r2/8σ2) − 1) (2.3)

corresponding to a radial Gaussian weighting of width2σ and an offset Gaussian templatet′ of
width

√

4/3σ. This enhancement stage thus contains the features required to produce a locally
maximal response when centered over fly wing features as described in the previous section.
The orientation of the ridge,θ is defined as the direction of maximum second derivative in the
difference of Gaussian image.

Hσ(x, y) =

[

d2hσ

dx2
d2hσ

dxdy
d2hσ

dydx
d2hσ

dy2

]

with θ = atan2

[

d2hσ

dxdy

d2hσ

dx2 − d2hσ

dy2

]

(2.4)

The difference of Gaussian feature enhancement and the corresponding orientation estimate can
now be substituted into the popular Canny edge detection framework (Canny 1986), which in-
corporatesnon-maximal suppression(for detection of an enhanced ridge) andhysteresis thresh-
olding (for stable detection of connected edge structures close tothe noise floor).

3 Discussion

This paper outlines the extension of a framework consistentwith the Canny step edge detector,
for use in more general feature detection tasks. The argument is that the main framework for the
detection of connected features is inherently stable, and can be interpreted as consistent with
the use of statistical hypothesis testing. The features selected can be adjusted for the purpose of
locating alternative structures, provided that we substitute the feature enhancement stage (local
gradient estimation in Canny) with another which has stablenoise characteristics. We show
how the theoretical shape of the convolution kernel required for enhancement of any specific
feature profile can be derived from a likelihood based definition of feature detection.

The ridge detector was evaluated for the task for locating landmarks by analyzing the specific
characteristics of noise and scale stability (TINA Memo. 2006). Only by ensuring that the data
under analysis falls within the expected range of these two aspects we can be confident that the
method is suitable for use. A series of performance criteriaincluding accuracy, precision and
consistency of the system are also being addressed.
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Appendix A

It is a general notion that features in an imageI can be enhanced, ready for threshold detection, using a
convolution with a kernel shaped similar to the featuret.

[f(x, y) =
∑

ij

t(i, j)I(x + i, y + j)] (3.5)

For an image with independent random Gaussian noise of widthσ we can write the likelihood for a
templatet′ describing an image region as:

[L =
∑

ij

(α(x, y)t′(i, j) − I(x + i, y + j))2

σ2 + var(t′)
], (3.6)

wherevar(t′) is the variance (ie: the accuracy) of the assumed template, andα is a scale factor defining
the strength of the linear contribution oft′ to the image. Assuming thatvar(′t) is independent ofα, the
likelihood estimate ofα is,

[α(x, y) =
∑

ij

t′(i, j)I(x + i, y + j)

σ2 + var(t′)
]. (3.7)

This justifies using the template

[t =
t′(i, j)

σ2 + var(t′)
]. (3.8)

Exact knowledge of the template within a defined region, and ignorance elsewhere leads directly to
t = t′. However, it is also sensible to assume that our knowledge ofthe expected template reduces away
from the centre (ie: a radial weighting) such as,

[t =
t′(r, θ)

σ2 + w(r)
]. (3.9)

For examplew(r) may be set to give an overall Gaussian weighting,

[t = t′G(r) with w(r) = 1/G(r) − σ2]. (3.10)

Notice, that from a matching perspective this does not give aunique interpretation for any particulart′,
as there are an infinite number of possible weightings we can use in the construction of a specifict.
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Matching pesticides to proteins to predict toxicity
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1 Introduction

The aim of my research is to produce a Bayesian model that willpredict how toxic a pesticide
is when used on a certain plant.

One way of going about this research is to consider the shapesof the pesticide and protein
molecules. We can investigate to see whether a relationshipexists between the similarity in
shapes of the two molecules and a given measure of toxicity.

To do this we will need to find a way of measuring the shape difference between the two
molecules. There has already been numerous studies in the area of matching two sets of la-
belled point coordinates, see Dryden, I.L. and Mardia, K.V.(1998). In our case, the situation is
more complex. Here we will list other factors that cannot be overlooked when finding an atomic
match between a protein and a pesticide molecule.

1. The atoms are unlabelled so we haven!
(n−m)!

combinations of atomic matching to consider
wherem andn are the number of atoms in the pesticide and protein moleculerespectively and
usuallym < n. Below is an example showing three possible matches of two given molecules.
The circles represent the atoms in each molecule. The molecule with two atoms is the pesticide
and the molecule with three atoms is the protein.
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2. We have to consider partial matching of the pesticide to the protein as matching the entire
molecule may not necessarily lead to an optimal match.

3. The atomic coordinates we will use do not represent points but rather atomic centres. There-
fore we need to include a measure for the atomic radii so that the atoms do not coincide when
the molecules are matched. We are aiming for a lock and key match rather than an exact match.

4. Chemical properties such as charges within the molecules that may make a certain match
more or less likely.

5. The atoms have the freedom to rotate around the bonds so we arenot dealing with rigid
structures.

Within this paper we will discuss the first three factors described above.
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Finding an optimal match

To find an optimal atomic match of the pesticide to the proteinwe can use a program called
BKTest, written by N. Gold, (2003), and originally developed by C. Bron and J. Kerbosch,
(1973). BKTest was initially created to see how closely the shapes of two protein binding sites
match by considering the coordinates of the CA atoms in each residue. We have tweeked the
original version to transform BKTest into an ’atomic matching program’.

Inputting the atomic coordinates of both molecules, BKTestwill create distance matrices and
use these to find a maximal common-induced subgraph to locatethe best match.

The output is simply a list containing the arbitrary labels of p, p ≤ m, paired atoms from the
protein and the pesticide that provide this optimal match.

So here we have a method of finding an optimal match that takes into account partial matching.
Now we need a method that provides the appropriate transformation parameters to transform
the pesticide to optimally fit the protein considering that the atoms cannot coincide.

Constraining the optimal match

Using the optimal match found using BKTest, we can use a non-linear minimization (nlm)
function to output the estimated parameters that will transform the pesticide to provide this
optimal match.

Let XM andYM be the(3×p) matrices for the pesticide and protein respectively which contain
the initial atomic coordinates of thep matched pairs. That is, the columnsxM

j andyMj contain
the initial atomic coordinates of thejth matched pair,j = 1, ..., p.

We want to minimize tr(DT
MDM) where

DM = BxByBzXM + A − YM .

The(3×p) matrixA has identical columnsa = (a1, a2, a3)
T whose elements are the translation

parameters in thex, y andz dimension respectively. The three rotation parameters arewithin
the three rotation matricesBx,By andBz.

Now we have to include constraints so that atoms do not coincide. These constraints will apply
to all atoms involved in the two molecules and not just those that were matched when using
BKTest. We will have(m × n) constraints in total so that none of them pesticide atoms will
coincide with any of then protein atoms.

Let X andY be the(3 × m) and(3 × n) matrices for the pesticide and protein respectively
which contain all the initial atomic coordinates, those matched and those not matched. Then
the constraints we need to satisfy are

∑

(Bxi + a − yj)
2 ≥ rij , ∀i = 1, ..., m, j = 1, ..., n,

andxi, yj are theith, jth columns inX andY . These columns are the initial coordinates of
the ith atom in the pesticide and thejth atom in the protein respectively. So the left-hand-side
of the inequality is simply the squared Euclidean distance between the atomic centres of atom
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i from the transformed pesticide and atomj from the protein andrij is the sum of the radii of
atomsi andj squared.

Thenlm is used to return a large value if any one of the(m × n) constraints are not satisfied.
If all the constraints are satisfied, the function will locate a local minima and the output is six
estimated parameters which will optimally transform the pesticide to best fit the protein.

So we have shown how we can find an optimal match with non-coincident atoms. Further work
will involve accounting for the flexibility and the chemicalproperties of the two molecules.
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Understanding the evolution of
protein interaction networks.

John W. Pinney*1, Magnus Rattray2 & David L. Robertson1
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1 Introduction

As whole-genome protein interaction network datasets become available for a wide range of
species, evolutionary biologists have the opportunity to address some of the unanswered ques-
tions surrounding the evolution of these complex systems (Sharan and Ideker, 2006). Given
multiple observed protein interaction networks from divergent organisms, we can reconcile
these data to investigate how gene duplication, deletion and ‘re-wiring’ processes may have
shaped their evolution to their contemporary forms.

We are currently investigating how probabilistic modelingusing Bayesian approaches can pro-
vide a platform for the quantitative analysis of multiple protein interaction networks, including
the reconstruction of ancestral networks for families of transcription factors (Amoutziaset al.,
2004) and quality control for noisy high-throughput datasets.

2 Methods

Starting with a phylogeny for a gene family and a separate species tree, a reconciled tree may
be derived using the NOTUNG 2.0 program (Durandet al., 2006). The reconciled tree shows
speciation, gene duplication and gene loss events during the evolution of this family (Figure 1).
Although many such reconciled trees may be consistent with the original phylogeny, NOTUNG
2.0 uses a parsimony approach to produce trees that minimizethe cost of gene duplication and
loss, and can hence be considered to be the most likely explanations for the data.

Using a reconciled tree and a protein-protein interaction dataset for each extant species as input,
our software constructs a Bayesian network model for the evolutionary history of the protein
interactions (Figure 2). The reconciled tree specifies the protein complement at each common
ancestor, but the ordering of gene duplication and loss events between two species nodes is in
general unknown and must be represented by multiple paths inthe model.

The protein-protein interaction networks of the ancestralspecies may be estimated from the
model using a Markov Chain Monte Carlo (MCMC) approach (Gilkset al., 1996). Our method
assumes that gene sequence mutations are much more likely toresult in the loss of protein-
protein interactions than in the creation of novel interactions.
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Figure 1: A reconciled gene family phylogeny created using NOTUNG 2.0 (Durandet al.,
2006). Unmarked internal nodes show speciation events, nodes markedD show gene duplica-
tions and light grey terminal nodes represent gene loss events.

Figure 2: A Bayesian network model constructed from the reconciled tree in Figure 1. Boxes
with thick solid borders represent extant species, thin solid borders, last common ancestors of
those species and dashed borders, possible intermediate species. Solid arrows with filled heads
show gene duplication events and those with unfilled heads, gene loss events. Evolution with no
change in protein complement is shown by dotted arrows. Observed protein-protein interaction
data is shown for extant species.
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3 Results

Results are shown in Figure 3 for our illustrative dataset. The MCMC simulation was run for
10,000 iterations, with parameters P(loss of protein interaction) = 0.1 and P(gain of protein
interaction) = 0.01. For each potential protein-protein interaction within an ancestral species,
the program estimates the probability that it was present atthat point in evolution.

Figure 3: Results from running our MCMC simulation for 10,000 iterations on the model shown
in Figure 2. The weights of the edges in the ancestral speciesÕ networks represent the proba-
bility of their existence as estimated by the simulation. Bold edges show P>0.75 and normal
lines, P>0.5. Note that the ultimate ancestor of this family (ABCD0) is overwhelmingly likely
to have been a self-interacting protein.

4 Discussion

This Bayesian approach to reconciling protein interactionnetworks with gene phylogenies has
great potential as a quantitative tool for the study of how specific gene families have evolved.

In addition, the same type of model may be used to infer genuine protein-protein interactions
from noisy high-throughput datasets for multiple divergent species, given estimates of false-
negative and false-positive rates for each experimental protocol used.
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Identification of novel ACE2 inhibitors
by structure-based pharmacophore modelling

and virtual screening
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Thierry Langer2 and Richard M. Jackson1

1 Institute of Molecular and Cellular Biology, University ofLeeds
2 Department of Pharmaceutical Chemistry, University of Innsbruck

The metalloprotease Angiotensin Converting Enzyme (ACE) is an important drug target for the
treatment of hypertension and heart disease. Recently, a closely related human ACE homo-
logue termed ACE2, has been identified and is currently beingvalidated as new cardio-renal
disease target. We have undertaken a structure-based approach to identify novel small molecule
inhibitors employing the resolved inhibitor-bound ACE2 crystal structure. Computational ap-
proaches focus on virtual screening of large compound databases using various structure-based
pharmacophore models. Model selectivity was assessed by hit reduction of an internal ACE in-
hibitor database and the Derwent World Drug Index. A subset of 25 compounds was proposed
for bioactivity evaluation derived from high geometric fit values and visual inspection as well
as diverse structure. Seventeen compounds were purchased and tested in a bioassay. We show
that all compounds displayed some inhibitory effect on ACE2activity, the six most promising
candidates exhibiting IC50 values in the micromolar range.
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Geometric morphometrics of complex symmetric
structures: Shape analysis of symmetry

and asymmetry with Procrustes methods

Yoland Savriama* & Christian P. Klingenberg
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1 Introduction

Symmetry is defined as invariance to one or more geometric transformations that can be applied
on an object and leave it unchanged (other than permuting itsparts). The transformations that
leave a symmetric object unchanged are called symmetry transformations and jointly character-
ize the symmetry of the object. For example, reflection aboutan axis or a plane is the symmetry
transformation in bilaterally symmetric objects which leaves the whole object invariant. Mardia
et al. (2000) have defined a method for the shape analysis of bilaterally symmetric structures.

However, bilateral symmetry is not the only type of symmetryin biological shapes, and other
types of symmetries exist as well (Figure 1). For instance, some objects exhibit two axes of
reflection symmetry (e.g. some algae, corals, and flowers); others can show rotational symmetry
(e.g. sea urchins and many flowers). So far, there are no methods for the analysis of these types
of symmetry. Here we extend the approach of Mardiaet al. (2000) for objects with any type
of symmetry. Furthermore, we combine these methods with theconventional decomposition of
sums of squares in an analysis of variance (ANOVA) to separate components of symmetric and
asymmetric variation.

A1

A2

α

A B

A

T

α

T

C D

Figure 1: Some types of symmetry found in the organization ofliving organisms. A. An alga
that exhibits two perpendicular axes of reflection symmetry(dashed lines). B. A flower that
shows rotational symmetry (the axis of rotation is shown by the black dot and the angle of
rotation is represented by the curved arrow). C. A plant thatexhibits translational symmetry
and reflection symmetry (the reflection axis is symbolised bythe dashed line and the amount
of translation is figured by the double arrowed line). D. A cross-section of a nautilus shell that
shows scaling symmetry (the coiling axis is represented by the black dot, the translation by the
black arrows, and the rotation by the curved arrow).
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2 Types of symmetry

The most conspicuous type of symmetry in the organisation ofliving organisms is bilateral
symmetry. However, other types of symmetry exist as well such as reflection symmetry with
multiple axes (or planes) of symmetry (Figure 1A), rotational symmetry (Figure 1B), transla-
tional symmetry (Figure 1C), and scaling symmetry (Figure 1D).

These basic types of symmetry can be combined to produce other types of symmetry in two or
three dimensions that are fully described in Flurry (1980).Each type of symmetry is associated
with a set of symmetry transformations. The set of all symmetry transformations of an object
forms a group, the symmetry group of the object (Boardmanet al., 1973). Therefore, the
methods of group theory can be used to study the symmetry properties of an object. Some
symmetry groups are finite, they contain a finite number of symmetry transformations and others
are infinite, they include the symmetry transformations that are associated with translations
(Schonland, 1965).

3 Shape analysis of bilaterally symmetric structures

In the shape analysis of bilaterally symmetric structures,two categories of symmetry have been
distinguished: matching and object symmetry (Mardiaet al., 2000). Matching symmetry con-
cerns pairs of repeated structures that are separated from each other by a mirror plane. This
mirror plane passes between the objects (outside of each). The two structures differ by a reflec-
tion and an appropriate translation. The left and right human hands are an example of matching
symmetry. For the studies of left-right asymmetry with matching symmetry, first the landmark
configurations from one side are reflected. Then, all the configurations are superimposed by
a Generalized Procrustes Analysis (GPA) to produce an overall mean shape. Variations in the
averages of the pairs of configurations represent the symmetric variation among individuals
and the asymmetry component is estimated by the deviations of each configuration from the
resulting Procrustes mean (consensus).

For object symmetry, a single configuration is itself symmetric, as the reflection axis (or plane)
passes through the configuration. For instance the vertebrate skull has object symmetry. Object
symmetry not only considers the shape information from the left and right side as in matching
symmetry, but also additional information on the relative arrangement of the two connected
halves. Some landmarks occur as pairs, whereas others in themidsagittal plane are unpaired
landmarks. For the analysis of object symmetry, the original landmark configurations and their
reflected copies with the paired landmarks relabelled are included in the dataset. A GPA is
applied to all configurations to produce a single consensus,which is symmetric. Also, the
symmetric variation among individuals is measured from theaverages of the original configura-
tion and its reflected (appropriately relabelled) copy, andthe asymmetry is calculated from the
deviations of each configuration from the consensus.

4 Shape analysis of structures with any type of symmetry

Matching symmetry. For the analysis of symmetric structures with matching symmetry, the
overall configuration is subdivided into individual repeated parts that describe the symmetry of
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the whole structure (Figure 2A). For example, the analysis of rotational symmetry in flowers
might use a separate configuration of landmarks for each petal. Then, we use a reflection as
needed and finally superimpose simultaneously all the individual configurations in a single GPA
to produce an overall mean.

We decompose the deviations between the individual configurations and the consensus into
components of symmetric variation among individuals and asymmetry. The component of sym-
metric variation is estimated by the variation among specimens in the averages over their parts.
A component of asymmetry is measured by the differences among the parts of each individual.
Note that multiple components of symmetry and asymmetry mayoccur according to the type
of symmetry. Matching symmetry can be used with any type of symmetry, regardless of the
number or the type of transformation in the associated symmetry group (e.g. including infinite
symmetry groups).
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Figure 2: Shape analysis of structures with any type of symmetry. A. Analysis of a symmetric
structure with matching symmetry. First, the whole structure is divided into individual repeated
parts. Second, an individual configuration of landmarks is considered for each repeated part.
Third, a reflection is applied as needed and all the individual configurations are superimposed
simultaneously in a single Procrustes fit. B. Analysis of a symmetric structure with object
symmetry. An original configuration and all its transformed(relabelled appropriately) copies
are superimposed simultaneously in a Procrustes fit. The resulting consensus is symmetric.

Object symmetry. With regard to the analysis of symmetric structures with object symme-
try, the procedure differs from matching symmetry (Figure 2B). We assemble a new dataset
from copies of the original configuration of landmarks. For each transformation in the symme-
try group for the object, we include one copy to which that transformation has been applied.
Because of the need for full enumeration of the transformations in the symmetry group, anal-
ysis of object symmetry is only feasible for types of symmetry with finite symmetry groups.
Then, all configurations are superimposed simultaneously in a single Procrustes fit. Since all
transformations in the symmetry group have been used, the complete dataset is invariant un-
der the transformations in the symmetry group and the relabelling, therefore, the consensus of
the original configuration and their transformed (appropriately relabelled) copies is perfectly
symmetric.

We decompose the differences between the configurations andthe consensus into components
of symmetric variation and asymmetry. A component of symmetric variation is measured by

160



the differences among the averages of transformed copies ofeach original configuration. A
component of asymmetry is estimated by the differences among transformed copies of each
original configuration. Similarly to matching symmetry, multiple symmetry and asymmetry
components can arise according to the type of symmetry.

5 Procrustes ANOVA for any type of symmetry

For the studies of shape variation in bilateral structures,Mardiaet al. (2000) have established
a decomposition of the sources of variation into symmetric and asymmetric components ac-
cording to a one-way ANOVA. Klingenberget al. (2002) use an ANOVA decomposition that
extends the two-factor mixed model ANOVA customized for thestudies of left-right variation
in bilateral organisms (e.g. Leamy, 1984; Palmer and Strobeck, 1986). The deviations of the
configurations from the consensus are decomposed accordingto the main effects of individuals,
sides (for object symmetry that is reflection), and individuals-by-side interaction (or individuals-
by-reflections interaction for object symmetry). The main effect of individuals represents the
inter-individual variation. The main effect of sides (for object symmetry that is reflection) rep-
resents the asymmetric variation called directional asymmetry (DA; one side is systematically
different from the other one). The individuals-by-side interaction (or individuals-by-reflections
interaction for object symmetry) quantifies the asymmetricvariation within individuals named
fluctuating asymmetry (FA; small random differences between the left and right sides in bi-
lateral traits). Measurement error can be estimated if eachspecimen’s coordinates have been
digitized at least twice.

Our generalization extends the two-way mixed model ANOVA designed for the studies of fluc-
tuating asymmetry. We use a mixed model ANOVA with the main effect of individuals, the
main effects of the symmetry transformations in the symmetry group, and the various interac-
tion terms. Furthermore, different or more types of DA and FAestimates may occur according
to the type of symmetry.
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Measure of performance for kernel clustering

Farag Shuweihdi* & Charles C. Taylor
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1 Introduction

Kernel density estimation (Wand, 1995), considered as a tool of non-parametric density esti-
mation, has been used for exploring featurs of data set such as the location of modes. Because
of this, it is interesting to employ kernel density estimation methods to detect clusters(classes).
This approach is based on locating the modes (local minima),the true density,f , has continuous
second dervatives. The kernel estimator,f̂h(x) is given by

f̂h(x) = (nh)−1
n
∑

i=1

K(
x−Xi

h
), (1.1)

where,X1, · · · , Xn is a random sample taken from a continuous univariate density, f , K(x) is
called kernel and usually assumed to be a probability continuous density function and symmet-
ric about zero with variance,σ2

K , such as unimodal normal density. The smoothing parameter,
h, in equation(1), controls the amount of smoothing of the kernel estimator. Each mode of the
kernel density estimator represents a region of high density in the data set. Thus clusters can be
discovered by that region(compact clusters). The number ofclusters,k, is always less than or
equal to the number of observation,k ≤ n.
In order to make distance between the kernel estimator and true density approximatlly very
small with respect toh, theIntegrated Squared Erroris used to measure that as follows

ISE{f̂h(x)} =

∫

{f̂h(x) − f(x)}2dx (1.2)

In this paper we are more interested in studying clustering based on kernel density estima-
tion. An obvious way to do this is to partition the sample space using local minima defined by
f̂ ′
h(x) = 0. It will be interesting to examine the optimal bandwidth,h, which provides high

coincidence with natural clusters, by measuring an agreement between partitions (clusters).

2 Agreement of partitions

By applying the method of kernel density estimation, different numbers of modes (clusters)
can be yielded corresponding to various values of bandwidth. This variation may be useful to
discover the characteristics of the data set structure. However, unsuitable selection ofh leads to
unnatural clustering results.

To avoid the risk of incorrect estimated structure of the observations, more attention should be
given to thevalidity of a clustering algorithm at different values of smoothing parameter.
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Therefore, the aim of this section is to measure the similarity between partitions, by using results
that are obtained from clustering technique of the same objects, to determine number of paths
(clusters) and assess bandwidth of such paths.

Now, let us suppose that there aren-objects in the set,S = {X1, · · · , Xn},and any two parti-
tions ofS, say objects,P1 = {P11, · · · , P1R}, P2 = {P21, · · · , P2C}. Matching individuals, let
nij be the number of objects placed simultaneously inP1i andP2j , can be obtained by cross-
tabulating (matching matrix),[nij ], where

nij =

n
∑

l=1

I[Xl ∈ P1i ∩Xl ∈ P2j], (i = 1, · · · , R, j = 1, · · · , C)

In fact, any two partitons are completely coincident if and only if every cluster inP1 is a cluster
in P2, which only occurs ifR = C.

2.1 The Rand index for similarity

Rand (1971) proposed a criteria which relies on measuring the coincidence of two different
classifications with the same objects of the data set, this criteria is called the Rand index,IR.
Rand based his standard on: two objects are together in same clusters ofP1 andP2; they are in
different cluster ofP1 andP2. Simply, it represents an agreement betweenP1 andP2 as follows

{(Xl, Xl′) ∈ P1i ∩ (Xl, Xl′) ∈ P2j , 1 ≤ l 6= l′ ≤ n}
or

{(Xl, Xl′) 6∈ Pli ∩ (Xl, Xl′) 6∈ P2j}
From this, a measure of association for similarity of any twoclustering methods of the same
objects is defined (forn ≥ 2) by

IR =

[(

n
2

)

+ T − 1

2
P − 1

2
Q

]/(

n
2

)

(2.3)

where

T =
R
∑

i=1

C
∑

j=1

nij(nij − 1) =
R
∑

i=1

C
∑

j=1

n2
ij − nij

P =
∑

i

ni·(ni· − 1) =
∑

i

n2
i· − n, Q =

∑

j

n·j(n·j − 1) =
∑

j

n2
·j − n

(

n
2

)

represents the total number of both agreements and disagreements(i.e{(Xl, Xl′) ∈ P1i ∩
(Xl, Xl′) 6∈ P2j}).
IR could be obtained for any number of clusters or type of clustering. This index falls between
zero and one: it is zero when the outcome of two partitions arecompletely different (no agree-
ment); it is one when two partitions are completely identical (total agreement). Moreover, it has
probabilition interpretation.
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2.2 Rand index corrected for chance

Rather than measuring similarty between clusterings by using IR, a corrected index is prefered
when the expectation of the index does not take some constantvalue (e.g. zero) under an
appropriate null model for contingency table. A general formula of the corrected index is

Index−Expected index

Maximum Index−Expected index
(2.4)

The Rand index corrected for chance,IR(adj), was introduced by Hurbit and Arabie (1985). By
assuming a maximum Rand index of 1.

3 Simulation design and results

In this study we generated groups (clusters) fromk = 3 univariate normal distributions with
different mean and same variance, so that each cluster possesses 100 observations. These three
groups are combined to form a data set of size 300 and are refered to astrue clusters. Besides
this, we also redefine these groups by using points of local minima of the true density in terms
of mixture normal ditribution of the above simulated data. To distinguish these new clusters
from true clusters, they will be calleddensity clusters. The reason for this is explained below.
For each simulated data set, a kernel density estimate for a selection of smoothing parameters,
(h1, · · · , hs), is evaluated to estimate a number of the modes (clusters),m(h), andISE(h)
for eachh. Similarly, the indices will be used to compare the true clusters, used in model
simulation, with clusters obtained from̂fh(x), and they denoted byIR(h)T andIR(adj)(h)

T , and
those that used in case of density cluster,IR(h)D andIR(adj)(h)

D are copmuted as well. An
average of all above terms is calculated, for simulated dataset that are generatedl times, where
l=100, to obtain consistent result. All averages will be assessed in term ofhγ, hβ , hα, where
(i). hγ is such that,m(hγ) is equal to the number of modes of the underlying density.
(ii). hβ is the value ofh which minimizes averageISE, ISE(hβ)
(iii). hα are the smoothing parameters that maximize average indices, I

•
•(h

α).

Table 1: Comparison of three smoothing parameters for various values of similarity

Index hγ = 0.6101 hβ = 0.4830 hα = 0.6101

I
T

R(h) 0.8696 0.8677 0.8702

I
D

R(h) 0.9402 0.9353 0.9402

I
T

R(adj)(h) 0.7092 0.7000 0.7092

I
D

R(adj)(h) 0.8679 0.8530 0.8679

From Table 1, we note that the values of the indices forhγ andhβ are dissimilar in thathγ yields
higher values of similarity thanhβ. Therefore, it would be better to say that kernel clusteringis
better for retrieving the structure of the object set whenh = hγ thanhβ. The values ofm(h)
andISE(h) for these smooting parameters are:m(hγ) = 3, ISE(hγ) = 0.0019 about 11%
larger than obtimized value,m(hβ) = 3.25 andISE(hβ) = 0.0017, which seems to be slightly

different from each other. In these simulations we findhγ = hα for all indices exceptI
T

R when
hα equal to 0.5467, the vast majority of the indices are completly the same as the indices for
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hγ execept whenhα = 0.5460 which results in different values comparing withhγ andhβ .
Althogh, this value providesm(hα) = 3.07 which not equal to the actual number of modes for
thef ,it has higher indicator for coincidence thanhγ andhβ. In addtion, the density clusters
supplied superior values of agreement withf̂h(x) than true clusters whatever the smoothing
parameter is.

In general, it seems from the results that are obtained, all smoothing parameters that we are
interested in gives slightly different results. Because ofthis, the optimal value of smoothing pa-
rameters that researcher seeks depends on the aim. In our study we were look for the smoothing
parameter that can provide the highest agreement between natural groups and kernel clusters.
Moreover, we found that the best similarity can be achieved when the kernel clustering com-
pare with density clusters. The reason for this is because both methods use the same way of
partitioning the sample space (using local maxima and minima).
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NMR Manager – metabolomics software
for interpreting complex NMR

Robert Stones*, Adrian Charlton & James Donarski

Central Science Laboratory, York

1 Introduction
1H NMR (Proton Nuclear Magnetic Resonance) spectroscopy is one of a number of complimen-
tary techniques used to investigate metabolite pools within complex matrices. Regions where
chemical groups are located within an NMR spectrum, can be isused to identify metabolic
compounds.

NMR Manager is a searchable database application for storing, retrieving and viewing metabo-
lite NMR spectra and associated peak information, e.g. peakheight and peak position (ppm).
The software is designed to aid comparison and interpretation of one-dimensional NMR spectra
to identify metabolites in complex mixtures using novel automated peak detection algorithms
and statistical methods.

2 Objectives

Visually interpreting peaks within NMR spectra is time consuming when more than a few
resonances are present. The aim was to develop an application to store NMR spectra; with
the capability to graphically display both database and experimental spectra; and a database
search engine to match peaks identified in experimental NMR through an automated peak detec-
tion/assignment algorithm. The ultimate aim is the identification of the individual metabolites
within experimental spectra.

3 Database

A database was designed to hold parameter and peak information, and raw NMR1H spectrum
files, which consist of over 16 thousand data points stored inflatfiles on a central server. All
associated files generated from a Bruker Avance 500 spectrometer can be uploaded. Compound
standards can be retrieved from the database. Each of the spectra can be viewed within a graph-
ical viewer pane, along with peak information and acquisition parameters.

4 Toolkit

The toolkit has the following features:

• Interactively set reference peak positions

• Perform visual comparisons on spectra

• Built-in functions for spectral alignments - database entries versus experimental NMR
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• Search engine allows retrieval of database NMR via inputting peak ranges

• Statistical tools to determine the normal distribution across the entire spectrum of a ‘pop-
ulation’ of NMR

• 3D graphical view for comparing peak area clusters in different populations of experi-
mental NMR

5 Graphical user interface

A viewing pane displays experimental NMR and peaks identified from the automated peak
detection algorithm are searched against compounds storedin the database. Other features
include tools to zoom in on a ROI (Region of Interest) within spectra, both on a single spectrum
and simultaneously on the same ROI in the experimental and database NMR spectrum. Slider
bars can be utilised to magnify peak intensities to identifymetabolites at low concentration and
to manipulate peak detection sensitivity.

6 Population Analysis

Statistical tools are used to determine the normal distribution across the entire spectrum of a
group (’population’) of NMR. The statistical results can besaved and used to compare experi-
mental samples and to identify significant differences.

High normalised score values found within the spectrum are then used to identify novel metabo-
lites in experimental samples. The peaks are compared against the database. There are two
methods for selecting NMR to generate population statistics. The results can be saved as pop-
ulation files, which can be subsequently used to compare experimental NMR samples against
the population. Statistical results can be updated with newNMR data.

The software is currently being employed to identify metabolites in complex matrices using
automated peak detection and search tools to match the peaksin the database. Future aims
include extending the analysis tools and database to 2D NMR techniques.

NMR along with a number of complimentary techniques provides powerful tools in metabolomics.
NMR Manager is designed to aid comparison and interpretation of NMR spectra. The storage
of standard compound NMR spectra, and the development of search tools will reduce the bot-
tleneck in data interpretation for metabolomics.
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Gaussian fluctuations for random partitions
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1 Introduction

A partition λ of an integer numbern ≥ 1 is any integer sequenceλ = (λ1, λ2, . . . ) such that
λ1 ≥ λ2 ≥ · · · ≥ 0 andn = λ1 + λ2 + · · · (notation:λ ⊢ n). In particular,λ1 = max{λi ∈ λ}.
The standard geometric object associated to the partitionλ ⊢ n is itsYoung diagramconsisting
of n unit square cells arranged in adjacent columns (placed on common ground) in such a way
that thei-th column containsλi cells.

On the setPn := {λ ⊢ n} of all partitions ofn, consider the Plancherel measure defined as

Pn(λ) :=
d2
λ

n!
, λ ∈ Pn,

wheredλ is the number of standard tableaux of shapeλ, that is, the number of all allocations of
the numbers1, . . . , n in n cells of the Young diagram corresponding to the partitionλ, such that
the numbers in the cells increase along each row (from left toright) and each column (bottom
up). Note thatPn is a probability measure due to the Burnside identity,

∑

λ∈Pn
d2
λ = n!. The

Plancherel measure arises naturally in representation-theoretic, combinatorial, and probabilistic
problems (see Deift, 2000). For example, the Plancherel distribution of the largest term of a
partition,λ1, coincides with the distribution of the longest increasingsubsequence in a random
(uniformly distributed) permutation of1, . . . , n (see Baiket al., 1999).

The upper boundary of the Young diagram corresponding to partition λ ∈ Pn can be viewed as
the graph of the stepwise (left-continuous) functionλ(x) defined as

λ(0) := λ1, λ(x) :=

∞
∑

i=1

λi1{i−1<x≤i} ≡ λ⌈x⌉ (x > 0), (1.1)

where⌈x⌉ := min{m ∈ Z : m ≥ x} is the ceiling integer part ofx. Logan and Shepp (1977)
and, independently, Vershik and Kerov (1977) have discovered that, asn → ∞, a typical
Young diagram, suitably scaled, has a “limit shape”, represented by the graph of some function
y = ω(x). That is to say, for the overwhelming majority of partitionsλ ∈ Pn (measured
under the Plancherel lawPn), the scaled boundary of their Young diagrams is contained in an
arbitrarily small vicinity of the graph ofω(x). More specifically, set

λ̃n(x) :=
1√
n
λ(
√
nx), x ≥ 0.

and lety = ω(x) be the function defined by the parametric equations

x =
2

π
(sin θ − θ cos θ), y = x+ 2 cos θ, 0 ≤ θ ≤ π. (1.2)



It follows thatω(x) is a decreasing function on[0, 2] andω(0) = 2, ω(2) = 0. Then the limit
shape result of Logan and Shepp (1977) and Vershik and Kerov (1977) states that̃λn(x) satisfies
the following functional law of large numbers:

∀ε > 0, lim
n→∞

Pn

{

sup
x≥0

∣

∣λ̃n(x) − ω(x)
∣

∣ > ε
}

= 0.

The natural question about fluctuations of the random function λ̃n around the curveω was also
posed in those papers. However, it remained open until the remarkable progress was made by
Baik et al. (1999), who proved that the limit distribution of the largest term of the partition is
given by the Tracy–Widom law:

λ1 − 2
√
n

n1/6

d−→ FTW .

Shortly afterwards, Borodinet al. (2000), Johansson (2001), and Okounkov (2000) extended
this result (independently and via different methods) to anarbitraryλi ∈ λ ⊢ n by showing that
the sequence

λi − 2
√
n

n1/6
, i = 1, 2, . . .

converges in distribution to the Airy ensemble (in the senseof finite-dimensional distributions).
On the other hand, Kerov (1993) proved the asymptotic normality of global (integral) fluctua-
tions (with respect to Chebyshev polynomial kernels). However, no central limit theorem has
been known (although largely expected to be true) for the partition “spectrum”in the bulk, that
is, forλi ∈ λ ⊢ n with i/n ∼ x ∈ (0, 2).

2 Main results and sketch of proofs

The main result of this paper is the following central limit theorem for the functioñλn(x).
Theorem 2.1.For each0 < x < 2, under the Plancherel measure

2θx
√
n
(

λ̃n(x) − ω(x)
)

√
logn

d−→ N (0, 1) (n→ ∞),

whereθx = arccos ω(x)−x
2

is the value of the parameterθ in equations(1.2) corresponding to
x and y = ω(x), andN (0, 1) is the standard normal distribution(with zero mean and unit
variance).

The proof of Theorem 2.1 is based on the standard Poissonization and de-Poissonization tech-
niques (see, e.g., Baiket al., 1999). LetP = ∪∞

n=0Pn be the set of all partitions of all integers
(it is convenient to include the casen = 0, where there is only one, “empty” partition,λ∅ ⊢ 0).
Set|λ| :=

∑∞
i=1 λi, and fort > 0 define the PoissonizationP t of Pn as follows:

P t(λ) := e−t
2

t2|λ|
(

dλ
|λ|!

)2

, λ ∈ P. (2.3)

This is a probability measure onP, because forλ ∈ Pn we have|λ| = n and so

∑

λ∈P
P t(λ) =

∞
∑

n=0

e−t
2
t2n

n!

∑

λ∈Pn

d2
λ

n!
=

∞
∑

n=0

e−t
2
t2n

n!
= 1.
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The key fact is that the correlation functions ofP t havedeterminantalstructure. Set

D(λ) := ∪∞
i=1{λi − i}, λ ∈ P,

and for a given (finite) setX ⊂ Z define the correlation functionρt(X) as theP t-probability
that the random setD(λ) containsX:

ρt(X) := P t
{

λ ∈ P : X ⊂ D(λ)
}

.

Then, as was proved by Borodinet al. (2000) and Johansson (2001),ρt is represented as

ρt(X) = det[J(xi, xj ; t)]1≤i,j≤s, X = {x1, x2, · · · , xs}, (2.4)

with the kernelJ given by

J(x, y; t) =







t
JxJy+1 − Jx+1Jy

x− y
, x 6= y,

t
(

J ′
xJx+1 − JxJ

′
x+1

)

, x = y,

whereJm = Jm(2t) is the Bessel function of integral orderm.

We can then apply a powerful theorem due to Soshnikov (2000) (generalizing an earlier result
by Costin and Lebowitz, 1995), stating that the central limit theorem holds for determinantal
random point processes under some mild conditions. This yields
Theorem 2.2.Under the poissonized Plancherel measureP t, for any0 < x < 2

2θx
(

λ(tx) − tω(x)
)

√
2 log t

d−→ N (0, 1) (t→ ∞), (2.5)

whereθx is as in Theorem2.1.

Let us sketch the proof of Theorem 2. Note that (2.5) is equivalent to saying that

∀y ∈ R, lim
t→∞

P t

{

λ(tx) − ⌈tx⌉ ≤ 2t cos θx +
y
√

2 log t

2θx

}

= Φ(y), (2.6)

whereΦ(·) is the standard normal distribution function. Set

It := [2t cos θx + y
√

2 log t/2θx,∞), Dt(λ) := D(λ) ∩ It,

and let#Dt(λ) denote the cardinality ofDt(λ), that is, the number of pointsλi − i ∈ D(λ)
falling into the intervalIt. Using that the sequenceλi− i is strictly decreasing and recalling the
definition (1.1) ofλ(·), it is easy to see that the inequality in (2.6) amounts to

#Dt(λ) ≤ ⌈tx⌉.

It remains to work out the asymptotics of the first two momentsof #Dt(λ) (with respect toP t).
Lemma 2.1. Fix 0 < x < 2 andy ∈ R. Then, ast→ ∞,

E
(

#Dt(λ)
)

= tx− y
√

2 log t

2π
+O(1),

V ar
(

#Dt(λ)
)

=
log t

2π2
(1 + o(1)).
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Calculations in the proof of the lemma are straightforward but laborious, heavily using the
asymptotics of Bessel functions in various regions.

Finally, in order to derive Theorem1 from Theorem2, we use the de-Poissonization method.
According to (2.3),P t can be viewed as the expectation ofPN , whereN is a Poisson random
variable with meant2. In particular, denoting the event underP t in (2.6) byAt, we have

P t(At) =

∞
∑

k=0

e−t
2
t2k

k!
Pk(At).

This suggests that the asymptotics of the probabilityPn(A√
n) asn→ ∞ can be recovered from

that ofP t(At) ast ∼ √
n→ ∞. More precisely, one can prove that

Pn(A√
n) ∼ P t(At), t ∼ √

n, n→ ∞,

provided that the variations ofPk(At) in the region|k − n| ≤ const
√
n, t ∼ √

n, are small. In
the setting of random partitions, such a de-Poissonizationlemma was established by Johansson
(see Baiket al., 1999).
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Identification of anomalous time series
using functional data analysis
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1 Introduction

Given the widespread use of information technology, a largenumber of data are collected in
on-line, real-time environments which results in massive amounts of data. Such time-ordered
data can be aggregated with an appropriate time interval, yielding a large volume of equally
spaced time series data. Examples of such data includes retail scanning system, point-of-sale
systems and call detail records generated by a telecommunications switch. Let us consider a
large array of time seriesti,j for i = 1, . . . , t. discrete sampling points andj = 1, . . . , N. where
N is the “number" of time series andt < n. The anomalies that are observed in the aggregate
time series

∑N
j=1 ti,j could be a due to a few individual time series. In this paper, we develop an

exploratory method based on functional data analysis (Ramsay and Silverman, 1997) to identify
these small number of anomalous time series. We use a simulated time series data that contain
some of the characteristics of telecommunications networkdata.

2 Functional data analysis

Functional data analysis, which is referred to as “FDA”, is about the analysis of information
on curves or functions. FDA is a collection statistical techniques for answering questions
like,“What are the main ways in which the curves vary from onetime series to another?” But
what is unique to functional data is the possibility of also using information on the rates of
change or derivatives of the curves. It uses slopes, curvatures, and other characteristics made
available because these curves are intrinsically smooth, and we can use this information in many
useful ways. The first step in FDA analysis is to convert the time series data to functional form.
To do this, we use a basis function, a set of basic functional building blocksφk(t), which are
combined linearly to define actual functions, i.e.,

f(t) = a1φ1(t) + a2φ2(t) + ....+ akφk(t).

In our example, we use the B-spline basis function of order 4,which are piecewise polynomial
splines. The penalty parameterλ that strike a compromise between fitting the data and keeping
the fit smooth is estimated using generalized cross validation (gcv) technique. We then compute
the first two derivatives with respect to time for the logarithmic transform of time series. We
access the significance of zero crossings of derivatives using theSiZer approach developed by
Chaudhuri and Marron (1999) and test for significance of features such asbumps and dips.
Using the information in the derivatives, we cluster the time series into various categories:
stable, monotonic increasing or decreasing, cyclic and erratic. Figure 1 shows an example
of derivatives from our example. All computations were carried out using the S-PLUS FDA
package from Insightful Corp.
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First Derivatives for Log of time series 
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Figure 1: First derivatives for an array of time seriesti,j
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Edge correcting in 3 dimensions

Philip Umande

Department of Statistics, Imperial College

Point process analysis usually involves estimating summary statistics. In carrying out this type
of analysis, one usually hopes to obtain a better understanding of a characteristic of a point
process. Estimation of functions such as Ripley’sK, involves counting events in ad-dimensional
ball. In most practical situations we are limited to observing only a subset of the point pattern
of interest in some bounded windowW, which, is itself a subset of a larger space on which
the point process is defined. Furthermore, if the point process is defined only inW, we may
only be interested in the nature of the point process in that region. In these situations we would
encounter edge effects. The term edge effects is used as a general description for the bias arising
when estimating point process summary statistics in a bounded region. The bias is caused by
unobserved events, falling outside ofW or considering regions (outside ofW) which are not
of interest. Two popular approaches for dealing with this problem include a naive buffer zone
approach or using estimators which explicitly account for edge effects. It is generally difficult
to obtain unbiasedness in point process estimation, and we are left to be content with ratio and
asymptotically unbiased estimators.

The motivation behind our discussion is two-fold; althoughedge effects are worse in three di-
mensions compared to two, the amount of literature on the latter far outweighs the former. Fur-
thermore, advances in areas such as confocal microscopy have provided more three-dimensional
data of interest. Promoyelocytic leukemia (PML) bodies arenuclear multi-protein domains. Al-
though well studied, little is known about their function. Cell biologists have recently been us-
ing statistical results as quantitative evidence of biological hypothesis surrounding sub-nucleus
bodies such as PML. A question which often arises is that of uniformity within the cell nucleus.
We use some of the methods discussed to determine whether PMLare uniformly placed in the
cell nucleus.
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Analysis of microarray data by an adaptive
empirical Bayesian thresholding procedure
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A typical microarray experiment attempts to ascertain which genes display differential expres-
sion between various different samples. Supposing we were testing just one gene with a large
number of replicates, the conventional method to establishthis would be some form of signifi-
cance testing. However, experiments of this sort often involve looking at the levels of expression
for as many as 20,000 genes per slide and the issues of multiple testing associated with such
high-dimensional datasets, combined with the problem of aninsufficient number of replicates
makes significance testing infeasible. This work develops an empirical Bayesian thresholding
procedure, originally introduced for thresholding wavelet coefficients by Johnstone and Silver-
man (2004), as an alternative to the existing frequentist methods for the purpose of determining
differential expression across thousands of genes. Johnstone and Silverman’s “EBayesThresh”
is a highly effective empirical Bayesian technique for the detection of a few pieces of useful
information ‘hidden’ in an array of noisy data, most of whichcontains no useful information.
We explore the application of this empirical Bayesian technique to microarray data, where the
problem is to detect the few ‘interesting’ genes among many ‘uninteresting’ ones. The purpose
of the microarray experiment is to identify which genes havesignificantly different expression
between different biological conditions precisely the kind of problem that EBayesThresh is
designed for.

An underlying assumption of the methodology is that the datahas originated from a sparse
sequence and subject to stocastic normal noise. The term sparse sequence is meant in this
context as consisting of a few large (positive or negative) signal values interspersed amongst
many zero values. The described mehod is simply an estimation procedure, the aim of which is
to identify those elements of the sequence that are zero values but corrupted by noise and those
that are the true signal values. Essentially, this is done byestimating a threshold value: any
observations with an absolute value below the threshold areset to zero and those observations
with an absolute value above the threshold value are said to be the true non-zero signal values.

1 Application to microarray data

We apply the empirical Bayesian thresholding procedure to the sequence of log-ratiosZi =
T ∗
i − C∗

i whereT ∗
i andC∗

i are the normalised intensities (on some approximately logarithmic
scale) for the treatment and control samples respectively and i = 1, . . . , n genes. It is expected
that the majority of genes on the chip will not be differentially expressed between the two
samples and will thus have a log-ratio of zero; those genes which are substantially differentially
expressed will have large (positive or negative) log-ratios and be randomly interspersed amongst
the near zero values. Thus it is plausible to interpret this type of dataset as a sparse sequence
of a few large signal values interspersed amongst many zero values, corrupted by noise. We
illustrate the results for various data sets and compare to the common fold change approach and
multiple significance testing.
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2 Examples

2.1 TheE.Coli dataset

The data in this first example comes from a cDNA experiment using “homemade” spotted arrays
described in Marincset al.. We have data form = 3 chips andn = 76 genes, along with 102
“blank” spots used to estimate the background effect. Therewerer = 6 replicated spots of each
gene per chip.
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Figure 1: Log-ratios for the E.Coli dataset before and afterempirical Bayesian thresholding.

Figure 1 shows the data before and after the empirical Bayesian thresholding procedure. Of
the 76 genes, 25 (32.9%) were identified as being differentially expressed. These results can
be compared to those obtained using the existing methods: employing a simple fold-change
approach, 32 (42.1%) genes are concluded to be differentially expressed; using multiplet-tests
with an adjustment for the false discovery rate at theα = 0.05 level, 6 (7.9%) genes were
identified to be differentially expressed.
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2.2 The leukemia dataset

The leukemia dataset, containing measurements for 3051 genes, comes from a study described
in the work of Golubet al. to investigate the gene profiles of different types of acute leukemia,
using Affymetrix chips.
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Figure 2: Log-ratios for the leukemia dataset before and after empirical Bayesian thresholding.

Figure 2 shows the log-ratios for the 3051 genes before and after thresholding. Using the
thresholding procedure, 171 genes (5.6%) out of the 3051 were identified as being differentially
expressed between the conditions. The fold-change criterion and FDR approach identified 1233
(40.4%) and 695 (22.8%) differentially expressed genes respectively.
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