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PREFACE

The annual Leeds Research Workshop by the Department of Statistics began informally 
(i.e. without numbering!) as far back as 1975. We have had a number of preceding work 
shops with the underlying theme of Shape Analysis, Image Analysis and Medical Imaging. 
Over the years, key speakers have included Julian Besag, Fred Bookstein, Colin Goodall, 
John Gower, Chris Jennison, Wilfrid Kendall, Stephen Pizer and Brian Ripley among 
others. Recently, the Centre of Medical Imaging Research, Leeds has been co-sponsoring 
the event and it has strengthened the medical imaging applications. It was agreed at our 
last Research Workshop to have a session on Mathematical Aspects of Shape Analysis. 
The idea of the conference on "Current Statistical Issues on Shape Analysis" crystalized 
with Fred Bookstein when various statistical issues were openly discussed on Morphmet 
last July-August. I am delighted that various key researchers in this field have agreed 
to participate in the Conference and to contribute to the Proceedings at a very tight 
timescale. I am also grateful to the authors who gave their cooperation in carrying out 
my editorial instructions. It is an added advantage of this Conference that the Proceed 
ings are being published and will be available before the Conference albeit at the expense 
of not too thorough proof-reading. This Conference is in a way reminiscent of many of 
the Wilks' Workshops organized by Colin Goodall and Geof Watson on Shape Analysis in 
Princeton. I very much hope that it will have the same success in stimulating new ideas 
as we had with Princeton's Workshops.

To get a flavour of the papers in the Proceedings, the reader is recommended to use 
the overview prepared by Dr I.L. Dryden.

I am grateful to the Conference Committee for their untiring help in acting as refer 
ees at short notice, in particular, to John Kent for helping me take editorial decisions and 
to lan Dryden for preparing an overview. Christine Gill, the co-editor, has helped me in 
organizing the Leeds Research Workshop for several years with great enthusiasm and ef 
ficiency. That it has grown into an international event is in no small way due to her efforts.

Finally, I should comment on one of the special features of the Proceedings. There are 
various articles which not only review important topics but also highlight possible future 
directions. I very much hope that the Proceedings and the Conference prove successful in 
stimulating these developments. If these speculations become reality, we can look forward 
to subsequent conferences as a regular event in Shape Analysis!

Kanti Mardia 
15-3-1995
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OVERVIEW: PROCEEDINGS OF CISSA

I.L. Dryden, 
Department of Statistics, University of Leeds, Leeds, LS2 9JT, UK.

Introduction and Opening Address
Statistical shape analysis is concerned with all aspects of analyzing objects where location, orientation and 
possibly scale information can be ignored. The subject has flourished since the pioneering work of D.G. 
Kendall (1984) and EL. Bookstein (1986), both of whom we are privileged to have speaking at the confer 
ence. Interest in the area is widespread, as can be seen from this collection of papers - from theoretical issues 
in mathematical statistics, probability and differential geometry to practical issues in computer vision, med 
ical imaging and biology. The papers have been collected in the order of presentation at the conference, with 
the poster abstracts at the end. Taken as a whole the papers contain a comprehensive survey of the theory and 
application of the current state of the art in shape analysis. As well as the presentation of some new results, 
many important discussion points and directions for further work are included.

The opening address of the conference is given by D.G. Kendall, whose seminal paper in 1984 laid the 
mathematical foundations for the subject. His shape space ££, and its differential geometric properties (in 
cluding the Procrustes distance) provide the environment for die work hi most of the proceeding papers.

Session I: Procrustes and Mathematical Statistics Issues

Procrustes analysis has proved to be a popular method of shape analysis. The generalized Procrustes pro 
cedure was developed by Gower (1975) and has been adapted for shape analysis by Goodall (1991). These 
two speakers open our first session and offer new thoughts on shape analysis. J.C. Gower considers shape 
analysis based on Euclidean Distance Matrices and offers geometrical insights into this multidimensional 
scaling type of approach. C.R. Goodall considers a review of Procrustes methods in shape, including some 
new developments and updates since his 1991 read paper, particularly with reference to consistency, like 
lihood and estimation of covariance parameters. Further, he proceeds to describe Euclidean Shape Tensor 
Analysis - an approach to shape analysis based on subsets of landmarks. A special case of this procedure is 
Euclidean Distance Matrix Analysis (EDMA).

To conclude the session further mathematical statistical issues are considered. H. Le considers a gen 
eral notion of mean shape - the Karcher mean shape - and obtains such a mean under Bookstein's (1986) 
independent isotropic Gaussian model. I.L. Dryden, MR. Faghihi and C.C. Taylor consider the analysis of 
subsets of points hi a spatial tessellation. The approximate distribution of a Procrustes statistic is found un 
der the isotropic Gaussian model, which is then used for investigating regularity in human muscle fibre cross 
sections, following the work of Mardiaetal. (1977). Finally, S.Lele and T. Cole summarize the EDMA ap 
proach to shape analysis. They propose a new bootstrap based test for shape differences and investigate the 
significance level and power hi a simulation study.

Session II: Overview and Shape Geometry

The second session opens with an overview of statistical shape analysis by K.V. Mardia. Summaries of the 
key developments for statistical inference are given, including discussion of distributional results, tangent 
plane approximations, principal components analysis, kriging with derivatives and image analysis issues. 
In particular, marginal isotropic normal shape distributions are discussed including the work of Mardia and 
Dryden (1989) and Dryden and Mardia (1991). A demonstration is given that isotropic landmark distribu 
tions lead to isotropic shape distributions in a suitable Procrustes tangent space. Bookstein's very recent 
work Unking Procrustes analysis and bending energy analysis has been summarized.



Further mathematical issues are tackled in the rest of the session. B. Bhavnagri provides some calcula 
tions for distances in shape space to some special degenerate shapes. A Markov process is denned and the 
idea is to use the results to classify objects as simple shapes in a vision application. I.S. Molchanov consid 
ers shape analysis of more abstract sets than the usual finite equal number of landmarks on each object. The 
results could be applied to the shape analysis of random sets or to analysis with different numbers of land 
marks on each object. C.G. Small and M.E Lewis also consider the comparison of objects where identifiable 
landmarks are not available. They compute automatic homologies between objects with application to the 
comparison of Roman brooches. They also investigate new metrics based on Frobenius norms, generalizing 
to higher dimensions the planar shape space of negative curvature of Bookstein (1986).

Session ID: Image Analysis and Computer Vision
The third session has an emphasis strongly on image analysis and computer vision. PJ. Green's address con 
cerns the topic of reversible jump Markov Chain Monte Carlo (MCMC) methodology. Statistical inference 
may often be carried out when the dimension of the parameter space is unknown, for example in an image 
containing an unknown number of objects. MCMC has proved to be enormously popular and useful for a 
wide range of difficult inference problems and its adaptation to the unknown parameter dimension case is 
made possible through this work. Hence, practical problems such as object recognition in Bayesian image 
analysis can be addressed, where shape parameters in deformable templates often play an important role.

J.A. Merchant, C.M. Onyango and R.D. Tillet discuss their application and refinement of Kass et al.'s 
(1988) snakes for locating objects in images. The snake uses a physical analogy for finding boundaries 
and the use of compartments allows a larger range of possible shapes to be generated from the model. The 
methodology is applied to the automatic location of pigs in images.

T.F. Cootes and C J. Taylor describe their highly successful approach to object recognition using Ac 
tive Shape Models (ASM). Their principal components approach to decomposing shape variability in a Pro 
crustes tangent space has led to a very effective way of summarizing the important aspects of shape vari 
ability. Recent advances are presented to improve the practical implementation of the procedure for object 
recognition hi images, including the use of a multi-resolution search and directional weighting.

The last three papers hi the session are concerned with important computer vision tasks - edge recogni 
tion, tracking objects and depth recognition. A. Baumberg and D.C. Hogg highlight an alternative to ASM, 
the physically based Finite Element Method of Pentland and co-workers. The model is then developed for 
low-dimensional descriptions of moving and deforming objects. J.D. Andersen and K. Hansen use angular 
information to locate the principal directions of edges in an image and M. Nielsen considers the estimation 
of depth information from stereo pairs of images.

Session IV: Morphometrics and Shape Geometry
The fourth session begins with the keynote address by EL. Bookstein. A summary is given of his vision of 
shape analysis as the synthesis of multivariate analysis and deformations for geometrical visualization. The 
use of thin-plate splines for deformations (Bookstein, 1989) has proved popular and Bookstein's orthogonal 
decompositions of the deformation - relative warps - provide summaries of the key aspects of shape variation 
in a sample at large and small scales. The connection with principal components analysis hi the Procrustes 
tangent plane is made.

FJ. Rohlf demonstrates the use of relative warps hi the Procrustes tangent space. Standard multivariate 
analyses can be used on the important warp scores. A simulation study is carried out to demonstrate that 
significance levels of an independent two sample test are correct under a variety of covariance structures for 
Gaussian data.

P.D. Sampson considers an application in medical imaging studying the shape changes in the left ventri 
cle over the cardiac cycle. Outlines are available and are registered in a Procrustes type of superimposition. 
An orthogonal decomposition of a matrix of normal deviations from the mean ventricle is used to summarize 
the principal modes of shape variation.

W.D.K. Green concludes the session with an alternative construction of Kendall's shape space for tri 
angles. In particular an alternative proof of Kendall's result that £2 is isometric to 52 (l/2) is given and 
insight given into certain distributional results for triangle shapes.



Concluding Address and Posters
The concluding address of the conference is given by J.T. Kent. A review is given of the current statistical 
approaches to shape analysis and discussion of outstanding issues and pointers for future development are 
considered. The elegant results from the complex Bingham distribution (Kent, 1994) have provided great 
insight into many approaches to shape analysis for planar data including Procrustes methods. The topics of 
consistency, tangent spaces, different modelling strategies and the use of derivative information are consid 
ered in detail. It should be noted that Kent emphasises the similarity of the estimation approaches discussed 
throughout this volume for small variations.

Finally, abstracts from the poster session are included in this collection. Topics include mathematical 
characterizations of certain shape spaces, classification of shape using neural nets, Fourier series represen 
tations of outlines, superimposition of star shaped sets, Euclidean shape tensor analysis, ridge curves as well 
as further discussion of the subjects in the papers of this volume. The large variety of applications of shape 
analysis is emphasized in the posters - a diverse collection of examples are given from biology, medical 
imaging, palaeontology, agriculture and engineering.
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PART I:PAPERS



OPENING ADDRESS

LOOKING AT GEODESICS IN £3

D.G.Kendall (Cambridge)

Professor Mardia has encouraged me to start with a few historical remarks. I 
therefore record that my interest in "shape" stems from the 1930s when as a school 
boy in Ripon I came to know the distinguished botanist F.O. Bower who had re 
turned there on his retirement. He was intensely interested in "shape and form" and 
did for plants what his contemporary D'Arcy Thompson did for the animal king 
dom. Both were therefore essentially concerned with what we would now consider 
to be applications of shape theory.

In those days my ambition was to become an astronomer, and it was only the 
war that drew me into statistics (in connection with the optimal design and the 
operational use of rocket weapons). In 1946 I left that world to teach mathematics 
at Magdalen College Oxford, where I came to know Henry Whitehead as a senior 
colleague. We became good friends, and discussed many aspects of mathematics (as, 
for example, game theory), but never geometry - perhaps because I was at the time 
so obviously a geometrical illiterate. Whitehead's early death was a great shock to 
me, and led me to make an effort to learn some geometry and so gain insight into 
his work. That process was to take some years: I have never felt quite at home with 
mathematics that did not have an immediate application. I think my role as a mini- 
geometer was not found until I began serious studies of archaeological alignments 
and (somewhat later) bird navigation.

Those practical studies led to the question "how should a mathematician think 
about shape", and were almost exactly contemporary with Fred Bookstein's first 
work on biological shapes. I like to think that our independent contributions rein 
forced one another: certainly I owe a great deal to him.

For me the concept of a shape space was crucial, and the first step was the intro 
duction of Ylm as a home for (labelled) shapes involving k points in m dimensions, 
with m = 1,2,3,... and k — 2,3,4,.... The first theorem in this new branch of 
mathematics was presented to me by my then colleague Andrew Casson: he showed 
that the shape spaces £ +1 are all of them spheres, but not in general metrical 
spheres.

This led to the determination of at any rate the homological classification of the 
whole range of shape spaces, the final step there being taken by Dennis Barden. 
Simultaneously Huiling Le and I determined a large class of shape distributions, 
so we now had the whole array of shape spaces classified at that level, and also a 
large collection of statistical shape distributions for practical purposes. At about 
the same time the fourth member of our team, Keith Game, broke new ground in 
studying shapes in curved spaces (for example, hyperbolic spaces).



An important advance was Hulling Le's analysis of the geodesic structure in all 
the shape spaces ££,, and my later remarks will be quite closely related to that 
topic. This is because I have begun to write a series of notes under the general 
title "How to look at a 5-dimensional shape space", the space in question being the 
topological sphere £3 which is 5-dimensional and which (though a sphere) has a 
rich set of singularities. Concentration on this special case was reasonable because 
it is the simplest of the non-trivial shape spaces.

At this point I need to say a little about the O'Neill theory of riemannian sub 
mersions. These arise when one considers two metric spaces, say of dimensions r 
and s with r greater than s, where the points in the second (bottom) space are 
the projections of a system of so-called fibres in the first (top) space, modulo some 
technical details that I ignore here.

For example if k = 4 and m = 3 then the shape space £3 (with dimension 5) is 
the bottom space, and the top space is an 8-dimensional metric sphere, so that each 
regular point in that shape space is the exact projection of a 3-dimensional fibre (at 
any rate away from the singularities).

I am trying to avoid technicalities here, but it is worth pointing out that in this 
example some of the fibres are less than 3-dimensional, and it is these that are the fi 
bres which project onto the singularities. Thus the identification of the singularities 
is just a matter of looking for unusually low-dimensional fibres (a problem therefore 
of rank).

Evidently the elegant and simple geodesic geometry offers us a key to the general 
set-up in the "top" and "bottom" spaces, and greatly broadens our intuition. Also 
against this background we can explore visual presentations illustrating (for exam 
ple) statistical distributions, diffusions on the space, and the geodesic geometry of 
shape spaces.

Now let me give just a sketch of the basic technology. Each point in the "top" 
space (an 8-sphere) can be associated with a 3 x 3 matrix A which we can express 
in the 3-factor form ULV, where U and V are rotations and L is diagonal.

We can throw U away as being irrelevant to shape, we can code L by its first 
and third diagonal elements, and we can also (for the sake of lowering the dimen 
sion) replace V by a list of the signs of its 9 components. Indeed by means of a 
trick we need only record which one of a set of 24 sign patterns is characteristic of V.

With these conventions we can then present in a single diagram 

(i) a 2-dimensional portrait of a geodesic, together with 

(ii) the "bits" of that geodesic associated with the several sign-patterns.



Here is an example!

REGULAR GEODE5IC:*FIX:INTRAN=353991;NREQ=480

Still greater insight can be obtained from a sequence of such plots obtained by 
travelling through a cycle of systematic perturbations. If possible I will display this 
as a slide, but in any case you will be able to survey the cycle afterwards.
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Procrustes and Mathematical Statistics Issues





DISTANCE GEOMETRY AND SHAPE

J.C.Gower 
Department of Statistics, The Open University, Milton Keynes. MK7 6AA, U.K.

1 Introduction

In the following, a framework is proposed for considering certain aspects of size and 
shape. It has obvious limitations but has an intrinsic interest, highlights features of 
substantive interest and suggests ways of measuring them, and is capable of further 
development.

When shape information is expressed solely in terms of coordinates of n labelled 
points and the coordinate axes are in no preferred direction, then all relevant

1 2 l 
information is contained in the Euclidean distance matrix D = {-^ dij}. The factor -^ is

included partly for consistency with other work on MDS and partly because it 
simplifies some algebraic expressions. The use of squared distance is more critical, 
because it ensures that when D is represented in a Euclidean space of dimensionality m

1 o *y *y o o
= r n(n-l) by a point d= (d2i, d3i, d32,d4i,...,dnn_i), then the set D of matrices of

squared distances among n points forms a convex cone whose vertex corresponds to 
the null distance matrix. At first sight, this representation looks unpromising because it 
loses, or at least obscures, the row-column nature of the matrix. Nevertheless, it has 
been used to good effect by Critchley (1988) for obtaining results on MDS and, more 
recently, by Hayden and Wells (1991). It seems worthwhile investigating whether it 
has anything to offer towards the understanding of shape differences.

2 The Cone D

The interior of D corresponds to all (n-1 j-dimensional configurations and its surface to 
all configurations of fewer dimensions. Indeed, the surface corresponds to all 
configurations of zero content and is therefore given by:

/Dl\
det ro

In the interior of D this may be written I'D^ldetD and is not zero. The central axis 1 of 
O gives all regular simplexes. If any distance matrix d is projected onto the central axis,

1 1 1
the length of the projection is ~   I'd = -~   TD1. Now -~1'D1 is the sum-of-squares

Vm Vm n
about the centroid of any set of coordinates X which generate D, i.e.:



-I'd = --1'Dl =s
This is certainly one possible measure of size, though there are others; for example the 
centroid might be replaced by some other centre such as the (generalised) circumcentre 
or mediancentre. Continuing with the centroid, the above shows that all configurations 
of n points of the same size generate distance matrices in D that are coplanar, the 
common plane P being orthogonal to the vector 1. Of course in practice ,with p = 2 or 
3, these points arise from configurations that have zero content and hence lie on the 
surface of D (indeed, if we disregard the possibility of the points lying on a circle or 
sphere, which would be a very special shape, the ranks of D are 4, or 5, respectively- 
Gower (1985)). Thus all configurations of the same size but with different shapes lie in 
the intersection of the surface of D with P. All points of D that arise from proportional 
distance matrices, and hence are undoubtedly of the same shape, lie on rays through the 
vertex of the cone. It follows that to study shape differences among K configurations, 
we may normalise them to constant size by replacing each point in D by the 
intersection of its ray with P. Figure 1 shows the geometry.

Figure I The cone & of 'distance matrices, showing the plane J3containing all distance 
matrices from configurations of the same size. Four distance matrices (denoted by 
circles) are indicated together with their shape components (indicated by squares).
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In general, we consider # distance matrices DI, D2,-..,DK represented by points di, 
d2,...,dK in D. The sums of square of distances from the centroid of the configuration 
that generates D is l'Dl/n = dl/n. Thus, if constant dl is taken to correspond to size, 
all matrices of equal size lie in planes orthogonal to the direction 1. Configurations of 
unequal size may be normalised by taking their conical projections onto one such plane, 
arbitrarily chosen, and it is assumed that di, d2,.-.,dK are so normalised. Then, shape 
differences correspond to differences in the plane. An obvious group-average

. 1 K 
configuration is one which generates d = ~ ̂ dk, which certainly belongs to D. In

k =1
Figure 1 the group-average of the four normalised matrices is represented by G. 
Because G lies in P, the group average has the same size as the contributing 
configurations. A special problem of shape data is that because they usually represent 
two or, perhaps, three-dimensional configurations with the corresponding points lying

on the surface of D, it follows that the group-average d will not lie on the surface of D 
and furthermore it will generally have a greater dimensionality than do the k 
contributing configurations. That is the dimensionality of the generating configurations 
is less than the dimensionality of the group average; this is a serious deficiency.

The problem may be resolved by replacing the centroid in D by the orthogonal 
Procrustes group-average or the individual scaling group-average configuration. By the 
nature of generalized orthogonal Procrustes analysis (GPA), where each configuration 
Xk is rotated (orthogonal transformation) about its centroid in the common space of all 
the configurations, to give a least-squares match to the average configuration, then the 
average has the same dimensionality as each configuration. The question then arises as 
to where these points lie in D. Although the Procrustes group-average is well-defined 
algebraically and hence generates a unique distance matrix defining a unique point in D, 
I do not know how to identify the position of this point geometrically. Moreover, the 
average is not the same size as the contributing configurations and so lies outside P. 
This geometry suggests a variant of orthogonal Procrustes analysis where the group 
average is constrained to be of the same size as the contributing configurations. The 
solution turns out to require the conical projection of the group average onto P which is 
simply a change of scale.

In individual differences scaling (Carroll and Chang (1970)), with normalised scaling 
of the distance matrices as described above, the group average has the same 
dimensionality as the contributing configurations. Specifically, working in terms of the 
inner-product forms of the distance matrices Bk = (I N)Dk(I N), k = 1,2,...,K, with 

. N = 11 Vn, individual scaling minimises:

13



- XWkX'll
k=l

where Wk is an r x r diagonal matrix of positive values that weight each of the r 
dimensions of the group-average X. In the shape context, we assume the normalisation 
trace(Bk) = 1, k= 1,2,...,K and that Dk is generated by points in r dimensions these 
assumptions are not required in the more usual general forms of INDSCAL. Summing 
over k and constraining the Wk to have a mean unit matrix gives the following equation 
for estimating the group average:

P P
2"Bkll = 2llxwkXH= KXX'. 

k=l k=l
Thus, trace(XX') = 1 so the group average is the same size as the contributing 
configurations and also lies in P. The INDSCAL approach has attractions for shape 
studies because the weighting matrices Wk offer a very simple way of scaling 
dimensions in a non-Euclidean way, differentially stretching the r axes for each 
individual configuration. The geometry of these different approaches is shown in 
Figure 2.

Figure 2 As in Figure 1 but showing notional positions for (i) the generalised 
Procrustes group-average, Ggpa, and (ii) a GPA group-average constrained to have 
the same size as the normalised contributing configurations and (Hi) a position for the 
individual scaling group-average.
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An intriguing possibility for giving a general impression of shape differences is a 
display of the points in P. The squared distance between two points Dh and Dk is:

m

where Dih is the zth element of dh. This may be used to give a multidimensional 
scaling, metric or non-metric, of K points representing the K configurations. Of course 
we know that these K points lie on a rather special m-dimensional manifold. Therefore 
it would be worth trying to find transformations which "flatten" this manifold.

3 The Polar Cone B

We have already mentioned the inner product transformation B = (I N)D(I N). The 
m points b= (t>2i, bsi, b32,b4i,...,bn,n-i) define another cone, B, which is a subset of the 
cone of positive semi-definite matrices. The diagonal values of B are omitted because 
every inner-product matrix B has zero row and column sums, so are redundant. 
Critchley (1988) has shown that this cone is polar to D; that is B and D are orthogonal. 
There is a bijection, or as I still prefer to term it, a 1-1 correspondence between the 
elements of the two sets. Critchley (1988) gives the algebraic forms of the 
transformations from B to D and from D to B, see also Gower and Groenen (1991). 
In particular, points on the surface of D transform to the surface of B and vice versa. It 
follows that corresponding to the geometry described above for D there is a related

1 1 
geometry in B. We have shown that" I'd = -~1'D1. Also:

1 1
trace(B) = "I'Dl, so that 1'b =   1'Dl, n 2n

and P transforms into a plane Q of equal sized configurations. Writing Djk for the zth 
element of dk and Bjk for the ith element of bk, the distances in B are related to those in
Dby:

m m n n

where aj = bjjh byk the difference between the jth diagonal elements of Bh and Bk,
n 

respectively. With our normalisation, ^*aj = 0. Also, each aj is likely to be small

because the diagonal values of each matrix B measure the squared distances from the 
centroids of the points in the configuration and these are likely to be similar in related 
configurations. It follows that distances in B and D will give very similar results. The 
positive semi-definite properties of inner product matrices are likely to simplify the
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establishment of algebraic properties of fi. Figure 3 illustrates the relationships between 
the spaces.

gpa 

'gpa(modifled)

I ^-— G individual 
•P scaling

Q

Figur
e3 The geometry of the spaces D and £. The various group averages indicated on P 

have their counterparts on Q but these are not shown.

(a) (b)

Figure 4 Two shapes of the same size
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Figure 4 shows two configurations which all would agree are different shapes; they 
differ mainly in the distances from the centroids. In (a) the centroid distances are equal; 
in (b) they are of two sizes. Clearly, the centroid-distances bii give a measure of size- 
difference even though both configurations have been normalised to the same gross 
size. If we eliminate differences in centroid sizes, what is left are angular differences

I i^  » try

which, in this example, are. equivalent. It follows that if p = diagB then p ZB|3 
gives a measure of angular differences. This matrix may be represented by 
multidimensional scaling methods but does not seem to fit easily into the geometry of 
either of the cones discussed above.

The geometrical ideas outlined here seem more useful for thinking about certain aspects 
of how to analyse shape differences, rather than being of immediate practical utility. 
Nevertheless, they suggest practical methods that I believe deserve further 
investigation.
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Abstract

I shall discuss several issues that have arisen in the statistical analysis of 
shape using Procrustes analysis. Much of this discussion is motivated by the 
critical thinking of Lele (1993). (1) Consistency. Procrustes estimates of size 
and shape are inconsistent (Lele 1993), but the estimation of shape can be 
consistent (Kent and Mardia 1995). I give an unbiasedness result for Pro 
crustes estimates of mean shape. (2) Maximum-likelihood estimation. With 
the isotropic Gaussian. model, generalized Procrustes analysis (GPA) yields 
maximum-likelihood estimates of mean size-and-shape, but not of mean shape. 
I give the modification to GPA necessary to obtain MLEs of mean shape. (3) 
Estimation of covariance. The Gaussian model for landmark data of Goodall 
(1991a) includes parameters for the mean, and optionally, for the covariance 
also. Estimation of the covariance must accommodate nuisance parameters 
in the Gaussian model, and residual covariances. (4) Properties of residuals. 
Various generalized Procrustes problems (similarity shape, similarity size-and- 
shape, affine shape) may be viewed as 7i-fold regressions of the current figure 
representing the mean shape onto each of n figures. When the regressions are 
linear the mean shape is computed as principal eigenvectors of a particular 'hat' 
matrix. When the regressions are nonlinear, the mean shape is found by alter 
nating least squares (GPA). In either case, the regressions induce covariances 
of the Procrustes residuals. (5) Euclidean distance matrix analysis (EDMA) 
uses invariants (two-point distances) to rigid body motions and reflections. I 
introduce a general alternative, Euclidean shape tensor analysis (ESTA, with 
variants HESTA and GESTA), that uses shapes (variously defined) of s-point 
invariants for any s > 2. EDMA and GPA are special cases.



1 Overview

A set of n figures, each comprising k landmark points in $tm is represented by n k x m matrices 

Xi of landmark co-ordinates1 Shape is a property of a figure, namely those geometrical attributes 

of the figure that are invariant with respect to a family (group) of geometrical transformations. 

Shape is thus identified with an equivalence class of figures, modulo the transformations (called 

shape transformations). The shape of X is denoted [X]. Some alternatives are shown in Table 1, 

with pointers to the available literature. Shape most often refers to similarity shape (and [X]s is 

abbreviated to [X]), which is the focus here. Many of the models and results discussed here have 

general forms beyond similarity shape   these may be developed with some additional effort.

I Table 1: Shapes and Families of Transformations

shape transformations references
(similarity) shape [X]s special similarity group Kendall (1984), Bookstein (1984)
reflection shape [X]RS similarity group Goodall (1991a)
size-and-shape / form [X]p Euclidean group Dryden and Mardia (1992)
reflection size-and-shape [^]BF translations/orthogonal Lele (1993)
affine shape [X]A linear transformations Rohlf and Slice (1990)
projective shape [X]p projective transformations Goodall and Mardia (1995)
scale shape [X] c scaling to the sphere Mardia (1972), Watson (1983)
translation shape______[.yJT translations_____ __ randomized block designs

The mapping X >—> [X] is many to one. A specific figure in the equivalence class is called 

(Goodall 1993d) an icon. An icon will be used in the sense of a representative figure from the 

equivalence class, e.g. on a schematic of shape space, see Kendall (1984) or the shape visualizer 

of Goodall (1993b). Xi is both an icon and the ith observed figure. An alternative icon to Xi is 

denoted X'it and may be the superimposition of Xi on a further figure.

The Gaussian model for landmark data is written (Goodall 1991a)

Xi = ai(p+EjQi + lkul, (1.1)

i = 1,.. .,n, where the Ei are independent with matrix normal distribution with zero mean and 

variance km x km covariance matrix E. The triple (aj.fli.w;) specifies the special similarity 

transformation (|Qj| = 1) from the 'perturbed' mean, fj, + Ei to the observed Xi. The mean p is 

identified up to a special similarity transformation. An estimate p, of fj, is an icon for the estimate 

of the mean shape [/t]. The covariance E is defined with respect to fj, — if we choose some other 

icon for [/i], then E changes by the same special similarity transformation.

Goodall (1991a) uses the notation N, K and L from Procrustes analysis (e.g. Sibson (1978)), 
for k, m and n, respectively. The lower case notation, used by Kendall (1984) and others, appears 
better suited to the broader study of shape.
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Let (Ti.A.ri) be the inverse transformation, (1^,^,^) = HST 1!^./^ 1 .^). Then the 

Gaussian model may also be written

x( = &Xii\ + ijnrj ~ tf (M, S) - (1.2)

Given a sample of figures Xi, presumed to have common mean, possibly presumed to follow 

the Gaussian model, a first step is to compute the average shape. There are (at least) three types 

of approach.

1. Procrustes analysis, aka superimposition methods, in figure space. Given n observed figures, 

similarity transform each Xi to a suitable X[. Then the average of the X±, denoted X, is an 

icon for our estimate of the mean shape [X] . Generalized Procrustes analysis finds nuisance 

parameters and n to minimize

iXiTi + 1*7,- - tfiftiXiTi + l kfl - n)} (1.3)

The solution, the icon X, often has the property that its (squared) size is the average 

(squared) size of the Xi, its centroid is the average centroid, and its orientation is, in some 

sense, an 'average orientation'.

Given X , from eq. (1.1) X± is the fit in the regression of X on X^. When this regression 

is linear, a simpler 'linear-spectral' approach is possible. L-S estimation is developed by 

Goodall (1993a), drawing on Hastie and Kishon (1991), Kent (1991), and Rohlf and Slice 

(1990). When the regression is nonlinear, the alternating least squares (ALS) algorithm of 

Gower (1975) and Ten Berge (1977) may be used. L-S estimation differs from the multivariate 

linear model essentially because we add errors Ei to fi in eq. (1.1) instead of to a potential 

'model part" ofXi, 0^0, + !&< >{. Thus curved exponential families emerge, eg, with fi, = Im 

and ui = Om , Xi ~ Nfan, a?S).

2. Shape space methods, aka marginal estimates. Marginal maximum-likelihood estimates are 

computed by Mardia and Dryden (1989), and marginal estimates considered further by Kent 

(1994), Le (1994), Ziezold (1989), and others. Here

) (1.4)
i

where d is a distance in shape space. The solution [/i] may be viewed as a weighted average 

in a suitable tangent space, where the weight of the ith observation in the tangent space 

depends on the distance from [fi\. These methods have much in common with GPA.
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Edge superimposition, followed by computation of mean shape as an average of 'Bookstein 

coordinates', can be viewed as an example of either a figure space method, or a shape space 

method in which the tangent space is one of k(k — l)/2 possible choices.

3. Super-space methods, e.g. Euclidean distance matrix analysis (EDMA, Lele 1993) and Eu 

clidean shape tensor analysis (ESTA, below). The matrix containing ( ;) pairwise distances 

is a representation of the reflection size-and-shape of each pair of points in the higher di 

mensional space of Euclidean distance matrices. The average of Euclidean distance matrices 

need not be Euclidean, but may be projected, using multi-dimensional scaling, to a nearby 

Euclidean distance matrix, thus yielding the icon of the estimated mean reflection size-and- 

shape. Some possible advantages of the EDMA and ESTA approach are discussed.

2 Procrustes Estimation of the Mean

Goodall (1991a) includes a number of statements argued 'by analogy' with conventional multi- 

variate regression problems. However, through the presence of many nuisance parameters and 

the nonlinear estimation setting, more delicate and explicit arguments are needed. Clarifications 

and corrections concerning consistency, maximum-likelihood estimation, and covariance estimation 

have been made by Glasbey et al (1994), Kent and Mardia (1995), Goodall (1991b, 1993a,c, 1995), 

and by Lele (e.g. 1991a,b, 1993). Lele's contributions have been especially valuable, though I differ 

with some of his statements: e.g. his assertion that the covariance S should not be equivariant with 

transformations of fj, in the Gaussian model, and over his broad statements of the inconsistency of 

Procrustes estimates of shape.

2.1 Consistency and Unbiasedness

Lele (1993) shows that Procrustes estimates of size-and-shape are inconsistent. However, this does 

not imply inconsistency in shape. Assume that each quantity is centered. It is easy to see that the 

size of fj, = X is biased upwards: E y'tr ptp, > ^/irj^ji. Let r, = \\Xi\\ = \/tr Xf X and V> = \\p\\. 

Setting ai = 1 for each i in eq. (1.1), we may decompose any centered fj, + Ei into components 

parallel and perpendicular to fj,,

fjt + Ei = ri cos0i n/i> + rism0i Wi , (2.1)

where \\Wi\\ = 1 and trW/ji = 0, and J5[Wi|0j] = 0 for each 0, (as the distribution is Gaussian). 

Let X(°) = M + £i Ei/n be tlje Oth-iteration mean configuration. Then EX^ = /i. At the Jth 

iteration of GPA, decompose each X± into components parallel and perpendicular to the current
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mean,

XV =riCos^} jf(')/||x(0|| + r . 8ill ^') wf . (2.2)

Since the residual sum-of-squares ^(r, sin #i )2 decreases at each iteration, the size of the mean,

rt c°s #i ) 2 /n must increase. Starting from EX^ = fi, Procrustes superimposition intro 

duces bias in size. The argument allows nuisance parameters for rotation and translation to be 

included.

From eq. (2.1) it appears that estimates of mean shape would be (1) consistent and (2) unbiased 

if symmetry of the Wi about 0 implies symmetry of the W; after Procrustes rotation. A key 

property is commutativity of rotations, which is available for planar shapes. Kent and Mardia 

(1995) show consistency of mean shape for isotropic errors. Consistency of mean shape in the 

class of linear shape problems follows via the properties of the principal eigenvectors of a sum of 

hat matrices (Goodall 1993a). It is necessary to show that the 'signal' of the mean shape is not 

distorted by the noise: analytic results are given by Kent and Mardia (1995) and simulation results 

by Goodall (1993a).

Consistency of EDMA estimates of mean reflection size-and-shape follows from consistency of 

the individual distance estimates (Lele 1993, Theorem 4, Corollary). This is a versatile tool, that 

is used in ESTA also, but one which, as Arnold (pers. comm.) has pointed out, underlies method 

of moments estimators and their non-uniqueness. A highly correlated Gaussian model, the 'steam 

locomotive' model of Lele (1993), is an example where EDMA is inconsistent. Lele uses the steam 

locomotive model to demonstrate the inconsistency of Procrustes estimates of shape in at least 

one situation   Kent and Mardia (1995) give a more general characterization of inconsistency.

Conjecture 1. For any model, the (unweighted) Procrustes estimate of the mean shape is incon 

sistent if and only if the EDMA estimate of the mean reflection size-and-shape is inconsistent.

As it is easier to obtain explicit estimates for distances than for mean shape, counter-examples 

might be found.

The stronger property of unbiasedness can be shown for Procrustes estimates for planar shapes. 

This is true for the isotropic model and for more general (elliptical) symmetries of the marginal 

shape density. Unbiasedness follows from a group invariance argument (Goodall 1993c, 1995) that 

generalizes the result that the resultant of a sample of spherical data is an unbiased estimator 

for the mean of a elliptical symmetric spherical distribution. The key property of planar shape 

densities is the decomposition of the inner product, ii^X = TJ>T cos 8 cos £ , where £ represents 

rotation angle.

22



2.2 Maximum-likelihood Estimation

For the attractive asymptotic properties of maximum-likelihood estimation to hold, we require both 

k — » oo and n   > oo. An alternative is marginal maximum-likelihood (Mardia and Dryden 1989). 

Full maximum-likelihood estimation of \i proceeds as follows2 . From eq. (1.2) with £ = cr2 Ik ® Im , 

  2x the joint-likelihood of X\, . . ., Xn is, to a constant,

£ = -2nfcmlog<r + 2fcm£] logft - £) tr {(A^F; - l*-yj - ̂ '(A*^ - ItT* - M)}/<^2 (2.3)

This differs from minus the sum of squares by an expression involving only the fa. Therefore 

maximum likelihood estimates coincide with GPA estimates for the size and shape problem, but 

not for the shape problem. Then, to maximize t, we first note that, as is the case for least squares, 

the translation terms liT* can be removed once and for all by centering each Xi, which we assume 

done. The rotation FJ is computed using /?» -weighted averages of the Xi, as in GPA. Lastly, with
/\

p. centered, the MLE of $ is the positive root of

Pi= tr/XiFi ± (ii^XiTi)2 + 4kmcr2 iTX}Xi /2tiX}Xi . (2.4)

Gower's (1975) generalized Procrustes algorithm, without ten Berge's (1977) modification, includes 

n separate estimates of scale. This algorithm may be modified slightly to find maximum-likelihood 

estimates by substituting Pi MLE from eq. (2.4) for the GPA Pus = tr^-XjFj / tr X*Xi.

The difference between PiLS and Pi MLE can be summarized thus: Let 0j be the angle between 

the rotated Xi and p, regarded as km vectors, that is (as above)

cos 6i = ti^XiTi / ti>Ti . (2.5)

Then fiiLS = cos^V/r« i a-a^ PiLsXi is the orthogonal projection of p in the direction of Xi. The 

maximum likelihood estimate,

) + 0(0 (2.6)

is larger by an amount O(<72 ). With larger Pi, larger errors are relatively more likely, so that 

maximizing t leads to larger /% than Procrustes analysis. Goodall (1993a) includes maximum- 

likelihood results for linear-spectral estimation.

2 An anonymous referee for NSF complained that Goodall (1991) does not write down the 
likelihood, a statement echoed by Lele (1991b). This section is based on an earlier unpublished 
response to them.
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3 Covariance Estimation and Nuisance Parame 
ters

The presence of nuisance parameters in the Gaussian model implies that the covariances, e.g. in 

the factored model E = Ejt <8> Em , are not estimable. This problem was simultaneously pointed 

out by Goodall (1991a,b) during his talk to the Royal Statistical Society and in the discussion of 

Lele (1991a) which noted the connection to the Neyman-Scott problem. The solution proposed 

by Goodall (1991b) was to place parametric restrictions on the elements of E, as is common in 

kriging   in shape-analysis terms, a geostatistical data set might comprise two figures, X\ in the 

plane and X^ collinear, with large k, with transformations corresponding to the trend parameters. 

Goodall and Mardia (1994) transfer some of the thin plate spline/principal warp methodology of 

Bookstein (1992) to geostatistical spatial-temporal modeling.

Without parametric restrictions, only the part of £& orthogonal to It is estimable (e.g. as 

in Lele 1993). Maximum likelihood estimation of E requires insertion of |E| into eq. (2.3). Thus 

Glasbey et al (1994) obtain estimates by maximizing the partial likelihood defined in the subspaces 

spanned by the eigenvectors of the estimated covariances. This REML approach   of maximum- 

likelihood estimation in the space orthogonal to at least the nuisance parameters for translation 

  might be extended to estimation of parametric covariance (cf. Mardia and Marshall 1984) or, 

as suggested by Mardia (1995, pers. comm.) to simultaneous estimation of factored covariances 

(Mardia and Goodall 1993). More generally, however, the fact that the covariance is nonsingular 

after removing translation must be approached with caution: the Procrustes tangent space has 

dimension not km — m but km — m— |ra(m   1)   1. In spherical statistics (on S2 ) the orientation 

matrix (Fisher et al 1987) is poorly conditioned for highly concentrated data. Without solid 

covariance estimates, the iterative ML procedure described by Goodall (1991) is not viable, and 

some sort of REML, residual with respect to the nuisance parameters, is preferred.

The simplest case is that of translation only,

Xi=n + Ei + l kUi, i=l,...,n, (3.1)

where the Ei are independent matrix normal with mean 0 and km x km covariance E. Any 

component of a column of Ei parallel to Ifc is confounded with the corresponding element of the 

nuisance parameter w,. Thus any attempt to estimate an unrestricted E will yield a result that 

does not have full rank. When m = 1 the data may be arranged as an n x k matrix X with mean 

wljj. + ! /** and left- and right-covariances In and Et : k x k. The model, Xij = Wi + pj + Cjj , is the 

two-way additive linear model with covariance In ® E&. The fj,j may be centered for identifiability.
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Unrestricted Ejt cannot be estimated.

A REML approach is as follows. Let L : k — Ixfcbea row-orthonormal matrix with each row 

orthogonal to Ifc. We form Y — XL* with mean 1^*L* = 1/x* 4 (say) and left- and right-covariances 

In and E£_ : = LSjfci*:

Yij = M* + fij , (3.2)

where the vectors fi = (fij) are independent with covariance ££_!  Estimates of fj," and EJ^ 

are now the usual estimates in the n x (k — 1) multivariate linear model with unrestricted mean, 

A* = y'ln/n, and E*^ = (Y - ln A**)'(y - lnA**)/(n - 1)- When m > 1, eq. (3.1), REML 

yields the n-fold k - 1 x m equations Yi = n* + Fi. If E = S* <g> Em then E* = EJ_ : <g> Em with

In the multivariate linear model an n x r random matrix Z has mean W/3 for some W : n x p 

and /3 : p x r. Each row of ^ is independent with covariance E : r x r. In the growth curves model 

(Arnold 1981)3 Z has mean Wf3Q for some /? : p x 3 and Q : g x r, and the same covariance. When 

W — In the mean of the ith row (i = 1 . . . , n) of Z is constrained to lie in a q dimensional subspace 

with parameters the ith row of ft. The model eq. (3.2) has W = ln , f3 — (tfY, and Q = h-i- 

Shape analysis that involves a scale factor, e.g. similarity shape analysis and affine shape analysis, 

does not fit directly into this framework as the covariance must scale with the mean. The analysis 

of size-and-shape, involving rotations, can be expressed as growth curves analysis with restrictions 

on /?. Let W — In , Q = Im <S> M**> a110' (3 be n x m2 with ith row vecflj. This framework assumes 

H known (or estimated alternating with /?), and requires E* = EJ^ (g> Im or else the covariance 

would depend on Qj.

Arnold (1981) discusses the non-existence of complete sufficient statistics for the growth curves 

model. His approach is to find optimal procedures for known E, then to find a sensible estimator 

E of E, and finally to substitute that E into the optimal procedure.

4 Leverage

Lele (1993) includes an example where the GPA residual cross product matrix does not properly 

estimate the between landmark covariance E^. After computation of the cross-product matrix 

estimates from Goodall (1991a), Glasbey et al (1994) remark that there will be some distortion 

vis-a-viz the covariance E through having estimated the nuisance and mean parameters.

The key to estimation of covariance is equation (11.5) of Goodall (1991a) which, following 

double-rotation of the mean figure X to diagonal form, LXV = diag£, expresses the Procrustes

3I wish to thank Steve Arnold for pointing me to this variant of the multivariate linear model.
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residuals 5 to first order in terms of the errors P = LEV Note that the detailed argument in 

Goodall (1991a) involves double-rotation of X to diagonal form, but the results are equivalent to 

first order. See also Langron and Collins (1985).

We assume k > m. Let £ = (£, ) be the vector of singular values of X. Let the variance of each 

element of E be of magnitude O(cr2 ). The multivariate Procrustes statistic for rotation is, from

Goodall (1991a),
( Pjl + 0(o*) ]=l

Pl > +0(<r2 ) l<j^l<m (4.1)

with the additional constraints (S~f t r)ki — 0 (/ = l,...,m) for translation, and Su = PU - 

& (Z) &' ^ i'l' / 1C £?" ) (^   1 1       i m) f°r scale. The expression for translation follows by setting L to 

have Jfeth row lk/Vk and first (k — 1) rows L. The expression for scale follows from simple linear 

regression through the origin of X on X, in which the only non-zero covariates are the £7, and the 

scale factor is £ f i' PIT / C £?"  

These formulae for 5 in terms of P do not depend on E, but that would not remain true in the 

case of weighted Procrustes analysis with superimposition metric (Goodall 1991a) Es = E. For 

some geometrical insight, which may aid in understanding the following results, see Section 12 of 

Goodall (1991a).

In the translation-only case, S* = P* where 5* (P*) denote the (k — 1) x m matrix comprising 

the first (k - 1) rows of S (P). Let E = E* <g> Em with, for identifiability, trEm = m. Write 

varP* = LEfcl* <g> V'Sm Vt = E^ <g> E^. Then ]T\ 5t*5** /m(n - 1) is an unbiased estimator of 

££_!, and m£\ S,**5t*/ti Y^i Si* Si is a consistent estimator of E^.

For general shape transformations, X< is the regression of the estimate X on Xi . For large n and 

consistent estimation of /i (setting aside the arbitrary shape transformation), we have X K p. Thus 

vaiEi = E, varPj = E* say, but varS, = (I - H(X'i ))Ti*(I - H(X^)), an mk x mk set of equations 

in which H(X'i ] is a hat matrix for projection onto X[ using the appropriate shape transformations. 

For linear regressions, using L-S GPA, H(X'i } — H(Xi), while for nonlinear regressions, including 

example m = 2 size-and-shape and m = 3 shape, H(X'i ) is a linear approximation to the nonlinear 

projection at the best-fit X[. We approximate each of the H(X'i ) by H(X}. In practice varS may 

be computed from the multivariate Procrustes statistic, eq. (4.1).

4.1 Estimation of the covariance with scaling

For translation shape leverage plays no role in estimating EJ_j. However for shape transformations 

comprising scale and translation, the residuals S* do not have equal variance. As with the trans 

lation only case, the double-rotation simplifies the structure of X but is otherwise unnecessary.
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(Double-rotation is extremely helpful when the shape transformations include rotations, as below.) 

The setup is that of n sets of m simple linear regressions with common slope and covariance within 

each set specified by E.

The denominator of the scale factor is £}£2// = S S ̂ fi> anc^' including translation with m — 1, 

writing x = X, £]£2/, equals ]T)-(x;-   x) 2 , familiar from simple linear regression. The variance of 

Sji is <72 (j ^ 1), and, writing s (p) for the vector of diagonal elements Su (Pu), I = 1, . . . , m,

With isotropic errors, E = a2 Im ® Ik , vars = <r 2 (!-££*/£*£). and from #Ej E; Sji] = 

((k - l)m - l)cr2 , a suitable estimator of o-2 is £V trSjSf /(n - l)((k - l)m - I). These results 

are to first order in cr2 . An exact result would follow from use of the individual H(X^), that is, 

substitution of ^, P?"i" f°r E £?" m *be denominator of the scale factor. Similar formula are given 

by Goodall (1991a, equation 11.9) and Langron and Collins (1985) for cases including rotation.

With E = E fc ® Em , consider the moment estimate ^S^S^/mn of EJ_r Let H - (hw ) 

be a (k — 1) x (k — 1) matrix with upper-left m x m block ££*/ *£ an(l zeros elsewhere. Let 

h = (ft;) = (hn). Write 6j t for the Kronecker delta. Then

j'i ~ (/ > hj'V Pvv )6ji (4-3)

When TO = 1 the elements of h are zero except that fti = 1. Thus the first row and column of 

ES'S** are zero, and (ES*Sti )jj> = (Z*k _i)jj' (j > 1, / > 1): superimposition of the first rotated 

component is perfect, which is the principle underlying use of the QR decomposition in regression 

(Goodall 1993b). 

When Sm = Jm ,

£S*S** = E;_J. * [mlfc.al* _ : - hi* _, - l^h*] + c diag (h) (4.4)

where V denotes element-wise product, and c = J^, /i ; (EJ_ 1 )i;. The off-diagonal elements of 

Sj_ x are easily recovered from the moment equations, adjusting for h. In the lower-right block, 

j,j' > m, (SJ_i)jj' = (ES*S*t }jji, and the first m diagonal elements satisfy the linear system of 

equations

diag(Sj_ 1 ) = [diag(m-2h) + hh*] - 1 diag(£S*S*') . (4.5)

With E;_! = cr2 /*-!, we have tr£S*S** = (m - l)<r2 .

The case of unconelated landmarks with different variances does not appear to lead to any 

particular simplification (after the double rotation). The general factored case E = Et ® Em may 

be approached along similar lines.
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4.2 Estimation of the covariance with rotations

We turn now to the case of rotation, translation and scale. The formulae are surprisingly tractable 

for general m, at least for the case S = Sj ® Im . For 1 < j,f < m we have, to 0(0-2 ),

\&Pji + tjhpij/ PC»e*t'i (ESS )
1=1

(4.6)

(4J)
With S£_! = o-2 /i_i, and k — m + 1, we have tr ES"S*t — \m(m + l)<r2 , as required. Equation 

(4.7) simplifies when the £; are equal (a 'spherical' object) to

. (4.8) 

Next, consider the case when j < m and j' > m. We have

+i. («)

and symmetrically when j > m, j' < m. S5*S** is completed by (ES'S**)^' = mOjji for 

j, j1 > m.

Solving the resulting system of equations is very similar to the scale-transformation case: the 

off-diagonal elements are easily computed directly, and the first TO diagonal elements are the 

solution of a linear system of equations.

4.3 Covariance estimation   further cases

Further cases are developed in Goodall (1995). In particular, 'first-order consistent' estimation 

of S£_! for the particular case of special similarity transformations follows by combining the 

previous two sets of results, or from first principles using equation (4.1). Covariance estimation in 

the linear-spectral setting model, which includes the translation, scale, affine, and two-dimensional 

shape cases, is discussed there also.

5 Euclidean shape tensor analysis

I introduce a family of estimation procedures, collectively called Euclidean shape tensor analysis 

(ESTA), which takes the EDMA approach (Lele 1993) of averaging distances between each pair 

of landmarks and generalizes it to averaging shapes for every subset of landmarks of fixed size 

s. After averaging, a figure comprising k landmarks in Euclidean space is reconstructed from the 

subset averages. ESTA includes both EDMA (s = 2) and GPA (a single subset, s = Jfe) as special
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cases. Tensor is used in the sense of an array with multiple subscripts, and should not be confused 

with the 'strain/growth tensor' analysis of, eg, Bookstein (1984) or Goodall (1983).

Definition 1. Let X^ be the jth submatrix of X : k x m, for an enumeration j = !,...,(J) 

of the subsets of s landmarks (2 < s < k) of k. Let [X^] be the shape of X(j) for some shape 

operation [.] (rigid body, special similarity, affine, ... ). Then the set of[X^^], j = !,...,(,), is 

the shape tensor of degree s (co-degree k — s) of the figure X.

Definition 2. A shape tensor is any collection of ( *) shape descriptors of s landmarks.

Definition 3. A shape tensor is Euclidean if it is the shape tensor of a figure in m-dimensional 

Euclidean space, for some m.

One part of EDMA is estimation of the mean size-and-shape of figures X\,..., Xn , each k x m. 

Estimation of mean shape using ESTA comprises:

Step 1. Construct the degree-s shape tensor for each figure Xi. Denote this Mi.

Step 2. Separately for each j — 1,..., (J), estimate the mean of the shapes [-X"i(j)], i — I,.. .,n.

These estimates make up the mean shape tensor M. 

Step 3. Project the mean shape tensor into the space of Euclidean shape tensors, with result Mp

The estimate of mean shape is [X], where X is any figure with shape tensor Mp

Further details are given by Cooper et al (1995).

Consistency follows as in Lele (1993), Theorem 4, Corollary. Both linear-spectral GPA and 

ALS GPA solutions are continuous functions of the shape tensor.

Theorem 1. (Consistency.) Suppose the mean estimate for each subset (Step 2) is a consistent 

estimate for the shape of the corresponding population quantity. Then the projection (Step 3) is 

also consistent.

Claim 1. (Inconsistency.) Suppose that the shape equivalence operation in computing subsets 

(Step 1) differs from the final shape equivalence operation (Step 3). Then ESTA can yield incon 

sistent estimates.

This claim is supported by the following remarks. Suppose that the first equivalence is less 

restrictive. Then the full set of nuisance parameters have not been removed, and they can be set by 

an antagonist to give maximum weight where the variation from the mean is largest. Conversely, 

suppose that the first equivalence is more restrictive. Then all information about the 'extra'
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nuisance parameters, which are not nuisance parameters, is lost. Lastly, if there is a mismatch, 

e.g. rigid body motions with reflection is one equivalence, and special similarity transformations 

is another, then both these problems occur.

To circumvent these difficulties extra nuisance parameters may be eliminated by standardiza 

tion. This might involve setting size to 1, or orientation to a particular edge. But this is not opti 

mal, as, demonstrated by Dryden (1991) and Mardia and Dryden (1994) for size-standardization 

and the use of Galton (Bookstein 1995) coordinates. Further, an argument that perturbations are 

small relative to the mean implies, eg, that reflection is unlikely to occur in practice.

5.1 Towards a shape theory for subsets of landmarks

A difficulty in shape analysis is that the mean shape for a subset of landmarks is not readily 

computed from the mean shape for the full set. The exception to this is the analysis of averages 

in Euclidean spaces, where trivially, the average of a subset of variables is a subset of the averages 

computed for all the variables. However, even in the analysis of translation shape block effects 

are computed differently according to which landmarks (treatments) are included. Kendall and Le 

(1991) and Goodall (1991b) note that if the trajectory of an evolving figure of k landmarks follows 

a geodesic in shape space, then the trajectory of the shape of each subset of landmarks need not.

In ESTA, as in EDMA, computation of the mean is postponed until the final projection step. 

Up to that point, shape analysis can be performed for an arbitrary subset of landmarks. This 

property is called localization (e.g. Lele 1991a), in the sense that local analysis of shape can be 

performed without reference to the global (fc-landmark) setting.

One drawback of EDMA is that there is an increase in dimensionality, from k x m landmark 

coordinates, to ( \ ) distances, prior to the final projection step. GPA, by contrast, involves no 

increase in dimensionality, but ESTA uses O(ks ) shape descriptors for s -C k. Some simplification 

at the final projection step is possible if the indexing of the shape descriptors is balanced   Goodall 

in 1991 defined first- and second-order balance conditions in Procrustes multidimensional scaling. 

An appealing possibility is to perform ESTA with subsets of different sizes. (Note that then the 

'tensor' appellation does not hold, strictly speaking.)

Definition 4. Heterogeneous Euclidean shape tensor analysis (HESTA) is the ESTA procedure 

applied using subsets of different sizes.

Definition 5. General Euclidean shape tensor analysis (GESTA), is o general version of ESTA 

that allows subsets of arbitrary sizes, differing across figures.
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In a HESTA algorithm there is a single contribution to the projection step for each subset of 

landmarks. In a GESTA algorithm, each figure and each subset potentially contributes individually 

to the projection step.

The usefulness of HESTA is to reduce the dimensionality of the shape tensor. Let S denote a 

subset of {1, . . . , k}, and define a figure of merit for S, G($) computed from -Xi(S)> * = 1, . . . ,n, 

with the property

S' C S =>• G(s') < G(S) . (5.1)

For any fixed cutoff w, the restriction G($) < w induces a partial ordering of the power set of 

{!,..., k}. The value w specifies a tolerance below which shape differences are considered relatively 

unimportant. The basic idea is that if there is only a little lack of fit, then there is no need for 

localization   thus data-driven choice of subsets in HESTA is used to reduce the computational 

requirement.

One choice of G(s) is the generalized Procrustes sum of squares about either a fixed or least- 

squares mean. For the fixed figure Y,
n

(5.2)
1=1 

where the minimum is over all shape transformations denoted ' A second choice involves taking

maxima over subsets 5' of S of fixed size (e.g. 2 or 3),

G?S ) = smax t <*pQ(SO ,*t(s<)) , (5-3)

A third alternative, Gv5x, uses the maximum-residual norm instead of the sum of squares in 

eq. (5.2).

Definition 6. Norm G cutoff w HESTA is heterogeneous Euclidean shape tensor analysis where 

the subsets are maximal subsets according to the partial ordering of the power set of landmarks 

defined by the norm G with cutoff w.

There is considerable flexibility at Step 2 of ESTA in computing the means of each set of n 

shape descriptors. As s is typically small, fast and well-understood methods can be used, including 

marginal maximum-likelihood (MESTA) and robust and resistant (RESTA) summaries. Further 

details of the procedures at Step 2 and Step 3 (projection) are given in Goodall (1995).
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THE MEAN SHAPE AND THE SHAPE OF THE MEANS

Huiling Le

Department of Mathematics, University of Nottingham, 
University Park, Nottingham NG7 2RD, UK

1. Introduction.

An important question in the statistical analysis of shape is how to estimate the 

shape determined by the mean positions of k labelled random vertices or landmarks 

in RTO , which we shall refer to as the shape of the means.

There generally exists some ambiguity of location, rotation and scaling in 

obtaining the data for the vertices of configurations. Although this ambiguity will 

not affect the iid property of the shapes of configurations, it nevertheless does 

destroy the iid property of the samples and so it is difficult to use the result 

of the law of large numbers to estimate the shape of means directly from the 

data. The definition of procrustean mean shape for a finite set of configurations 

in terms of their vertices (c.f. [1]) overcomes this difficulty and, in fact, it may 

be defined directly on the shape space E^ using the metric, 'dist', which is the 

restriction to S^ of the procrustean metric on the corresponding size-and-shape 

space induced from the standard metric on the pre-size-and-shape space Rm ( fc ~ 1 ) 

(c.f. [5]). However procrustean mean shapes are not always unique for a given set 

of configurations, as the shape spaces are curved, and there is in general no closed 

form for procrustean mean shapes. One practical approach to finding a procrustean 

mean is in fact based on a much used algorithm of generalised procrustes analysis. 

It is usual to assume, though it need not be the case, that a sequence obtained 

from such an algorithm is approaching a limit point once the difference between 

two consecutive points is less than some pre-assigned value, and the shape of such 

a point is then taken as an approximate procrustean mean shape of the given finite 

set of configurations.

In [5] we show that, under suitable hypotheses on the shapes of the given 

configurations, which are generally much weaker than the assumption that the 

data be sufficiently concentrated, there is a unique procrustean mean shape for 

the given configurations which is the Karcher mean associated with the discrete 

uniform distribution at the given finite set of shapes, and is also the shape of 

the limit of the algorithm, whenever that exists. Here a Karcher mean for any



distribution, 7, on the shape space is a local minimum of the function

shape space

where 'dist' is the metric already mentioned (c.f. [2] & [5]).

However it is still unclear to us whether we can use procrustean mean shapes 

of samples to approximate the shapes of the means and, in particular, what is the 

relation between Karcher mean shapes for induced distributions and the shapes of 

the means. These are the questions which we address here for the case of k labelled 

Gaussian random points in the plane.

2. Main result.

We restrict ourselves to the case that m = 2. We then represent the configuration 

of k labelled points by the components of a complex row vector z* = (z£,       , z^). 
If the effects of translation are removed by a particular projection of each row 

onto the orthogonal complement of the vector (1, 1,   -,!)*, then the resulting 

(k — l)-dimensional complex row vector z represents the pre-size-and-shape of the 

configuration. The pre-shape z is obtained by rescaling so that z lies on the unit 

sphere S 2fc ~ 3 and then the size-and-shape and the shape, [z], of the configura 

tion are the relevant equivalent classes under the left action of 50(2), which in 

this representation is just scalar multiplication by the complex numbers of unit 

modulus.

Theorem. The shape of the means ofk labelled independent Gaussian distributions 
N(HJ, o~ 2I} on R 2 , provided those means are not all equal, is a Karcher mean with 
respect to 'dist' of the corresponding induced distribution on S*.

Proof. Write p for the riemannian metric on E^ induced from the standard rie- 

mannian structure on the corresponding pre-shape-sphere. Then p and 'dist' are 

related in the following simple manner.

dist 2 ([w],[z]) = 2{l-cosp([w],[z])}.

The distribution of shapes induced by k labelled independent N(^, a2!} ver 

tices in R 2 has the form (c.f. [4])

/([z]) <M[z]) = ea 1 F1 (k - 1; 1; a cos2 p(H, [z])) <MM),

where a = «2 /2cr2 , K is the size of the figure with /u| as its vertices, iFi is Kummer's 

confluent hypergeometric function and duj is the uniform law on S*. A Karcher
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mean of the induced distribution, with respect to 'dist', is then the local minimum 
of the function on E§ defined by

dist2 ([w],[z])/([z])^([z])

which, from the relation between p and 'dist', is clearly equivalent to the local 
maximum of the function defined by

F([w])= f cosp([w],[z])/([z])du;([z]). (1)
"' S2

The shape space E| is the complex projective space CPfe ~ 2 (4). Since the 
action of the unitary group U(k — 1) on the pre-shape sphere is transitive, so that 
its local geometry is everywhere the same, and since this action commutes with 
that of SO(2], it follows that E| is homogeneous. Since /([z]) is a function of 
p([//], [z]), both du;([z]) and /([z]) are invariant with respect to the induced action 
of U(k — 1) on the right. It follows that the induced distribution is invariant with 
respect to such a transformation. For any element g in this unitary group which 
fixes //, we have

F([wg])= I cosp([w0],[z])/([z])<M[z])

= f 
Jx

= f J-s

Hence, in particular, F is constant for all points [w] which are at a fixed distance 
from [//].

In order to show that [/j] is a local maximum of F, it suffices to show that [p] 
is a local maximum on any geodesic through [//]. However the homogeneity of E| 
allows us to transform /j, and a general point w* of S 2fc ~ 3 with p([fj], [wt]) = t by 
a unitary symmetry into the pair of points

(1,0,---,0) and (acos£,asint,0,     -,0) (2)

with \a\ = 1 (c.f. [3]), and clearly the corresponding geodesic in E| through those 
points is

{[(acoss,asins,0,     -,0)] : 0 < s < n/2}.
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If we write Cj = TJ ei6^ = Zj+i/zi for 1 < j < k - 2, then (Ci, • • •, Cfc-2) gives a 
local coordinate system on the patch of S| determined by z\ ^ 0. In terms of these 
coordinates, the uniform law cL;([z]) has the expression (c.f. [4])

and, assuming p, and wt are standardised as in (2), we have

and

cos2 p([wt], [z]) = cos2 p([/i], [z]) {(cost + Ci sin*) (cost + Ci sin*)}- (4) 

Thus, (3) & (4) imply that we can express F along the above geodesic as

t\) = / { I 2ir \ACOS * + & sin *) (cos l + & sin *) d^ f

k-2 (5)

Suppose now that t is very small. Then
"Z • . \ .. . •*• /

and it follows that

^^ 7r cosp([wt],[z])^1 «|l-^(2-r2 )|cosp(M,[Z]). (6)

Thus, showing that [n] is a local maximum of (1) is now, by (5) & (6), equivalent 
to showing that

2 2*' 1 2(2 - r2 ) cos2*' 1 p(M, [z]) /([z]) d(r2 ) > 0.

However the induced action of U(k — 1) would equally allow us to transform p, and 
wt into the pair of points having similar form to those in (2) but with 'a sinf 
appearing in the (j + l)th, instead of in the 2nd, component of the second point. 
Then repeating the above procedure, we shall find that, for 2 < j < k — 2,

fc-2

= t(1 - r2 ) cos2*- 1 p([M], [z]) /([z]) H d(rj)
i/ • _ -i

' r? + --- + r2 2 \ „, . ^ r 1 r 1N /r i% fe- 2 / .
Q J.____________/C-~^ 1 fif^c*"*^ — •"• I F 1 I r» I i -Pi Ir*! \ I I /J( v"\ 

7 O / ^^^ r V L' J 'L J/rfVL J/ I I V 7 /
K* —— /.I -*• •*- ^
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Since the marginal law of p([fj], [z]) for du is (c.f. [4])

dtp = (k- 2) sin2(fc ~ 3) p d(sin2 p) 0 < p < ir/2, 

this implies that

/(2-r2 )cos2fc-V([M],[z])/([z])nd(r2 )
3=1

/2

~ 3sin2 ' cos~ 1

Finally, recalling that

/([z]) = e° x Fi (* - 1; 1; a cos2 p([M], [z])) ,

a straightforward, but rather lengthy, integration will show that this last expression 
is indeed > 0. Thus we have established that [//] is a local maximum of F and so 
a Karcher mean of the induced distribution, as stated in the theorem.

3. Discussion.
Although we have proved that the shape of the means of k labelled independent 
Gaussian distributions is a Karcher mean of the induced distribution, there are still 
a few points which need to be clarified before we are able to conclude that, despite 
the shape spaces being no longer flat linear spaces, we may use procrustean mean 
shapes of samples to approximate the shape of the means.

A global minimum of the function F7 defined in the first section is called a 
Frechet mean of the distribution 7, and the 'strong law of large numbers' which 
Ziezold proves in [6] for such means, enables us to deduce that, if the induced 
shape distribution has a unique Frechet mean, then the procrustean mean shapes 
of an infinite increasing sequence of samples will tend in the limit to the Frechet 
mean of the shape distribution. In this case, and if in addition the corresponding 
procrustean mean shapes of samples are always unique, then it would be proper 
to use the procrustean mean shape of a sample to approximate the Frechet mean 
of the shape distribution. In general, however, Frechet means fail to be unique 
although they are always Karcher means.

In [5] we have given a sufficient condition, involving the curvature of the space 
and the support of the distribution, for a given finite set of configurations to have 
a unique procrustean mean shape. However, the shape distribution induced by 
k labelled independent Gaussian distributions is supported on the entire shape
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space and the riemannian manifold S^ has sufficiently positive curvature that our 
condition fails to be satisfied in this case.

So, whether the shape of the mean of k labelled independent Gaussian distri 
butions is the unique Karcher mean of the induced shape distribution is still an 
open question, which the above method appears to leave unanswered. If the an 
swer were positive, it would be the unique Frechet mean of the induced distribution 
and so it would be reasonable to use the procrustean mean shape of a sample to 
approximate it when the sample satisfies the condition in [5]. If the answer were 
negative, we could still ask whether the shape of the means is the unique Frechet 
mean of the induced distribution.

Finally, in this paper we have only considered the case of shapes in space of 
two dimensions, and it must be admitted that it is not clear how to generalise our 
results to higher dimensions. For our proofs used homogeneity, which is not valid 
for m > 2 and we also relied on more detailed knowledge of the induced shape 
density than is currently available in higher dimensions.
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INVESTIGATING REGULARITY IN SPATIAL POINT 
PATTERNS USING SHAPE ANALYSIS
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Abstract
Consider n > 3 points in the plane randomly perturbed about a mean configuration by small isotropic Gaussian 

errors. In this paper a Procrustes statistic based on the shapes of subsets of k > 3 points is studied, and its approximate 
distribution is found for small variations. We investigate the k = 3 triangle case in detail and in particular the situation 
where the population mean is regular (i.e. a Delaunay triangulation of the mean of the process is comprised of equilateral 
triangles of the same size). The results are applied to an investigation of regularity in human muscle fibre cross-sections.

1 Introduction
Most approaches to shape analysis have assumed that the dataset consists of a random sample of independent 
point configurations. Distributional results in the independence case have been obtained by Sibson (1978, 
1979), Kendall (1984), Bookstein (1986), Goodall (1991), Mardia and Dryden (1989) and Dryden and Mar- 
dia (1991) among others. We are interested in the situation where there are inherent dependencies in the 
configurations, such as the case of a Delaunay triangulation, where neighbouring triangles share vertices. 
Mardia and Walder (1994) and Goodall and Lange (1989) have also considered dependent data, where the 
data are dependent through time. Our approach differs in that die dependencies are by means of sharing 
points - a form of spatial dependency.

We outline some recent results given by Dryden et al. (1995) and include an application which motivated 
the work - investigating regularity in human muscle fibre cross-sections.

2 Distributional results
2.1 The isotropic Gaussian model
Consider n > 3 points in the complex plane <C, z = (z±,..., Zn)T , where the points have been perturbed 
from the mean configuration fj, = (pi ,..., /zn )T by independent identically distributed (i.i.d.) complex 
normal zero mean errors, i.e.

z = /i + e~<CJVn (Ai,(7s In ). (1)
where Jn is the (n x n) identity matrix and cr2 is the variance at each point. Note that equation 1 could be 
expressed in the more common real multivariate normal form, with the real and imaginary parts of z being 
independent isotropic normal, i.e. Re(z) ~ Nn(Re(fj.),a2 In ) and Jm(z) ~ Nn (Im(n),(r2 In ) indepen 
dently.

2.2 Procrustes distances
Sibson (1979) derived the approximate distribution of Procrustes sum of squares between z and p. for small 
variations, which is discussed by Langron and Collins (1985) and used later by Goodall (1991) without re 
flection invariance. The Procrustes sum of squares is

G(z, M) = nun | \p - reia (z -t)\ f

wherer > 0 is a scale parameter, a e [0,27r) is a rotation,* e C is a translation, and \\Z\\ - v/trace(^* Z) 
is the Euclidean norm, where Z* denotes the complex conjugate of the transpose of Z.



Under the model (1) the approximate distribution of the Procrustes sum of squares (Sibson, 1979) for 
small variations is

G(Z ,^)~^xL-4 + 0(<T3 ).

The size of the configuration is taken to be the centroid size after Bookstein (1986) and Kendall (1984),

S(z) = (z'Hnz) 1 ' 2 , (2)

where
Hn = In --ln ll (3) n

is the n x n centring matrix, In is the (n x n) identity matrix, ln is the n-vector of ones. From Kendall 
(1984) and Goodall (1991) the Procrustes distance between the two shapes of z and n is given by

Many variants of the Procrustes distance have been proposed (eg. Gower, 1975; Sibson, 1978; Kendall, 
1984; Goodall, 1991). From Kendall (1984) the Riemannian distance between the two shapes of z and ^ is 
given by

/ 1 \ 2 
p(z, fj.) = arccos I 1 — -d(z, (i) 1 (5)

= arccos ( f n—t n I (6)

2.3 k-subsets
We are interested in statistics obtained from subsets of the n point configuration in the plane. Consider the 
n > 3 points to be indexed by the set {1,2,..., n}.

Let PJ be a subset of A; > 3 different points taken from the index set {!,. ..,n}. We call these'k-subsets' 
and let there be m > 1 such k-subsets, i.e. i = 1,..., m. Note that TO need not be (^) (the total number of 
different k -subsets); it will usually be considerably less.

Define /i, i = 1,..., TO to be a fc x n matrix with elements

L * = (Pi)r 
) otherwise

Hence J, is an indicator matrix for the points in the tth k-subset P», i = 1,..., m and we call J% z the ith 
k-subset of z. Obviously if k = n (the complete subset) then TO = 1 and Ji = In .

2.4 A Procrustes shape statistic
Let pi be the Riemannian distance between the shapes of JiZ and Ji/i, i = 1,..., m. From equation (6) it 
follows that

where
Ct = J?Hk Ji,

and Hk is the k x k centring matrix of equation (3). From equation (5) die squared Procrustes distance the 
two shapes of ̂ z and Jm and is written as

for i = 1, . . . , m. The Procrustes shape statistic based on the fc-subsets is defined as the average squared 
Procrustes distance

1 m / i m \
. (7)

41



The size of the ith k-subset of fj, is written as

, »=l,...,m. (8)

Result 1 Under the model of equation 1 if a is small then

; ^ + 0(a3 ) (9)

where Xj ~ x? (^exponential with mean 2) independently and \j > 0 are the eigenvalues of A where

A = - 2J A/*?, Bi = d- "% l . (10)
m i=l »

Proof: Using Taylor series expansions and the spectral decomposition of A. Full details are in Dryden et al. 
(1995).

2.5 Properties
Various properties of this distribution are discussed by Dryden et al. (1995) including moments, a central 
limit result, a scaled chi-square approximation and the complete subset result. In this paper we wish to con 
centrate on the important k = 3 triangle case.

3 Triangulations
Consider as a special case a triangulation of the n points in the complex plane, <D. An example of such a 
triangulation is the Delaunay triangulation (see for example Stoyanetal, 1987; Mardia et al, 1977;Okabeet 
al., 1992). An algorithm (called TILE) for obtaining a Delaunay triangulation of a set of points was given by 
Green and Sibson (1977). Their program outputs a list of contiguouspomts (triples of points which constitute 
each triangle, i.e. the 3-subsets Pi, i = 1,..., m).

3.1 Equilateral triangle grid
Given a spatial point pattern from model (1) we may ask if the points could have been generated from a 
particular mean configuration fj,0 . Of special interest in many applications is examining whether the points 
have arisen from a regular equilateral grid, such as that in Figure 1, where the side of each triangle is length 
6 (and hence the size of each equilateral triangle is also 6). Mardia et al. (1977), Mardia (1989) and Kendall 
(1989) considered this problem for investigating Central Place Theory in geography. Indeed these papers 
have been the inspiration for our approach.

We consider the triangles in our data as the same 3-subsets obtained from a Delaunay triangulation of 
the mean configuration/io- In this regular case there are m equilateral triangles and ^ = Sfoii = 1,.. .,m 
and so n

~~ ,-X,-+ O(r3 ) (11)

where r = a/S and ipj (j = 1,..., n) are the eigenvalues of G = ^ J3*Li ^» where Bi is defined hi 
equation (10) and again Xj ~ xi independently.

Result 2 Let mp be the number of pairs of different equilateral Delaunay triangles in /*0 which share at 
least one vertex. The eigenvalues ofG satisfy
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This result is perhaps a little surprising and counter-intuitive, as we might expect different contributions 
in the cases when one or two points are shared by neighbouring triangles. 

Note that the first two moments of the distribution are

(13)

and so a normal approximation could be used for large r = rank(G) (from the Central Limit Theorem). 
Alternatively the distribution could be approximated with a scaled chi-square distribution by equating the 
first two moments.

where

Note that

D3

m, 1 / 2mp\ „ a = 2r2 —— m+ — - 0= 
m2 \ 9 )

,_ . 4r4 / 2mP \ 
var(D3) = —— (m+ —— J.

(14)

(15)

(16)

Figure 1: An example of the rectangular case. The number of neighbours for each triangle is indicated.

3.2 Rectangular region
As a special case consider the mi x m2 rectangular grid, an example of which is given in Figure 1. In 
applications rectangular shaped regions of triangles are often available, particularly from image data. We 
concentrate on the case where we have mi rows with an even number m2 > 2 triangles in each row. It 
follows that

+ 4.

Proof: The number of neighbours of each triangle is shown in Figure 1 . The total number of neighbours on 
each of the first and last rows is mA = 4 + 7 + 16^^ + 6 + 5 = 8m2 - 10. Each of the other mi -2 
rows has a total number of neighbours mB , mB = 1 + 10 + 12(m2 - 4) + 7 + 10 = 12m2 - 14. Hence, 
the number of neighbouring pairs is mp = |{2mA + (m2 - 2)mB } = 6mim2 - 7mi - 4m2 + 4 as the 
total number of neighbours is twice the number of neighbouring pairs. •

Other simple results with odd values of m2 are also straightforward to obtain in this way.
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3.3 Asymptotic properties
We concentrate on the rectangular case and investigate the approximate variance of the test statistic Dz for 
changes in the ratio of mi and m2 as m —* oo. The results are given hi Table 1.

Case mi m2 var(I?3 ) mvar(£>3 ) 
__ ____________________________________________asm —» oo

Rectangular c^/m ^m/c ^ (21m-Hc^m - 8^ + s) ^ 
c > 0,m2 even

Square Vm \/m ^(21m - 22v/m + 8) ^ 
c = I,m2 even

Interlocking strip 1 m ^(13m-6) 
meven

Chain m 1 £i(llm+l) 9

Independence - - ^- 4r4

Table 1: Particular cases for regular triangles

The interlocking strip case is so called because each triangle shares two sides with its neighbours fitting 
closely in a compact fashion ('interlocking'). The chain case is appropriate for any situation where each 
internal triangle has just two neighbours, and two end triangles each with a single neighbour. Note that the 
chain case is not a special case of the rectangular case in section 3.2 but it is simple to see that mp = m — 1 
hi this case.

The independence case is where there are m distinct triangles all with no points hi common. Therefore, 
from the work of Sibson (1979) d^ ~ r2x| and hence, £>3 ~ r2x|m .

Consider the ratios of the asymptotic variances hi Table 1 as m —> oo. The rectangular case (with fixed 
c), the square case, the interlocking strip case, the chain case and the independence case have asymptotic 
variances are hi the ratio: 21:21:13:11:9, respectively. The importance of including the dependency struc 
ture is made clear. A naive independence approximation for the distribution of £>3 will have less than half 
the variance of the rectangular case and just under two-thirds of the variance of the interlocking strip case, 
as m —+ oo.

Result 3 Consider a general shaped region of equilateral triangles. Let m/ be the number of internal tri 
angles in the region, where an internal triangle is defined to be a triangle with 12 neighbours. If the region 
has the property that m//m —> 1 ay m —> oo then (for small T)

mvar(D3 ) —> ——, as m —» oo. 
o

Proof: In this case mp —» 6m as m -* oo. •
The rectangular and square cases satisfy the criteria as would a vast range of possible shaped regions 

of equilateral triangles. The importance of this result is clear for inference hi section 4. If m is large many 
different specifications of the shape of the region of interest and the contiguity structure will lead to a similar 
asymptotic variance for £>3 .
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4 Inference
4.1 Bayesian analysis
The results of this paper can be used to test certain hypotheses about spatial point patterns. In particular, 
we are interested in whether a point pattern could have been generated by a regular process. By regular we 
mean that the Delaunay triangulation of the points would consist of equilateral triangles, as in Figure 1 , each 
triangle having the same side length 6.

Our model is that of equation (1) with population mean /x0 , where ̂ o is an equilateral grid with prespec- 
ified contiguities. The parameter r = a I '6 reflects the amount of regularity in the data. If r is small the data 
generated by model (1) will be nearly regular, whereas for larger r the data will be less regular. There are 
two limiting cases:

1. T — » 0 : completely regular
2. r -+ oo : complete spatial randomness (CSR)

We actually choose K = r~ z to work with for analytic convenience. Note that K is a concentration parameter 
and was used by Mardia (1989). Therefore, high values of K reflect regularity. 

Our procedure for examining regularity is the following:
1. Suggest a prior distribution for K. A suitable candidate might be K ~ r(a0 , 60)-
2. Obtain a Delaunay triangulation of the data, removing the boundary triangles which are defined as tri 

angles having two vertices on the boundary. This boundary correction deletes the thin splinter-like 
triangles that often occur on the boundary of the region even in regular data. Ideally we need to know 
the regular configuration /x0 which could have generated the data. Of course /* 0 is unknown. However, 
as we have seen in section 3 a wide range of regions will lead to a similar distribution for D3 providing 
each has similar m and mp . In addition, if m is large a very wide class of regions for fi0 will lead to a 
similar distribution for D3 . In our applications we choose a rectangular region as in section 32 where 
mi and m2 are approximately in the ratio of the data.

3. We need to evaluate the test statistic for the data D3 , which requires finding d3i , i = 1, . . . , m, the 
Procrustes shape distance from each triangle in the dataset to the equilateral triangle. As the labelling 
of the triangles is irrelevant we assign a labelling at random. There will be two possible values for dai , 
the distance to a anti-clockwise labelled equilateral triangle and its reflection - the clockwise labelled 
equilateral triangle. The value taken for each d3i is the minimum of these two distances.

4. Evaluate the likelihood for the data (using the result for the approximate distribution of D3 , in equation 
(14) with the 'known' value of £)"=1 iff . Since L>3 ~ a\^ = T((3/2, l/(2a)) we have,

L(D3 ; K) = (-)

where a, /? are given in equation (15). 
5 . Evaluate the posterior distribution for K. Using the gamma prior we have

K | D3 ~ r(a0 + j5/2, 60 + D3m2 /2a)

6. A Bayesian estimate (e.g. posterior mode) or credibility interval could then be reported for K.
Based on experience or further data this can be used to examine the hypothesis of whether the process is 
deemed to be regular. If the prior is taken to be uniform then the posterior mode is of course the 
likelihood estimator K =

4.2 Simulation studies
We have carried out some simulation studies to determine when T is small. We simulated configurations from 
the model and then constructed the Delaunay triangulation, discarding the boundary triangles to calculate the 
test statistic D3 . The theory matches up quite well with simulations up to about T = 0.15. For larger r the 
contiguity structure of the Delaunay triangulation becomes rather different from that of the original ̂ o and D 
will tend to be biased below and have a smaller variance than the theory would suggest. This is to be expected 
as for large variations the Delaunay triangulation will contain many more dose to equilateral triangles than if 
using the contiguity structure of po . A functional bias correction could be introduced, although in the current 
paper we apply our result without the correction bearing in mind the limitations of the approximation.
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4.3 Application: Muscle fibres
In Figure 2 we see an image of the cross-section of a human muscle. The image contains a mosaic of fibres 
and certain patterns in these fibres help to detect abnormalities in the muscle. A proposed method of analysis 
is to examine the shapes of the Delaunay triangles obtained from the cell centres. Note that the Voronoi 
polygons approximate the fibre walls quite well, although a better approximation may be obtained using 
alternative ulterior points chosen from a suitable algorithm - see Rgure 3. It is hypothesised that a normal 
muscle will exhibit a more regular pattern (and hence more equilateral triangles) than a diseased muscle.

A fairly vague gamma prior is taken for K with parameters OQ = 2.5, 60 = 0.05. From the data we have 
m = 176 andD3 = 0.0491 and we take /i0 to be a rectangular region with m: = 11, m2 = 16. Hence, the 
posterior parameters are 01 = 43.23 and 61 = 1.050. The posterior mode for AC is 40.61, corresponding to 
T - 0.157, and a 95% credibility interval for K is (28.901, 53.448). Taking the null hypothesis of regularity 
tober < 0.1 5 which is equivalent to K > 44. 44 we wouldnotrejectthenullhypothesisunder any reasonable 
test. Repeated analysis of known normal and diseased muscles could give us accurate posterior information 
on K in both cases, thus enabling diagnosis for new muscles.

5 Discussion
It can of course be argued that the 'true' equilateral grid configuration ̂ 0 is not known. However, as we have 
seen from the results of section 3 the mean of D3 does not depend on ̂ o and the variance of DS is similar for 
a range of different configurations, providing each region has roughly the same m and mP . In particular, if 
m is large a very wide class of general regions lead to a similar variance of £>3 . Thus, even though ̂ 0 may 
be mis-specified the statistic D$ will approximately follow the distribution of equation (9 under the model 
(1) for small variations.

The results of section 3 are not for Delaunay triangles but rather for triangulations with the same conti 
guity structure as the mean configuration, HQ. If T is small the Delaunay triangulation and the contiguities 
based on the mean /j. will be very similar Even if there are some differences we have seen that misspetifi- 
cation of the contiguity structure is not crucial, providing the m and mp are similar. However, for larger T 
we would expect D3 to be biased (E[D3] < 2r2).

Our procedure can be quite robust to misspecification of the precise family of distribution for the model 
(1), for large m. This is due to the central limit theorem result mentioned in section 3.1, which will hold for 
all isotopic models with small variance.

By examining k-subsets of a larger degree of k will allow us investigate further aspects of the spatial 
point pattern. In particular, for the regular grid we could examine all possible quadrilaterals and pentagons 
of a certain type. The statistics D4 , Z?5 will then reflect the regularity of the process, and the distributional 
results of section 2 can be used for hypothesis testing.

In the above analyses we have ignored size information which may well play an important role. In par 
ticular the relative sizes of the triangles would contain useful information for investigating regularity. Sim 
ilar results to those of this paper have been found for statistics based on the coefficient of variation of the 
Sf,i— 1 , . . . , n, where the centroid size Si is given in equation (8).

The independent isotropic variance model can easily be generalized to allow for correlations or different 
variances. In particular, under the model

equation (9) becomes

where £, are the eigenvalues of E~ * AS~ i . The restriction of circular variations can also be relaxed by 
specifying a real rather than the complex multivariate normal model. We chose to use the complex repre 
sentation for analytic convenience.

In the muscle fibre application information about the labelling of the fibres has been ignored. In partic 
ular, fibres are either of Type I or Type n depending on whether they are black or white after being histo- 
logjcally stained. Normal muscles will tend to have random colourings of fibres, whereas the colours are 
often more clustered in some types of abnormal muscles. Joint investigation of colour and shape can pro 
ceed by considering the joint distribution of four statistics DJ BB , DJBW , DJ ww , D^ww where the
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Figure 2: An image from a normal muscle. 
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Figure 3: The Voronoi polygons and Delaunay triangulation for the musde data (boundary triangles have 
been removed).
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superscripts denote the colours of the three vertices of each triangle, under an independent isotropic model 
but with different variances for the colour of each point. Under a regularity hypothesis (with equal sizes 
and equal variances for black and white fibres) the four statistics should each have the same distribution as 
equation (9), for small T.

Note that our application could also be tackled using point process methods, such as the K-function or 
Gibbs fields (e.g. see Stoyan et al., 1987). It will be interesting to see how the methods compare for the 
muscle fibre data.

Finally, it is worth noting that our methodology could equally well be applied to the situation where our 
pointsareind > 3-dimensions. VoronoitesseUationscanofaMjrsebecomputedandfonnulaeforProcrustes 
distances are available (e.g. Kendall, 1984; Sibson, 1979). The general approach is a straightforward adap 
tation of this work. However, we have limited our work to the planar case as our motivating application is 
two-dimensional. Of course the elegance of the complex arithmetic is not appropriate, but the computations 
are nonetheless feasible.
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Introduction

Recent advances in imaging technologies have made collection of landmark coordinate 
data on biological objects a reasonable option for the morphologists. Euclidean distance 
matrix analysis (EDMA) is a coordinate system free approach to the analysis of such data. 
The scientific and statistical foundations of this approach were developed in Lele (1991, 
1993). A testing procedure for comparing shapes (Lele and Richtsmeier, 1991), further 
exploratory methods (Lele and Richtsmeier, 1992, 1995) and methodology for the study 
of growth (Richtsmeier and Lele, 1993) were subsequently developed. It has been applied 
in various biological situations that demonstrate its usefulness (e.g. Wong et.al., 1993; 
Richtsmeier et.al., 1994).

The objectives of this paper are: 1) a brief review of the statistical properties of EDMA, 
2) introduction of a new testing procedure for shape difference, 3) power comparison 
with EDMA-I test procedure. Given the restrictions on the length of the papers for 
the proceedings, detailed mathematical justifications are not provided. However they are 
available in the above publications and the cited technical reports.

Euclidean distance matrix analysis: A brief review
Realization of the fact that statistical analysis of landmark coordinate data involves in 
finitely many nuisance parameters and is, in fact, a matrix version of the famous class 
of problems discussed in Neyman and Scott (1948), led directly to the development of 
EDMA (Lele and Richtsmeier, 1990; Lele, 1991a,b and Lele, 1993).

Whenever there are infinitely many nuisance parameters involved, the main statistical 
and scientific issue is an effective method of the elimination of these nuisance parame 
ters. Using the underlying group structure is a natural approach. EDMA starts with a 
representation of form (as summarized by the landmark coordinates) that is a coordinate 
free maximal invariant, namely, the vector of distances between all possible pairs of land 
marks. Written in a square, symmetric matrix form, this corresponds to the Euclidean 
distance matrix described in Mardia et.al. (1979, Ch.14). The contention in Lele (1991b) 
was that scientific and statistical analysis of landmark coordinate data can be based on 
this representation of form.

Lele (1991b) defined a scientifically useful and interpretable (but obviously not math 
ematically unique) metric on the space of these matrices and discussed the properties and 
uses of it. For some drawbacks of the superimposition and deformation approaches, we 
refer to Lele(1991b, 1993).



In the discussion of Goodall (1991) the problem of nuisance parameters was again 
pointed out (Lele, 1991a) and in particular, the problem with the estimation of variance- 
covariance parameter was mentioned. These points were further developed in Lele (1993). 
This paper concentrated on the statistical estimation of the mean form and the variance- 
covariance parameters. Explicit use of the group invariance led to simple estimation 
procedures which yielded consistent and asymptotically normal estimators. The problem 
of missing data was also handled easily. Aside from showing the successful application of 
group invariance for statistical analysis, this paper also showed that the superimposition 
estimators of form are inconsistent. Kent and Mardia (1994) as well as Stoyan (1990), 
Mardia and Dryden (1994) confirm these results for the estimation of shape (i.e. a scaled 
version of form) in some particular cases. However in some particular cases, the superim 
position estimator of shape is consistent (Kent and Mardia, 1994). Lele (1993) also gave a 
clear explanation of why the variance-covariance estimator based on superimposition fails 
to be a reasonable estimator.

Estimation of relevant parameters is only a part of statistical analysis. Lele and 
Richtsmeier (1991) developed a union-intersection testing procedure for testing the equal 
ity of shapes in two populations. Of course, scientists do not stop at the testing stage. 
They want to localize the areas where the shapes or forms might be most different. Lele 
and Richtsmeier (1992) adopted a delete-one approach (used in regression to find influ 
ential observations) to detect landmarks that might be influential in the form difference. 
Lele and Richtsmeier (1995) provide confidence intervals for the form difference and use 
it for locating the areas for further study.

Studying growth is extremely important both in medicine and in evolutionary biology. 
Richtsmeier and Lele (1993) developed a coordinate free approach based on EDMA to 
studying growth patterns. Applying a growth pattern of one species on some other species 
was made possible because of the coordinate free nature of EDMA. Further developments 
and applications to classification are under development.

A new test for shape difference and its properties

A statistical test (named EDMA-I for the purposes of this paper) for the comparison of 
shapes based on the union-intersection principle was described in Lele and Richtsmeier 
(1991). One of the assumptions for the validity of that test procedure was that the 
variance-covariance matrices for the two populations are equal. The new procedure de 
scribed below does not need this assumption, however it adds the assumption that the 
perturbations are Gaussian, a fairly common assumption (e.g. Mardia and Dryden, 1994). 

The basic idea behind this test (named EDMA-II vis a vis EDMA-I) was developed 
in Hall and Martin (1989). They suggested a bootstrap procedure for testing the differ 
ence in the means of two populations when the population variances are not equal, the 
famous Behrens-Fisher problem. In this paper, we generalize their idea to comparison of 
shapes; a matrix version in conjunction with the union-intersection principle. Only a brief 
description follows, the details are given in Lele and Cole (1994).

1. Given the landmark coordinate matrices Xi,X2,...,Xn and Yi,Y2,...,Ym for the sam 
ples from the two populations, estimate the average form matrices using the esti 
mators described in Lele (1993). These correspond to the estimates of all pairwise 
distances in the mean form. These can be conveniently written as a vector of length 
K(K-l)/2, where K is the number of landmarks.

2. Choose a scaling measure (e.g. an edge, centroid size or any other continuous func-
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tion of the distances), divide each entry in the average form matrices by the corre 
sponding scaling measure. Note that we DO NOT standardize each individual, but 
that we standardize the estimated mean form by the scaling measure calculated for 
the estimated mean form matrix, to obtain the mean shape matrix.

3. Calculate the shape difference matrix by taking arithmetic difference of the two 
shape matrices.

4. The test statistic is given by the value of that entry in the shape difference matrix 
which is farthest from zero, negative or positive. Note that under the null hypothesis, 
this test statistic should be close to zero.

5. Using the Gaussian model and the estimated mean FORM and the variance-covariance 
matrices for the two populations, we obtain a parametric monte-carlo confidence in 
terval for the above statistic (similar to what Hall and Martin, 1988 do, except a 
matrix version of it).

6. The null hypothesis is rejected (at the appropriate level) if this interval does not 
contain zero.

For validity study, two identical mean forms are compared. These are tetrahedra with 
vertices at (0,0,0), (10,0,0), (0,10,0) and (0,0,10). The covariance matrices are nonisotropic 
and nondiagonal, i.e. covariances between landmarks are present. The level of significance 
was 0.1. The results are for 500 simulations. For samples of size 10 from each population, 
estimated level of significance was 0.106, for samples of size 30, it was 0.104 and for sample 
of size 50, it was 0.102. A more detailed validity study under various covariance structures 
is reported in Lele and Cole (1994a). The test is valid under various conditions and also 
for small enough sample sizes that it is useful in practice.

Power comparison

Table 1 gives the power comparisons between EDMA-I and EDMA-II. The samples were 
generated from two populations with coordinates for mean forms, (-5,0), (5,0) and (0,10) 
for the first population and (-5,0), (5,0) and (0,11) for the second population. Thus, only 
landmark 3 is changed. Each landmark was perturbed according to the isotropic Gaussian 
model with <72 =1. It is clear that EDMA-II is much more powerful than EDMA-I. It is 
also clear that the choice of the scaling measure affects the power. Interestingly 'centroid 
size' yields less power than other scaling measures. For details, see Lele and Cole (1994). 
Detailed simulation results on the power of EDMA-II, reporting excellent power over 
various alternatives and various covariance structures, are also reported therein.

Conclusion
Statistical and scientific foundations of the statistical analysis of landmark coordinate data 
based on EDMA are now well established. It has been used in various biological situations 
and has proved successful. Further development of the statistical methodology geared 
towards important scientific problems is in progress.
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Abstract

The paper first reviews recent advances in statistical shape analysis. The topic includes 
shape description, mean shape, shape variability and shape comparisons. We describe ex 
ploratory data analysis as well as inference issues. A parametric model for shape can be 
fitted through a kriging predictor with derivative information which in turn provides a basis 
for deformation. The ideas of principal warps are highlighted. A relation between Procrustes 
analysis and bending energy matrix is reviewed. We then turn to recent developments in 
shape distributions. For higher dimensional shape, we describe the QR-representation. Also 
the relationship between shape and directional statistics is described. We then describe the 
growing topic of shapes in images. Finally, we give some future perspectives in the area.

1 Introduction

We define shape of an object as what geometrical information remains after location, scale and 
rotational effects are removed (Kendall, 1977). We deal with shape in a specialized sense that the 
total shape description is contained in a set of "landmarks" on the object. If scale information 
is not removed then we are led to "form". The classic text on this subject is the monograph of 
Bookstein (1991) but our main focus will be on the whole on complementary exposition.

For landmark based methods of shape analysis, two major advances have taken place:- 
(i) Formulation of shape spaces (Kendall, 1984; Bookstein, 1986; Le and Kendall, 1993) and (ii) 
Procrustes Shape Analysis (Goodall, 1991).

These in turn led to specific distributional models by Mardia and Dryden (1989a,b) and Kent 
(1994). For two dimensions, Kent (1994) also established a connection between Procrustes anal 
ysis and a model-based analysis under complex symmetry and introduced explicitly a Procrustes 
tangent space. Goodall and Mardia (1993) have provided shape distributions for the general 
case. Another approach has been the development of distance based methods (see Sections 3-4).

2 Shape Description

Two objects are said to have the same shape if they differ only by a location, scale and rotation 
shift. The easiest type of object to study consists of a labelled set of k points in lRm (fc > m + 1), 
represented by a k x m matrix, X say. For any location vector c 6 Hm , orthogonal mxm matrix



G satisfying det(Gr ) = 1, and scalar r > 0, X has the same shape as rXG+ lfcCT . Location and 
scale effects are easy to eliminate directly. Let H(k—Ixk) be the usual Helmert matrix, with rows 
orthonormal and row sums equal to zero, Elk = 0 where I*, is a vector of ones. Then Y = EX 
is invariant under location (Y will be called the derived landmarks matrix), and scale effects are 
removed by the standardization Z — EX/ \\ HX ||. We call Z the matrix of preshape landmarks 
or the pre-shape matrix. The quantity | EX || 2 is the sum of the squared elements of EX, 
and represents the size of X. The matrix (I — k~l llT ~)X will be called the centered landmarks 
matrix and the quantity X/ \\ HX \\ will be called the scaled original landmarks.

The case m = 2 is of considerable practical importance, and it can be simplified using complex 
coordinates. Use a vector u € C fc in place of the matrix X, e%B in place of G, and z = Hu/ \\ Hu ||, 
where Szj = 0, S|zj| 2 = 1. The preshape landmark vector is z = (zlt ...,Zfc_i)T . There are two 
popular sets of coordinates that are used for shape. Kendall's (1984) coordinates for k points in 
IR2 are

ZjM, j = 2,...,fc- 1.

In this setting, shape space can be identified with (k — 2) complex projective space CPfe ~ 2 
which can be considered as the unit sphere in <C k~ l , with z equivalent to zeie for all 0.

Alternatively, due to Bookstein (1986, 1991) there are also the k — 2 complex shape coordi 
nates

K--«i)/(^2-tti), j = 3, ...,&.

The landmarks 1 and 2 form the base line. For a general coordinate system, see Section 9 below.

3 Mean Shape

Mean shape can be defined as the Procrustes mean shape (Goodall, 1991). We will consider here 
the case for m = 2 only since its properties are well understood. Let ttj, ...,un be the observed 
landmark vectors on u € C fc and let zi, ...,zn be the corresponding pre-shape landmarks. Then 
if g is the dominant vector of ZzjZ* then the procrustes mean shape (Kent, 1994) is g G CPfc ~ 2 . 
For display purposes, it is better to use

BT9 , ||s ||=1, (3.1)

so that there is one point for each original landmark. Note that z* is the transpose of the 
complex conjugate.

For the triangle case, the Procrustes mean can be obtained explicitly using a suitable trans 
formation (Mardia, 1995). The estimate can be made robust against outliers (Kent, 1995).

Mardia and Dryden (1994) have discussed bias issues for various averages especially for the 
triangle case. If one takes the mean based on Bookstein's coordinates, the bias can be removed 
under the isotropic model.

There has been considerable discussion on consistency of the Procrustes mean shape starting 
from Lele (1993). Kent and Mardia (1995) have shown that under isotropic errors, the Procrustes 
mean shape is consistent but for non-isotropic errors it need not be consistent, and for large 
errors, it can be arbitrarily inconsistent. Under isotropic normality, the Procrustes form mean 
is consistent up to a scale factor.
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However, a balanced view of the subject should be kept in the forefront. Kent (1994) has 
shown that many methods of calculating a mean shape are equivalent for highly concentrated 
data. For a numerical example in Kent (1994), even with high variability in data, various mean 
shapes are almost identical. The main goal of shape analysis is measuring shape changes, and 
in this case any possible biases will tend to cancel out so that bias issues are not critical. Be 
sides, for a well specified model (such as discussed in Section 8 below) the maximum likelihood 
estimators are in general not only consistent but are also fully efficient.

Distance based method Let (W)^,^ = Sj=i ^(^i> ^2) where d2(/ii, /i2 ) is the Euclidean squared 
distance between the scaled original landmarks hi and h2 for the jth sample, j = l,...,n. Then 
following the classical multi-dimensional scaling (MDS) method (e.g. Mardia et al, 1979), cal 
culate

Let dj be the eigenvalues (in descending order) and fj be eigenvectors of B, scaled so that 
fj'fj = a,j. Then an estimated average shape can be denned by fi ±ifa. In the distance based 
method, we cannot distinguish between the configuration Xj + iyj and its reflection Xj — iyj. 
But for concentrated data, the appropriate choice is not difficult. This method is described in 
Kent (1994) which applies for both form and shape; for form, no prescaling is necessary.

Lele (1991) and Stoyan (1990), also use interpoint distances and use MDS for form and shape 
respectively. Their method basically involves estimating population distances using a method 
of moments under a Gaussian assumption which is as follows. Let (zi,j/;) be independent 
N((pitVi ),o3I),i= 1,2. Then

(*i - yi? + (*2 - 2/2 ) 2 = d? ~ 2<72 X2 (A/2<72 ), (3.2)

where %2 denotes a non-central chi-square with 2 degrees of freedom, and A = (/AI — v\ ) 2 + (/i2 — 
1/2 ) 2 . We have E(d2 } = 2a2 + A and var(d2 ) = 4<r4 + 4Aa2 so that

A2 = (E(d2 )} 2 - var(<f2 ). (3.3)

Hence substitute E(d?) = z(d2 ), var(<f2 ) = S2 (d2 ) to obtain a moment estimate of the 
population squared Euclidean distance A. An estimate of a2 is also available. Note that 
if (xi,yi) ~ JV(/i;,S) then (3.2) holds with a2 = var(ii — yi) — a\\ + cr22 - 2<7i2 so that this 
anisotropy extension can be accommodated (Lele, 1993). The estimate is consistent for form (see 
Lele, 1993) but not robust since, var(d2 ) involves fourth moments. However, this modification 
removes the bias in estimating distances.

An advantage of distance based methods is that these can be extended easily to higher 
dimensions. For further details, see also Stoyan and Stoyan (1994).

4 Shape Variability

The question of measuring variability around the mean shape is not yet fully resolved except 
when the data are concentrated or the underlying model is well specified. When the data are 
concentrated, we can use an appropriate tangent space (Kent, 1994). In directional statistics,
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such a technique has been quite prominent (see, for example, Jupp & Mardia, 1988), and has 
added insight into the subject for concentrated data. Namely, if fj, is the mean direction of 
x,|x| = l,//Tx = cos# then

so that £T fj, = 0 and we can work on projected value, £.
In Shape Analysis for m = 2, let z = (zi, ..., Zfc-i)T , be the preshape landmarks and let 7 be 

a mean shape. Then we can select a tangent projection such that the configuration is rotated 
to be as close as possible to 7 before projection (Kent, 1994), i.e.

v = (I-rf*)zeia (4.1)

where a minimizes (7 - eta 2r)*(7 - eta z), or a = — 6 where 0 = arg(7*z). Similarly, for m 
dimensions, with mean matrix 7, the tangent projection is (Dryden and Mardia, 1994)

v = {hm-m - vec(7){vec(7)}T} 

where the orthogonal matrix F minimizes

(4.2)

i.e. F = UVT where -yTZ = VAUT is the singular value decomposition. We can write down 
the inverse transformation in each case. Note that vT{vec(7)} = 0. Alternatively, we can use 
the Procrustes with scaling in (4.2), i.e. minimize tr(7 — cZT^d — cZT) with respect to c 
and T. Now (4.2) is multiplied by c, where c = (tr A.){tr(ZT Z)}~ 1 . Goodall (1991) has also 
recommended the use of Procrustes tangent spaces.

As it is common in Multivariate Analysis to use principal components to get a parsimonious 
summary of the data, we could apply the technique to landmark data. However, using Bookstein 
coordinates has some drawbacks as is recognized by Bookstein himself (Bookstein, 1991; Kent 
and Mardia, 1994b).

(i) It can be sensitive to the pair of landmarks which are chosen as baselines.

(ii) When one is examining shape variability, there is invariably an effect on perspective de 
pending on the pair of landmarks chosen for registration.

(iii) It can give rise to spurious correlations. Indeed, if \i = (— |, |,/43 ,/i4 ) is a fixed vector 
construct a random vector z by adding independent complex random variables with small 
variance r2 to each of the four landmarks. Let u denote the representation of z in Bookstein 
coordinates. Then rather than cov( 143,144) = 0, we have (Mardia and Dryden, 1989; 
Bookstein, 1991, pp. 150-1).

cov(u3 ,ti4) = (1 + 4/i3/I4 )T2 .

We now show that an isotropic distribution for landmarks about a mean gives rise to an 
isotropic distribution in the tangent space to the mean so that the standard principal component 
analysis is valid in the tangent space. Consider the points in the derived landmark space.
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Suppose that z = v + 8, 8 £ €k l where 6 is isotropic, so that the probability density function 
of S is given by

f(S) = h(S*6) , S € C*-1 . (4.3)

The tangent projection is

Without any loss of generality, let us take v = (1, 0, ..., 0)T so that,

VT = e-*(0, AT)/{1 + 3ft + A 2 }? , (4.4) 

where £ = (Si, AT )T , A =|| A || 2 . Now, A|£i = c is isotropic since from (4.3)

/( A|<5i = c) = h(c*c + A 2)/ I h(c*c + A 2 )<£ A (4.5)

which is a function of A 2 only. Also, since any function of A 2 is also isotropic given Si, it follows 
from (4.5) that u = A/{(1 + S*Si) + A 2}"^ is also isotropic and (wT \Si) = (Q,uT \6i) and 
E(uT \8i] = 0. Hence,

E[V\S!] = 0 . (4.6)

Further, we can write

0,ti*)|£i] = gi(8i8i) block-diag (0,/fc_i). 
\ u/

Hence
E[vv*] = E{E[vv*\8i]} oc block-diag (0,/fc_i), (4.7)

so that (4.6) and (4.7) yield
cov(-y) ex block-diag (0, Ijt_i).

Thus the result is proved.
This result is of great significance, and it underlies the development of the tangent space by 

Kent (1994). In practice, v is taken as the Procrustes mean.
We now indicate how to carry out and display results for the principal component analysis 

in the tangent space for 2-dimensions. (For higher dimensions, we use (4.2), see Dryden and 
Mardia (1993).) Let us take 7 to be the sample Procrustes mean shape as (4.1). Let V(z) = 
(xi,yi,---,Xk-i,yk-i)T be the vector of real variables from the vector z and let V(v) be the 
corresponding tangent projection vector. Carry out the standard principal component analyses 
on V(vi),i = 1, ...,TI. Let V(7i) be the ith principal component with the eigenvalue A^, arranged 
in descending order. Thus the scores in the tangent space are V(fi)TV(v),i = 1,2, ...,k- 1.

For an interpretation of these components in the original configuration, we can proceed as 
follows. First note that for concentrated data around 7, it can be shown that

VT (T}V(V} ~ A/Yfi \-} 7 — 1 9 ]<• — 1' \li-) ' \ u 1 •i *V U ' ^t/j * — 1,Z,...,K ±.

Now \VT('ji}V(v}\ denotes the length of the ith principal component from the origin to the 
random point V(v}. Thus the end points ±$-1 (a)At"y(7i ) includes (1 - 2a)100% of the data
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where $(•) is the cumulative distribution function of N(0, 1). We can now switch back to the 
original configuration by obtaining preshape 2 = 7} ' for v = 7; from the inverse of (4.1) and 
then plotting

#T7 ± cAf MT7JP) . (4.8)

For a fixed value of c (e.g. c = 1.96), we can now plot HT~f as k landmarks with displace 
ment vector c\lHTi\ . (In such cases, ellipses from the marginal covariances can also be 
drawn around each mean landmark (see, Kent, 1994).) We will call this graphical technique 
a static representation of the zth principal component. We can plot (4.8) for various values 
of c, say c = —3,—2,—1,0,1,2,3. This animated sequence of shapes can be described as the 
dynamic representation of the tth principal component, i = 1,2, ...,k — 1. This idea is due to 
Cootes et al (1992). Of course the first few principal component should suffice. An illustrative 
example is given below. Note that in classical multivariate analysis, we look at the coefficients in 
the first few principal component to assess variability or to assess contributions from each vari 
able but here these additional visualization techniques are available for finding different modes 
of shape variation.

Example A random sample of 23 T2 mouse outlines was taken from the Large group of mice, 
Dryden & Mardia (1991). Six landmarks were located on each outline according to the semi 
automatic method described by Mardia (1989b). In between each pair of landmarks 9 equally 
spaced pseudo-landmarks were placed, giving a total of k — 60 landmarks in m = 2 dimensions. 
The sample covariance matrix in the Procrustes tangent space is evaluated and in Figure 1 
we give dynamic representation along the first three principal components. The percentages of 
variability captured by these PCs are 33.0, 22.9 and 14.2%. The first PC measures the thickness 
of the neural spine (the protrusion on the 'right' of the bones). The second PC measures the 
bend in the end of the neural spine with the size of the bump on the far left of the bone. The 
third PC measures the size of the bump on the far left of the bone with the curvature of the bone 
either side of the neural spine. For the small group, Kent (1994) has analysed the data where 
the behaviour of the first PC is different; its dynamic representation broadly depicts short-squat 
bones versus long-thin bones.

There are some other approaches to measure variability.

(i) Bookstein (1994) who recommends principal component analysis with respect to bending 
energy metric (see below).

(ii) Lele (1991) has given a distance based method for estimating covariance for factorized 
covariance S = Si(8iS2m the analysis of forms.

(iii) Dryden and Mardia (1991a) gives a model based approach for 2-dimensions where a general 
covariance matrix can be estimated by maximum likelihood. The model at present is 
too general. For concentrated data, it is overparametrized and a reduction to bivariate 
normality for the triangle case would mean a sub-family with 5 parameters rather than 
the 12 parameters it has at present. The situation is analagous to the Fisher-Bingham 
distribution and Kent's reduction to FB5 (Kent, 1982).
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Figure 1: Three rows of series of T2 vertebra shapes evaluated along the first three PCs - the 
ith row shows the shapes at -3, -2, -1, 0, 1, 2, 3, standard deviations along the ith PC

5 Shape Comparisons

Various other multivariate analysis techniques can be applied for concentrated data in a suitable 
tangent space. For example, we may wish to compare the within-group shape variation with the 
between group variation. An appropriate framework to study within-group variation is to use the 
Procrustes tangent space at the mean shape based on the whole data. Kent and Mardia (1992) 
and Kent (1995) have analysed two groups of mouse vertebra (data of Dryden and Mardia, 
1991), a small group and a large group. We can use both graphical techniques to visualize the 
results. The references give a static representation. Dryden and Mardia (1993) have studied 
sex differences in the crania of a species of macaque with landmarks in 3-dimensions. Here, the 
dynamic representation of the principal components were used taking two dimensions at a time. 
A full 3-D representation will be more illuminating. Also, it will be worth comparing these 
results with the relative warp technique of Bookstein (1991) which captures different aspects of
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variability at large and small scales (see also Section 7).

6 Shape fitting

For this section, we denote tj, ...,ifc as k original landmarks in Rm . When landmark data with 
derivative information are available for a shape, a fitted surface may be constructed using the 
kriging predictor. We quote a general result of Mardia et al (1994a). Suppose that {X(t)} is 
a self-similar intrinsic random field of index a > 0 in m > 1 dimensions with a conditionally 
positive definite "covariance function" at lag h given by

f (-l)W+1 |/i| 2a a not an integer
« an integer.

Here, \h\ denotes the Euclidean norm of h £ Rm . Let K — (KI, ..., /cm) be a multi-index and set 
|K = KI + ... + Km . Let the Kth partial derivative of X(t) be written

where t = (<[!], ...,t[m\) £ Rm . Similarly, set <rl^(/i) = d^a(h)/dh. We also allow a polynomial 
drift of order r(r > [a]) in the model. Let ti,...,tn be the landmarks where X(t) and its 
derivatives up to order p have been observed, so that the data consist of

M <P, P> o.
Then it can be shown that the kriging predictor is given by

k 
X(t] = y^ aiiA + y^ ^(—D^b-cr^tt — ti) . (6.1)v / / ^/ " ' / -^ * sr/ \ y i ot v */ \ /

|A|<r |«|<pi=l

Here, iA stands for the product f[l] Al ...i[m] Am . For the predictor to be well-defined, it is necessary 
that the order of the highest derivative p be less than a,p < a. The coefficients are given by 
solving

rs Dim r .i

where x is the vector of data x\ , * = 1, ..., A;, |«| < p and a and 6 contain the entries a;\ and b± 
respectively. Here, S consists of n X TO blocks S re> with |K|, |A| < p, of the form

and D consists of blocks Z?K , with |/c| < p, of the form

DK = (d\ Kk*/dtK )\ t=tt , 1 < t < *, |A| < r,

i.e. the nih derivative of the Xth power of t, evaluated at site i;. In order to construct these 
matrices, we have to list the elements K and A in a specific order. The kriging predictor can be 
identified with a standard thin-plate spline for r > 0 if a = r + 1 - m/2, provided a > 0; see
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Kent and Mardia (1994a), Mardia et al (1994a), and Mardia and Little (1994). These references 
also give a relationship with the pioneering work of Bookstein and Green (1993a,b).

For integers 2a = 2(r + 1) - m and p > r + 1 - |m the kriging predictor can be identified 
with the standard interpolating thin-plate spline (when constraints do not involve derivatives), 
with the penalty function

' |V+1 /WI 2 dt, t e Rm (6.3)

where V = (d/dt[l], ..., d/dt[m]). Hence the highest order of the derivative permissible is r— [|m]. 
For the planar case, we have aa (h] = \h\ 2T log\h\. Thus for ffi(h) — |/i| 2 log|/i|, the function 
cannot contain any derivatives but we can have a linear trend. The reason is that the second 
derivative of a\(1i) does not exist at h = 0. For further details, see Mardia et al (1994a); Mardia 
and Little (1994).

The penalty function (6.3) reduces to

(27r)mz5z (6.4) 

which can be described as the bending energy. The bending energy matrix B is defined as

B = K11 = [(I - P)S(J - P)]- , P = D(DTD)~ 1 DT (6.5) 

(see e.g. Kent and Mardia, 1994; Bookstein, 1989) where

E D 
DT 0

and [ ]~ denotes the Moore-Penrose generalized inverse. The matrix B can also be defined for 
more general kriging problems and will be called the generalized bending energy.

Let 7j be the jth eigenvector of K11 where the eigenvalues are arranged in descending order. 
Then for the standard spline case with m = 2, r = 2, Bookstein (1989) called these the "principal 
warps" in the context of deformations. The kriging predictor

X(t) = a0 + oi<[l] + o2 i[2] + 

at (X(ti),...,X(tn))T - 7j, becomes

X(t) = ao + ai*[l] + o2 i[2]

where (cr(t))i = a(t — ti). Hence, plotting 7jcr(i) the principal warps in this form are informa 
tive. In fact, e\(t) = i^o(t) has the highest bending energy (stiffest) as measured by \i whereas 
efc_3 (i) = 7fc!_3O'(*) tas the lowest bending energy (least stiff) as measured by \k-z- Thus e\(i) 
contains the most local warping features whereas efc_s(i) contains the least local warping fea 
tures, and so on. However, ek-z(t) captures features which are not as global as those measured 
by the affme transformation. Thus the magnitudes of the eigenvalues are inversely related to 
geometrical scale. The affine transformation has been taken out, i.e. at least three eigenvalues 
are zero (corresponding to infinite scale!).
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Deformation of a plane
To construct a map / : R2 — > R2 , / = (A, /2)r , from an 'old' set of specified landmarks to 

a 'new' set, a natural methodology is to use a pair of kriging predictors from E,2 to IR1 . Though 
there is no mathematical guarantee that the resulting map will be bijective (with no folding), 
in practice it will be if the deformation is not too severe. The basic constraints take the form

f(ti) = a*,

in terms of old sites i; 6 IR2 and new sites z; € R2 .
Bookstein (1989) has made effective use of the thin plate splines (r = l,p = Q,m = 2) in 

deformation. Bookstein and Green (1993a,b) have incorporated the derivative constraints in a 
spline setting; they had to use finite differences instead of derivatives in several places because 
CTI (/I) is not twice continuously differentiable at h — 0. In practice, a close-up will show kinks but 
except for the close-up views, the deformations by their method and our kriging method yield 
similar results. An extension to higher derivatives including curvature does require the above 
formulation. Mardia et al (1994a) give an illustrative example using higher derivatives. For an 
example of three dimensional deformation using these ideas, see Little and Mardia (1995).

7 Procrustes Analysis and Bending Energy Matrix

Bookstein (1995) provides a link between Procrustes Analysis and the Bending Energy Analysis. 
In this section, we give a mathematical summary of the idea for two dimensions which is based 
largely on unpublished notes of John Kent. Let 7 € <C k~l be the Procrustes mean shape and let 
z 6 C*" 1 be the preshape landmarks. The Procrustes tangent projection .Hi, is given by

v = e~ie Pz,P = I -rr*,0 = arg/z*z,7 = x + iy. (7.1)

Let HI = {v e C^""1 : v**y — 0} be the tangent plane to shape space at //*, i.e. HI is 
the Procrustes tangent space. With the bending energy matrix B calculated at fj,, we have 
z*Bz = v*Bv so that the "thin-plate spline tangent space" H^ is defined by

H2 = {v e C*-1 : v*x = OX? = 0}.

Hence the complex dimensions of HI and H2 are respectively k — 2 and k — 3 so that we have 
#2 C HI. We can select v L HZ in the Euclidean metric such that

{v}@H* = H1.. (7.2)

That is,
v = ax + iby , \v\ = 1 , v*\i — 0. (7.3)

By replacing /j, by eie fj, for a suitable choice of 0, we may assume without any loss of generality, 
that xTy = 0. Let a — xTx,/3 — yTy. Now, v JL HI implies

(ax + iby)*(x + iy) - 0 or aa + bfi = 0. 

We can select ab = -1 so that a = — /S/(a/3)2,6 = a/(a/3)2 . Hence v is given by

v = (—/3x + iay)/(a{3)2. (7.4)
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After switching from complex to the real coordinates, v becomes a pair of vectors (i.e. on 
considering also —iv~)

/3)* , (7.5)

l . (7.6)

Bookstein (1995) interprets (7.5) as Cartesian dilations along the y-axis, and (7.6) as the shears 
aligned with the z-axis. Hence, a link is established. It can be seen easily that this construction 
is also valid in the more general kriging framework of Section 6.

Let S be the real sample covariance matrix of rank 2k — 4 in 1R2 'C in HI. Suppose B~ be the 
Moore-Penrose generalized inverse (inverse of B restricted to H?). Then Bookstein (1994) argues 
that the eigenstructure of BS will amplify the significance of small-scale features and the eigen- 
structure of B~ S will amplify the importance of large-scale features. This type of decomposition 
is known as relative warp analysis and has proved popular in biological applications.

8 Shape Distributions

The development of shape distributions has followed the two main approaches used in directional 
distributions from the multivariate normal distribution (see, Mardia, 1972):

(i) the marginal approach - where we integrate out the non- directional variables such as in the 
derivation of the off-set normal distribution.

(ii) the conditional approach - where the non-directional variables are held constant e.g. for 
the von-Mises density, we fix the length in a suitable bivariate normal distribution.

Recently both approaches have produced useful distributions. The work really started with 
Mardia and Dryden's distribution (Mardia and Dryden, 1989a,b) who followed the marginal 
distribution approach. Kent (1994) adopted a conditional approach leading to the complex 
Bingham distribution. We now describe these approaches.

8.1 Marginal Approach

Let Xi,...,Xk be independently distributed points in M2 with Xi ~ JV(/ij, S) for i = !,...,&. 
For this case Mardia and Dryden (1989a,b), Mardia (1989a) and Dryden and Mardia (1991a) 
have given expressions for the corresponding shape distribution. Dryden and Mardia (1991a) 
also allows correlations between landmarks. For the case k = 3, the identification of the shape 
space with the sphere S2 with Xi ~ N(^,a2I),i = 1,2,3, Mardia (1989a) showed that the 
probability density function of the shape distribution is

f(x; A, K) = {1 + K(XTx + 1)} exp K(\TX - 1), | A| = 1 (8.1)

where x lies on 52 and A is the "mean shape". For all K this density is quite close to a Fisher 
density with the same mean (see Mardia, 1989a) and hence Mardia (1989a) recommended the 
use of the Fisher distribution for shapes. Let w-i,W2 and 103 be the three complex random 
variables corresponding to vertices of a triangle. Define the variables

= (w-2 - W!)/(V2 || Hw ||), 22 = (2u>3 - u»i - t»2 )/(>/6 || Hw
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where || Hw || 2 = |(tu2 - wi )2 + |(2tu3 -wi- w2 )2 . We have |zi| 2 + |z2 | 2 = 1, i-e. zi and z2 are 
preshape variables. Now define

<i = l^ii 2 - N2 ,*2 = 21 z2 + ziz2 ,t3 = i(ziz2 - Z!Z2 ) (8.2)

so that t\ +*2 + *1 = 1- Mardia (1989a) took (ti,<2>*3) *° be distributed as a Fisher distribution 
with mean vector (/i^^Ms) an(i the concentration parameter K. Various statistical tests can 
now be carried out. For example, whether the mean triangle has a specific shape, such as it is 
flat, equilateral etc.

Goodall and Mardia (1993) have obtained distributions for higher dimensions. In particular, 
in their Theorems 4 and 5, they derive an important approximation for small variations. A 
further review of these distributions has been given by Dryden and Mardia (1991b).

8.2 Conditional Approach and the Complex Bingham Distribution

We have noticed above that the pre-shape z = (zi, z2 , ..., Zfc_i) lies on a complex sphere C5 fc ~ 2 , 
i.e. z*z = 1, where z* is the complex conjugate transpose of z. One way to construct an 
appropriate distribution is to condition the complex multivariate normal distribution C^Vfc(0, A) 
where A is Hermitian, (i.e. A = A*). Conditioning it on z*z = 1 gives rise to the complex 
Bingham distribution. The complex Bingham distribution (Kent, 1994) on C5fe ~2 (or specifically 
on CPfc-2 ) is

/(z) = C(A)-1 exp(z*Az), z e CSfc ~ 2 , (8.3)

where the matrix A is (k — 1) x (k — 1) Hermitian and C(A) is the normalizing constant for 
which an explicit expression is available.

The complex Bingham distribution is analogous to the real Bingham distribution and in 
fact, it is a particular case. Note that the distribution has the property that f(el9 z) = /(z) and 
is thus invariant under rotation of the preshape z or it lies on CPfe ~ 2 . This property therefore 
makes the distribution suitable for shape analysis (location and scale are already removed as z 
is on the preshape sphere). Kent (1994) also commented on its limitations for its uses in shape 
analysis since imposing a complex symmetry assumption might not be realistic. However, the 
distribution does provide an elegant way to get some insight into shape data. In particular, 
for k = 2, the distribution is related to the Fisher distribution (Kent, 1994; Mardia 1995). 
Further, the Procrustes shape mean ( = dominant eigenvector of moment of inertia matrix) is 
the maximum likelihood estimator of the dominant eigenvector of A. Also, considering A = 0, 
we are led to a test of randomness of shape (Mardia, 1995).

9 Shapes in Higher Dimensions

9.1 QR Representation

The QR decomposition, often used in multivariate analysis, provides an alternative way of 
obtaining the shape of a configuration X which provides shape coordinates in any dimension. 
The similarity transformations are removed as follows.

68



Again, let X(k X m) contain the raw landmarks and Y = HX the derived landmarks. To 
remove orientation consider the QR decomposition of Y, namely,

Y = TF , T € Vn,m , Vn>mV*m = In , \\ T \\> 0, (9.1)

where n = min(A; — l,m), and T(k — 1 x n) is lower triangular with non-negative diagonal 
elements TH > 0, i = 1,..., n, and || T || 2 = tr TTT.

The most important case in practice is when k > m. In that case, F € 0(m) and |F| = ±1 
so that the QR decomposition removes orientation and reflection. To remove orientation only, 
we have F € SO(m), \T\ = +1 and Tmm is unrestricted and then T, {Tij : 1 < i < j < m} is 
called the size-and-shape (or form) if F € SO (m) and the reflection size-and-shape if F 6 O(m).

To remove scale we divide by the Euclidean norm || T || of T, i.e. define W by

W = T/\\T\\ , ||T||>0. (9.2)

We call W the shape of our configuration if F e SO(m) and the reflection shape if F € O(m). (If 
k < m then these distinctions are irrelevant.) If || T \\= 0 then the landmarks are coincident and 
shape is not defined. Goodall and Mardia (1991) have generalized Bookstein's shape coordinates, 
and explicit algebraic expressions have been given by Dryden and Mardia (1994). For practical 
examples for m = 3, see Goodall and Mardia (1993) and Dryden and Mardia (1993). Mardia 
and Walder (1994a,b) have provided distributions for matched pair of landmarks.

9.2 Shape and Directional Statistics

Consider the QR decomposition (9.1). Broadly speaking, in shape analysis we are interested 
only in T and not in F £ Vnim . However, in directional statistics we are interested only in 
T € Vn,m , namely, distributions on Stiefel manifold including rotation groups. Prom an analytical 
view-point, directional statistics and shape analysis are complementary subjects as we now 
indicate (see also Bingham et al, 1992). Kent (1992) has investigated how "average shape" 
and "directional averages" are connected together with some embeddings of shape space. Some 
techniques in directional statistics also play a role in shape analysis, e.g. the Fisher distribution 
and the complex Bingham distribution as described in Section 8. In particular, techniques 
for calculating normalizing constants for certain directional distributions are the same as those 
for computing shape densities. For example, the matrix Fisher distribution was introduced by 
Khatri and Mardia (1977). The normalizing constant is found by integration over VTip as

L
where 0 -Fi(-,-) is a matrix hypergeometric function. Alternatively, consider the reflection size- 
and-shape density of Goodall and Mardia (1993), which contains the following integral in its 
proof:

where A = (/iTTTT/i)/4 and dF denotes the Haar measure. Both expressions depend on the 
hypergeometric function of the same type and order. Thus the technique for calculating the
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marginal reflection size-and-shape distribution was the same as that used for computing the 
integrating constant above. We can summarize the situation as follows.

"In shape rotations are to be integrated out or to be optimized over, whilst they are the 
basis of directional statistics".

10 Shapes in Image Analysis

Mardia et al (1991), Kent and Mardia (1993) and Mardia et al (1994b) have reviewed various 
statistical models and prior distributions underlying model based object recognigition. Mainly, 
these papers review how the prior beliefs are incorporated in object recognition. The recent two 
edited volumes "Statistics and Images" (Mardia and Kanji, 1993; Mardia 1994) also highlight 
the current state of the art. Following Bookstein's ideas, warping and averaging have been 
discussed in Mardia and Hainsworth (1993). In addition, Hainsworth and Mardia (1993) and 
Mardia and Hainsworth (1993) attempt to automate landmarks location by using either outline 
templates and grey level templates respectively.

Another key development in prior distributions is the Active Shape Models of Cootes et al 
(1992). The underlying prior model can be written as follows. In notation of Section 4, we can 
assume that in the Procrustes tangent space, we have the model

V(z) = F(7 ) + £ WWVb-f + € (10.1)
i=l

where the error vector e, say, is JV(0,cr2I),p « k. Prom the training data, p and V(7), V(7i), 
..., V(7P) are specified and the only unknown parameters are 0j,...,0P which can be described 
as "Shape" parameters. (See also Dryden and Mardia, 1993.) In practice, p could be as small 
as 10 for k ~ 100. They have used a similar model for grey levels at (and around) landmarks.

Grenander and his workers have produced a wealth of new ideas. For a recent reference 
see Grenander and Miller (1994). They deal with the whole outlines where there may not be 
identifiable landmarks. Their proposal to create an atlas of human anatomy is a challenging 
project. Amit et al (1992) gave a method of object recognition using landmark-free methods. 
Phillips and Smith (1994) have produced hierarchical Bayesian models, e.g. look for head first, 
then the face, then the eyes and so on. The location of the eyes is conditional on the location of 
the face, which in turn is conditional on the location of the head. For another recent statistical 
approach using scale-space, see Wilson and Johnson (1994).

Mardia and Qian (1993) use polar representation'of shape for 2-dimensional objects; the 
modified complex CAR and ARIMA models are also natural, see for example, Mardia et al 
(1991); Sekita et al (1992).

11 Future Perspectives

Although the above discussion has concentrated on landmark based methods, landmark free 
methods have also a place. Some methods using polar coordinates etc. are described in Section 
10. Further methods of computing mathematical landmarks automatically need investigation 
(e.g. Mardia, 1989b).
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In inference, further understanding of variability is required. The general shape distributions 
of Dryden and Mardia (1991a) need further computational work as well as understanding the 
parameter space. The work in tangent space for various techniques such as canonical analysis, 
discriminant analysis need formal statistical studies. The work of Bookstein (1991) on partial 
warps and relative warps is a major advancement. The longitudinal studies of growth is another 
field (cf. Goodall et al (1991); Thompson and Rosenfeld (1994)). Nonparametric methods for 
shapes also require further attention (see Ziezold, 1994).

Hierarchical shape modelling is another area where statistical work has started as described 
in previous sections. For landmark based deformation one approach is to move in a multi-stage 
way e.g. in the deformation case first landmarks, then condition first derivatives on landmarks, 
condition curvature on first derivatives etc. (see, Mardia et al (1994a)). There is potential 
to incorporate curve features for 3-D objects such as ridge lines (cf. Cutting et al (1993)); 
informally, ridge lines are lines along which the surface is most bent, e.g. the nose curve for 
sharply hooked nose! Kent et al (1994) colour code face-shape by using regional curvature. How 
to use these in quantitative shape description is another challenge in plastic surgery. Analysis 
of curves as in spinal deformity also requires attention (see, Mardia et al 1994).

The edited volume "Shape in Picture" by Ying-Lie et al (1993) provides a wealth of new 
directions. In particular the work on 'cores' (Pizer and Birbeck 1994), and the reaction-diffusion 
approach (Kimia et al, 1994) may strengthen with a statistical basis (cf. Bookstein and Green, 
1994).

Another area of practical importance in Machine Vision is of projective invariants. In par 
ticular, the cross-ratio plays a key role. For some references and advancements see Goodall and 
Mardia (1994) and Mardia et al (1994c). Coordinate Engineering, Rapid Prototyping are some 
new developing fields. Cooper and his group (e.g. Subrahmonia et al, 1994) have advanced 
algebraic invariants for object recognition.

Shape here is taken to mean invariance under pose (or similarity transformation). But there 
could be non-linear variations, e.g. in proof correction symbols or in design characters (see, for 
example, Mardia et al, 1993). Grenander (1993) has given a general framework for such shapes, 
and Qian and Mardia (1994) describe some particular examples with shape invariance under 
certain Lie groups.
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Abstract

A problem which arises in computer vision is formulated using shape 
spaces. The model incorporates the psychological phenomena of shape sim 
plification, preference for symmetry, completion and dominant points. We 
define the set of degenerate shapes in the Euclidean shape spaces Sj- This 
set disconnects S*. We find a characteristic function for its components. We 
exhibit a decomposition of E| into the set of degenerate shapes, the set of 
non-degenerate shapes with unique nearest degenerate shapes, and the set of 
non-degenerate shapes with non-unique nearest degenerate shapes. We study 
certain geodesies joining these subsets of S*, and define a Markov process 
whose sample paths take values in such geodesies.

1 Introduction
A problem which arises in computer vision is formulated using shape spaces [6]. 

A digital image is acquired from a video camera. The image contains a figure which 
can be represented by points on its boundary, such as a triangle, square or circle. 
The problem is to classify it into categories, such as triangle, square or circle. For 
example, an image of a triangle will typically contain far more than three points, 
so it needs to be simplified. A square on the other hand should not be simplified 
to a triangle, and a circle should not be simplified very much at all. Moreover, the 
image of a straight line consists of points perturbed about a line. Under suitable 
restrictions on viewpoint, Euclidean shape spaces represent the figure, irrespective 
of the viewpoint [2] (however that paper makes the error of confusing the collinearity 
and degeneracy sets).

The model incorporates properties of the human visual system exhibited by 
psychophysical experiments. In these experiments the stimulus is a planar shape 
which has no variation in shading or colour. It can thus be represented by its



boundary, which is a finite number of simple closed curves (usually polygons). The 
visual system exhibits a preference for symmetry; the likelihood of recognizing a 
shape possesing more symmetry is greater than that of recognizing a shape possesing 
less [4]. The visual system also assumes closed contours. For example, where there 
are edges which when joined form a triangle, a triangle is perceived (ie the visual 
system completes the contour) [4]. The visual system can recognize a figure given a 
few points of high curvature, called dominant points [1].

The notation employed in this paper is adopted from [6]. In most of what follows 
m = 2 (because of assumption 2), and k denotes the number of points in a simple 
closed polygon.

We define the set of degenerate shapes in the Euclidean shape spaces S*, and 
study its relations with Coll and Sph defined in [6]. Given a shape, we find a near 
est degenerate shape, the distance between them, and uniqueness conditions. This 
proceeds analogously to theorem 5 in [7] and proposition 1 (ii) in [8]. We then show 
that the set of degenerate shapes disconnects Sj into a finite number of connected 
components, and find a characteristic function for the connected components. Fi 
nally, we exhibit a decomposition of S£ into the set of degenerate shapes, the set of 
non-degenerate shapes with unique nearest degenerate shapes and the set of non- 
degenerate shapes with non- unique nearest degenerate shapes. This decomposition 
is analogous to the decomposition of S| into the collinearity set, sphericity set and 
the complement of both. We find a weaker analogue of theorem 8 in [6], concerning 
certain geodesies joining these sets. We construct the Markov process so that its 
sample paths are restricted to take values in such geodesies. Its transition density 
can be taken to be the one dimensional Brownian motion with absorbing barriers at 
its endpoints (see proposition 8.2, chapter 2 [5]). Its initial density can be taken to 
be the shape density induced by the bivariate gaussian point distributions (see [9]) 
with means on an integer lattice.

2 Sphericity, collinearity and degeneracy
Here we adopt the shape coordinates from [6].

Definition 2.1 Let W € S£, AJ, \l be the eigenvalues of WWr .

Coll = {[W] € S£ \ A 2 = 0}
Coll consists of shapes all of whose points are collinear.
Sph = {z e S* | Efe1 ^ = 0} = {(l/\/2, ±1/^,0,..., 0)5 | S € S0(k - 1)} 
where Zj is regarded as a complex number. See [6] for the proof. It follows that 
dimSph = dimO(k - 1) - dimSO(2) = (k - l)(Jb - 2)/2 - 1.

Lemma 2.1 Regular polygon shapes are contained in Sph

Sph consists of shapes which are maximally remote from their conjugate shape. 
From theorem 8 in [6] each shape in ^\(Sph U Coll} has a unique nearest shape
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in Coll, and a unique nearest shape in Sph, and lies on the shortest geodesic arc
between these two shapes.
We now adopt the convention that arithmetic on indices is to be interpreted modulo
k.

Definition 2.2 z* is degenerate if for some 1 < i < k there is A € R such that
<fi-< = A(*:-d)-
Let T; = (A0 , . . . , Afc_i) such that BA E R

\^ = A, \i = -(1 + A), A,+1 = 1, A, =0 Vj i {i - l,i,i + 1}

Lemma 2.2 z* is degenerate iff for some T», zQ^r^ = 0.

Definition 2.3 A = {z G S% \ 3r; z<2 T T, = 0}, Deg = *(A>) U . . . U ir(Dfc_i).

Lemma 2.3 (i) Sp/i n £>e0 ^ 0 except for k = 3. (ii) Coll C Deg

3 Nearest degenerate shapes
Definition 3.1 Li = {Q T r; | A e R}

Lemma 3.1 Let m = 2. There is an Si € 50(fc - 1) and F; in A (closure of A) 
such that

A = {Yi Sidiag(l t S)diag(RJk-3 )S^ \SeU(k-2),R£ 5O(2)}

The next theorem is analogous to theorem 5 in [7]. Uw^-wVw denotes the pseudo- 
singular values decomposition of W '. The reader is referred to [7] for a definition of 
the pseudo- singular values decomposition.

21 22 23
Theorem 3.2 Let
notes XSi..
There is a unique 9 such that P = P(0) satisfies ||P|| = maxa6[o,2r]

where X' de-

y. - r r*~ L
cos 9 — sin 9 
sin 9 cos 9 S7 then

(i) Yi G A and J(7r(A"),7r(ri)) = d(ir(X),ir(A)j = arccos ||AP ||
(ii) If Ap has rank 2 then 7t(Vi) is the unique shape nearest to TT(A') in A-
If X(22 + A-222 - A-{2 - A-22 = 0 and X^X[2 + X^X^ = 0 then

\\P\\ = l-

otherwise

\\P\\ =
_l_
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Lemma 3.3 If X, Y € D; where A is fixed then horizontal geodesies on 5* joining 
X, Y are contained in Di.

Lemma 3.4 Di is a submanifold of 5^ of codimension m — 1. S% — Di is discon 
nected. (JiDi = UiA^_i)(0).

It is conjectured that Di is geodesically complete, and the connected components of 
are not all geodesically convex.

4 Topology of Sj \Deg

Definition 4.1 Let A^j : Rmfc -»• R, X ^ det

This is a shape function.

Lemma 4.1 S% - A is disconnected. U»A = U^A^^O).

The above lemma enables us to classify to which connected component a given 
non-degenerate shape belongs, by using the signs of determinants.

5 Construction of Markov process using a decom 
position of E|
Lemma 5.1 If a is isotropic under a relabelling g (ie a = go-), then d(a,Di) = 
d(a,gDi).

Lemma 5.2

Sph = {a \ 3 0i, 02 € Coll, 01 ^ ai,d(0,Coll} = d(v,ai) — d(cr, <r2 )}

Definition 5.1
Reg = {a € S2fc \ 3^ ^ F2 e .De^ d(a, Deg) = d(a, Y,) = d(a, F2 )}

Reg is analogous to Sph, and consists of those shapes whose nearest degenerate 
shapes are non-unique.

Lemma 5.3 (i) Regular polygons are contained in Reg. (ii) Sph <£_ Reg

Suppose cr € X^V-De^ U Reg). Then 3<7d e Deg unique nearest shape to cr, and a 
unique geodesic 7 joining them. The next lemma is a weak analogue of theorem 8 
in [6].

Lemma 5.4 Let 7(0) = (rd^(t0 ) = cr. 3t € (*o,*/4]7(t) 6 Reg.
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Lemma 5.5 Let cr\ 6 S^M, an open subset M. There is a cr2 € M nearest to
a\. Let 71 be a geodesic such that 71 (0) = o~i, 7i(l) = cr2 . Then Vi G [0, 1] cr2 is a 
nearest shape in M to 71 (i). Moreover, cr2 is the unique nearest shape to 71 (t) if it 
is the unique nearest shape to Q~I.

Thus we can define the projection of ^\Reg onto Deg. Let s = inf{< € (t0 ,7r/4] | 
7(t) G fle#}. Then 7((0,s)) C S|\(.De0 U fle$). Every a € E$\(-De0 U Reg) has a 
unique geodesic path to Deg contained in Yt£\(Deg U Reg}.
We construct a process on S^-Deg by restricting the sample paths to take values 
in such geodesies. Its transition density can be given by the Brownian motion 
with absorbing barriers at 0 and s, and its initial density can be given by a shape 
density. Given a Markov transition density, there exists a Markov process with this 
transition density and a given initial density [3]. By identifying Deg with S*" 1 , we 
can construct a Markov process on UfcSj.

6 Open problems
The problems of justifying the initial density from optics, estimating parameters of 
the initial density, and calculating transition probabilities explicitly (perhaps using 
Stokes theorem and a cell decomposition) are left open. There is an explicit param 
eterization of Sph, which can be used to generate random shapes with sphericity. It 
is conjectured that Reg is a subset of a finite union of submanifolds of codimension 
> 1; an explicit parameterization can be used to generate random shapes in Reg, 
and study the psychological validity of the hypothesis that these shapes possess 
perceptual symmetry.
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1. Introduction

Theory of landmarks deals with shapes represented through collections of their 
specific points. These points are called landmarks and collections (configuration) 
of landmarks are treated a substitutes of original shapes, see [2, 3j. Most of 
investigations deal with landmarks in the Euclidean space (or in the complex 
plane). An abstract framework was suggested in [5]. It treats landmarks as 
elements of an orbit space generated by a certain group acting on a metric space. 
Within this framework a function can serve as a landmark.

One of the principal assumptions of the classical theory of landmarks is the 
same fixed number of them in each shape. This is not always natural. For exam 
ple, if a sample of polygonal particles is considered, then natural mathematical 
landmarks are the vertices of polygons. However, their numbers are different for 
different particles. For three-dimensional polyhedra it is impossible either to fix 
a natural order of the landmarks (vertices).

The situation is getting more complicated for shapes of finite-point subsets. 
For polygons, at least an approach based on transformations of support functions 
(functional landmarks) can be applied. However, the replacement of point sets by 
their convex hulls (polygons) causes loss of points lying inside the convex hulls.

Below the approach suggested in [5] is developed to handle abstract landmark 
configurations and, in particular, those corresponding either to convex sets or to 
finite sets with different numbers of points.

2. Basic Definitions

Let (X,p) be a metric space, and G be a group of isometric transformations 
g : X i-+ X. We say that x and y are equivalent (represent the same shape) if 
y € Gx = {gx : g G G}. The corresponding factor-space X/G is called the orbit



space. The procrustes metric on X with respect to G is defined by

Pa(x,y) = mfp(x,gy).

A finite set of points x = {xi, . . .,xn } C X is said to be a configuration. Further 
more, a € X is a mean of x (notation a € mean(x)) if

i, a)2 = inf
i=

Point 6 € <Y is said to be a relative mean of x with respect to G (notation 
b € rmean<;(x)) if

n
= inf

Thus, rmeanc(x) coincides with the mean of x considered to be a configuration 
corresponding to x in the factor-space (X/G, PG) of equivalence classes . 

Furthermore, x is said to be in optimal relative position if

p(zi,Zj)2 = inf ]T p(gixi ,gjxj ) 2 .

In general, p may not satisfy the triangle inequality. However, the properties 
of means are definitely better, if more conditions on the setting space are imposed. 
The space (X , p) is said to have the Steiner property if the following two conditions 
are satisfied:
(i) mean(x) is unique for all configurations x; 
(ii) for each y € X and every configuration x

n n
xit y) 2 = Yl P(X*> mean(x))2 + np(y, mean(x)) 2 . (2)

t=l

Clearly, (2) is equivalent to the famous Steiner theorem on the inertia of the point 
system with respect to any other point but the center of gravity. It is easy to see 
that each Hilbert space X satisfies (i) and (ii). Moreover, any convex subset of a 
Hilbert space satisfies these conditions.

Theorem 1 (Stoyan, Molchanov). If the space X has the Steiner property, 
then x is in optimal relative position if and only if a = mean(x) e rmean(x) 
and, for every i, Xi and a are in optimal relative position. The latter means

Therefore, the computation of relative means can be performed by bringing x 
to its optimal relative position and then by evaluating the mean of the transformed 
configuration.
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3. Direct Product of Two Groups

Let us consider two groups G1 and G" acting on the same space X, and let G be the 
direct product of G' and G". A natural question is whether it is possible to perform 
the evaluation of the relative mean, first, by bringing x to the optimal position 
x" with respect to G", and then by considering this transformed configuration in 
the factor-space X/G" with metric pa"- It is evident that

rmean<j(a;) = rmeanG<(x").

Theorem 2. If (X/G",pG») has the Steiner property, then any configuration 
x C X can be brought to its optimal relative position in the following way.

1. Bring x to its optimal relative position x" with respect to G" in the space
(<*»•

2. Bring x" to its optimal relative position x' with respect to G' in the space
(X/G",pG»}.

PROOF. By Theorem 1, a" = mean(x) € rmean<3»(a;) (both in the space (X,p)). 
Furthermore, pG»(a",£i) = p(a",Xi), and a' = mean(x") e rmeanG'(x") in the 
space (X/G",pG") with pc(a'',£,) = pG»(a',£i). Note that mean(a:") in the space 
(X/G" , pG") coincides with rmeanG"(x). Thus, a" is an element of the equivalence 
class a', whence pG (a',x;) = p(a",Xi) for all i, and a" € rmeanG'(jc") = rmeanG (x). 
By Theorem 1, we get that x' is in optimal relative position with respect to 
G = G'G".

In particular, if X is a Hilbert space and G" acts as a translation group (cor 
responding to a linear subspace), then XjG" is a Hilbert space again. This allows 
to determine optimal relative positions, first, by translating the elements of con 
figuration to some reference points, and then by finding an optimal position with 
respect to G'. In particular, this yields the known fact that shapes in Ck must be 
shifted by their centroids.

4. Convex Sets and Functional Landmarks

Suppose that X is a family of convex compact sets in Rd . For each X € X we 
define its support function h(X,u] = sup{(w,x) : x € X}, u e S**" 1 . Now the 
space X can be endowed with metric p induced by L2 (Sd~1 ). The following result 
can be obtained from Theorem 2.

Theorem 3 (Stoyan, Molchanov). A configuration of convex compact sets 
(Xi,...,Xn ) is in optimal relative position with respect to the group of rigid 
motions if and only if (Xi - s(Xi), ...,Xn - s(Xn )) is in optimal relative position 
with respect to the group of rotations, where
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is the Steiner point of X [4, p.42], bd is volume of the unit ball and the integral is 
defined with respect to (d — I) -dimensional Hausdorff measure.

In fact, other functional representations can give the same result for different 
associated points c(Xi), such that c(X + v] = c(X] + v. For example, if X^s 
are smooth, we can use the representation </>(A", u) = (c(X),u) + si(X,u), u 6 
Sd~l , where $i(X, •) is the density of the first-order surface area measure, see [4, 
p. 214]. In place of s\ one can use any other translation-invariant functional, which 
uniquely determines the corresponding convex set. The L2 (Sd~ 1 )-distance between 
<j>(Xi, -) and <f>(Xz, •) induces a metric on X. Then the necessary translations for 
Xi, . . . , Xn are given by c(Xj), 1 < i < n.

5. A Necessary Condition

The following theorem gives a simple necessary condition for a configuration to 
be in its optimal relative position.

Theorem 4. Let X be a Hilbert space. Consider a group G which is a subgroup 
of all linear operators acting on X. Ifx is in optimal relative position, then

pG (mean(x'),mean(x")) = p(mean(x'),mean(x")) 

for all disjoint partitions x = x' U x". 

PROOF. If, for some x = x' U x" and a non-identical transformation g € G,

p(<7mean(x'), mean(x")) < p(mean(x'), mean(x")) , 

then put y = (gx1 ) U x". It is easy to check that

= I(gx') + J(x") + 2/9(mean(0x'), mean(x"))Vra" ,

where n' and n" are the numbers of elements in x' and x". Since G contains 
isometrical linear transformations, Z(gx') = J(x) and mean(^x') = <7mean(x'), 
whence J(y) < ^(x) with y ^ x.

Note that the condition of Theorem 4 is also sufficient if G = {e, g} consists 
of exact two elements with g2 = e.

EXAMPLE 5. Let G = {e, —e} act on Rd and consist of only two transforma 
tions: the identical transformation and the central symmetry with respect to the 
origin. Then x is in optimal relative position if and only if all scalar products 
(mean(x'), mean(x")) are non-negative for all possible disjoint partitions of x.
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6. Finite Subsets as Shapes

Let X = M(E) be the family of all finite subsets of metric space (E, p) (we assume 
that 0 € X). Elements of X can be called shapes composed of different numbers of 
landmarks. Furthermore, consider a certain group G of isometric transformations 
on E.

One way to handle shapes from X is to endow X with the Hausdorff metric 
pH . Then G acts on (X,pH }. However, finding the mean of a configuration is 
complicated, since X is not closed in the space of all compact subsets of E. Thus, 
the minimization in (1) is difficult and may cause a problem, since it is not possible 
to determine the "right" number of points in the feasible mean a = mean(x). 
Another approach is outlined below.

Let Xk be the family of all /^-element subsets of a separable Hilbert space 
E. These finite subsets can be considered to be elements of the space EQ of 
fc-tuples with non-repeated elements equivalent with respect to permutations of 
their coordinate points. Let Gk be the group of all permutations

X= Xi,...

Thus, Xk = EQ/Gk- The basic transformations on EQ are permutations (by 
Gk) and the rigid motions. Note that we do not allow scale transformations, 
since they are not isometric. Let e\,e.i,... be a basis in E. Then any fc-tuple 
(xi,...,Xfc) € EQ can be rearranged according to the values of (e^Xj). Thus, 
Xk can be identified with a subset of EQ such that the coordinates (e^Xj} are 
lexicographically ordered. Therefore, Xk with the procrustes metric pk = pck has 
the Steiner property. Thus, the relative mean of a configuration of elements of Xk 
can be found, first, by the lexicographical ordering them and then by finding their 
optimal positions with respect to rigid motions by means of the usual technique 
[6, 7].

Clearly, X = M(E) = U^10^, where XQ = {0}. For any k < m let us define 
the group Rkm, such that r € Rkm maps any Xm = {x^, . . . , xm } 6 Xm to a finite 
set rXm in Xk by choosing k points from Xm . Clearly, the cardinality of Rkm is 

For two finite sets Xk € Xk and Xm e Xm we define

p(Xk , Xm ) = min min pn(r\Xk , r2 Xm ) + q(k - n) + q(m - n}\ .
0<n<mm(fc,m) Lr l£-Rnfc> rsERnm J

The positive function #(&), k > 1, looks like a potential between different spaces 
(layers) Xk , k > 0. In particular, if Xk C Xm , then p(Xk,Xm ] = q(m — k). We 
suppose that g(0) = 0, which implies that the distance between two empty sets is 
zero. Clearly, p(X,Y) = p(Y,X) and p(X,Y) = 0 yields X = Y, i.e., p defines a 
symmetry on X, see [1].
Conjecture. If the function q is non-decreasing and sublinear, i.e., q(m + n) < 
q(m) + q(n), m, n > 1, then p satisfies the triangle inequality, i.e., p is a metric 
on*.
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Clearly, these conditions are necessary. It suffices to consider three sets such 
that Xk C Xk+m C Xk+m+n-

Note that p({x},{y}) < 2q(l) for all x, y € E, and, in general, p(Xk ,Xm ) < 
q(k) + q(m). Furthermore, p(X^'\X] -» 0 as I -» oo if card(X<'>) = card(X) = k 
for all sufficiently large / and X® —»• X in the space (Xk,pk)-

Now any configuration of finite sets can be brought to its optimal relative 
position with respect to p, and then its mean can be defined by (1).

EXAMPLE 6. If x = (Xi,...,Xn ) with Xi C ••• C Xn and Xj € Xmj , then 
mean(cc) = X;, where / gives minimum to £j=i q(\m>i — mj\)'i i I <l <n.

EXAMPLE 7. Let x = (Xi, X2 ), where Xi = {c} and X2 = {&i, 62} are subsets of 
A'. Suppose that g(n) = n, and p(bi,c) < p(£>2,c). Then mean(x) is equal either 
to {c} or to {0,62}. We see that the mean is not unique in this case.

Note that the mean of (X1? ..., Xn ) C Xm with respect to p may not coincide 
with the arithmetic average of the ordered elements of sets.

EXAMPLES. Let x = ({rci}, {$2}), and let q(n) = n, n > 0. If P(XI,XZ) 
is sufficiently large, then mean(x) is equal either to 0 or to {xi,x?}. If x = 
({xi},{x2}, {^3}) with large interpoint distances, then mean(x) is either empty 
or equal to one of the points belonging to x.
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SHAPE METRICS AND FROBENIUS NORMS

by

Christopher G. Small and Michael E. Lewis 

University of Waterloo

1. Automated Homology.

Consider Figure 1, which shows three examples of side views of Iron Age brooches 

from Munsingen. How can we analyze the differences in shapes of the three brooches? 

Bookstein [1] has described a method for shape analysis based upon the selection 

of landmarks. However, in many image data sets there are no obvious features that 

stand out from the rest of the image to the extent that we would wish to label them 

as landmarks. We would rather seek to find a mapping from each image to any other 

which maps each point on the image to its homologous point on the other image.

For the purposes of analysis, we perform a rough standardization on the images 

so that all images have the same dimensions in pixel units, and so that each object 

within the image is centered and standardized in terms of orientation and scale. This 

last requirement is not required to be accomplished with careful procrustes matching. 

Rather we will assume that homologous points between images are separated by 

small distances compared to the dimensions of the images. To simplify further, we 

also suppose that the images are dithered black and white pictures, such as can be 

produced by many image viewers.

To describe automated homology, let us consider two images. Suppose that we



Figure 1: Three Iron Age Brooches

wish to establish a homology from one to the other. Ideally, this should be a function 

denned on all the pixel locations of one image to the pixel locations of the other. 

However, in practice, we could choose a smaller set of locations by superimposing a 

rectangular lattice of points over each image. Our task is then to construct a one- 

to-one correspondence between the lattice points which most nearly corresponds to 

the homology between the images. Consider a function h = (hi,hz) which maps 

a point at the jib. row and fcth column of one image to the h\(j, fc)th row and 

^2(j>fc)th column of the other. Let d\j, k ; l,m] be a measure of mismatch of the 

homology between location (j, k) of one the first image and location (I, m) of the 

second image. To construct the best homology from the lattice on one image to 

the lattice of the other we could seek to minimize

3*

over all one-to-one functions h. In operations research, this miTiimi7.at.inTi problem 

is called the assignment problem. While the assignment problem for automated 

homology can be reduced to a linear programming problem, there is a much faster 

algorithm available known as the Hungarian algorithm. We shall not consider this 

algorithm in detail here. The reader is referred to [2] for a brief description of the

Hungarian algorithm.
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Figure 2: Automated Homology For Iron Age Brooches

The dithered images are first transformed to matrices of zeros and ones by con 

version to ASCII format. Each matrix representing an image can then be subdivided 

into blocks of size p x p , say. We can think of the lattice points (ji, fc) as being 

centered in the middle of these blocks so that the mismatch d[j,k ; l,m] between 

lattice point (j,k) in the first image, and (/,TO) in the second is interpreted as 

a measure of mismatch between their corresponding blocks. Thus we shall seek a 

function which measures the mismatch between block (j, fc) in the first matrix and 

block (/, m) in the second. Suppose the matrix of the first image is divided up into 

blocks (djk) where each Cjfc is itself a p x p matrix. Similarly, let us suppose 

that the matrix from the second image is divided up in blocks (&/m) which are also 

of the same dimension. Now a function h mapping block a,jk to block 6jm is a 

candidate for a homology between the images. To measure the discrepancy between
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the images we can find some measure of distance between the matrices djk and 

bim . As the entries of these matrices are zeros and ones a suitable measure of mis 

match could be obtained by counting the number \\ajk — bim \\ of discordant entries 

between them which is equivalent to the Euclidean distance between the blocks in 

Rpxp . The Hungarian algorithm can then be run using this choice of d. However, it 

should be noted that such an automated homology algorithm has no respect for the 

natural topology of the image. Points which are the centers of neighboring blocks in 

the first image could be mapped by the optimal h to opposite sides of the second 

image. We can take to steps to counter this trend. First, we can introduce another 

term to the formula for d[j, k ; l,m] which measures the distance between the 

coordinates. Thus our formula becomes

d\j,k} l,m] = fr s {(\\ajk - blm \\ 2 } + fa t {((j - I)2 + (k - m)2]}

for appropriate weights /3i > 0 and /32 > 0, and suitable nondecreasing functions 

s,t : R+ —» R+ . Alternatively, we can also abandon the Hungarian algorithm in 

favor of an optimization procedure which is constrained to respect the topology of 

the images.

In Figure 2 we see an automated homology between the three brooches of Figure 

1. The images of the three brooches can be seen along the diagonal of the 3x3 

matrix of diagrams. Off the main diagonal, in the (j, fc)th position is a "quiver dia 

gram" produced by MATLAB for the vector field of displacements for the homology 

that attempts to transform the jth brooch into the feth brooch.

2. Shape Metrics for Linear Transformations.
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We now consider the problem of defining a measure of shape change induced by a 

function h transforming one figure to another. The automated homology routine 

described above will return a rather complex nonlinear function. Let us simplify the 

problem of shape transformations by supposing to begin with that h : Rn —> Rn 

is a linear transformation. (Any smooth nonlinear h can be locally approximated 

by a linear transformation.) The measure of shape change induced by h should be 

invariant under left and right composition of h with a shape-preserving transfor 

mation. Thus without loss of generality we may assume that fc, identified with its 

matrix representation is upper triangular in form with h\\ = 1. Let Hn be the set 

of such matrices, each identified with a shearing shape transformation.

One way to measure the size of the shape change induced by h G Hn is to make 

Hn into a Riemannian manifold, so that the "size" of the shape change induced by 

h is simply the geodesic distance from the identity matrix e out to the matrix h. 

This program has already been carried out by Bookstein [1] for n = 2 where he 

found that the associated Riemannian manifold is the Poincare Half Plane, a space 

of constant negative curvature. Here we extend it to general dimensions. Our task is 

to define an appropriate Riemannian metric ds measuring the infinitesimal distance 

between neighboring points of Hn . It suffices to consider h which is a perturbation 

of the identity matrix e so that h = e + dh. If the metric tensor for the manifold 

has been defined at the identity matrix, it can be defined elsewhere by translation 

using the group operation of matrix multiplication. There are n eigenvalues of the 

matrix h h , and these eigenvalues, as perturbed values of unity, can be written as

1 + d\j for ji = 1, ..., n. Unlike the previous case for n = 2, these eigenvalues
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cannot generally be found with simple algebraic expressions. Fortunately, this is 

unnecessary, as the first and second sample moments of the eigenvalues can be 

computed from the coefficients of the characteristic polynomial det(h h — \e) = 0 

Writing this in the form An - axA"" 1 + a2 An-2 - ... + (-l)nan = 0 we recall that 

a! = n + J3j d-^j and °2 = Si<j<fe<n ^j^k from which the first and second sample 

moments of the eigenvalues can be computed. We propose defining the Riemannian 

geometry on Hn so that ds2 is the variance of the eigenvalues of h h. In terms 

of the coefficients of the characteristic polynomial, this becomes

- 2 (w — l)^i 2o2 
n2 n

This norm is not new, and is a special case of a theory of norms on operators (in 

cluding upper triangular matrices) due to Frobenius and von Neumann. See [3]. 

The infinitesimal distance measure ds can be interpreted as the evaluation of a 

von Neumann seminorm on the upper triangular matrix leading to the infinitesimal 

shape change. The special case where n = 2 can be recognized as the Riemannian 

metric on H2 proposed by Bookstein [1].

3. Shape Metrics for Nonlinear Transformations.

Let h : R2 —» R2 be a smooth mapping which preserves the orientation of the 

plane. We can measure the local shape variation at z € R2 caused by the trans 

formation h by calculating the geodesic distance on H2 induced by the linear 

transformation Dh = (dhj/dxk) evaluated at z. This is the linear component of 

the first order Taylor expansion of h at z. By analogy with Bookstein's construe-

tion, let (Eifc)(z) be the geodesic shape distance induced by Dh =
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If the local shape variation induced by h is everywhere zero, so that Eih = 0 

it follows that the matrix (dhj/dxk) is a scalar multiple of an orthogonal matrix. 

Moreover, because h is restricted in our discussion to those transformations which 

preserve the orientation of the plane it follows that (dhj/dxk) is a scalar multiple 

of a special orthogonal matrix, which is a rotation. This implies that

However, these are seen to be the Cauchy-Riemann equations, used to verify that h 

is a complex analytic function. The operator EI provides a measure of departure 

of h from the family of complex analytic functions. As complex analytic functions 

are conformal we see that the conformal property, which preserves local angles is a 

local similarity transformation.

In a general number of dimensions, we can also extend the definition of EI/I 

to functions h : Rn — » Rn using the Riemannian geometry of Hn . The resulting 

function EI measures the degree of departure of h locally from a conformal 

transformation of Rn . As is well known, for n > 3 conformal transformations 

on Rn are Moebius transformations, preserving (n — l)-balls. See [4]. Such 

transformations can also change shapes. When (Eife)(z) = 0 for all x € Rn then 

h will be a conformal mapping of Rn . However conformal mapping, while locally 

shape preserving, can globally transform shapes drastically. Therefore the function 

EI must be supplemented by another measure for a complete shape description.

If we wish to measure the global degree of departure of h from a similarity 

transformation we can appeal to the growth allometric model in which biological

shape changes are modeled as occurring when different parts of an organism grow
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at different rates. This suggests that we look for two components to shape change. 

One occurs locally as exhibited by the failure of the Cauchy-Riemann equations to 

hold, and the other occurs globally through nonhomogeneous scaling of the function 

h. Let =2/1 = ||V log(J/i)|| where V is the gradient operator, and Jh is 

the Jacobian of h. The Jacobian measures the local change in scale under the 

transformation h. The transformation of the Jacobian by the logarithm ensures 

that the operator £2 is invariant under homogeneous scale changes of the plane, 

measuring only the lack of homogeneity in scale changes by h.

Suppose that h : Rn —»• Rn is a diffeomorphism such that "E\h = H2 fe = 0. 

Then using a argument involving fundamental forms it can be shown that h is a 

similarity transformation of R".
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REVERSIBLE JUMP MCMC COMPUTATION AND 
HIGH LEVEL IMAGE ANALYSIS

Peter J. Green 
Department of Mathematics, University of Bristol, Bristol BS8 1TW, UK.

1 Introduction
There are many interesting statistical problems where the dimension of the object 
of inference is not fixed. Examples include variable selection, factorial experiments 
and multiple change point problems, but some of the most important applications 
are likely to be to image analysis problems ranging from segmentation to object 
recognition.

Under the Bayesian paradigm, each of these can be formalised as a model deter 
mination problem in a hierarchical model with three levels (model indicator, param 
eter vector, data); the "varying-dimension" character of these problems means that 
the second component is a variable-length vector of continuous variables. For the 
usual reasons, it will very often be necessary to resort to Markov chain Monte Carlo 
methods to compute the posterior distribution, but standard Markov chain Monte 
Carlo does not apply when the dimension is not fixed. The talk will show how to 
construct Markov chain Monte Carlo samplers that switch between subspaces of dif 
ferent dimensions using reversible Metropolis-Hastings jumps. The crucial point is 
to insist on detailed balance within each move type, and to enable this by arranging 
the proposal distributions to match properly the dimensions of the subspaces: the 
Hastings acceptance ratio is then well defined as a ratio of densities.

2 Applications
Illustrations of the methodology will include multiple change-point analysis for a 
Poisson process (in one and two dimensions), and a review of the prospects for 
more adventurous application in high level image analysis, extending the range of 
problems considered by Grenander and Miller (1994).
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A COMPARTMENTED SNAKE FOR MODEL-BASED BOUNDARY

LOCATION

J.A. Marchant, C.M. Onyango, R.D. Tillett

Image Analysis and Control Group

Silsoe Research Institute 

Wrest Park, Silsoe, Bedford MK45 4HS, UK

1. Introduction

A major problem in image analysis for biological objects is caused by the variability of 

the components found in typical images. This makes a model-based approach difficult 

as any model must be able to adapt itself to include shape variations. Recently there has 

been much interest in flexible modelling techniques, an important example being the 

work on Point Distribution Models (PDM's) started by Cootes [1].

An alternative technique, developed some time ago, is the snake method [2]. 

This can be regarded as a model-based technique but the amount of knowledge 

contained in the model is small and fairly general i.e. that boundaries are continuous and 

fairly smooth, and generally follow contours of grey level where the gradient is high. 

A traditional snake is a simulation of a loop of elastic material which is acted on by 

forces derived from the image and sometimes by internal pressure. If a snake is inflated 

in the absence of image forces it would take up a circular shape. This is like a two 

dimensional soap bubble and would readily converge on a circular boundary in an 

image.

The work reported here uses a type of snake but the knowledge content has been 

increased. By making the elastic structure from a set of compartments it is possible to 

predispose it to shapes other than circular. This is like making toys such as paddling 

pools, air beds, novelty swimming aids and a whole range of other (some rather dubious) 

pneumatic structures. Another source of predisposition is to vary the stiffness of certain 

parts of the elastic material. Compartments also allow flexible relationships to be 

maintained between nodes that are not adjacent on the boundary.



2. Snake equations

2.1 Elastic forces

The equations controlling each node (total number n) in the structure can be represented

in matrix form

F = Kx (1)

where

F=[f? f? ..... f/f/] r 

x = [*i Yi ••••• xn yn] T

F is a vector of external forces applied to each node (e.g. image forces, pressures), x is 

the position vector, and K the stiffness matrix.

As in Kass's work the elastic force in a link is proportional to its length. Thus 

adding a link // between nodes nn and mm means modifying K as below

where the columns modified are those for nodes nn and mm, and the rows are for node 

nn. kctt and &„ are the link stiffnesses in the x and y directions.

2.2 Pressure forces

Pressure-like forces can be applied to nodes by modifying F. The pressure in a 

compartment gives rise to a force acting normal to the links. Here the force on a link 

is concentrated at the nodes at each end and divided equally between them. Thus adding 

a pressure in compartment ee means modifying F as below

[. . +Peesin a/2 -Peecos a/2 . . +Peesin a/2 -Peecos a/2 . .] r 

where the rows modified are for nodes nn and mm and a is the angle between the
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boundary and the x axis. If a node is common to several compartments the total force 

is the vector addition of the forces due to each compartment.

2.3 Image forces
Following Kass, two components of image force are used - one from the intensity, I, and

one from its gradient. From the first component, at node nn

f£ = -dl/dx 

fL = -dl/dy

and from the second

dl Pl+dl SPl
dx dx2 dy dxdy

dl d2 1 + dl d2 ! 
dx dxdy dy dy2

The two components are multiplied by weighting factors and added into F. The 

derivatives are approximated by using finite differences, sampling the image five pixels 

each side of the central one.

2.4 Equivalent systems

The mechanical system described is not the only one that can give equations of the form 

(1). Pressure could be replaced by individual forces at the nodes; links could have a 

natural length to give the desired shape; node positions could be prescribed by adding 

a fixed offset. By suitable choices of parameters these alternatives can be made 

equivalent. They may be more flexible than the pressure approach at the expense of 

having to specify more parameters. However, as the shapes we are interested in are 

reasonably represented by coupled ellipses or circles this possibility was not explored.

2.5 Solution procedure

The image is first smoothed with a low pass filter of kernel size 9x9. This allows the 

influence of the boundary to be spread over a larger range to pull the snake in from a 

distance. It is possible to remove the smoothing in a second stage to improve boundary 

location but this has not been done here. The equations are solved using the iterative
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procedure described by Kass [2].

3. Difficulties and solutions

3.1 Snake space and image space

A pressurised single compartment with constant link stiffness will take up a circular 
shape in the absence of image forces. The compartment can be predisposed to an 
elliptical shape by having different x and y stiffnesses. This effect was used by 
Marchant and Schofield [3] when modelling pig's bodies when viewed from above but 
in that work the pigs were known to have their long axis in an approximately vertical 
direction in the image. It would be useful to predispose the snake to a given shape at 
an arbitrary orientation but the Cartesian formulation above makes this difficult. 
Fortunately there is an easy solution. While the image forces are calculated in the image 
plane, all other forces on the snake are calculated in a separate space. An affine 
transformation is used to project the snake into the image plane. Thus predisposition to 
ellipses can be achieved by having different x and y stiffnesses while the rotation can 
be achieved by the affine transformation. Of course the transformation could handle 
different scale factors in x and y, giving ellipses by an alternative method but different 
compartments might need individual x/y stiffness ratios to give complex shapes whereas 
a single transformation is used here. The transformation will also allow shear distortions 
which increases the range of possible predisposed shapes.

3.2 Avoiding bunching

A problem with snakes is that the nodes can find a good boundary but be very unevenly 
distributed along it. This is caused by the image gradient varying along the boundary. 
Nodes are attracted to points of high image gradient and tend to move along boundaries 
towards these points. A simple solution is to monitor the snake boundary direction 
during the solution process and to reduce or even ignore gradient components in the 
direction parallel to the snake boundary.

4. Sidewinders
There is a desert snake called a sidewinder that captures its prey by moving very rapidly 
sideways. The analogy between (real) snakes and sidewinders has been used in this
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work.

It is difficult to choose a set of stiffnesses and pressures that will find accurate 

boundaries over a range of images. The snake can often be tuned for one or two images 

but fails on others. A typical failure is choosing stiffnesses that give good performance 

on boundary smoothing (i.e. not being diverted by noise features) but then make the 

snake stretch too tightly over some boundaries that curve relatively sharply.

A boundary improvement approach is being investigated here using similar ideas 

to the snake. After the snake has converged on a solution, smaller snakes (the 

sidewinders) are liberated from the main one. The sidewinders have say 5 nodes 

between each of the main snake nodes and span perhaps two or three main snake links. 

They are initialised along straight lines between the main nodes - smooth curves such 

as cubic splines could also be used. They are constrained to move sideways by 

modifying their equivalent of Eqn. 1. An equation, either

or

c 1

replaces the normal equation for ym or xm where the parameters m and c are chosen to 

produce lines at right angles to the main snake boundary. The choice of equation is 

governed by whether m or m' is the smaller, thus avoiding infinities or at least ill- 

conditioning for nearly horizontal or vertical directions.

5. Some tests and results
The test examples are drawn from our work on the use of image analysis to monitor 

animals. It is necessary to locate parts of animals and measure their shape and size. 

The two images illustrated are of pigs viewed from above. These particular pigs are on 

a clean background and their outlines (but not their components) could be found by 

simpler techniques. Often animals are found on much more confusing backgrounds and 

eventually the work will be extended to investigate this feature. However, the ability 

of snakes to find boundaries on more difficult images is demonstrated in the literature 

(e.g. in this particular application by Marchant and Schofield [3]), we concentrate here
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(d) (e) 
Fig. 1. (a) initial inflated snake. (b) after affine transform. (c) initial
fit showing rump. (d) re-initialisation. (e) final fit showing rump and 
shoulder.

(d)
Fig. 2. (a) initialised transformed model. (b) initial fit showing rump, 
(c) re-initialisation. (d) final fit showing rump and shoulder.
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just on the modelling ability of the compartmented snake.
Here we are interested in modelling only the rump, abdomen, and shoulders of 

the pigs in plan view. We note that the shape can be represented approximately by three 
components:- a circular part for the rump, an elliptical part for the abdomen, and a 
second circle for the shoulders. Thus a model is constructed in three compartments, the 
middle one having a lower stiffness in the y direction to predispose it to an ellipse. 
Inflating the model snake gives the shape in Fig. l(a). The pig image is then 
thresholded at a relatively high value. This takes advantage of the fact that the pigs are 
brighter towards the centre of their bodies due to their shape and the lighting employed, 
and gives a blob within the pig boundary. Erosions and dilations are then used to 
remove the tail if this is visible. An affine transform is derived that maps the minimum 
bounding box of the model (in snake space) to the minimum bounding box of the blob 
(in image space). The transformed model is shown in Fig. l(b). The fitting is divided 
into two stages.

The first stage is aimed at fitting the rump accurately. Two "hooks" are extended 
forward and fixed in position, the hooks are attached by elastic strings to the shoulders. 
The converged solution is shown in Fig. l(c). Sidewinders are liberated from the 
regions in the model near to the rump/abdomen junctions and the position of these 
junctions refined by measuring the minimum distance between points on opposing 
sidewinders. This establishes the size of the rump (Fig. 1, c).

We have determined that the distance from rump to shoulder is a reasonably 
constant multiple of the length of the rump. This information is contained in the inflated 
model shape and is used in the second stage of fitting. Here the model is re-initialised 
by re-deriving the affine transform to map the initial model rump to the fitted rump. 
The initial model at the second stage is shown in Fig. l(d) and the final fit in Fig. l(e). 
In the second stage of fitting, the hooks are allowed to move freely and contract until 
they catch on the ears. Although extended ears cannot be guaranteed, these devices take 
advantage of the ears if they are visible. Fig. l(e) also shows the final division into 
rump, abdomen, and shoulder, the shoulder division being done in the same way as the 

rump as described above.
Fig. 2 shows a second pig. This illustrates a typical problem of variability where 

it is not known beforehand whether the head is extended or points downward. The
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initialised model in image space (Fig. 2, a) is now far too short. However, the rump 

is still found accurately (Fig. 2, b) and the re-initialised model (Fig. 2, c) allows an 

accurate final fit (Fig. 2, d) showing the strength of the two stage approach.

6. Conclusions

Snakes can be constructed in a compartmented manner. This, along with varying the 

mechanical properties of the snake material, allows them to be predisposed to a range 

of shapes.

Two spaces are used, one for image forces and one for mechanical forces, with 

an affine transformation between them. This provides an easy way of making the 

predisposition orientation independent.

Predisposition is a way of storing knowledge into the snake. In a particular 

example, fitting snakes to plan views of pigs, this knowledge has been used to locate the 

rump and then to find the pig boundary in a two stage fitting process.

The sidewinder, a derivative of the snake, can be used to improve boundary 

location.
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Abstract
We review recent developments to the Active Shape Model (ASM) framework. An 
ASM consists of a shape model controlling a set of landmark points, together with a 
model of the grey-level patterns expected around each landmark. Both the shape 
model and the grey-level models are trained on sets of labelled example images. We 
describe recent modifications of the image search techniques which give consider 
able increases in speed, robustness and quality of fit compared to previous 
methods.

1 Introduction
Many structures of interest in images can change in shape, either because they are 
naturally flexible or due to differences between individuals. In order to correctly in 
terpret such images we must allow for this shape variation explicitly. Flexible models 
have proved extremely useful in tackling such problems. A review of different ap 
proaches to modelling shape and shape variation is given in [1].

In earlier work (Cootes et al.[l]) we described 'Active Shape Models' (ASMs), 
statistically based flexible models which iteratively move toward structures in images 
similar to those on which they were trained. An ASM consists of a statistical model 
of the relative positions of a set of landmarks, and a set of models of the grey-levels 
in regions about each landmark. For image interpretation an example of the model 
is placed in a previously unseen image. A local search is performed around the cur 
rent position of each landmark to locate a new position at which there is a better 
match between the grey-level model for that point and the image. The shape model 
parameters are iteratively updated to move the landmarks toward these better 
matched points, with the constraint that the overall shape cannot deform more than 
the examples seen in a training set. ASMs have been used successfully in a wide range 
of applications, including locating structures in the brain [2] in 2 and 3-D MR 
images, locating prostates in MR images[l] and for measuring vertebra in radio 
graphs [6]. They have also been used for face recognition, hand-written character 
recognition [3] and industrial inspection [4].

Our recent work has aimed at improving both the speed and the accuracy of the 
ASM method. In this paper we review several complementary approaches to achiev 
ing this goal, including a multi-resolution search strategy, the effects of limiting al-



lowed variability during the early stages of the search and the use of directional 
weights during the search process. We present results of quantitative experiments 
which show that the recent developments lead to significantly faster, more robust and 
more accurate image interpretation.

2 Multi-Resolution Search Strategy
Given a rough starting position we can find the pose and shape parameters which 
best match an instance of an ASM to an image. This is done using a coarse-to-fine 
search strategy on a gaussian image pyramid [5]. We train grey-level models for each 
point at each level of the pyramid. During search we first locate the object in the 
coarsest image, using the grey-level models trained at that level, then refine the re 
sult by searching at increasingly fine levels until the original image is reached [6]. 

The grey-level models represent profiles passing through the landmark points, 
normal to the boundaries of the object. We use the same number of pixels for each 
model at each layer, so those at coarsest resolution cover a larger proportion of the 
image compared to those at the finest resolution. During the search at a given layer 
we examine a region of the image around each point to calculate the displacement 
of the point required to move it to a better location. This involves extracting a profile 
from the image through the current point and running the relevant grey-level model 
along it to find the best fit. The multi-resolution nature of the search ensures that 
we need look no more that 2 or 3 pixels away in any given image, allowing the method 
to run swiftly. From the locations of the best fits of the grey-level models, we calcu 
late adjustments first to the pose and then to the shape parameters, applying limits 
where necessary. When a sufficiently large proportion of the best fits are found close 
to the current point positions, the search is considered to have converged at the cur 
rent level, and we move on to a finer resolution image.

3 Incremental Increase of Variability Allowed During Search
During the early stages of the search more global movements of the model instance 
tend to occur, in which an approximate pose is established. However, the shape is 
deformed at the same time, and is often distorted far from the mean whilst the ap 
proximate pose is found. Ideally the amount of shape variation allowed should be 
related to the resolution of the current image. When searching at coarse scales, we 
can only distinguish gross changes in shape, so only the parameters controlling these 
should be changed. As we move to finer scales, more subtle modes of shape change 
can be detected. Thus as the search progresses from coarse to fine we should in 
crease the number of shape modes which we allow to vary. A simple way to do this 
is to start the search using only one mode, and increment the number used at each
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iteration. A more principled method would be to determine which modes of vari 
ation could be detected in the image of each resolution, and use only those during 
search. Below we demonstrate the effect of the former approach. We are still investi 
gating the latter.

4 Directional Weighting Scheme
In the original ASM search scheme the pose and shape parameters were updated at 
each iteration by estimating values which minimise the sum of squares of distances 
between the model points and the target points. In some cases this adds inappropri 
ate constraints to the matching process. For instance, when a model point represents 
part of an edge, we usually wish to minimise the distance between the point and a 
line in the image representing the edge, rather than between the model point and 
some point found on the edge. When we cannot discriminate one part of the edge 
from another using local edge information alone, we would like the model points 
to be able to slide freely along image edges, and have their positions constrained only 
by the model and the areas of high curvature.

For instance, consider Figure 1. This shows a set of model points and the target 
points found on an edge in an image. If we simply minimise the distance between 
model points and target points we do not take into account the fact that points 1' 
- 4' are actually on an edge, and should be free to slide along this edge. The matches 
between 1-1', 2-2' and 3-3' constrain the horizontal movement and prevent point
5 moving all the way to 5'. This can both slow convergence or, worse still, prevent 
convergence to the optimal result. This problem can be overcome by minimising the 
distances weighted along particular directions (such as normals), effectively allowing 
target points to slide along edges. Consider Figure 2. The original method minim 
ises the sum ^ d}. We can decompose the displacement error, d{ , into components 

normal and parallel to the model boundary, dm and dpi . We can then minimise 

••i)2 + (wpidpi)2 , where w^w^ are suitable weights. If wpi = 0 then there is no pen 

alty for movement parallel to the boundary. Details of the mathematics are given 
in [10].

5 An Example of Multi-Resolution Search : Locating Vertebra
A flexible model of a single lumbar vertebra was trained using examples taken from 
25 lateral radiographs of the spine from different patients. An example is shown in 
Figure 4. The model consisted of 204 landmark points, and a set of 11 pixel grey- 
level models trained for each point. 10 modes of shape variation were sufficient to 
explain 95% of the variation in the training set. Figure 3 shows the first two modes
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Figure 1: Suggested movements of a set of 
model points

Figure 2 : The displacement error can be
broken down into components normal
and parallel to the model boundary.

of the model. Figure 4 shows the multi-resolution ASM iterating to fit to a new 
radiograph. The search started on level 5 of the image pyramid, and no more than 
10 iterations were allowed at each level. Each iteration took less than 200ms (on 
a Sun Spare 10), convergence was reached within 8 seconds.

^ = - 3(7! ~ 3°2 Mean ShapeMean Shape
Figure 3 : The effects of varying the first two shape model parameters on the model of a 

vertebra (setting the others to zero). O; is the standard deviation ofbi over the training set.

After 8 iterations After 15 iterations Convergence - 39 iterations 
Figure 4 : An ASM for a vertebra iterating to fit to a radiograph.

6 Quantitative Experiments
We wished to compare the performance of the ASM using the new techniques with 
earlier methods, and determine the effects of varying various parameters used in the 
search. This was accomplished by running the ASM on a set of images, and compar 
ing the ASM landmark points with sets of points labelled manually on each image. 

The experiments were conducted using the data set of 25 lateral radiographs of 
the spine and the model of a single lumbar vertebra shown above. During the experi 
ments we systematically displaced the centre by (±10, ±10) pixels, the angle by 
± 0.2 radians and used a starting scale of 0.9 actual scale before running the ASM.
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6.1 Results for Single-Resolution Search and Multi-Resolution Search
Figure 5 shows the relative performance of single resolution search and multi-re 
solution search using the vertebra model on the radiograph images. In this case the 
search began at level 3 (an image 1/8 the size of the original) and completed on the 
original image. At most 7 iterations were performed at each resolution, and the 
search moved to a finer resolution if more than 95% of the points were within 1 pixel 
of their current targets in the image. The multi-resolution method gives a better 
final fit in fewer iterations. (More details are given in [6]).
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Figure 5: Multi- vs single-resolution search 
on vertebra data

Figure 6 : Effects of using different
numbers of modes during image search,

and of increasing the number of modes as
search progresses.

6.2 Effects of Varying Number of Shape Modes Used During Image Search
Figure 6 shows the effect of using different numbers of modes during image search 
on the vertebra data. A model using 14 modes performs slightly better than one with 
9 modes, but 5 modes is better still. This is probably because, when too much vari 
ation is allowed, the model is easily distracted by noise. However, the graph also 
demonstrates that when the number of modes allowed is increased from 1 to 14 as 
search progresses, adding one extra shape parameter at each iteration, a consider 
able improvement in final performance is obtained.

63 Effects of Directional Weighting
Figure 7 shows the effects of using the directional weights. The weights were chosen 
to be w^ = l.o (normal to the boundary) and wpi = 0.3 (parallel to the boundary). This
encourages movement toward edges but allows some latitude in sliding along them. 
We have performed experiments on a number of data sets which suggest that a 
weighting ratio of 3:10 for the parallel to normal weights gives good results.
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7 Discussion and Conclusions
The multi-resolution search method for Active Shape Model can successfully locate 
structures from further away, giving better results in fewer iterations than an ASM 
run at a single resolution. The multi-resolution methods are less likely to be caught 
in nearby local minima and each iteration can be considerably quicker. Because the 
new methods also converge after fewer iterations, this leads to multi-resolution 
search taking typically 10-20% of the CPU time required by the original method. 

Increasing the number of shape parameters as the search progresses gives a sig 
nificant improvement in the quality of the final fit, and also reduces the total compu 
tation load.

The addition of directional weighting gives a further improvement in perform 
ance, allowing more rapid convergence to a better result. This is because the original 
scheme could overconstrain the movement of the model points, restricting their abil 
ity to fit and slide along linear structures in the image.

The methods described above are one aspect of a broad programme of research 
aimed at improving the performance and applicability of shape model based systems. 
Other aspects include how physically based models can be combined with statistical 
shape models [7], how shape and grey-level information can be more properly com 
bined in a Bayesian framework [8], and how non-linear shape models can give a 
better representation of the variability of certain classes of shapes [9]. All the 
methods described can be extended to 3D.

In conclusion, the techniques reviewed above are complementary. When used 
together in an ASM they give considerable improvements in the rate of convergence, 
the overall speed, the robustness and the accuracy of the final fit. As a result, they 
should significantly enhance our ability to interpret images of variable objects.
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1 Introduction

The process of interpreting an image by machine is in some sense an attempt to 

imitate the grouping ability of the human visual system. Not much is known about 

how the latter performs this task but it seems obvious to investigate the statistical 

structure and regularity of image data. These considerations naturally lead to the 

conviction that spatial data properties such as invariance, "the statistical nature 
of shape", etc are important. There are, however, a multitude of ways in which 

to summarize image information, and it seems plausible that natural vision simul 

taneously explores many different structuring hypotheses, in order to attempt to 

make sense of the information at hand. Inspired by these considerations we examine 

ways of organizing sequences of shape tests for decoding image structure efficiently. 

Sequential hypothesis test is thus not to be understood in the sense of obtaining 

more samples to increase detection accuracy, as described by Wald ([8]). Rather it 

is the construction and evaluation of a hypothesis tree in much the same way as 

the exploration of game trees or the use of branch-and-bound techniques in artificial 

intelligence ([!]).

We imagine the formulation of sets of property testing hypotheses organized in 

a tree structure. Each branch corresponds to a property and at each tree node there 

are three possibilities: (a) accept the property hypothesis (b) reject the hypothesis, 

and (c) continue testing, thus expanding the tree. When testing at all branches 

comes to a halt, the final result should be evaluated by combining the properties 
found (either logically or by weighting properties). We here report experiments with 

non-automated sequential machine interpretation of some 'notoriously hard' binary



images using shape-space based techniques and texture analysis. In this progress 

report we assume some familiarity with statistical shape theory (first two sections 
of Kendall [4]), edge detector theory ([2,3]), and the Hough transform [7].

2 Recognition of lines

The machine interpretation of digitally recorded intensity images usually involves 

preconditioning (filtering), labelling of pixels (determining in which kind of spatial 

events each picture element participates), grouping of spatial events, extraction of 

properties of grouped elements, and matching. For an overview, see Haralick and 
Shapiro [3]. For grey-scale images the initial labelling is usually edge-detection, 

marking those pixels as edge elements (edge points, edgels) that correspond to sig 

nificant image intensity gradient magnitudes. By this method a binary image (an 

edge map) is obtained, two examples of which are shown in Figure 1.

The spatial distribution of edge points in an edge map, given a grey-scale image 

is an unsolved problem. Results reported in the literature up til now only deal 
with one idealized step edge submerged in Gaussian noise, considered as a one- 

dimensional signal detection problem. If the step edge magnitude is sufficient to 

elicit an edge detector response, the edge will be surrounded by an edge point 

free zone [2,3]. This is confirmed by an empirical study (performed by the second 

author) of edge maps resulting from running the Canny-Deriche edge-detector on 

a variety of images. Results show that using the default scale parameter (a = 1) 

on typical interesting images results in the mapping of 'true edges' into connected 

lines surrounded by an edge-point free zone at both sides at least one pixel wide. 

This spatial distribution of edge points corresponding to significant image gradients 

is caused by the non-maximum suppression properties of the edge detectors. A 

model for the spatial distribution of edge points is connected points forming straight 
line segments surrounded by a symmetric point-free band; these structures enclose 
areas having less spatial directionality. In practice, however, the set of edge points 

corresponding to a three-dimensional straight edge in the scene being imaged does 

not form a straight line nor usually a connected set. Deviations from this ideal are 

caused by several factors:

1. A line is recorded on a digital grid. This makes it difficult to trace its exact 

location. It is necessary to invoke the theory of digital straight lines [9].
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2. Inaccuracies (localization errors) causes the line to waggle. This is due to edge 

detector localization inaccuracies, and localization deteriorates with scale (see 
e.g. Haralick [3]).

3. There are missing edge points due to detection failure of the edge detector.

4. Noise causes false edge points to appear.

Despite these shortcomings (which may readily be seen from Figure 1) it is 

usually not difficult for humans to interpret edge maps due to the regular grouping 

of edge elements. However, when grouping by machine, the statistical distribution 
of point-pairs needs to be considered. We have experimented with methods inspired 

by pre-shape space and texture-based methods.

3 Shape-space based line detection

A first approach to line detection would be to consider all triplets of image edge 

points. Since the number of edge points is often of the order of 30-40 000 in a typical 

image this would require the processing of the order of 90 — 160 • 109 triangles which 
was considered unrealistic in practical image analyis. Therefore we decided to use 

a two step sequential procedure based on shape space theory for line detection. A 

reasonable measure for the 'line-ness' of an image area seems to be the statistics of 
two-point combinations. Information on preferred directions in the image is obtained 
by summarizing counts of two-point combinations for directions. To obtain this, the 

image plane is partitioned into parallel, non-overlapping strips of width A/t>. As zero 
hypothesis we have chosen that edge points are i.i.d.-uniform within the image area. 

Although this hypothesis may seem artificial it is the only one possible if the image 

is not yet segmented: at this point we know nothing about the image. Under the 

zero hypothesis the number of points in a given image area is proportional to the 
area. In order to characterize the distribution of line segments in the image we now 

consider the pre-shape space of order (2,2) 5f; this consists of size-normalized line 

segments whose orientation is preserved. For the purpose of obtaining statistics on 
two-point combinations we proceed in the following way: The plane is divided into a 

set of parallel, non-overlapping strips of same width A/9 forming an angle 0 with the 

abscissa of a reference coordinate system. The entire system of strips is generated

117



(b)

Figure 1: Test edge maps: (a) Pentagon, (b) Milk
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Figure 2: Direction maps (pre-shape space): (a) 'Pentagon', (b) 'Milk', and line 
detection in principal directions: (c) 'Pentagon' at 151° and (d) 'Milk' at 88°, cor 
responding to peaks in the direction maps.
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by rotating a 2-by-Ne image coordinate matrix P containing the coordinates of the 
Ne edge points:

P' = RP (1)

where R is the rotation matrix

/ cos0 -sin0 \ 
R -^sin0 cosflj (2)

6 is incremented from 0 to TT in suitable steps (typically one degree). For each value 
of 0 the number of points in each strip is compared with the expected number. This 

is calculated in the following way: We generate a 2-by7V matrix E of edge points 

(all ones), where TV = ra x n and m and n are the image dimensions. This matrix is 
then processed in exactly the same way as the P-matrix and the expected number 

of edge points in a strip is then given by

E' = RE^ (3)

. The agreement between observed and expected number of points is judged by the 

usual goodness-of-fit statistic (by the sum of squared class deviations divided by 

expected number) (p'rc <c)2
where p'rc and e'rc are elements of the P' and E' matrices repectively, and re the 
row and column index. A strip width corresponding to one image line assures 

the required resolution for line detection; on the other hand this causes a kind 
of 'aliasing'-problem in that expected number in classes are quite non-uniformly 

distributed among neighbour classes. This is caused by rounding and is unavoidable 

when converting from continuous representation to a discrete class partitioning. 

However, since point sites are treated in exactly the same way for observed and 
expected number of points, the resulting S is not affected. Figure 2 (a) and (b) 

shows the resulting 5-statistic as a function of angle. S is distributed as %2 with 

n ci — 1 degress of freedom, where nc\ is the number of classes. Since nc/ is large 
(2x2 ) a /2 — (2nc; — I) 1 /2 is approximately a standard normal variate. This may then be 

used to fix an acceptance limit. Due to the nature of the zero hypothesis it is always 

rejected at usual significance levels, but peak values (local maxima) correspond to 
principal directions. Therefore, the next step in the sequential test procedure is
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investigation of the bundles of parallel lines corresponding to preferred directions. 
For these the class deviation for each strip is calculated and peak values determined. 
There is a high probability that a peak value corresponds to lines in the original 
image. These 'candidate lines' are therefore mapped back into the original edge 
image and tested by the line follower algorithm of the next section.

4 Texture-based line detection

The shape-space based method has been compared with a sequential texture-base 
line detection method. This algorithm is based on the traditional Hough-transform: 
A line segment is parameterized by the angle of its normal a. + | and the length d 
from origin to the line. Each edge point is mapped into a sinusoid, which is evaluated 
by equal sample intervals of a. Values are truncated to nearest lower discretization 
value of d and accumulated in the corresponding a, d-cell which is incremented by 
one. For each Qf-value (i.e. each direction considered) the n^-cell counts are sorted 
and cells having the highest count define a line in the image plane. In the next 
step the line hypothesis is accepted or rejected by a line-follower procedure, with 
examines the texture along the line by means of a Markov Random Field estimation 
procedure. If the texture is compatible with a line, the segment is marked as such.

5 Experiments and conclusion

We examined two methods for sequential detection of lines in images. The first 
method uses shape space based methods and pre-shape analysis. We have consid 
ered two edge images which we know from experience are difficult to segment. By 
examining the 'Pentagon' edge map we were able to locate principal directions at 
angles 0 = 7,43, 62, 79,115 and 151°; they correspond very well to the correct angles 
of the building. Also the principal directions of the 'Milk' image (2° and 88°) are 
correct. Corresponding to these directions we obtained the 'Hough profiles' shown in 
Figure 2 (c) and (d). These are plots of normalized class deviations plotted against 
strip number. It is seen that line candidates in the original edge map may readily 
be identified.

The second method was a texture based line-finder algorithm. As possible lines 
were considered regions in the image plane corresponding to Hough space cells with 
high counts. These image areas were then examined by texture based matching.
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The shape-space method was able to detect lines in all 5 regions. In contrast, the 

texture-based method performed badly in the lower right part of the image. Better 

results were also obtained by the shape-space method for the milk image.

The shape-space method does not suffer from the problems of the conventional 

Hough transform, viz. the need for judicious choice of angle sampling and cell 

discretization [6]. Furthermore, the computational complexity of the shape-space 

method is linear in angles and lines selected in the second step, whereas the compu 

tational complexity of the conventional Hough transform is a product of angles and 

line resolution.
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Abstract

Physically based vibration modes have been shown to provide a useful mechanism for 
describing non-rigid motions of articulated and deformable objects. The approach relies on 
assumptions being made about the elastic properties of an object to generate a compact set 
of orthogonal shape parameters which can then be used for tracking and data approximation. 
We present a method for automatically generating an equivalent physically based model 
using a training set of examples of the object deforming. The resulting model provides a 
low dimensional shape description that allows accurate temporal extrapolation based on the 
training motions.

1 Introduction

We are interested in accurately tracking a non-rigid deforming object. Pentland and Horowitz 
[1] describe a method for recovering non-rigid motion and structure by deriving physically 
based "free vibration" modes using the Finite Element Method (FEM). The method relies on 
making physical assumptions about the object, such as uniform distribution of mass and constant 
elasticity. The vibration modes are derived from the governing equation of the FEM nodal 
parametrisation. The mass and stiffness matrices in the governing equation are either known or 
derived from the physical assumptions. Physically based "modal analysis" has been used in a 
wide range of applications (e.g. Nastar and Ayache [2], [3]).
In this paper we describe a method that generates physically based "vibration modes" from a set 
of training examples of an object deforming, utilising a single assumption of constant (unknown) 
density. The resulting vibration modes provide a good basis for the types of motion represented 
in the training set (e.g. walking). We show the results of our method on a real example, modeling 
the 2D shape of a walking pedestrian using automatically acquired (noisy) training data.

2 Background: Modal analysis

Modal analysis has been described extensively [1], [4]. The FEM represents object deformation 
in terms of a set of discrete nodal points with displacements U. The governing equation in the 
FEM is given by

MU + CU + /rtJ = R (1)
where U is the n x 1 vector of nodal displacements, M, C and K are n x n symetric matrices 
describing the mass, damping and material stiffness between each point within the object and R 
is a n x 1 vector of external forces acting on the nodes.



The modal analysis approach decouples the above system by transforming to a basis of "M- 
orthogonal" free vibration modes derived by solving the eigenvalue problem

Kfa = Ui 2 M<t>i (2)

Assuming Rayleigh damping (C = boM + b\K), the system of equations is decoupled into n 
independent 2nd order differential equations. The high frequency vibration modes are usually 
discarded.
The object to be modelled is assumed to have a constant (uniform) density p, and the mass matrix 
is calculated in the usual way by :-

Af,-j = p IHi(u)Hj(u}du = pH

where Hi(u) is the interpolation function for the i'th nodal parameter.
The mass matrix defines an inner product and an associated distance metric that measures the 
"error" between two parametrised curves (in 2D) or surfaces (in 3D). The inner product is given 
by:

(3)

3 Learning by example

3.1 Nature of the training data

It is assumed that we can generate training data in which nodal (or point) displacements for an 
object have been tracked over short intervals of time allowing derivatives to be calculated. It is 
also assumed that the nodal points have been matched throughout the training set and that the 
training information has been rotated and scaled to some normal frame (e.g. using the Hotelling 
transform, see [5]).
Hence we assume an observed set of matched, aligned shape vectors consisting of nodal (or 
point) positions observed over short intervals of time. e.g. a set of shape vectors x^ each 
consisting of n control points.

Y (0) _ ( pi pi pn pn\A — \-L xiy'>''"'Xiy)

with x(°), x^, x(2) observations of the nodes at time t = 0,Ai,2Ai. From this data set a 
set of nodal displacements u^ is extracted by subtracting off the mean shape vector. The 
corresponding nodal velocities u^ and nodal accelerations ii^ are then calculated by finite 
difference approximations.

3.2 Mapping to "V-space"

In order to simplify the problem we consider the mapping

V = ft2U (4)

where H* is the positive definite square root of the matrix H (= p~ l M). Note, H and W are 
both real, symetric, positive-definite, invertible matrices.
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Substituting eqn. (4) into eqn. (3) we obtain:
(U,U') = pV.V 

where V.V is the standard vector dot product. The training data is mapped to a new data set

3.3 Generating vibration modes

We are not concerned with explicitly obtaining the mass and stiffness matrices M (= pH) and 
K but in generating the associated vibration modes of the system. Making the substitution (4), 
the governing equation (1) can be rewritten in the form

where
D iy—^ «—1/~*i_/—^ c?±j — n. 2 // o /T * o —
^ _ -iv— 2 />~ 1 A'"'7y—2 V _ "W5FT

and assuming Rayleigh damping, 5 = &o^ + b\ A.
The basic idea of the training method is to assume there are no external forces (i.e. the observed 
deformations are simply a sum of the object's free vibrations) with some random noise present. 
Hence the quantity (M-'I^M-'R) = (M-'S).(M-'S)
(the observed "external acceleration") is minimised over the training set. Thus the following 
error function is minimised

J(A,bQ,bi) = E (|v^ + Bv^ + A\^\ ) (5)

where E is the expectation (or averaging) operator over the data set and |v| is the standard 
Euclidean norm. As the stiffness matrix is symetric, the matrix A is constrained to be a real, 
symmetric matrix, i.e. AT = A. Note that in this formulation the stiffness matrix K is not 
constrained to be banded as in the purely theoretical, physical model. Physically this corresponds 
to virtual springs attached between non-adjacent as well as adjacent points.

3.4 Solving the constrained minimisation problem

In order to solve (5) subject to the constraint AT = A, the matrix A is parametrised in terms of
j(n +1) parameters {a,j : i > j} and the unconstrained minimisation of
J( aQ,Qt a \,Qi a i,it °2,o? ••••> ^0) ^i) is solved.
As the training set may be large equation (5) is expanded to the form

T _ V^ C22 J. R " ' " ' ~ •' = >_, ^i,i + B<
',1

where the n x n matrices 5** need only be calculated once for a given training set and are given 
by

5°° = £(uur ) S01 = £(uur) S02 = E(uuT ) 
S n = E(imT ) S 12 = E(uuT ) 
S22 = E(MT )
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Analytic expressions for the partial derivatives of J are easily derived and a standard local 
optimisation routine (see for example Ciarlet [6]) used to perform the minimisation. The problem 
can be simplified a little by ignoring damping effects (i.e. setting B = 0). The assumption of 
Rayleigh damping can be extended to Cauchy damping by adding higher order terms to the 
serires B(A).
Any minimisation scheme used to solve the problem may converge to a non-optimal local 
minimum. The minimisation scheme requires a reasonable initial estimate of the solution to 
ensure that the numerical solution is useful. To find the initial estimate we project the global 
unconstrained solution into the constrained solution space. The global solution A, B minimises 
the error function

J(A, B} =

and is given by (A\ _ ( s°° [5oi ] T vY^n
(B) ~ (s01 s n ) \[s^}T)

The initial estimate A^°\ is calculated by projecting A into the space of symmetric matrices, i.

The initial estimates for bo and 61 are calculated by solving the minimisation of J(A, 60, &i) with 
A fixed equal to A^. Alternatively the traditional physics based model can be used to generate 
mass and stiffness matrices which can be used to calculate initial estimates for the matrices A 
and B.
Once the local optimisation scheme has converged the vibration modes fa are calculated from 
the eigenvectors of A, fa, using

h = n-hi
and these "trained" vibration modes can be utilised in the usual way (see Pentland et.al. [1]).

4 Results

The method has been applied to artificial training data and appears to be robust (for details see 
[7]). Real data sets were automatically generated from training image sequences (see Baumberg 
and Hogg [8] ) of a walking person taken with a fixed camera. The background image was 
subtracted from each image allowing the extraction of the boundary of the pedestrian. The 
boundary points were approximated with a uniformly spaced cubic B-spline.
A subset of the training set for the 1st experiment is shown in figure (1). The sequence contains 
57 shapes of a pedestrian walking from left to right across the image with each shape represented 
by a spline with 10 control points. The shapes were aligned about the principal axis and scaled 
to a fixed size. The lowest frequency vibration mode generated from this training set is shown 
in fig.(2a). A "generic" pedestrian model was created using a training set consisting of several 
pedestrians walking in a variety of directions. The aim was to build a rough generic model which 
incorporates both spatiotemporal vibration modes approximating the types of motion observed 
and spatial modes that incorporate the variability in shape.
Vibration modes with a period of more than 10 frames were retained and the remaining high 
frequency subspace was modeled using spatial modes (for details see technical report [7]). A 
low frequency vibration mode is shown in fig.(2b).
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Figure 1: Training data

(a) (b)

Figure 2: low frequency vibrations

4.1 Fitting the low dimensional model to input data

A sequence of 8 consecutive data frames (currently taken from the training set) was selected. 
An attempt was then made to represent this data using the vibration modes with fixed amplitude 
and phase. Hence only two parameters were calculated for each vibration mode in order to 
approximate the whole sequence. A least squares method was utilised minimising the errors in 
the nodal positions.
A graph of signal-to-noise ratio of the recovered motion (with respect to the original data) against 
the number of vibration modes used is shown in figure (3). Two experiments were carried out 
using the single pedestrian and generic pedestrian training sets. It is clear that the benefits of 
utilising additional modes decreases rapidly.

5 Conclusions

We have shown how a training set can be utilised to automatically generate physics based "vi 
bration modes" for a specific deformable object. The resulting modes are intended to represent 
the typical motions contained within the training set with a minimal set of M-orthogonal param 
eters. The method has been shown to be fairly robust to noise and has been applied to a real 
automatically acquired noisy training set. The use of training data allows the theoretical constant 
elasticity assumption to be rejected resulting in improved vibration modes that reflect how the 
object actually deforms.
The method described has potential uses for tracking, recognition and data compression of de-
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experiment 1 - 
experiment 2 -

no. of vibration modes

Figure 3: Fitting the model to data

formable or articulated objects undergoing complex motions. The reduction in dimensionality 
allows these problems to become overconstrained increasing robustness and speed. The advan 
tage of utilising a training set is that typical motions are well characterised without the use of 
general physical assumptions that may be inappropriate (e.g. modeling an articulated object as 
a simple lump of elastic "clay"). These modes have the potential for accurate prediction in the 
absence of image measurements (e.g. when a walking pedestrian becomes occluded).
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1 Introduction

The problem of finding depth from two perspective views of a scene is addressed. 
This problem is in general ill-posed in the sense of Hadamard, and the solution 

cannot be deduced directly but only induced by eg. Bayesian inference. When using 
Bayesian Maximum A Posteriori (MAP) estimation the solution is not invariant to 
re-parameterizations of the solution space. We use the group-theoretical approach 
[1] to single out a canonical parameterization of depths. This method yields a pa 
rameterization and a prior of "knowing nothing". This and a model of the image 
formation process implies together with the images an a posteriori distribution of 

depths. This distribution is maximized by a deterministic and approximative relax 

ation algorithm leading to an approximation of the most probable depth map of the 

scene.
In the binocular stereo geometry two perspective cameras are viewing the same 

scene. A physical camera can be well modeled by a linear perspective transformation, 
x = PM, where M is a point in homogeneous (or perspective) world coordinates, x 

is a point in homogeneous retinal coordinates, and P is the 3x4 calibration matrix 
describing the linear perspective camera projection V3 —*P2 . Given a retinal point 

and the depth relative to one camera PI, the 3D point can be identified and projected 
into another camera P^. In this way depths can be associated with point matches in



(c) (d)

(e) (f)

Figure 1: Binocular stereo using the isotropic constraint, (a) and (b) are the images, (c) and (d) 

is the reconstruction and its occluded back, while (e) is on noisy images, and (d) is using a prior 

of Gaussian distributed derivatives.

Figure 2: The epipolar geometry of binocular stereo vision
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the two cameras (see Figure 2). For a more detailed description of this see Robert 
[3] or Nielsen [4].

2 Bayesian estimation

In Bayesian estimation the a posteriori probability distribution is used as basis for 

selecting the optimal estimation by some selection criterion. By Bayes' theorem

the a posteriori distribution is calculated. Here D denotes the true depth and M is 
the images or measurements. The term p(o) is a prior of depth maps, P(M \ D) is the 
image formation model, while P(M) can be perceived as a normalization constant.

Assume a cost functional c[R, D] of choosing R as the solution (or reconstruction) 
when D is the correct solution. The expectation value C[R] of the cost can be 
evaluated

c[R] = jdD c[R,D]p(D\M}

and minimized with respect to R to yield the optimal estimate of D. The cost 
functional reflects our belief in how bad a wrong decision is and is thereby task de 
pendent. When the task is yet unknown the estimate can be defined by letting every 
wrong estimate be equally bad and the cost of the correct solution be measurable 
smaller. A cost functional corresponding to an unknown task can then be defined 
as c[R, D] = —8[R — D], where <£[•] is the Dirac delta functional1 . In this way, the 

expected cost yields

c[R] = -p(D\M)

A minimization of this cost is the Maximum A Posteriori (MAP) estimate.

The cost functional is defined with respect to a given parameterization of D. A 

re-parameterization will in general yield another expected cost if the cost functional 
is not transformed as a density. This means that the MAP estimation is dependent

1 Other and physically realizable functionals could be defined to have a finite resolution in D. 
In this case the principle of "least commitment" formulated as the principle of maximum entropy 
will yield a Gaussian cost functional [4]. The Dirac delta functional can be perceived as the ideal 
but unrealizable infinite resolution limit of the Gaussian.
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on the parameterization, and we will have to single out a canonical parameterization 

ofD.

3 Parameterization

A canonical parameterization can be selected by the principle of a priori complete 

ignorance [I]. According to this principle, any parameter value must be treated 

identically. If nothing but the measurement apparatus is given initially, it can be 

used to induce a parameterization. The physical measurement apparatus is equipped 

with a resolution or inner scale [5]. This local uncertainty can be back-projected 

to the physical world and yield uncertainty measures of the world. This induces 

a parameterization because the uncertainty must be the same for every parameter 

value of the world.

If the world a priori is known to reveal some symmetries, these can be used 

directly to deduce a canonical parameterization </>. This is the group-theoretical 

approach [1]. We will assume that space reveals symmetries of translational invari- 

ance of points, scale invariance of distances, and isotropy of angles. This is not very 

restrictive, in fact it is close to the very definition of space in Newtonian mechanics. 

In terms of the principle of a priori complete ignorance this is formulated as no 

preferred position of one point, no preferred unit of distances between two points, 

and no preferred orientation of the relative angle to the third point.

In binocular stereo the aim is to identify 3D surface positions. In a perspective 

camera we can parameterize the visible surfaces by the depth Z in every retinal 

position x. This is not a canonical parameterization 0 of the surfaces. Depths are 

distances and must be scale invariant represented. This yields

Zdz<t> = const => (j) = log Z + c

The conclusion is the the canonical representation of a perspective view is the log 

arithmic depth map. As an approximation of the canonical parameterization of the 

binocular stereo representation, we choose a in-between-view or a so-called cyclopic 

view of the scene, and in this camera coordinate system we use the logarithmic 

depth map.
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4 Prior

According to the principle of a priori complete ignorance the prior distribution of 
depth maps is the uniform distribution of the canonical parameterization of depth 
maps. However, this parameterization is only translational invariant in the 2D retina 
and scale invariant in depths, but not rotation invariant. The isotropy of relative 
angles in 3D space can be used to induce a prior which is characterized by the local 
surface orientation of the depth map.

The transformation of a surface normal into the camera causes unit areas of dif 
ferent surface orientation to have different projected areas. Thereby, the distribution 
of observed surface orientation will not be the uniform distribution. By Bayes

, , . p(Observation I o)lp(o) p(e | Observation) = ^—.—————' '^ '
p(Observation)

where 0 is the direction angle of a surface patch while "Observation" denotes " being 
projected into the the image". The essential term of this is p(Observation 1 0), because 
p(e) is the uniform distribution (isotropy) and p(Observation) can be perceived as a 
normalization constant.

The probability of observing a surface path is proportional to the area of its 
projection. By geometric calculations [4], the distribution of surface orientations
when it is known that it is being observed can be expressed as

, -i

p(o \ Observation) = .
\ Z \

Z + xZx + yZy

where Z is the depth and P is the calibration matrix of the camera. Here it has been 
expressed in derivatives in depth with respect to the retinal coordinates x = (x, y)T 
because these are the quantities which are directly accessible (by local approxima 
tions) from a depth map.

5 Model

A perspective projection is used as geometric model of the cameras. Furthermore, 
models of how the physical intensities are realized as measurements and how the 
intensities are related to surface properties must be constructed.
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Firstly, we assume a model of additive zero-mean Gaussian image noise, / = 
T + n(0, a), where / is the measured intensity, I is the ideal physical intensity and 
n(0, a) is the normal distribution with zero mean and standard deviation a. This 
model is assumed to be valid and independent in all points in both cameras.

Furthermore, we make an assumption of approximate Lambertian reflection. 
Lambertian reflection implies that the irradiated intensity from a surface path is 
independent of the viewing angle. This implies that the two cameras will observe 
the same ideal intensity X\ = 1^. The model of approximative Lambertian reflection 
assumes that X\ — X% = n(0,07), where the difference to the Lambertian model can 

be described by a normal distribution which is independent from point to point, 
and also is independent of the local surface orientation. These are used to find the 

probability of images given a depth map (as needed in Eq. 1) [4]

P(M | D) = p(h-h | D) = (ni * n2 * n/)(/i-/2 )

which is the convolution of the three distributions of noise in camera 1, in camera 
2, and in the Lambertian model, as a distribution of the stochastic variable I\ — J2 . 
This is independently distributed in every point of the depth map because each 
of the distributions are spatially uncorrelated. In the following it is assumed that 
all thee distributions are zero-mean Gaussians so that p(i\-h \D) = n(0, s), where 
s = yaf + of+of.

So far, the image intensities / have been used directly to parameterize the inten 
sities. Here again, the canonical parameterization can be deduced from the resultion 
power of the camera if no other a priori information is given.

6 Experiments and Conclusion

The solution is found by a maximization of the a posteriori distribution or identically 
by minimization of the minus-log-probability functional.

E[R] = -logp(o\M)

= £
m=(i,y)

2s2 log -zx
yZy

-21ogZ
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Figure 3: Images used for stereo reconstruction.

Figure 4: Reconstruction of the non-occluded part of the scene in Figure 3
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where c is a constant which can be omitted. Here, the distribution of Z have been 
turned into distributions of log Z, the canonical parameterization of depth.

This is in general a non-convex functional in Z(m). Here, we have chosen to 
find an approximation of the minimum by a relaxation algorithm [7] inspired by the 
Graduated Non-Convexity algorithm [6]. It is in general not possible to relax this 
functional to a convex functional without introducing a bias [4]. This means that 
the final algorithm is dependent on initial estimates. In Figure 1 and Figure 4 test 
performed on synthetic and real images can be seen.

We summarize as follows: from axioms on the structure of symmetries of physical 
space a parameterization of surface reconstructions have been deduced. Prior distri 
butions have been derived as the "least committed" distributions corresponding to 
assumptions of "knowing nothing". A empirically verified camera model has been 
introduced, and a model of physical reflections which is simple enough to handle 
in this framework has been assumed. This axioms and assumptions lead to an a 
posteriori distribution of reconstructions which is minimized by and relaxation al 
gorithm. The results are competitive with earlier results [8] which have been based 

on more ad hoc strategies.
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Introduction

At the core of contemporary morphometrics, the quantitative study of biological 
shape variation, is a synthesis of two originally divergent methodological styles. One 
contributory tradition is the multivariate analysis of covariance matrices developed 
for biometrics by Karl Pearson and Sewall Wright and now dominant across a broad 
expanse of applied statistics. This approach, couched mainly in the linear geometry of 
covariance structures, ignores biomathematical aspects of the original measurements. 
The other tributary emphasizes the direct visualization of changes in biological form. 
But reifying the biological meaning of the features seen in those diagrams was always 
problematical; also, the representation of shape variation, as distinct from pairwise 
shape difference, proved infeasible.

These two approaches have lately been bridged by a specialized multivariate 
analysis of landmark shape that is tied to biomathematically sensible visualizations. 
Multivariate analyses of landmark shape go forward very effectively in the tangent 
space to Kendall's shape space taken at a Procrustes-averaged form. Within-group 
and between-group findings there can be conveniently visualized by an interpolation 
mapping, the thin-plate spline, that unexpectedly generates an unusually suggestive 
orthonormal basis for this same tangent space. There results a complete regionalized 
quantitative analysis of landmark-based shape that has proved quite powerful in a 
variety of applications.

The important theorems underlying this synthesis have been developed by math 
ematicians and mathematical statisticians, principally David Kendall, Kanti Mardia, 
Colin Goodall, and their collaborators, all authors of chapters (including appropriate 
citations) elsewhere in this volume. But the application of their advances to real, 
pressing problems in biomedical shape analysis has come faster than mathematics 
is usually applied, and can be explained to general audiences without any of the 
machinery of theorems and proofs. For that reason, earlier presentations of the syn 
thesis (at least, those for which I am responsible, beginning with Bookstein, 1991) 
have inadvertently concealed the extent to which its underlying strategies are, in the 
main, geometric rather than statistical. This essay reviews those geometric origins, 
in order to emphasize how this new praxis for highly efficient and effective multivari 
ate analysis of landmark configurations arises directly from metrics and symmetries 
underlying the shape representation it uses.



A biometric shape space for landmark data
Geometric shape, in the biologist's ordinary language, is what is left of the in 

formation in a configuration of k landmarks after one carefully compensates for the 
effects of similarity transformations—changes of geometric position, orientation, and 
scale. For some time we have had a useful preliminary tool that is invariant against 
similarity transformations: the Procrustes distance between two landmark configura 
tions, usually approximated as the sum of squared distances between corresponding 
landmarks after each configuration is scaled to unit Centroid Size (sum of squares 
around its own centroid) and then one of the pair is rotated and translated upon the 
other so that that interspecimen sum of squares is a minimum.

Using only this Procrustes definition of distance, without any further geometry, 
an average shape can be defined quite rigorously as the shape that has the least 
summed squared Procrustes distances to the shapes of a sample. There are many 
good algorithms that produce average shapes in this least-squares sense. (For shape 
variation of the magnitude that we ordinarily encounter in biometric applications, 
the various estimates are interchangeable.) But to pursue the multivariate statistical 
analysis of variation around an average shape, a more extensive algebraic structure 
is required: shape coordinates. This construction was already implicit in David 
Kendall's great paper of 1984 about Procrustes metrics and shape. Kendall showed, 
you will recall, that the equivalence classes of two-dimensional landmark configura 
tions under the similarity group form a smooth (2k — 4)-dimensional manifold, the 
shape manifold S* for k landmarks in two dimensions. Moreover, for centered com 
plex vectors z and w of unit length, when shape distance is taken as exact Procrustes 
distance arccos (EzjiOjl, and only in that case, the shape manifold is the Riemannian 
manifold that expresses the original Euclidean geometry of the digitizing plane as 
partialled by the action of the similarity group. Shortest paths (geodesies) in the 
Cartesian space project down onto shape space as geodesies in the Procrustes metric 
there, circles around landmarks in the image plane project as circles around shapes 
in the shape manifold, and so on.

Since we intend eventually to emphasize linear statistical operations, it is conve 
nient to remove these coordinates from the shape manifold itself out to the tangent 
space to £* a* ^e Procrustes average form just introduced. (The rank of this tan 
gent space remains 2k — 4.) Following the usual formalism of modern differential 
geometry, we interpret line-elements in this tangent space as equivalence classes of 
differentiable scalar functions of its points. In the biometric context, such functions 
are exactly what we mean by shape variables. In other words, the geometry of bio 
metric shape variables for landmark data is the geometry of vectors through the
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origin in the tangent space to Kendall's shape space at the average shape. In partic 
ular, shape variables can be scaled in the same Procrustes geometry as that of the 
underlying manifold: In the vicinity of an average shape, any shape variable specified 
by a formula, such as an angle or a ratio of two distances, has a Procrustes length 
(per unit of shape score) independent of its variance, and pairs of shape variables 
make a Procrustes angle independent of their covariance (Bookstein, 1991, Ch. 5).

In the usual protocols (e.g., Goodall, 1991), once a Procrustes average shape is 
computed, each specimen of a sample is Procrustes-fitted to it. There result fitted 
coordinates that, while appearing to be "superimposed" upon the original Cartesian 
plane, actually live in the tangent plane to Kendall's shape space at the average shape. 
Furthermore, the summed squared "Euclidean" distance between any two such fit 
ted configurations is the squared Procrustes distance of the underlying landmark 
configurations. Hence those locations after superposition—call them Procrustes-fit 
coordinates—automatically comprise a set of shape variables consistent with Pro 
crustes distance: that is, they are a set of shape coordinates. For a typical sample 
form, assemble them as the 2fc-vector F = (ri,5i,r2,52,... ,rjfc,sjt), so that (r,,s,) 
is the fitted location of the ith landmark. For later use, assemble the x-coordinates 
of the fitted points in the subvector F0dd, and the y-coordinates in the subvector 
.Feven- By the usual theorems about orthogonality, any other set of shape coordi 
nates that preserves Procrustes distance must arise as an orthogonal rotation of this 
basis. Figure 1 shows this basis for a published data set, 8 midsagittal neurocranial 
landmarks for 21 male Norway rats radiographed at each of eight ages (Bookstein, 
1991, Appendix 4.5). "+", 7-day-olds; "x", 150-day-olds.

This is the unique statistical geometry that underlies the morphometric syn 
thesis: the a-priori Procrustes geometry unifying shapes and shape variables in the 
tangent space to Kendall's shape manifold at the Procrustes average shape. Notice 
that it is taken "around the average shape" in Kendall's space; any other center would 
foreshorten some directions of variation with respect to others. In the Procrustes-fit 
coordinates themselves, only one arbitrary parameter remains, the rotation of the 
Procrustes average shape that defines what is "horizontal." (But it will be more 
interesting, below, to consider rotations of the full set of these coordinates.)

The importance of this Procrustes metric for multivariate analysis of real shape 
data arises from a second role that it can be shown to play (Kendall, 1984; Goodall, 
1991). A convenient null model for variation around any systematic signal in shape 
space represents the shapes of individual landmark configurations as varying from 
an expected shape by independent circular Gaussian deviations at each landmark of 
the original covering Euclidean space. On this model, in the limit of small shape
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variation, negative log-likelihood goes as squared Procrustes distance. In the tangent 
space, then, negative log-likelihood is squared "Euclidean" distance from the mean; 
but this is just the usual isotropic normal model of appropriate rank. That is, in 
the representation by 2k Procrustes-fit coordinates, the null model cor 
responds to a spherical Gaussian distribution of rank 2k — 4 around the 
average shape. (The variance of that Gaussian derives from the variance of the 
original Cartesian noise by an expression involving the size and shape of the average 
landmark configuration.)

In practice, some data sets appear to show this structure of within-group varia 
tion, others show it after factors are regressed out, still others show it after rescaling 
of variances across landmarks, and some distributions appear irrevocably anisotropic 
with respect to this underlying Procrustes distance. Nevertheless, it is an extremely 
convenient formalism by which to calibrate the statistical import of constructions 
in shape space per se. Goodall's omnibus F-test (see below), for instance, models 
all dimensions of a sample scatter as isotropic Gaussians whenever evidence to the 
contrary is unavailable. (In Figure 4, for instance, it looks as if the residual from the 
first principal component of nonaffine shape is isotropic in this way.) One particularly 
simple spanning basis of shape variables (Bookstein, 1991) is the highly redundant 
(for k > 3) set of all (k + l)k(k — l)(k — 2)/8 simple interlandmark distance-ratios. Be 
cause the symmetry of the null model matches that of the Procrustes geometry itself, 
the minimum over the whole space of the cosine of the angle to the nearest distance- 
ratio is an upper bound for the efficiency that can be claimed for any distance-ratio 
search against a general alternative hypothesis under the isotropic Gaussian model. 
Bookstein (1991) shows a simple example where that minimax is .71; it can go to 
zero for large-scale effects on large numbers of landmarks. This is directly pertinent 
to assessing the efficiency of the EDMA methods discussed elsewhere in this volume.

Although these Procrustes-fit shape coordinates have the correct sum of squares, 
there are four too many of them (2fc, but only 2k — 4 degrees of freedom), and so 
the kinematics of their joint scatter is misleading. The second principal geometric 
tool of the Morphometric Synthesis is a carefully contrived Procrustes rotation of 
these coordinates into a new basis having the correct number of dimensions. For 
variation by independent circular Gaussian distributions of the same small variance 
around each landmark of the average shape, these new shape variables all have the 
same variance, with all covariances zero. (Also, the sum of their squared differences 
between specimens reproduces the original squared Procrustes distance between the 
same specimens.) The rotated basis that seems most useful, the set of partial warps, 
is a highly nonlinear function of the mean configuration; the resulting multivariate 
analyses take advantage of the typical landmark configuration in an elegant and
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unexpected way. This new basis is most easily introduced via an additional quadratic 
form, the bending energy of the thin-plate spline, which is introduced in turn by way 
of the much older morphometric problem that it solves—the problem of a parametric 
space for D'Arcy Thompson's "Cartesian transformations." In this way a wholly 
different geometry than the familiar Procrustes shapes the analysis of the findings 
that we have already situated squarely in the Procrustes geometry of shape.

The thin-plate spline
Again, as with Kendall's gift of shape space, what made the morphometric break 

through possible was help from an unexpected quarter: a relatively esoteric advance 
in interpolation theory. The following development is extracted from Bookstein, 1991, 
where the interested reader can find appropriate citations to the original literatures.

Let U be the function U(r) = r2 logr, and let Pi = (zj,yi), i = 1,..., fc, be k 
points in the plane. Writing Uij = £7(P,- — Pj), build up matrices

0

U21
ulk \

0

\Uki uk2 ... o )
Q =

/i 
i

V1 xk

3/2

and

where 0 is a 3 x 3 matrix of zeros. Write H = (hi ... hk 0 0 0 )* and set 
W = (wi ... Wk ao ax ay ) = L~1 H. Then the thin- plate spline /(P) having 
heights (values) hi at points Pj = (z;,j/i), i = 1,... ,fc, is the function /(P) = 
Si=i WiU(P — Pi) + ao + axx + ayy. This function /(P) has three crucial properties:

1. /(Pi) = hi, all i: f interpolates the heights hi at the landmarks P,-.

2. The function / has minimum bending energy of all functions that interpo 
late the heights hi in that way: the minimum of

2 / <\9 f \ 2 / /v? r \ 2 ̂((*>)'
Vv Va°%; "

where the integral is taken over the entire picture plane. 

3. The value of this bending energy is

where L^1 , the bending energy matrix, is the k x k upper left submatrix of L~l , and 
is the initial k-vector of H.
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Figure 1. Generalized Procrustes superposition of 8 midsagittal neurocranial landmarks 
for 21 male laboratory rats at ages 7, 14, 21, 30, 40, 60, 90, and 150 days. "+", seven- 
day-olds; "x", 150-day-olds. Landmarks, from lower right clockwise: spheno-ethmoid 
synchondrosis, intersphenoidal suture, spheno-occipital synchondrosis, basion, opisthion, 
interparietal suture, lambda, bregma.

Figure 2. Thin-plate spline for the transformation from the mean 7-day shape to the 
mean 150-day shape in Figure 1.
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In the application to two-dimensional landmark data, we compute two of these 
splined surfaces, one in which the vector H is loaded with the x-coordinates of 
the landmarks in a second form, one for the y-coordinates. The resulting map 
(fx(P)ify(P}} is now a deformation of one picture plane onto the other which maps 
landmarks onto their homologues and has the minimum bending energy of any such 
interpolant, and its bending energy is now the sum of terms for the z-interpolant 
and the y-interpolant separately. In light of property (2) one may construe bending 
energy as localization, the extent to which the affine derivative of the interpolant 
varies from location to location. The affine part of the map is an ordinary shear.

The mapping function from landmarks to landmarks remains linear in the target 
two-vectors, the two incarnations of H. Should those be shape coordinates in the 
sense of the previous section, and the starting form of the spline be the average 
shape, then we have extended the linear machinery of shape space to a system of 
coefficients (the Ws) and thence to a system of diagrams that visualize the relation 
of any specimen shape to the mean as a deformation the coefficients of which are 
linear in its shape coordinates. In this way Cartesian grids about the mean shape 
have been incorporated into the biometric framework in toto, as a direct visualization 
of one particularly specialized set of linear descriptors. Figure 2 shows the change 
from the average shape of the youngest rats to that of the oldest as such a grid.

Mardia, Kent, and colleagues have identified the bending energy with a different 
quantity, one that is statistical rather than mechanical or biomathematical: the 
within-image prediction of a random field observed at one set of landmarks (and 
taking values there corresponding to locations of the other set of landmarks) when 
prediction is by the variance-minimizing technique of kriging. The equations of the 
spline can be rederived in identical form from this quite different starting point if one 
models the prediction in-between landmark locations as the expression of a Gaussian 
random field with covariance function r2 log r.

Principal and partial warps: an orthonormal basis for shape
For a square of side 1, with landmark ordered circumferentially, the bending- 

energy matrix is

/ .3607 -.3607 .3607 -.3607\
L _! I -.3607 .3607 -.3607 .3607 |

* I .3607 -.3607 .3607 -.3607 I '
V-.3607 .3607 -.3607 .36077

It has one non-zero eigenvector, (.5,—.5, .5,—.5). The zero eigenvectors are those 
in the span of the submatrix Q bordering L: patterns of heights corresponding to 
ordinary tilted planes over the starting square. To the nonzero eigenvector correspond
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the only two dimensions of ways in which a square can change its shape other than 
by affine transformation. If the vector (.5, —.5, .5, —.5) perturbs coordinates along an 
edge, the square becomes a trapezoid; if it perturbs coordinates along a diagonal, the 
square becomes a kite. These splines of the starting square are reviewed graphically 
in Bookstein, 1991, Sec. 7.3.

In the general case, the matrix L^ 1 continues to have three eigenvectors of 
eigenvalue zero, corresponding to the three-dimensional family of planes over any 
landmark configuration. There remain A; —3 dimensions of nontrivial bending above k 
landmarks, spanned by the nonzero eigenvectors of the bending-energy matrix. These 
nonzero eigenvectors, such as the eigenvector (.5, —.5, .5, —.5) just introduced for the 
square, are called principal warps. In the usual eigendecomposition L^ 1 = UDU1 
with U orthogonal and D = diag(ei,..., et-s,0,0,0), the principal warps are the 
first k — 3 columns ui,..., Ufc_3 of U. (This part of U will be denoted U-3.) Notice 
that the ?7's are orthonormal both in bending energy and in the Euclidean metric for 
summed squared heights "above" the starting configuration. Each one is visualized 
by loading its coefficients into the slots Wi of the formula for / and then setting ax 
and oy to values that lead to a congenial "projection." Figure 3 shows, in this 
somewhat arbitrary format, the full set of five principal warps for the rodent data 
set already introduced, each at a vertical amplitude (sum of squared "heights") of 
0.036.

In Figure 3, the surfaces look steadily more bent from the first to the last. In 
tuitively, metal plates are more difficult to bend as the points at which forces are 
applied move closer together. In general, principal warps of higher specific bend 
ing energy entail discrepant rearrangements in small neighborhoods of landmarks; 
those of lower specific bending energy, rearrangements widely distributed over the 
form. It is reasonable to say, therefore, that these eigenvectors extract a series of 
shape phenomena in order of localization, the same concept we used to interpret the 
bending-energy formalism itself. The affine term is not localizable at all in this sense, 
and so its bending energy of zero is consistent with the hierarchy.

To each column u,- of U corresponds not only a three-dimensional surface but 
also a projection "down" onto the picture plane that captures its role in the spline 
from the average to each individual form of a data set. Back in the tangent space to 
Procrustes space, the vector representing any specimen as a displacement from the 
average shape is a superposition of displacements each a projection of one of these 
surfaces onto the same base plane. These partial warp scores are the two-vectors 
(u{F0dd, u|.Feven) deriving from the Procrustes-fit coordinates F of each shape in the 
sample; the whole set is the vector (U-s <8> I^YF. The spline map is the sum of all
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the partial warps interpreted as mappings (that is, the sum of all the displacements 
they induce at each landmark, grid intersection, etc.), together with an affine term.

Of the eigenvectors u, of the bending-energy matrix L^ 1 , let us now explicitly 
take those of zero eigenvalue as the columns of the matrix Q: a vector of 1's, a 
vector of the x-coordinates of the average shape, and a vector of the y-coordinates 
of the average shape. That the remaining eigenvectors are orthogonal to these first 
three means that their coefficients have crossproduct zero with the three vectors just 
specified. But then, it is easy to verify, the shape changes spanned by these nonzero 
eigenfunctions are left untranslated, unrotated, and (in the limit of small changes) 
unrescaled by Procrustes fit to the starting configuration.

That is, the nonzero eigenvectors of bending energy lie within Procrustes-fit 
space—within the tangent space to Procrustes shape space—and so the partial warp 
scores must describe displacements of shape within that tangent space. Since the 
Procrustes metric is Euclidean in this tangent space, the orthogonality of the par 
tial warps as eigenvectors corresponds to orthogonality in the Procrustes geometry. 
Then these first k — 3 principal warps, after projection onto the picture plane, are 
extrema of bending energy with respect to Procrustes length in shape space as well. 
The nonzero principal warps of the bending energy matrix in Cartesian 
coordinates are at the same time principal warps in Procrustes-fit coor 
dinates: formulas for orthonormal shape variation in the tangent space of 
shape coordinates.

By this most unexpected connection, the thin-plate spline, via its bending-energy 
matrix, has supplied us with an orthonormal basis for shape space that explicitly en 
codes the mean shape in a way suggestive of a hierarchy of biological interpretations. 
The two sets U-z ® (^/"costf) °^ tnese partial warps corresponding to any two 
perpendicular directions of displacement from the mean shape remain orthonormal 
as a set of Ik — 6 shape variables in the tangent space. The "bending energy" thus 
diagonalized for shape space is still the matrix L^1 (g)/2 representing two copies of the 
one-dimensional formalism. (This development would be the same for any alternate 
spline kernel, as suggested by Kent and Mardia, 1994. It would be of great interest 
to see how these £Ts rotate as the parameter a of the kriging kernel H 1+a varies.)

These partial warp scores total Ik — 6 shape coordinates. A final pair span the 
uniform subspace of our tangent space, the set of shapes that derive from the average 
shape by affine transformations in the covering Cartesian plane followed by a Pro 
crustes re-fit. Let the Procrustes average shape, scaled to Centroid Size 1 and oriented 
with principal axes horizontal and vertical, have coordinates (xi,yi), (x2,y2),-.., 
(xfc,i/jfc), and let a = Sxf and 7 = Sy? be the principal moments along those axes.
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One orthonormal basis for the uniform subspace, which thereby completes a full set 
of 2fc — 4 for the full tangent space, is the pair of Procrustes-unit vectors t/n, a Ik x 2 
matrix, with

Un\ =

The first of these vectors corresponds to Cartesian shears aligned with the x-axis, 
the second to Cartesian dilations along the y-axis.

In this way a complete orthonormal basis for shape space is produced solely 
from the Procrustes average shape, without any reference to sample covariances. 
Complementary to the scatters of Procrustes-fit coordinates, Figure 1, then, is the 
set of scatters of all the partial warp scores, Figure 4: consecutive pairs of the 
vectors (U-z ® I-zfF, together with the single pair of scores t/h*.F, as F varies over 
the Procrustes-fit coordinates of the sample of shapes. This is a rotation into twelve 
orthonormal dimensions of the shape variation originally scattered in Figure 1 using 
all sixteen dimensions of Procrustes-fit residuals. All six frames are commensurate 
in the Procrustes metric, so we may infer that the uniform component explains the 
most shape variance, followed by the largest-scale partial warp, etc.

The multivariate morphometric toolkit
The machinery is now in place that justifies all the standard maneuvers in the 

new landmark-based biometrics of shape. I have explained these manipulations in 
far more detail in other publications, where they are demonstrated in several running 
examples at length. Here there is space only for the systematic pairing of multivariate 
manipulations with the corresponding symmetries of this highly symmetric scheme.

Principal components analyses ("relative warps")

Because the word "principal" has already been used in connection with the 
principal warps (eigenvectors of L^1 , a matrix that does not encode any information 
about covariance), the methods that follow are usually referred to as analyses of 
relative warps. All are ordinary principal-components analyses of carefully designed 
covariance matrices derived from bases already introduced. The first three of the 
types of analysis following preserve both Procrustes distance and Procrustes variance 
within the (invariantly specified) subspaces under study.

The full analysis. The relative warps analysis that captures the full space of 
(linearized) shape interrelationships — all the information in the original Procrustes 
metric — is an eigenanalysis of the covariance matrix of any basis that reproduces

149



•tf .
3 
o. I

OL'O SO'O O'O SO'O- Ol'O- OL'O SO'O O'O SO'O- OL'O-

*»•
**&•

'.'.
t? v. •vu>.«•: 0 1

010 SO'O SO'O- Ol'O- OL'O SO'O SO'O- OL'O-

' »- ; .«, 
. .'.-• r. x x^ 

.- * • 0 3

OL'O SO'O O'O SO'O- Ol'O- 01/0 SO'O O'O SO'O- Ol'O-

Figure 4. A convenient orthonormal rotation of the coordinates of Figure 1: the standard 
orthonormal basis (uniform component and partial warps) for the growing rodent data, 
now seen as deviations from the average shape. All axes are scaled in units of the Pro 
crustes distance. Note the systematic decline of explained shape variance with increasing 
specific bending energy for all except the final partial warp. Except for an apparently 
nonlinearity in the uniform component, these data appear consistent with "noise" around 
prediction by a single epigenetically linear cause.
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Procrustes distance: either the 2fc original Procrustes-fit coordinates F, Figure 1, or 
the 2k — 4 orthonormal partial warp scores (U-z <g) I-ifF, Un*F, Figure 4.

The uniform subspace. The uniform subspace UnfF of shape space, although of 
dimension 2 only, is the most nearly homologous across different studies, and also 
often bears the traces of general morphogenetic factors that affect whole forms evenly. 
In the vicinity of a fixed average shape, the Procrustes metric for this subspace is 
proportional to the anisotropy metric for uniform shears introduced a decade ago, so 
that the geometry of this uniform partial warp (the upper left scatter in Figure 4) is 
a fair representation of the principal competing language by which uniform changes 
are often reported. (This alternative graphic of principal strains will not be reviewed 
here; see Bookstein, 1991.) In the rodent example here, we see a clear "kink" that is 
explained, along with other relative warps, in Bookstein, 1991.

The nonuniform subspace. There remain three distinct relative warps analyses 
of the complement of the uniform subspace, the span of the partial warps of nonzero 
bending. If a signal is found in the uniform subspace, it is reasonable to carry out a 
subordinate analysis of the complementary subspace to UntF, that spanned by the 
nonlinear partial warps (U-z ® I^fF. (This is not a "partialling-out" of the uniform 
component U^F: projection is in the Procrustes geometry, not the Mahalanobis 
geometry.) In the rodent data, as hinted in Figure 4, variation in this remaining 
ten-dimensional space proves to be unifactorial.

Talcing bending energy into account. These analyses preserve Procrustes vari 
ance but alter Procrustes distance. The identity matrix encoding it in the nonuniform 
subspace is replaced by a power a / 0 of the bending energy matrix, which, as ex 
plained above, plays no role in the Procrustes geometry. The effect is to replace 
the orthonormal shape basis (U-z ® IzYF by a new basis (£/_3diag(e~ ) ® I-ifF 
that is merely orthogonal in Procrustes geometry. The case a < 0 overweights the 
elements of our previously orthonormal basis in proportion to specific bending energy 
(discrepancies between landmarks at close spacing). For instance, the case a = — 1 is 
a principal-coordinates analysis of bending energy per se. This is worthwhile when 
small changes are likely to be of importance disproportionate to their Procrustes 
length, as in systematics and clinical medicine. By underweighting the principal 
warps in proportion to specific bending energy, the case a > 0, we alter the Pro 
crustes ordination to emphasize large-scale aspects of the shape change regardless of 
the distribution of landmarks at medium and small scales. Analyses like these are 
important in studies of growth-gradients and large-scale biomechanical influences. 
Analysis of the largest-scale partial warp score alone, (ui (gi I^fF (the central upper 
frame in Figure 4), is a relative warps analysis with a = oo.
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Display. Relative warps analyses are usually displayed in triplicate. The relative 
warps themselves, which are shape variables, are displayed as patterns of correlated 
displacements of Procrustes-fit scores, as in Figure 1, and are also usefully displayed 
as thin-plate splines from one end to the other of the empirical range of the shape 
variable thus identified. Drawn in this way, the first relative warp of the full rodent 
shape basis is indistinguishable from the end-to-end comparison already shown in 
Figure 2. In addition, to each relative warp corresponds a numerical score, computed 
as a Procrustes projection, that can be scattered with others within its set or between 
sets, or against size.

Exogenous covariates of shape
The other large general biometric design is, of course, the study of covariances 

of shape with exogenous factors, including size allometry and also group differences. 
The relevant symmetry group is now the affine group for change of a full-rank shape 
basis, 2k — 4 dimensions, in a covering space (the Procrustes tangent plane) of Ik 
natural coordinates; thus one must be careful at all times to maintain the difference 
between isometric and affine aspects of multivariate computations and visualizations. 
The full orthonormal basis (U-3 ® I-^fF^U^F is always satisfactory. For instance, 
the grid of Figure 2 can be reconstructed—and tested—from the multiples of the 
features in Figure 3 given by the factor in Figure 4. But there is another whole set of 
useful bases: the two-point shape coordinates that refer each landmark to the (fixed) 
positions of two in particular. These coordinates are the most ancient piece of the 
Synthesis, having been introduced by Francis Galton in 1907. Bookstein (1991) shows 
how this construction spans the linearized shape space for most reasonable choices 
of a baseline. Galton coordinates are inconsistent with the Procrustes metric, a fact 
which our earlier publications acknowledged but did not emphasize sufficiently.

Data sets of insufficient rank. The preceding paragraph assumes that the sample 
covariance matrix is of full rank 2k — 4. When landmarks are numerous or individual 
samples expensive, an alternative test has been suggested by Goodall (1991) that 
presumes the validity of the null model of spherical variation in the tangent space 
to Procrustes space once all design factors (continuous covariates or groupings) have 
been adjusted. The test compares the Procrustes distance between means, for in 
stance, to the appropriate multiple of the mean-squared within-group Procrustes 
distance, as an ordinary F. Subtle group differences can be tested in this way when 
Procrustes scatters and/or partial warp scores are mostly circular and of similar 
diameter. Also, the partial warps or any other spanning set of shape coordinates 
selected before scrutiny of the hypotheses under study may be tested one by one, 
or two by two, with full Bonferroni correction. (Naturally one loses efficiency in the
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usual way for features oblique to the dimensions scanned.) Both of these ad-hoc ap 
proaches combine the symmetries of Procrustes shape space itself with a postulated 
symmetry of unobservable aspects of a Gaussian model for noise.

Extensions

I have space left for only the briefest of mentions of ways in which the underlying 
geometric elements already reviewed can be recombined in new ways. For studies of 
fluctuating asymmetry, either isometric Procrustes basis can be rotated into a sum- 
and-difference form; the subbases are not ill-conditioned separately. The spline can 
be used to fix more than two landmarks, then inspect remaining variation, or to 
"relax" landmarks that show excess uncorrelated variance in one direction; if that 
variance is instead correlated with something exogenous, it can be used as a further 
explanatory factor intentionally breaking the underlying symmetries here.

Beyond landmarks, one can augment both formalisms, bending energy and Pro 
crustes distance, by other sorts of data. Bookstein and Green introduced a con 
struction of outline information as paired landmarks "at close spacing." Both the 
Procrustes shape metric and the bending-energy metric split into two incommensu 
rate blocks, one for the landmarks, one for the edgels. Most exciting, perhaps, are 
the extensions into analysis of whole pictures: In regions with strong gradients, the 
Procrustes metric can be combined both with edge information and with a suggestive 
image metric to radically improve the precision of group comparisons. This emerging 
praxis bears great promise for computer-aided diagnosis and treatment assessment.
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Abstract

Computer simulations were used to investigate whether multivariate 
analysis of variance and multiple regression analyses based on partial-warp 
scores yielded the correct type I error levels. Several configurations of 
landmarks and models for the covariances among and within landmarks were 
studied. Good agreement was found for all models investigated.

1 Introduction

Bookstein (1989, 1990, 1991) and Rohlf (1993b) show how one can use the principal 
warps of a bending energy matrix to define a space that can be used to analyze variation in 
localizable (non-uniform) shape. Statistical analyses of points in this tangent space spanned 
by the partial warps is expected to be a good approximation to a corresponding analysis in 
Kendall's (1984) shape space when variation in shape is small. The advantage of using the 
tangent space is that it allows one to use standard linear statistical methods to test 
hypotheses such as whether groups differ in shape or whether shape is related to some 
exogenous variable.

Since the consensus configuration is estimated from the sample data (usually as an 
average across all specimens in all samples, the axes defining the tangent space (the partial 
warps) will differ slightly from study to study. This should lead to the error variance 
computed from a single study being an underestimate of variance among studies. Lele 
(1993) has raised questions about the statistical properties of Procrustes estimates of the 
mean configuration. While practical applications of the technique seem to yield reasonable 
results (e.g., Rohlf, 1993b, Rohlf, Loy, and Corti, ms. in prep.), it is of interest to check 
whether statistical tests (such as multivariate analysis of variance, MANOVA, or multiple 
regression analysis) performed in the tangent space actually yield correct type I error rates. 
The results of a computer simulation of various models for the mean configuration and for 
the covariance within and among landmarks are reported below.

2 Methods

Let the Ar-dimensional vector of coordinates for p landmarks for the /th specimen in a 
sample be represented as Xt . These are relative to some convenient but arbitrary fixed 
digitizing space. The simulated datasets of size n were constructed based on the model 
Xt = a,(// + £,)Q/ + l^l used by Goodall (1991) and others. In this model, »,., or,, and 
Q, specify the nuisance parameters of translation, scale, and rotation. The mean 
configuration of landmarks is given by // and the random deviation from the mean is Ei ,



which is distributed as N(Q,I,). Following Goodall (1991), the covariance matrix was 
modeled as I = S p ® It , where Z. p gives the covariances among the/? landmarks and I t 
gives the covariance among the k dimensions at a landmark. One can also vary I t among 
landmarks to simulate the effects of nonisotropic errors.

Figure 1 shows examples of some of the mean configurations with superimposed 
scatter for a sample of specimens. Table 2 gives the standard deviations and correlations 
for the models that were investigated. Only configurations with 4 or 5 landmarks were

B

-V *-

•4- D

Figure 1. Plots of mean configurations with superimposed scatter of 20 points for some of the models 
listed in Table 2. A: model 1 (low error, no correlations). B: model 5 (high error, no correlation. C: 
model 7 (low error, no correlation). D: model 12 (low error, p>=0.9 within and 0.7 among landmarks). 
E: model 13 (low error, no correlation except p= -0.9 between the two landmarks with higher 
variability).

investigated since Slice (1994) found that the estimated configurations were more unstable 
in datasets with fewer landmarks.

For each combination of mean configuration and covariance parameters investigated 
1,000 datasets of// = 20 specimens were generated. A relatively small value of n was used 
since that should lead to less stable estimates of the mean configuration. The normally 
distributed random numbers were generated using a routine based on the gasdev function 
of Press el al. (1989). The uniform random numbers were generated by a routine based on
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their ran3 function. Multivariate random numbers with the desired covariance structure 
were produced by multiplication by the weighted eigenvectors of I These were then

Table 1. Combinations of mean configurations of points, variabilities, and correlations investigated.
Model

1
2
3
4

5
6
7

8
9
10
11
12
13

14
15
16

Mean configuration

5 points, see Fig. 1A
"
"

Square plus a central point, see
Fig. IB
II

II

8 points plus 2 central points, see
Fig. 1CMH
Square plus outlier, see Fig. ID
"
11
Lele 4 point example, see Fig.
IE
10 points in a line
M

II

P

5
5
5
5

5
5
10

10
10
5
5
5
4

10
10
10

a
0.2
0.4
0.2
0.2

0.4
0.2
0.2

0.4
0.2
0.2
0.4
0.2

0.1 & VlO

0.2
0.4
0.2

I,
0
0

P=0.7
0

0
p=0.7

0

0
p=0.7

0
0

p=0.7
p=-0.9 between left &

right landmarks
0
0

P=0.7

Z
0
0

p=0.9
0

0
p=0.9

0

0
p=0.9

0
0

p=0.9
0

0
0

P=0.9

added to the matrix ju
For each simulated dataset the coordinates of the specimens were aligned to an 

estimated mean consensus configuration using generalized least-squares superimposition 
analysis (Rohlf and Slice, 1990) as implemented by the GRF-ND program (Slice, 1994). 
From each mean configuration matrix the p-3 principal warps were computed and then the 
differences between the aligned specimens and the mean configurations were projected 
onto the principal warps to yield nxk(p-3) matrices of partial warp scores (W matrices of 
Rohlf, 1993b) were computed for each dataset using the NTSYSpc program (Rohlf, 
1993a).

These matrices were then split into 2 groups of 10 specimens each and a MANOVA 
performed using the partial warps as the dependent variables. A multiple regression analysis 
was also performed using a vector of uniformly distributed random numbers as the 
dependent variable and the partial warps as the independent variables. The SAS program 
was used for these computations.

3 Results

The proportion of the number of times a MANOVA yielded a probability equal to or less 
than 0.05 is given in Table 2 for various models. The values are consistent with the 
variation one would expect due to chance for samples of size 1,000 drawn from a binomial 
distribution with a true proportion of 0.05 (for a binomial sample with a true proportion of 
0.05, the 95% confidence limits extend from 0.036 to 0.065). Histograms of the 
proportions were close to a uniform distribution. The type I error proportions obtained 
from the multiple regression analyses are also given in Table 2.
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4 Discussion

The results of the simulations were reassuringly close to what was expected. Thus stability, 
consistency, or other problems with generalized Procrustes estimates of the mean 
configuration do not seem to lead to problems with type I error rates for MANOVA or 
multiple regression tests using partial-warp scores as variables. Of course, there might be

Table 2. Proportion 
significant at the 0.05

of times (out of 1,000 replicates) that analyses were 
level for the various models.

Model
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

MANOVA
0.044
0.041
0.051
0.044
0.048
0.048
0.046
0.044
0.053
0.048
0.051
0.038
0.039
0.049
0.049
0.041

Multiple regression
0.053
0.056
0.061
0.048
0.054
0.050
0.058
0.051
0.046
0.047
0.051
0.040
0.055
0.041
0.043
0.053

problems for models with much higher levels of variability. The levels used in the 
simulations described above are consistent with those usually found in morphometric data. 
It is harder to rule out the potential for problems with other, more complex, patterns of 
correlation within and among landmarks. Simulations were also run with within-landmark 
correlations of-0.9 and similar results were obtained. Further investigations are planned.
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EIGENSHAPE ANALYSIS OF THE LEFT VENTRICLE

Paul D. Sampson 

Department of Statistics, University of Washington, Seattle, WA 98195, USA

The left ventricle of the heart functions by contraction. We analyze its function 

from digitized outlines by describing its shape, shape change, and size change (or 

"ejection fraction") over the cardiac cycle, from end diastole (ED) to end systole 

(ES). For this purpose we introduce a new variant of eigenshape analysis for the 

morphometric analysis of outline data. The method begins with a mean outline 

denned by pointwise averages of a sample of outlines after they have been oriented 

in a Procrustes superposition using an Iterative Closest Point algorithm. Individual 

outlines are then represented by vectors of deviations normal to the mean outline 

and variation in shape is analyzed in terms of a singular value decomposition (SVD) 

of a sample matrix of such deviations. Principal modes of variation in shape are 

given by so-called eigenshapes represented by the left singular vectors of the SVD.

In application to the analysis of left ventricular outlines we compute an SVD 

for the joint representation of the outline shapes at both ED and ES. The results 

are discussed in terms of shape change. We use the scores on a subset of the 

principal eigenshapes to demonstrate a discriminant analysis distinguishing samples 

of "normals" from groups of clinical cases having either cardiomyopathy or infarcts 

associated with one of three types of coronary artery disease.

We next discuss methods for the analysis of 2D outlines and 3D surfaces includ 

ing biological landmarks. The proposed approach integrates eigenshape analysis 

with thin-plate spline based analysis of configurations of landmarks. We present 

some illustrations of data and 3D reconstructions of the left ventricle derived from 

3D transesophageal echocardiography (TEE) and discuss the role of a morphome 

tric model for the left ventricle in the identification of epicardial and endocardial 

ventricular surfaces in the multiplanar sets of 2D ultrasound images that comprise 

the basis of a 3D echocardiographic analysis.



A SIMPLE CONSTRUCTION OF TRIANGLE

SHAPE SPACE

W. D. K. Green 

The University of Michigan, Ann Arbor, Michigan, USA

1 Introduction

The shape spaces ££, were introduced by Kendall in [1]. Among other results he showed 

that £3 was isometric to a sphere of radius 1/2. He gave a direct, simpler proof of this 

result in [2]. Here I reformulate Kendall's isometry as an explicit embedding of £?, 'iri 

R3 , giving a relatively easy and transparent proof of the same result.

2 Notation and definitions

Identify the space of plane triangles R2 x R2 x R 2 with R6, so that the triangle with 

vertices (x 1? yi), (x2 ,y2 ) and (x3 ,y3 ) corresponds to the vector (x x ,x 2 ,x3 ,y1 ,y2 ,y3 ). 

Let C be the subspace of R6 denned by the equations

xi + x2 + x3 = y: + y2 + y3 = 0.

This is the space of centered triangles. Let U be the 3-sphere inside C denned by the 

equation

xl + xl + xl + yl + y* + yl = l.

This is the space of centered, unit triangles (Kendall's triangle pre-shapes).



For t € C, let te be the triangle formed by rotating each vertex of t by the same 

angle 0 about the origin of R2 . I shall refer to this transformation of C simply as a 

rotation of C. Let tr be T/2 and i be t/ \\t\\. Note that

t =

so the t e form a circle in C, the orbit of t. If we define /9(< l5 t2 ) to be the great-circle 

distance on U from t\ to the orbit of £2 , then

= max ((cos 0)(ii • * 2 ) + (sin 0)(£a •
\ 1 /?r2 ) 2 ) 7 .

Let arg(z,y) be the angle the vector (x,y) makes with the a; axis (ta,n~ l (x/y) plus 

an even or odd multiple of TT depending on the quadrant of (x, y)). If either (ti • < 2 ) 

or (ii • £2 ) is non-zero this maximum occurs when 6 is arg(£i • £2 ,£i • i 2 ), otherwise it 

occurs at all values of 0.

Triangle shape space Sf is the quotient of the set C — {0} by the equivalence relation 

generated by scalings and rotations. The procrustes metric is the metric induced by 

p on this space.

3 A construction of E|

If ^o € U, then t • tr0 = 0 defines a hyperplane H of C. Any orbit of triangles either 

intersects H in two points (the triangles that are in procrustes orientation or anti- 

orientation with t0 ) 5 or lies entirely in H. Let u € U be orthogonal to t0 and to ij, 

so that to 5 u and ur form an orthonormal basis of H. If the ti and £ 2 are non-zero 

points of H, they can be expressed as i,- = a;t0 + b{U + c,-ur . Using ti • trQ = 0 and 

% = aitrQ + biUr — CiU we get
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Figure 1: Construction of procrustes distance in H.

aa\ +

-f

l 
72

(62 + c2 )(62 + c2 )

(t\ - a\}(t\ - a 2 )

This implies

or

«2

"X ~ L

The points (aj-/i 2 )^ satisfy the equation a2 + 62 + c2 = a and are therefore on the sphere 

S in H with radius 1/2 and center to/2. They can be considered the projections of the 

ti onto S using radii out of the origin of H, as illustrated in Figure 1. If d$(x, y) is the 

great-circle distance between points x and y on S then sin(ds(z, y)) is the straight line 

distance, giving
s i

Given any non-zero centered triangle we can rotate it onto H (in at least two ways) 

and then project it onto S. That this is a well defined mapping and that it induces 

a bijection of S^ onto S follows from the metric equality (but is also easy to check
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directly). Under this bijection procrustes distance on Sj becomes great circle distance 

on S, so we can consider S to be a copy of £f inside H. S contains one representative 

of each equivalence class of triangles, except for the equivalence class of triangles 

orthogonal to t0 and ££,, which is represented by 0.

4 An example

As an example take

Then S3, is the sphere a 2 + b2 + c2 = a in R3 , where (a, 6, c) corresponds to the triangle 

(a/%/2 - 6/>/6, -a/%/2 - 6/V/6, 26/V6, -c/ V6, -c/v/6, 2c/\/6) .

Since translations and scalings are irrelevant this triangle can be expressed more simply 

and familiarly as the triangle with vertices

(+a/x/3,o)

(-a/x/3,0) 

(6,c).

This is the same isometry as the one used by Kendall. The isometrics for the other 

choices of to will of course be related to this one by a rotation of the sphere, but it is 

nice to be able to construct them directly.

Figure 2 is a simple visualization of this particular realization of S3,. Here to is 

vertically above 0, and l\ and /2 are lines in a vertical plane, each inclined at 30 

degrees to the vertical. Each horizontal slice will contain two points from the lines
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Figure 2: A realization of triangle shape space.

and a circle from the sphere. Using these two points as a baseline each point on the 

circle becomes the apex of a triangle. The shape of the point, considered as an element 

of shape space, is the shape of this triangle. Together they are the triangles that are a 

distance arcsin(\/7z) from 0, where h is the height of the slice. They have been scaled 

to size vh. O, AI and A2 are the partially degenerate triangles (those with two out 

of the three vertices coincident). Taking the mirror image of a shape corresponds to 

reflecting the shape sphere in the plane of l\ and /2-

5 An alternative derivation

Another way to see why the identification of S with ^ 'ls isometric follows from the 

relation between S and the unit sphere U fl H in H. We can consider t0 to be the 

north pole of both spheres. Let Ujj be the northern hemisphere of U D H. The radial 

projection from UjJ to S maps the equator a — 0 onto the point 0, and is elsewhere 

a one-to-one map, as shown in Figure 3. Here a = cos2 <j> is the first coordinate in 

our coordinate system for H. Distances between close points in UjJ will be distorted 

relative to procrustes distance because the orbits of the triangles intersect H obliquely. 

Specifically distances along lines of longitude will be accurate but distances along 

lines of latitude will be a multiple l/coscj) of the procrustes distance. This is the 

same relationship between distances on Upj and S, so projection to S cancels out the 

distortion. Similar arguments show that if dA is an area element in U^ then its volume
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Figure 3: A section through H, S and

of rotation in U is 2ircos<f)dA and the area of its projection in S is cos<f>dA. Hence 

equal areas dS of S come from equal volumes 1-xdS of U. This neatly verifies Kendall's 

result that if a random triangle is distributed isotropically about the origin in R 6 

and hence uniformly on U, then its shape is distributed uniformly on E^. It is also 

consistent with the area of S being TT and the volume of U being 2?r2 .

6 Shape coordinates

if
t = at0 + a'tr0 + Pu + 7ur

is a general non-zero element of C, then after rotating onto H and projecting onto S 

we get shape coordinates

a =
c? + a'2

a2 + a'2 + £2 + 72 

arg(6, c) = arg(/?, 7) - arg(a, a').

Using this we can illustrate some well known results about distributions on shape 

space. For example, suppose t is distributed about to in R6 normally with covariance 

a multiple of Ie- The shape distribution is the Mardia-Dryden distribution, calculated 

in [3]. After centering, t will be distributed normally and isotropically about t0 in C, 

so a, a', (3 and 7 will have independent identical normal distributions, a with mean
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1, the others with mean 0. Hence arg(6, c) will be uniform and independent of a, and
a Q2 4- a'2

1 - a /32 + 72

will have a non-central F distribution. Notice that we did not need to restrict attention 

to a convenient t0 with an appeal to the full symmetry group of S^.

7 Higher dimensions

The construction of H, U^ and S generalize to £* for k > 3, but S is no longer 

isometric to £*• The equator of Ujjij will contain the orbits of many shapes, not just 

one. Distances between close points on Uy will be accurate with respect to procrustes 

distance in all directions except in one direction of latitude, where they will again be 

multiplied by l/cos</>. Even without an explicit construction for S^ (but with the 

knowledge that it exists as a manifold) it is still the case that equal areas dS of S 

come from equal volumes IndS of U. Analogous formulas obtain for the coordinates 

of t on S. Without knowing anything about the symmetries of E^ around to we can see 

that the generalization of the Mardia-Dryden distribution on E£ again has a density 

function depending only on the distance from to, and the distribution of this distance 

is again a simple transformation of a non-central F distribution.
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CONCLUDING ADDRESS

Current Issues for Statistical Inference in Shape Analysis

John T. Kent
Department of Statistics

University of Leeds
Leeds, LS2 9JT, UK.

Abstract

This paper gives a review of current statistical approaches to shape analysis together with 
some thoughts about their future development. Key points include the statistical objectives 
from the analysis of the data, the modelling assumptions behind the analysis, the statistical 
properties of the methods used and the type of numerical data extracted from geometric 
objects.

1 Introduction

Shape is typically defined as those aspects of a geometric object which remain invariant under 
changes in location, scale and rotation. In practice shape analysis is most often carried out for 
objects in 2 and 3 dimensions. In many examples objects contain identifiable landmarks, and 
it is these landmarks which form the basis of further statistical analysis. When the landmarks 
lie along the outline of an object there is sometimes extra information available in the form 
of tangent directions and curvatures. The use of this extra information will be considered in 
Section 5, but most of the paper is focussed on landmark-based methods.

There are several aspects of shape analysis which merit the attention of statisticians. These 
include estimation, testing, summarization and visualization. An overview of these aspects is 
given in Section 2.

A related statistical issue concerns modelling assumptions (Section 3). For example statistical 
models for shapes may be based on underlying models for the landmarks themselves, or they 
may be constructed directly within shape space. In some special cases specialized models may 
be constructed.

To illustrate some of the statistical issues described above, we consider in Section 4 the 
problem of estimating an "average shape" (and the related problem of estimating an "average 
form"). Estimation may be based on specific statistical models, or may be motivated by algo 
rithmic procedures such as Procrustes analysis or multidimensional scaling. Statistical questions 
include consistency, efficiency and robustness of the methods used.

The last topic in the paper concerns the way in which geometric information about objects 
can be turned into numerical information for statistical analysis. As mentioned above, landmarks



will usually form the basic information about objects on which the study of shape is based. 
However, there is sometimes further information to be considered such as tangents and curvatures 
of curves through landmarks. Some preliminary attempts to model this type of information are 
given in Section 5.

2 Statistical Aspects of Shape Analysis
The statistical aspects of shape analysis include estimation, testing, summarization and visu 
alization. These aspects play a role in the study of problems such as average shape, shape 
variability and shape change.

The simplest problem to describe is that of estimating average shape. Using some of the 
models described in Section 3, several methods of constructing an average shape are compared 
in Section 4.

Another statistical objective is to describe and summarize variability in a set of data. This 
task is greatly facilitated when the data are highly concentrated so that the analysis can be 
carried out in a tangent space to shape space. Of special interest here is the construction of 
principal components to summarize and visualize the main aspects of shape variability (e.g. 
Kent, 1994, in dimension p = 2). In particular there is the question of an appropriate metric 
in which to construct these principal components. Kent (1994) suggested calculating principal 
components with respect to the Euclidean metric in tangent space. However, in some recent 
work, Bookstein (1994) has suggested taking account of the geometry of the landmarks in IRP 
by taking principal components with respect to the bending energy metric (or its generalized 
inverse, respectively) from thin plate spline analysis. By this means the dominant principal 
components will focus on small-scale (or large-scale, respectively) features in the data.

The last statistical objective is to describe changes in shape. For example, there may be two 
distinct groups in the data, and the objective might be to describe the differences between the 
two groups. Alternatively, there may be explanatory variables and the objective might be to 
describe how shape changes as these explanatory variables change, that is, a regression analysis. 
These problems were originally addressed in the seminal paper of Bookstein (1986) and include 
all four aspects listed above.

Visualization of shape change is often tackled by constructing a deformation of the plane. 
The effect of the deformation can then be visualized by plotting an object or an orthogonal 
grid before and after the deformation. Bookstein has played a key role in the development of 
deformation-based analysis, including the use of thin-plate splines and their decompositions in 
terms of principal warps (Bookstein, 1989,1991), and the incorporation of first order derivative 
information (Bookstein and Green, 1993a,b). A more general framework in which to include 
derivative constraints in deformations was given by Mardia et al (1993).
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3 Modelling Strategies

Before discussing specific models for landmark-based shapes, it is useful to set up some notation 
to describe configurations of landmarks and their associated shapes. Thus, let

X =

'^k+l J

be a (A: + 1) x p matrix of k + 1 landmarks in 1RP . One simple way to eliminate location 
effects is to look at HX where H is a. k x (k + 1) matrix with orthonormal rows, satisfying 
Hlk+i = Ofc, where lk+i and 0* are vectors of ones and zeros, respectively. Similarly, a simple 
way to eliminate scale effects is by restricting attention to the "pre-shape" HX/\\HX\\ — Y, 
say, where || • || denotes the Euclidean norm. Finally, to eliminate rotation effects, treat Y and 
YR as equivalent, for all p x p rotation matrices R G S0(p).

In p = 2 dimensions, this representation can be simplified by using complex coordinates. 
Thus, let u = («i,... ,Uk+i)T € €k+l be a vector of landmarks. Size and location effects can be 
eliminated by looking at the pre-shape #u/||.ffu|| = z, say, where z lies on the unit sphere in 
C fc . Rotation effects can be eliminated by treating z and et0z as equivalent for all 9 e [0,2^). 
Kendall (1984) and Le and Kendall (1993) give a detailed investigation into the geometry of 
shape space both in p = 2 and higher dimensions.

In many practical applications the shape of a set of data configurations will be concentrated 
about a fixed shape. Denote a representative pre-shape of this fixed shape by M(k x p) for p > 2 
and fj, G C fc ,p = 2. Thus, it is useful to consider tangent approximations of shape space at M 
or /i, respectively.

Goodall (1991) describes the tangent space to shape space at M. In particular a matrix 
T(k x p) can be regarded as lying in the tangent space if

tr MTT = 0 (3.1)

tr MTTS = 0 (3.2)

for all skew symmetric p x p matrices 5.
Given a pre-shape y, let Y denote the "full" Procrustes fit to M (i.e. Y = jYR where 

7 > 0 and R G SO(p) are chosen to minimize the sum of squares || •yYR — M || 2 ). Note that 
Y already satisfies (3.2) since || ^YR — M || 2 is minimized over R G S0(p) at R = /, and since 
any rotation matrix R can be written in the form R = exp(i5) where 5 is skew symmetric. 
Then a "full Procrustes projection" onto the tangent space at M can be defined by orthogonally 
projecting Y onto the tangent space at M, treating Y as a vector in IRpfc and the tangent space 
as a subspace of IRpfc . A variation of this procedure is a "partial" Procrustes fit and projection, 
which can be defined by fixing 7 = 1 above. Dryden and Mardia (1993) describe the use of the 
partial Procrustes projection.

In p = 2 dimensions this calculation can be simplified by using complex coordinates. In 
particular, the partial Procrustes projection of z takes the form

= arg/x*z (3.3)
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(Kent, 1994). In practice the difference between the full and partial projections will be minimal 
for concentrated data.

Another way to represent shape data is given by Bookstein coordinates. In p = 2 dimensions, 
they are obtained by translating, scaling and rotating the configuration so that landmark 1, say, 
lies at the origin and landmark 2, say, lies at (1,0). In complex coordinates they are given by

Wj = («j-«i)/(u2 -ui), j = 3, ...,& + !, (3.4)

where (u>3 , ...Wk+i) is unrestricted in C fc ~ a . An extension of these coordinates to p > 2 dimen 
sions was given by Goodall and Mardia (1993). Note that the specific coordinates constructed 
depend nonlinearly on the pair of landmarks chosen as the "baseline".

Thus there are at least 4 general modelling strategies which can be used for shape analysis: 
(1) models on landmarks themselves giving rise to derived distributions on shapes, (2) models in 
shape space, (3) models in tangent space to shape space, or (4) models in Bookstein coordinates. 
We shall discuss each strategy in turn. In this paper we shall limit attention to models for 
independent identically distributed shapes.

The simplest model for landmarks is to assume that the landmarks follow a multivariate 
normal distribution about a mean configuration. Various levels of generality can be assumed 
for the covariance matrix, including (a) E = <7 2 /fc ® Ip (isotropy, i.e. the coordinates of all the 
landmarks are independent with the same variance), (b) £ = £& (g) Ip , allowing correlations 
between landmarks, (c) £ = £* ® £p , allowing structured correlations between and within 
landmarks, and (d) £ unrestricted. Mardia and Dryden (1989) and Dryden and Mardia (1991) 
worked out the derived distributions in shape space under this model in p = 2 dimensions. 
Goodall and Mardia (1993) give some expansions for the shape density in higher dimensions 
p > 3 when the mean configuration matrix is singular under assumptions (a) and (b) on £.

A tractable direct model on shape space in p = 2 dimensions is given by the complex Bingham 
distribution with density proportional to exp{z*Az} where A is k x k Hermitian (Kent, 1994). 
A limitation of this model is that the deviations from the modal shape have complex symmetry 
in distribution, a feature which limits the usefulness of the distribution for describing patterns 
of variability. Therefore, for concentrated data it is also useful to consider alternative models 
such as an unrestricted multivariate normal distribution in the tangent space to shape space 
(Kent, 1994). Of course, before using a tangent space model it is first necessary to estimate a 
mean shape at which to take the projection.

Another approach, pioneered by Bookstein (1986), is to use an unrestricted multivariate 
normal distribution in Bookstein coordinates. This approach has the advantage of simplicity, 
but depends on the baseline chosen.

It is of interest to compare these approaches for concentrated data. Approach (1) involves 
an approximate linear projection from the (k + l)p-dimensional space of landmarks onto the 
fcp-p(p-l)/2-l-dimensional shape space. Thus p+p(p— l)/2+l variables will be approximately 
unidentifiable (the parameters for location, rotation and scale). For estimation it is important 
to assume that any parameters of £ present in the model remain well-defined when projecting 
configurations onto shape space. All the approaches give rise to an approximate multivariate 
normal model in any suitable coordinates, such as tangent coordinates or Bookstein coordinates. 
The mapping between these two coordinate systems is approximately linear, but not orthogonal. 
For example the complex Bingham distribution is approximately isotropic multivariate normal
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in tangent space coordinates, but there are correlations between the landmarks in Bookstein 
coordinates. In consequence, Kent (1994) argued that principal component analysis was better 
carried out in tangent space coordinates. See also the discussion at the end of Section 2.

Special models may be constructed in certain cases where there is additional symmetry. For 
example, Grenander and Miller (1994) propose a model in which the landmarks are normally 
distributed with a block circulant covariance matrix. This model is motivated by the situation 
where the underlying object has no natural landmarks on it, but instead n equally spaced points 
around the outline are chosen as landmarks. This model is invariant under cyclic relabelling of 
the landmarks. Further analysis of the symmetries in this model can be found in Kent et al, 
(1995a).

4 Estimation of Average Shape

In this section we focus on the question of consistency for a specific estimation problem. Given 
data which arise as the shapes of multivariate normally distributed configurations Xj(k xp),j = 
l,...,n, the objective is to estimate the shape or form of the mean configuration. Recall that 
the "form" or "size-and-shape" of an object consists of those aspects of an object which remain 
invariant under changes in location and rotation (but not scale). 

Several methods of estimation will be considered.

(i) Procrustes analysis (Goodall, 1991). "Full" or "partial" Procrustes analysis can be used to 
estimate shapes; "partial" Procrustes analysis can be used to estimate forms. In p = 2 
dimensions Kent (1994) showed that the full Procrustes estimate of average shape coincides 
with the maximum likelihood estimate for the complex Bingham distribution.

(ii) Maximum likelihood estimation using the marginal distribution in shape or form space 
for normally distributed configurations of landmarks. See Mardia and Dryden (1989) 
and Dryden and Mardia (1991) for the shape density in p = 2 dimensions under various 
assumptions on S; see Dryden and Mardia (1992) for the form density in p = 2 dimensions; 
and see Goodall and Mardia (1993) for some expansions for shape and form for p > 3.

(iii) Naive multidimensional scaling (MDS). This method is outlined in Kent (1994) and pro 
vides an estimate of mean form or shape (up to reflection) based on the sample squared 
inter-landmark distances of Xj((k + 1) x p) or Xjj \\ HTHXj ||, respectively, in the no 
tation of Section 3. Note that the denominator || HTHXj \\=\\ HXj || scales the centred 
configuration to have sum of squares equal to 1.

(iv) Refined MDS (Lele, 1993). This refined method, available for forms only, involves adjust 
ments to the above method based on moments to correct for biases in the sample squared 
inter-landmark distances as estimates of the squared inter-landmark distances of the mean 
configuration.

(v) Sample mean in Bookstein coordinates (given by (3.4) in p = 2 dimensions) to estimate 
average shape. Similar edge superimposition coordinates (given by Wj = 
(uj = ui)|«2 — ^i|/(u2 - «i), j = 3,..., k + I in p = 2 dimensions) can be used to estimate 
average form.
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We shall now discuss the consistency properties of the above methods. However, it should 
be emphasized that for concentrated data any possible inconsistencies will usually be swamped 
by the variability in the data. Thus possible inconsistency of these methods is not usually an 
important statistical problem.

Kent and Mardia (1995) show that full Procrustes estimation in p = 2 dimensions is con 
sistent for shape under an isotropic distribution for the landmarks (not necessarily a normal 
distribution). However, if the errors are not isotropically distributed, then inconsistencies can 
arise. Goodall (1991) suggests some modifications to Procrustes analysis to deal with non- 
isotropic errors but it is not clear that these modifications will be effective.

In general, the maximum likelihood estimates of mean shape or form will always be con 
sistent, provided the parameters of E are mathematically identifiable. However, as noted in 
the last section, it is important for practical estimation that E should not contain too many 
parameters.

Next consider estimating mean shape using the sample mean in Bookstein coordinates. It is 
well-known that the sample mean will not be exactly consistent (Bookstein, 1988). Further, as 
noted by Mardia and Dryden (1994), if the raw landmarks are normally distributed, then the 
transformed landmarks in Bookstein coordinates have finite moments of first order but not of 
higher order. They also work out the bias of the sample mean in Bookstein coordinates for the 
isotropic case. Note that the lack of finite moments of order > 2 reflects more the limitation of 
a multivariate normal distribution as a sensible model for landmarks rather than a limitation 
of Bookstein coordinates. A similar lack of consistency for estimating mean form was noted by 
Lele (1993).

Overall, for concentrated data, the consistency question for shape can be viewed as follows. 
The multivariate normal distribution for landmarks asymptotically projects onto a multivariate 
normal distribution in the tangent space to shape space, centred at the shape of the population 
mean configuration. Further, the above methods (i) (full and partial), (ii), (iii) and (v) for 
calculating an average shape are asymptotically equivalent to calculating a sample mean vector 
in the tangent space. Since the sample mean vector is consistent for the population mean vector 
of a multivariate normal distribution, it follows that all the above methods will be asymptotically 
consistent under high concentration for the population mean shape.

Finally, consider estimating a mean form. Kent and Mardia (1995) show that partial Pro 
crustes analysis in p = 2 dimensions for estimating form is consistent up to a size factor under 
isotropic normal errors. Lele's (1993) refined method of multidimensional scaling is consistent, 
not only under isotropic normal errors, but also under certain sorts of anisotropic normal errors. 
However, his methodology is very sensitive to the assumption of normality. In particular, his 
estimators depend on the fourth order moments from the normal distribition. Thus, his method 
will be very sensitive to departures from normality, for example, if the errors are distributed 
according to a t-distribution. Also his methodology will not be resistant to outliers.

5 Incorporating Derivative Information

As noted in the introduction, the use of landmarks forms the basis for much of statistical 
shape analysis. However, when landmarks lie along the outline of an object there is additional
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information which can be incorporated, namely the tangent and curvature of the outline at 
that landmark. In this section we discuss some possible statistical models to incorporate this 
additional information.

To simplify the modelling we work in the case of high concentration in p = 2 dimensions. 
Thus, we consider a fixed tangent space to shape space, where the tangent space is taken at an 
average shape for the data.

The data consist of the projected landmark vectors v £ <C k from (3.3), and tangent angles 
curvatures at some or all the k +1 landmarks (a vector i/) of angles, and a vector k of real-valued 
curvatures). By construction v will typically have mean 0; however, ^ and k will have general 
means ^0 and k0 , say. A possible model is assume the Re(v), Im(v),^> and k follow a joint 
multivariate normal model, treating the elements of^—t/)0 as lying in (-7r,7r). If the elements of 
if) are not sufficiently concentrated to support a normal approximation, the exponential family 
models of Jupp and Mardia (1980) can be tried. In this model (Re(v), Im(v),k} given i/) is 
normally distributed and each element of ij) given the remaining variables follows a von Mises 
distribution. In practice it may be necessary to simplify the parameterization in order to produce 
tractable models. It remains to be seen how much useful insight such models can give in the 
analysis of shape data.

One of the problems with landmark-based methods is finding the landmarks in the first 
place. Landmarks are most easily identified where there is a sharp kink in the data, e.g. at a 
point of high curvature. Landmarks are more difficult to locate precisely along a stretch of the 
outline which has roughly constant curvature. One possible use of the tangent information here 
is to highlight the property that landmarks are likely to be less accurately determined along the 
tangent direction than in the perpendicular direction.

6 Future Directions

Landmarks are summary statistics about objects and it is understanding the behaviour of the 
objects which is of prime interest. Thus turning information about landmark behaviour into 
a description of an object's behaviour is important. Bookstein's (1994) use of the thin-plate 
spline bending energy metric in the construction of principal components is an important step 
in moving from landmarks to objects, but this is an area in which more work is needed.

Statistical analysis is more straightforward with fewer landmarks, but outlines can be more 
faithfully reproduced with larger numbers of landmarks. As the number of landmarks increases, 
a functional version of shape analysis appears in the limit. For example, Kent et al. (1995b) 
describe the limiting behaviour of a conditional autoregressive model for outlines due to Grenan- 
der et al. (1991). In general, principal component analysis extends quite easily to the functional 
form of shape analysis; see e.g. Cootes et al. (1992) for an application in machine vision. How 
ever, in other contexts, regularization will be needed. For example, Leurgans et al. (1993) give 
an application of canonical correlation analysis to functional data.
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Euclidean Shape Tensor Analysis
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Euclidean distance matrix analysis (EDMA), developed by Lele (1993) and by Lele and Richtsmeier 
(1991) — see also Stoyan (1990), Gower (1991), and Critchley (1991) — has proven to be a versa 
tile and respected statistical approach to the analysis of size-and-shape. An attractive feature is 
that of localization of size-and-shape differences: Any subset of distances is invariant to rotations, 
translations (and reflections), so can be studied without reference to the full set of k landmarks. 
A second attractive feature is that consistent estimation of the mean figure follows from consistent 
estimation of individual distances.

Euclidean shape tensor analysis (ESTA), defined in Goodall (1995), generalizes EDMA to allow 
diverse families of shape transformations, and invariants based on subsets of landmarks of arbitrary 
sizes. The distances used in EDMA are two-point invariants to rigid body motion plus reflection. 
Shape analysis in the most common sense of the word involves special similarity transformations; 
other choices of shape transformations include affine transformations, rigid body motions, and 
projective transformations. In every case, an invariant may be constructed based on a subset of s 
landmarks, where s ranges down from k to a minimum size specific to the transformation family.

For each figure in a sample of size n, the shape invariants computed for each of ( * ) subsets are 
assembled into an s-dimensional shape tensor. The mean of the n shape tensors is then computed 
subset by subset. The resulting shape tensor need not be the shape tensor of a figure in Euclidean 
space, that is need not be a Euclidean shape tensor. The tensor of mean shapes is projected to a 
Euclidean shape tensor, and the mean shape is the shape of the corresponding figure in Euclidean 
space.

The basic computational tool is generalized Procrustes analysis (GPA). We recognize a variant 
of GPA for each family of shape transformations, e.g., GPA for sets of distances computes the 
average distance (although Lele (1993) includes a correction for inconsistency). ESTA with s — k 
is equivalent to GPA, and with s = 2 is equivalent to EDMA. Consistency of the final estimate 
follows from consistent estimation of each subset mean: Kent and Mardia (1995) prove consistency 
of GPA.

When the shape transformation is linear over the real or complex domains, which includes affine 
transformations and special similarity transformations of planar figures, GPA reduces to finding the 
principal eigenvector(s) of a sum of hat matrices, termed linear-spectral GPA, LS GPA, see Goodall 
(1993). When the shape transformation is nonlinear, which includes size-and-shape analysis in 2 
or more dimensions, and shape analysis in 3 or more dimensions, a version of the alternating least 
squares GPA of Gower (1975), ALS GPA, is used. At the projection step, either projection LS 
GPA or projection ALS GPA is used to compute a consensus configuration from figures containing 
different subsets of landmarks.

There are some computational simplifications when projection GPA involves subsets of land 
marks that (1) each have the same size s, and (2) range over all (*) subsets. However, projection 
GPA is not limited to this setting, and the use of subsets of different sizes in so-called heteroge 
neous ESTA (HESTA) provides computational savings while retaining the benefits of localization. 
We investigate procedures for selection of subsets based on the principle of maximal subsets within 
which there is no shape change or uniform shape change.

The ESTA and HESTA methodologies are illustrated using Aperts syndrome two-dimensional 
data from Bookstein (1992).
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SHAPE ANALYSIS OF OUTLINES THROUGH FOURIER METHODS USING
CURVATURE MEASURES
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1 Introduction

Among the Fourier transforms commonly found in literature, choosing the "optimal" one 
for the material studied is a difficult taste. All methods are dependent on some 
information of orientation which is external to the outline (origin and/or orientation of x- 
and y-axes, starting point of the outline), even when a standardization is performed, and 
this may increase the influence of measurement error.

This phenomenon was investigated by studying 360 upper molars of 12 samples of 
Stephanomys. a south-western European mio-pliocene rodent. Though a tooth is a 
complex object in 3D, only the 2D projection of the tooth viewed from above and 
described by 64 points along the contour, was analysed.

2 Elliptic Fourier transform

As neither starting point nor orientation could be defined on the outline of the teeth, the 
elliptic Fourier transform (Kuhl and Giardina 1982) was used and computed by NTSYS- 
pc v. 1.8. Two transformations of the data were performed: the x-axis was taken for 
each tooth as the long axis of the first harmonic ellipse, and the starting point as the 
intersection of the outline and the x-axis. Shape alone was obtained by standardizing by 
the tooth area.

A MANOVA was then performed on the Fourier coefficients and provided 
generalized distances among samples. These distances were compared to two distance 
matrices, based on geological ages and measurement dates. A significant correlation with 
age is expected if the results actually reflect the evolution of shape, since the 12 samples 
belong to a lineage previously interpreted as gradual (Bachelet and Castillo-Ruiz, 1990). 
Conversely, considering that most of the measurement error is due to differences in light 
and projection angle of the tooth outline, a significant correlation with measurement 
dates is expected if measurement error is important.

The results show that the measurement error significantly increases from the eighth 
harmonic on, but does not skew the among-sample distances too much, because the 
coefficients are numerically very low. But both of the zero and first harmonic induce a



significant correlation with measurement sessions. Consequently, only harmonics from 
the second to the seventh are to be used in an evolutionary study. This result highlights 
the fact that standardizations should be performed with caution.

3 Fourier analysis of curvature measure

Consequently, it appears that a method of outline analysis which is invariant by rotation, 
translation, reflection and displacement of the starting-point would be very useful, in that 
it would avoid standardizations, the effects of which are not always under control. 
Hence, we propose to use the inverse of the curvature radius (Zahn and Roskies, 1972), 
which is independent of the shape orientation, as the variable to be analysed with the 
Fourier transform. It is calculated as follows: 1/R = d(p / ds, where R is the curvature 
radius, s the cumulative length of the outline, and cp the tangent angle at point s. This 
equation can be adapted for p discrete points on the outline. A discrete Fourier 
transform, corresponding to an approximation of the formula: f(0=X°°=_ cn e"°' > can

then be performed on 1/R, yielding p Fourier coefficients bs in the order bo, bj, ..., bp/2.i, 
b_j, b_2, ..., b.p/2- As we have the relation b.j = conjugate(bj), it is sufficient to take the 
modulus of bo, ..., bp/2_i in order to eliminate all information concerning the starting 
point. Coefficients are then invariant by rotation, translation, reflection and starting-point 
displacement and are divided by the perimeter to eliminate the influence of size.

This method, when applied to Stephanomys upper molars, gives quite satisfying 
results. A MANOVA performed on the 16th first moduli provided among-group 
distances, which are highly correlated both with time and the results of chosen elliptic 
Fourier coefficients.

Consequently, the Fourier transform of the inverse of curvature radius seems a good 
solution to avoid problems of standardization. Results appear as more reliable because 
the coefficients intrinsically define the curve, and do not cumulate the standardization 
error with the measurement one.
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1 An Introduction to Neural Networks
Neural networks have received considerable attention over the last few years, leading to a rapid 
development of the subject. One particular class of neural networks is the multi-layer perceptron 
(mlp) which is now widely used for non-linear classification and regression.

The mlp learns its classification rule from a training set, and this rule is then used to classify data 
in a test set. The classification rule used by an mlp is usualy very complicated, so that the mlp is 
often referred to as a 'black-box': that is, whilst the network might classify data with an admirable 
level of accuracy, we have no way of understanding the criteria it is using to reach its conclusions. 
The algebraic representation of a mlp immediately brings its 'black-box' nature to light, and this 
fact is responsible for the popularity of pictorial representations.

Mips are usually trained using the back-propagation algorithm (based on gradient descent) which 
is explained in detail in most introductory texts on the subject.

The aim of training is to minimise a specified error measure over the training set A variety of 
error surfaces are in common usage, the most common being the least squares error and the cross- 
entropy error, which, hi the case of {0,1} outputs, is equivalent to maximum likelihood estimation 
(as long as the network is allowed to train to a true minimum).

With gradient descent algorithms, there is, of course, the problem of local minima. Some au 
thors insist that local minima do not present a real problem, though others seem less sure. It is 
always wise to train the network as many times as is practical and to pick the run which gives the 
best answer.

Also, there is little point in training a network to its optimal solution, since such a solution will 
only be optimal over the training set, and generalisation will be poor. It seems usual to pass a testing 
set through the network after every iteration of training, and to stop training when the error for the 
testing set begins to increase.

2 Transformation Invariant Classification of Shapes
Suppose that we have a set of landmark data, and that each object within this set comes from one 
of two known classes. We then wish to construct a neural network which is able to classify each 
object irrespective of its location, scale and rotation.

Firstly, in order to remove the effects of location and scale, the landmark coordinates were used 
to calculate the internal angles of the shapes. Then, only the effects of random rotation need be 
considered. The method described here is an adaptation of a network described by [Fukumi, et al, 
1992] which was used for the rotational invariant classification of coins.



For illustration, let us stick to classifying triangles, though the method easily generalises to 
more complicated shapes.

In the triangle case, let a particular input vector be called 0 = (Oi, 02 ,03 )'. Now, consider a 
vector of weights, w^ 1 ) = (wi, w2 , w3y, and its rotations, w(2 ) = (w2,w3 ,w-i)' and w(3 ) = 
(103,101,102)'. Next, calculate <£(wW 0), i = i ? 2,3, where <£(.) is some non-linear function (we 
will use the logistic funcion). If we now define s = £)?=1 </>(wW0), then clearly, the value of s 
will not be affected by rotations in 0. We can now use s to be an input into a mlp.

(Notice that since 0 = 6 + 2w, we might expect problems with this method. However, no such 
difficulties have, as yet, become apparent.)

The output s, in the above description, is the output of one 'slab', and we may choose to have 
as many slabs as we desire, each with its own weights vector, and each forming an input into a mlp.

It will be possible to train the weights hi the slabs, but training might not be necessary if classi 
fication performance is satisfactory with randomly generated weights. The precise distribution of 
these random weights would be selected from experience.

Some Results
The data used to assess the viability of the transformation invariant neural net were the T2 vertebrae 
of 23 small mice, and of 23 large mice, each observation consisting of 6 landmarks. The data are 
described more fully in [Dryden and Mardia, 1991 ]. The internal angles were calculated, and then 
these were rotated randomly.

The weights in the slabs were not trained, but were simulated from the uniform(-0.50, 0.50) 
distribution which seemed to work well. It was decided, arbitrarily, to use ten such slabs. The mlp 
which the slabs fed had a single hidden layer containing 3 units. In order to assess the performance 
of the network, cross-validation was performed, leaving one observation from each class out of the 
training set on each run.

The network classified the T2 data with considerable accuracy, attaining approximately 90% 
success on the unseen observations. This performance matches that of a network based simply on 
the unrelated angles. That is, there does not appear to be any deterioration hi predictive ability when 
the rotationally invariant slabs are built into the model. The classification accuracy of the network 
also compared favourably with the (non-transformation invariant) classification rule based on the 
complex Bingham model.
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Extended abstract

Shape spaces were first defined by David Kendall. Their properties for 
m = 2 were presented in [4], and for general m in [5]. We introduce the term 
affine shape space to mean the quotient of the set of configurations of k points 
in Rm (not all identical) by the affine group. This space is constructed by first 
normalizing for translation by right multiplying by the Helmert matrix Q [4] 
and then taking the quotient by GL(m, R). When configurations contained 
fully within a hyperplane are excluded, this shape space is isomorphic to the 
Grassmanian manifold of m-planes in R"1^"1 ) [2]. If instead we quotient 
by GIr+(ra, R) we call this a positive affine shape space. The reason for 
constructing positive affine shape spaces is that they can provide a model 
for the phenomenon of orientation dominant receptive fields, discovered by 
physiologists D.H Hubel and T.N. Wiesel in their experiments on primate 
primary visual cortex [3]. We also outline the machinery needed to prove a 
characterization of the connected components of the space of non-degenerate 
simple closed fc-gons. This non-trivial theorem was stated without proof in
[I]-

In the experiments [3] a primate is presented with a simple shape such as a
line or square on a projector, and the responses of certain cells in the primates 
visual cortex to these stimuli is measured. It was found that the simple cells 
respond optimally to line edges in a particular orientation and position in the 
field of view. As the orientation or position is varied, the response eventually 
falls to zero. The simple cells form a matrix structure, with an orderly 
progression in their preferred orientation and position (receptive field). We 
define a mapping

o° ;;; xyk~_\
Its image gives homogeneous coordinates of "tangent" intersections. Since 
the orientation and position of a pair of lines determines their intersection



point, the simple cells must represent these matrices. However, these ma 
trices provide an affine invariant representation of the k point configuration. 
We can model the image formation of the eye by assuming that light from a 
point in space travels in a straight line through the optical center onto the 
retinal plane. A planar point configuration represents points on the edge of a 
shape being viewed by the eye. If the configuration is viewed from a different 
viewpoint, its retinal image will be transformed by a projective transforma 
tion with a positive determinant. Under certain conditions on viewpoint, the 
retinal image will be transformed by a positive affine transformation.

Another mapping .R : Im TT —» M^z^R) is then defined. If V represents 
a planar non-degenerate k-gon then R o if(V) has rank k — 2. The proper 
ties of a k-gon being (i) closed, (ii) non-degenerate and (iii) non-simple are 
characterized in (A,.,-, A;J) coordinates. A manifold is defined as a quotient 
of Irmr, and its coordinate maps specified. This manifold is the quotient 
of the space of simple closed non-degenerate fc-gons by (?i+ (2,R), ie it is a 
positive affine shape space. The connected components of this manifold are 
characterized.
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We consider samples of star-shaped sets and figures (equivalence classes of sets 
with respect to rigid motions). Set X C ld is called star-shaped if there exist a 
point u such that for every x € X the whole line segment [it, x] is contained in 
X. The collection of all such points u is called the kernel of X and is denoted 
by Kei(X). The radial function of a convex body X which contains the origin is 
defined as

for eS*-1 .
The function p(X; •) serves as a "functional" landmark for star-shaped sets. Then 
a metric on the space of radial functions (for example, £p-metric for some p € 
[1, oo]) induces the corresponding metric m on the space of star-shaped sets.

Suppose that a sample of star-shaped sets Xi,...,Xn is considered. In fact 
each set represents the corresponding figure. To average effectively, these sets 
must be superimposed by means of Euclidean motions (translations and rotations). 
Thus, each set Xi must be translated in such a way that its reference point Ui € 
Kei(Xi) lies in the origin and then rotated by an element Wj of the rotation group 
SO(d). These motions must minimize

(ut(Xi - u^, Uj(Xj - %)) 2 . (1) 

Then the average Y of X\, . . . , Xn gives minimum to

mm

For example, if m = £2 , then the average can be found via its radial function:

As the first approximation to the solution of (1) each set must be placed as 
close as possible to the origin, i.e. u>i and Ui must satisfy

nnnm(u>i(Xi. — m), o) (2)



We will consider only translation problem. This is still difficult, since the radial 
function changes considerably by translations. The rotation problem was consid 
ered in [1]. The problem now is how to solve (2) for a star-shaped set X. For 
example if d = 2 and m = £p , then we have to minimise

GU (X) = f p(X- u- Opd£, u € Ker(A-). (3) Js1
Note that GU (X] is constant for p = 2. If p = 4 and the centre of gravity of the 
set, c(X), belongs to Ker(X), then c(X) gives the minimum to (3). If m = £00, 
then the reference point must be the centre of the smallest circumscribed circle, 
provided that this centre belongs to the kernel.

Another optimization problem can be to minimise the functional

G«PO = / II* - u\\pds, u € Ker(X). (4)
JdX

If p — 2 , then the solution of (4) is the nearest point from the kernel to the centre 
of gravity of the boundary, dX , of the set.

In the case above an optimal point s(X] may be defined for any set X and the 
star-shape approach causes the necessity to put the point in the kernel. Note that 
such points defined above may not belong to the kernel. On the other hand, the 
kernel may not adequately describe the interesting features of the set in question.

Suppose X i— » s(X) is a map, which determines the reference point of X. If 
the point s(X) does not belong to the kernel, we can apply a chain procedure to 
get a star-shaped set produced by the initial one with the characteristic point in 
the kernel. Define the star hull X with respect to the point u as

SEU (X) = \J {ux}

If s(X) £ Ker(JC), we can apply the following procedure:

1. Put MO = s(X) and X0 = X.
2. Take star hull with respect to un. Xn+i = SH.u (Xn ) n > 0.
3. Determine un+i = s(Xn ), n > 1.
4. If un+i £ Kei(Xn+i) go to step 2.
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A Unified Shape and Grey-Value Model for Biomedical
Images Analysis

Rocio Aguilar-Chongtay*and Richard Baldockt 

December, 1995

This paper describes a system designed to perform quantitative image interpretation 
in biomedical images using a flexible model based on statistical knowledge, characterising 
the main modes of variation of each object class and producing a generic object formu 
lation solving problems inherent to these types of images and encodes the diversity and 
irregularities of shape and view during the object recognition process.

In biomedical research there are many applications where the need for accurate analysis 
of massive amount of information is important. This has produced an increasing interest in 
the development of automated biomedical image processing systems. The system described 
here1 is intended to help in the study of the effects of Human Immunodeficiency Virus 
(HIV) in the central nervous system (CNS) by analysing images of microscopic sections of 
neural tissue from people who have died at different stages of this disease. The primary 
purpose of this system is the automatic analysis of cell populations in the CNS infected with 
HIV, where the features of interest are those applied to neuropathological analysis, namely 
the recognition of different types of cells, and measurement of changes in parameters such 
as density, size and distribution.

Flexible models have been successfully used in recognising shapes of non-rigid objects, 
these models work by interactively extracting and representing image features, such as 
edges, different grey level regions, etc. and fitting them to the image objects (see [1], [2], 
[3] and [4]).

The point distribution model (PDM) approach reported by Cootes etal [4] consists 
of a flexible shape template generated from object examples, where each object shape is 
represented by a set of manually labelled points. The main modes of variation from the 
aligned shapes are found by applying principal component analysis (PCA) and a compact 
representation of the object class is derived to constrain the image matching. This generic 
approach has shown better results in speed of convergence and optimality of solution 
than the other approaches and has been tested in a wide range of images as a mean of 
representing shape. We have extended this technique to deal with microscope images. In 
this type of images the objects within the slide preparation can be stained to be enhanced 
from the background or from other objects. The staining process is related to the total 
quantity of the susbstance for which the stain is specific and is therefore constant per cell. 
This means that the grey-level profile is strongly related to the projected 2D shape when 
imaged in transmission mode. Finding the object shape-grey level relationships allows the 
use of all the knowledge about the appearance of the object during the recognition process.

For this purpose we define the Shape-Greylevel Model (SGmodel) which includes in 
its feature space both shape and grey value information. Cootes and Taylor [5] have also 
included grey value information in their deformable models but for their applications the 
correlation between the shape and image intensity was weak.
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For this application SGmodel is defined as a radial template in which the number of 
radii and the number of points per radius to be sampled are determined at the beginning 
of the training process. Each radial position, at which the grey values are sampled, are 
represented as a relative distance from the first point sampled at the template central 
position.

The training is performed by sampling grey values through the objects in the set of 
examples, to represent classes of shapes by its relationship with grey values. The grey 
level values are sampled with a predefined criterion, in all the objects, accordingly with 
the specific object characteristics. For example an object neuron is recognised by the 
presence of a well defined dark circular object (known as nucleolus) which normally has 
a centered position within the cell. The points to be sampled in each object are chosen 
manually starting at the nucleolus centre. The initial direction a t of the first radius is 
chosen following some constant criterion, for all the objects in the training set, e.g. the 
direction to the nearest edge, (see figure 1).

- Shape-grey_value model

The model is defined as a radial 
template with an optional 
number of radii and points 
to be sampled in each radius.

- Sampling shape-grey_values

Vpoint(r., a,. 9,) 

where <; is a radius from the nudeolous 

centre and g; is the grey value at every 
point marked in each radius. 
O; is the angle between radii. 

0,'s direction is fixed.

Figure 1: Sampling grey level values in an object neuron. The centered dark structure is known 
as nucleolus, the following outer structure is known as nucleus and the cutest part is the cell body.

The variability of the shape-grey relationships is characterised by applying PC A to the 
feature vector. Given the modes of variation, it is possible to generate new examples to 
be used to test training set distributions, followed by a test matching of new data, where 
the information of mean position, scale and orientation (i.e. object centered conditions) 
is taken in account. During the matching process the model obtained is adjusted to fit 
image data within the limits of variability from the training set. The retrainable feature 
of our system makes it adaptable to new conditions, allowing rapid prototyping of new 
object classes. The model can be retrained for the different type of cells of interest, in the 
HIV-CNS application and in other ones such as cells in cervical smears, foetal blood cells 
in maternal blood, etc.
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FLEXIBLE COLOUR POINT DISTRIBUTION MODELS

C.M. Onyango and J.A. Marchant 
Silsoe Research Institute, Wrest Park, Silsoe, BEDFORD MK45 4HS, UK

Flexible models are well established as a technique for describing the shape of 
biological objects.1'2 When the edge information is obscured in some way, the 
shading and surface reflection characteristics of the object need to be considered. 
A precise analytical description of how the colour and shading of biological objects 
change, is not always available and is usually difficult to derive. Methods trained 
by example are designed to overcome this difficulty.

Cootes1 has developed a technique, the point distribution model (PDM), for 
modelling flexible objects. It uses a set of example shapes to derive the ways in 
which the object can change shape using principal components analysis. Marchant3 
has added a grey level component to the model by using the finite element method. 
This derives a model of intensity changes over the surface of the object from the 
intensity values measured at the control points. In this work the grey level values 
were derived from the average of the values in the original training set. As the 
object moves around, or as the illumination changes, the average intensity of the 
training set is not necessarily a sufficient approximation. An extension to the PDM 
models the variability in grey level values. Instead of measuring x and y at the 
control points in the training set, a triple set of values x, y and g are measured for 
each point. As the two features shape and shading are independent, the principal 
components analysis is performed in two stages on the data. Analysis of x and y 
give modes of variation in shape, while analysis of g gives modes of variation in 
grey level.

Although most image analysis is done on monochrome images, there are still 
instances where the colour of an object is the only distinguishing feature. For 
instance the ripeness of a tomato is assessed by its colour. Greening of potatoes, 
which is an important consideration since green potatoes contain a toxic substance,



can only be detected by assessing the colour of the potato. The colour of biological 
objects exhibits as much variability as their shape and shading do. Modelling the 
colour variation of a biological object is really only feasible with a trainable 
technique. The PDM has been extended further to model colour change.

Most colour video cameras produce a composite colour signal, or red, green and 
blue (RGB) analogue outputs. Neither of these methods model the human 
perception of colour particularly well. Humans describe the colour of an object 
using three parameters hue, saturation and intensity. Hue (H) is the component 
described as red, green, blue and so on, this roughly corresponds to the wavelength 
of the light reflected from the object. Saturation (S) describes the purity of the 
colour, a pure colour is saturated whereas a completely unsaturated colour is grey 
or white3. Intensity (I) is the brightness of the colour, which corresponds to the 
intensity of the reflected light. Formulae exist which will convert from one 
coordinate system to the other.

PDMs have been used to model the variability in the colour, - hue, saturation and 
intensity - of two sets of objects. The model is trained by measuring H, S and I at 
each control point in addition to x and y. Colour is assumed to be independent of 
shape and the principal components analysis is done in stages.

In previous work the authors described the behaviour of a function that measured 
the level of correspondence between the model and the object in the image. The 
simplex method was used to fit the model by varying the model parameters to 
minimise this function. This work uses the same function to fit the colour model 
to the image, although the strategy is somewhat different. PDMs do not include 
global variables such as size, orientation and translation. Since these do not affect 
the colour and shading of the model, these parameters are only used when fitting 
the shape of the model. Once this has been done, these parameters are fixed. The 
colour of the model is then fitted by minimising the error in the particular 
component, say hue, by varying the parameters derived from the principal 
components analysis only. This limits the size of the search space in the
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minimisation and makes the algorithm more robust.

Colour PDMs have been applied with some success, to images of pigs where the 
light levels change slightly and where the pig moves in relation to the light source. 
Two sets of coloured objects have been used to assess the method. These were 
brightly coloured plastic blocks and a collection of leaves of the climbing plant 
Parthenodssus, Virginia creeper, which exhibited quite complex colour variations.
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SHAPE COMPARISONS OF SAMPLES OF THE FOSSORIAL RODENT, 

SPALAXEHRENBERGI, FROM MIDDLE EASTERN LOCALITIES

Marco Corti 1 , Leslie F. Marcus2 and Carlo Fadda1

1 - Dipartimento di Biologia Animale e deH'Uomo, Universita di Roma 'La Sapienza', 
via Borelli 50, 00161, Roma, Italy
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York, N.Y. 10024, and Department of Biology, Queens College, City College of New 
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We use geometric morphometrics to study the variation of size and shape in the mandible 

of a burrowing rodent, the mole-rat Spalax ehrenbergi, in the Middle East (Nevo, 

1991).We relate patterns of morphological change to phylogeny and to the different 

environments characterising the species range.

These mole rats are adapted to a fossorial habit and spend their entire life in 

underground tunnel systems which they dig out using incisors. Therefore, the form of the 

mandible should reflect adaptations to different hardness and granularity of the soil types 

it inhabits over the species range. Differences in the form of the mandible may also be 

associated with climate and successive events of speciation leading to subgroups with 

four different chromosomal numbers (2n=52, 2n=54, 2n=58 and 2n=60; Nevo, 1991).

We digitised 133 adult mandibles sampled from 14 populations of the four 
chromosomal types in Israel and an additional one from Egypt. Eleven landmarks were 
recorded as x, y, and z co-ordinates using a device we expressly developed for this 
purpose. The mandible in this genus differs from related rodents, in that it has 
pronounced lateral structures where powerful jaw muscles insert. Capturing mandible 
shape requires three dimensional digitising.

Size measured as centroid size was used to test for sexual dimorphism and for 
differences among populations. Samples were also compared after alignment using 
Generalised Least Squares Procrustes analysis using the program GRF-ND by Dennis 
Slice (1992-94). The consensus for each sample was used to ordinate the populations 
and relate them to phylogeny and environment. Relative Warp analysis was used to 
examine non-affine differences among samples.



Males are generally bigger than females, but no sexual dimorphism in shape was 
detected. Centroid size decreases from north to south from the 2n=52 to the 2n=60 
populations. The main shape differences occur along the principal axis of the mandible 
and in the rear in the relative size and position of the pronounced lateral massateric 
process. This is reduced in the Egyptian sample. There are significant differences in 
shape among chromosomal groups giving a general pattern of similarity consistent with a 
published phylogeny. There is also an association of shape differences with environment.
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1. What goes into a deformable template?
Current use of deformable templates focuses on global methods that fit a 

mathematical model, e.g., superquadrics (Terzopoulos & Metaxas, 1991), snakes, or 
balloons (Kass, et a/., 1987), to an object of interest. The resulting well-characterized 
transformation lacks the information necessary to directly compare anatomical regions 
and parts between individuals. An alternative allowing anatomical reference to any 
portion of the object is an homology-based wire frame model. The wires, termed "ridge 
curves" (Bookstein and Cutting, 1988) are the most bent portions of the surface. Space 
curves representing ridge curves are detected by mapping curvature information. These 
space curves have regular curvature maxima landmarks along them. Pairs of curvature 
maxima landmarks on adjacent ridge curves can be joined by geodesic lines in order to 
patch the entire surface into a series of tiles. Points along ridge curves can be identified 
by their relative arc length position between curvature maxima landmarks. On surface 
patches points are given significance by their parametric u,v location within a surface 
patch. This surface decomposition scheme has wide application in both academic 
morphometrics and medical imaging.



2. Verbal Definition of a Ridge Curve.
Ridge curves are connected lines along which the surface is most bent. At every 

point on the surface there are two principal directions. In order to detect local extrema, 

one direction must be chosen over another and the criteria that will help localize points 

of maximum curvature is to locate the direction of principle curvature. An exceptional 

case is an umbilical point where you cannot choose any direction over another. 

The two principal directions at any point on a surface are the directions along which that 

surface is most and least bent. The curvatures of sections taken perpendicular to these 

directions are defined as principal curvatures. At loci where the surface is most bent, the 

principal curvature is a local maximum compared with neighboring points on the 

perpendicular section. If the objective is to locate coordinates of ridge curves, the local 

extrema of the maximum principal curvature can be measured by differentiating the 

maximum principal curvature along the corresponding principal direction. The loci of the 

surface where this derivative is zero are candidates for inclusion in a ridge curve. The 

ridge curve, on the idealized form, is the "line of curvature" along which the 

perpendicular principal curvature at every point is a local maximum with respect to the 

lines of curvature on either side.

3. Pseudolandmarks and the Deficient Coordinate Notion.
Individual points found along arcs between curvature maxima landmarks are defined 

only as parametric arc length locations with respect to the endpoints. However at any arc 

distance from the landmarks the points occupy a characteristic part of the curvature 

gradient that is either waning from the previous landmark or waxing towards the next. If 

the morphology of ridge curves is roughly constant, this portion of the curvature 

gradient will come at approximately the same relative arc length position on most ridge 

curves. The curvature information of these inbetween points, or "pseudolandmarks", may 

be tracked by changes in the plane perpendicular to the ridge curve. 

Surface patches bounded by ridge curves and geodesies can be parameterized in a similar 

manner. A bicubic spline of the ridge curves and geodesies bounding a patch can be used 

to set up a u,v coordinate system (Cutting et al, 1993). As with points along a ridge 

curve, the u,v location of surface points carry curvature gradient information that at 

some approximation will be characteristic of all members of the study population.
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4. Conclusion
Ridge-curve-based templates allow for superimposition and precise topological 

reference to significant features. These techniques offer promise for clinical applications 

such as diagnosis (Cutting, submitted), multimodality co-registration, and frameless 

stereotaxy.
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SHAPE COORDINATES AND RANDOM WALK: MORPHOLOGICAL EVOLUTION IN 
THE LATE CRETACEOUS CONTUSOTRUNCANA CONTUSA LINEAGE (PLANKTONIC

FORAMINIFERA)

Michal Kucera 
Department of Marine Geology, University of Goteborg, Box 7064, S-402 32, Sweden

Planktonic foraminifera are ideal objects for studying microevolutionary patterns in marine 

organisms. Their morphology is relatively easily quantifiable and they occur in great numbers in 

deep sea sediments with excellent stratigrafic resolution. In this study, I have been dealing with the 

Contusotruncana contusa lineage during an interval of the last 3 Ma of the Cretaceous. Totally 

48 samples, approximately equally spaced over the above interval, from DSDP Site 525A (South 

Atlantic), were analysed. The specimens were picked from the >0.125 mm fraction; average 

sample size was 50. All specimens were oriented in the spiral view and in the edge view, and their 

outlines were digitized.
One of the most prominent aspects of the morphological variation within the lineage is an 

apparent increase in test conicity leading to the transition from C. fornicata to C. contusa. To 

study the conicity changes, three landmarks have been identified on the edge outline of each 

specimen, similarly as in Bookstein (1991, Fig. 3.4.11., landmarks #1-3). The shape coordinates 

for landmark #1 were calculated for each specimen; mean configuration for each sample was 

obtained as the centroid of particular values. As follows from the landmark localization, the x 

shape coordinate is an approximate measure of the asymmetry of the test, while the y shape 

coordinate represents the test conicity.
Both covariance and correlation of the within sample size (area of the spiral outline) and shape 

(shape coordinates for landmark #1) variation were studied. No apparent evidence for a 
relationship between shape and size was found. The pooled across sample analysis, however, 
reveals a significant correlation between size and the y shape coordinate. The sample means of 
both coordinates were plotted against time in a 3-dimensional plot. The most prominent pattern 
observed is the gradual continuous increase in the y shape coordinate (from 0.3 to 0.7) and clear 
stasis in the x coordinate (about 0.6). Contrary to the within sample variation, the set of sample 
means represents a time series and further, the actual value of each sample mean results from the 
previous sample mean: living organisms can not "jump" in morphospace randomly, they must 
respect their intrinsic genetic information inherited from ancestors. Hence, instead of random 
values, the sequence of sample means represents a Markovian chain. Two characteristics of such 
a sequence are of particular interest: the rate and the directionality of the morphological evolution. 
However, as largely discussed by Bookstein (1987, 1988), prior to inferences regarding these 
characteristics, the data should be tested against a null hypothesis of a random walk.

The range statistic, used by Bookstein (1987, 1988) for one dimensional random walks, was 
modified here, to determine whether the time series formed by the shape coordinate data deviates



from its initial value more than expected for a random walk. Following Bookstein (1988) the 
reduced speeds for all intervals were computed. Samples from two levels were excluded from 
further analyses; these samples are considered as clear outliers because of high value of y (0.81) 
in one case and extremely short interval between samples (5 cm) in other case. The reduced 
speeds follow surprisingly well the theoretical 1 d.f. x2 distribution; both 1st order linear 
correlation (r = -0.06) and the correlation with interval length (r = -0.10) are sufficiently low. 
The [S(k_i )-S(k)] terms in Bookstein's formula for estimated standard deviation in one- 
dimensional random walk was substituted by Euclidean distance between the (k-l)-th and k-th 
data points. The observed range of the series (Euclidean distance of the furthest point from the 
beginning) is 0.33 upwards and 0.35 downwards (average 0.34); the estimated standard deviation 
is 0.28. Thus the value of x is 1.22. 10,000 two-dimensional random walks were generated, each 
consisting of 500 steps, to test if the distribution of x in this generalization follows the F(x~2) 
function of Bookstein (1987). The simulated distribution has a similar general shape, but has 
slightly shorter tails. Thus the probability function of Bookstein (1987) can not be used directly; 
the probability can be instead estimated from the simulated distribution. The same simulation was 
repeated for random walks with 50 steps (compared to 48 in the C. contusa data) yielding almost 
identical results. In both cases about 35% of the generated random walks had a value of x>1.22; 
hence, as far as the range is concerned, the shape coordinate data represent a typical random 
walk. It is noticeable that if the y coordinate is analysed separately a value of x= 1.51 with 
predicted probability of 25% emerges. The x coordinate itself yields x=0.28, providing strong 
evidence for stasis.

To describe the shape of the bivariate scatter of sample means, the radius of gyration tensor T 
as defined in Rudnick and Gaspari (1987) was used. Its eigenvalues represent squares of principle 
components of the radius of gyration. The same set of random walks as above was used to study 
the distribution of the ratio of the eigenvalues. The distribution is highly asymmetrical with peak 
value about 2 and average of 6. The ratio for shape coordinate data is 43. Similarly the 
asphericity value based on the eigenvalues of T (formula 4 of Rudnick and Gaspari, 1987) for the 
shape coordinate data is 0.923, far from the expected 3/7. This confirms the previous finding that 
the x coordinate is in stasis and consequently the entire walk tends to be linear. Hence, the shape 
coordinates, as defined here, are not optimal as a representation of shape. Instead, it is better to 
use the value of the y coordinate itself, as a linear measure of conicity.
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The purpose of this preliminary study was to analyse the allometric shape 

changes and the shape differences between three ape species. Twenty-nine 3D land 

marks were digitized using a Polhemus 3-draw system on one hundred and forty 

specimens of Gorilla (26 males and 24 females), Pan (27 males and 23 females) and 

Pongo (23 males and 17 females). Raw coordinates were superimposed by a General 

ized least-square fit (Gower, 1975; Rohlf and Slice, 1990). A PCA of the Procrustes 

results furnished eighty-seven orthogonal components of which the last seven were 

discarded (Bookstein, in press). Subsequent statistical analyses were done on these 

eighty new shape variates using the MATLAB and SAS 6.07 packages.

Allometric growths were compared by within group (sexes and species) regres 

sion of shape on centroid-size. Between group shape differences were calculated 

by discriminant functions. Regression coefficients and discriminant loadings were 

used with normed vectors to visualize the deformations corresponding to allometric 

growth and between groups differences respectively. Procrustes superimposition, 

shape changes visualisation and plots were calculated using the GRF-ND program 

(Slice, 1994).

The six groups exhibit similar patterns of growth, characterized by the relative 

decrease of the brain volume and the lengthening of the muzzle. These results are 

in accordance with previous ontogenic descriptions (Shea, 1985). Two interesting



facts emerge, the clear delineation of a few AB invariant BB landmarks, and ev 

idences of concerted movements (shifts or rotations) of related landmarks which 

define anatomical blocks. These blocks remind the functional ones previously de 

scribed by Van Der Klaaw (1948). These findings are further examplified by the 

between group comparisons which show mainly the backward shift of the middle of 

the face, the uprighting of the frontal bone and an impressive rotation of the palate 

around a nerve foramen. Similar but less complex movements were described by 

Biegert (1957). The basicranium movements appear linked to that of the palate 

preserving the relative distance between these two structures.

The conditions and levels of the bias generated by the process of superimpo- 

sition (Goodall, 1991; Lele, 1993) although clearly demonstrated, still need to be 

investigated. Nevertheless, as examplified by the present results, this noise does not 

apparently prevent retrieval of confirmed results and delineation of new biologically 

interesting ones. If the validity of these results still needs to be ascertained by the 

use of other approaches (Thin plate splines, EDMA), the interest of a 3D landmarks 

approach appears very high in this biological context.
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THE USE OF ARTICULAR SURFACE SHAPE 
TO MATCH THE COMPONENTS OF THE 
H.HABILIS (OH 8/35) TALOCRURAL JOINT

CG Wood and BA Wood
Hominid Palaeontology Research Group

The University of Liverpool

CA Key and LC Aiello 
University College London

Homo habilis is a species of early hominid known chiefly from sites in Tanzania 
(Olduvai Gorge) and Kenya (Koobi Fora) and has a documented time range of ap 
proximately 1.9 - 1.6 Myr BP (Wood, 1992, 1993). Since there is only one incomplete 
skeleton, OH 62 (Johanson et al., 1987), knowledge of H.habilis postcranial anatomy 
and functional morphology has to be (quite literally) pieced together from a number 
of isolated individual specimens. A case in point are the two specimens OH 8 and 
OH 35 from sites FLK NN (level 3) and FLK (level 22), respectively, at Olduvai 
Gorge. OH 8 comprises all the elements of a left foot apart from the phalanges; OH 
35 consists of a distal left tibia and fibula. Although the two sites are separated by 
some 200m, the deposits in which the bones lay are geologically very similar and 
the stratigraphic levels at which these specimens were found differ by only half a 
metre or so. This has led some workers to consider the possibility that OH 8 and 
OH 35 may represent the same individual because the OH 35 distal tibia and fibula 
"articulate perfectly" with the talus of the OH 8 foot (Susman and Stern, 1982).

In order to test the likelihood of this association, we shall quantify and compare 
the shape and curvature of the six reciprocal articular surfaces of the talocrural 
(ankle) joint. There are three surfaces on the talus: the trochlear superiorly, and 
the tibial and fibular facets medially and laterally. The talar trochlear surface 
articulates with the inferior surface of the tibia, the tibial facet with the medial 
malleolus of the tibia, and the fibular facet with the lateral malleolus of the fibula. 
The comparative sample analysed includes the Australopithecus afarensis talocrural 
joint from specimen AL 288-1 ("Lucy") and specimens of chimpanzee and modern 
human; in all the comparative cases the leg and foot components of the joint are of 
known association (i.e. belong to the same individuals).

The ankle joint surfaces are initially captured using a Cyberware 3030 High Res 
olution Colour Laser Scanner. The cloud point output files are then read into Im- 
ageware's SURFACER program where surfaces are fitted to specifically demarcated 
regions of the object (i.e. regions bounded by interpolated curves). A number of dif 
ferent methods are available for the surface fitting: we will compare the results from 
lofting surfaces to curves fitted to the data and as interpolated B-splines between 
boundary curves. Surfaces are fitted to the objects in order to allow for abrasion 
and damage to fossil. Missing articular cartilage can be modelled by manipulating 
the NURB control vertices. SURFACER provides statistics on the goodness of fit 
of the surfaces to the cloud point data, iso-curvature contours based on Gaussian 
curvature, and allows the direct comparison between two (male and female joint)



surfaces by measuring the fit between one and another (the latter with reversed nor 
mals). Since descriptive differential geometry of the curves and surfaces is limited in 
this software package, surfaces, curves and planar sections through the functionally 
relevant regions of the articular surfaces will be exported into SDRC IDEAS for 
further analysis.

We shall use the goodness of fit between the components of the talocrural joint 
in individuals of known association to assess the closeness of fit between the isolated 
foot and leg bones of H.habilis. In addition to testing hypotheses of association, 
these techniques offer new ways for quantifying differing locomotor regimes among 
A.afarensis, H.habilis and modern humans and chimpanzees.
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CISSA: Errata

p40-48: Paper by Dry den, Faghihi and Taylor

p41 Equation (4) should be

d(z, fj.) = inf
a,t ,S(z) 

p41 Equation (5) should be

1P(Z,H] = arccos ( 1 - ^d(z,/j,) 2 

p43 Equation (14) should be

p44 line 9 should end with

T 2

m 

p45 item 4. should read

K D3 ~ r(0l = a0 + 13/2, b0 

p46 line 8 from bottom should have

p46 line 4 from bottom swap 'black' and 'white'



CISSA: Errata

p57-75: Paper by Mardia

p61 line 1. After "isotropic" add U E(8) — 0, and original landmarks are isotropic, z are derived 
landmarks".

p61 line 5, "|| v |||| z ||" should read "|| v'z ||".

p61 In Eqn (4.4) after "tf^i" insert ii +2Re6l n . 
line + 1 below (4.4), || A || 2 should read || A ||.

p61 In line + 2 below (4.5). After "Stfi" insert "+2Re6i". For "}-*" read "}K 
line + 2 below (4.5) replace "(u;T | <5 a ) = (0,uT | 6i) n by U (VT \ Si) = (Q,e~ iB uT \Si),

p61 In Eqn (4.7), and in expressions below and above for "Ik-i" read "/fc_2"-

p61 line - 9, for "7" read ui/ = 7".

p62 line 2, before "inverse" read "linearized".

P 62 In Eqn (4.8) "Af/iT " should read "Af HT".

p62 line 5. "Aj" should be "A,-".

p66 Replace >" in Eqns (7.1), (7.3) and line 1 below (7.3) by "7". 
line 1 below Eqn (7.1), replace >*" by " 7".

p70 Eqn (10.1) should read uV(v) = Ef=1 ^Vr (7,-) + e, V(«) = 0 at the pole 7,".



CISSA: Errata

p76-81: Paper by Bhavnagri

p77: Sph = 7r{z€52*|Ej=i^ = 0} = Jr{(lA/2 ) ±*A/2,0,...,0)S|SeSO(fc - 1)} 
dim Sph = dim 0(fc - 1) - dim 50(2) - dim S0(k - 1 - 2) = 2fc - 6

p78: rt is the transpose of the given vector in Defn. 2.2. 

In Theorem 3.2,

Line 3 should state: There is a 6 (i.e. not always unique).

Line 4 should state: If...then (i) holds.

Line 7 should state: If...then 8 is arbitrary.

Line 8 should state: otherwise 6 is unique and (ii) holds.

There is a ^ missing in front of the first term in the numerator. 

p80: Line 1 should state:...a closed subset M. (Not open)

p!87-188: Poster by Bhavnagri

line 8, p!87: change ffi,"1 ^- 1 ) to K*- 1 .



Corrigendum

I am grateful to Dr lan Dryden for bringing the following misprints to my attention.

p61 line 1. After "isotropic" add U E(6) — 0, and original landmarks are isotropic, z are de 
rived landmarks"

P 61 line 5, "|| v \\\\ z ||" should read "|| v*z ||".

p61 In Eqn (4.4) after "^j" insert "+2Re6l ". 
line + 1 below (4.4), || A || 2 should read [| A ||.

p61 In line + 2 below (4.5). After "<W insert li +2Re6l n . For «}-?" read "}K 
line + 2 below (4.5) replace "(WT \ 6J = (0,uT | ^)" by "(VT \ ^) = (0,e-'e uT \ ^), 
0 = arg(l+ «,)".

p61 In Eqn (4.7), and in expressions below and above for "/jt_i" read "/fc_2".

p61 Une - 9, for "7" read "v = 7".

p62 line 2, before "inverse" read "linearized".

p62 In Eqn (4.8) "Af/iT " should read "XjHT".

p621ine 5. "Aj" should be "A,-".

p66 Replace >" in Eqns (7.1), (7.3) and line 1 below (7.3) by "7". 
line 1 below Eqn (7.1), replace 'V*" by " 7".

p70 Eqn (10.1) should read uV(v] = Ef=1 ^,Vr (7,-) + e, V(v) = 0 at the pole 7,".

K.V. Mardia


