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Summary . In this paper we propose a simple multistep regression smoother which is con-
structed in a boosting fashion, by learning the Nadaraya–Watson estimator with L2Boosting.
Differently from the usual approach, we do not focus on L2Boosting for ever. Given a kernel
smoother as a learner, we explore the boosting capability to build estimators using a finite
number of boosting iterations. This approach appears fruitful since it simplifies the boosting in-
terpretation and application. We find, in both theoretical analysis and simulation experiments,
that higher order bias properties emerge. Relationships between our smoother and previous
work are explored. Moreover, we suggest a way to successfully employ our method for estimat-
ing probability density functions (pdf) and cumulative distribution functions (cdf) via binning
procedures and the smoothing of the empirical cumulative distribution function, respectively.
The practical performance of the method is illustrated by a large simulation study which shows
an encouraging finite sample behaviour paricularly in comparison with other methods.

Keywords: Bias Reduction; Convolution; Local Polynomial Fitting; Machine Learning;
Squared Loss; Twicing.

1. Introduction

1.1. Objectives and motivation
Due to impressive performance, boosting (Shapire, 1990; Freund, 1995) has become one of
the most studied machine learning ideas in the statistics community. Basically, a B-steps
boosting algorithm (b.a.) iteratively computes B estimates by applying a given method,
called a weak learner (w.l.), to B different re–weighted samples. The estimates are then
combined into a single one which is the final output. This ensemble rule can be viewed
as a ‘powerful committee’, which is expected to be significantly more accurate than every
single estimate. A great deal of effort is being spent in developing theory to explain the
practical behaviour of boosting, and at the moment a couple of crucial questions appear to
have been successfully addressed. An important question is why boosting works. Now it
seems that a satisfying response has been provided in that boosting is viewed as a greedy
function approximation technique (Breiman, 1997; Friedman, 2001), where a loss function is
optimized by B iterative adjustments of the estimate in the function space; at each iteration
the weighting system indicates the direction of steepest descent. A second question concerns
the Bayes risk consistency, and recent theoretical results show that boosting is not Bayes
risk consistent and regularization techniques are needed. Recent results suggest that some
regularization methods exist such that the prediction error should be nearly optimal for
sufficiently large samples. Jiang (2004) analyzes the original Adaboost algorithm with
‘early stopping’, whereas alternative regularization methods are considered by Lugosi and
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Vayatis (2004) and by Zhang (2004). In practical applications, a stopping rule is often
determined by recourse to cross-validation based on subsamples.

To implement boosting we need to choose a loss function and a w.l.. Every loss function
leads to a specifically ‘shaped’ b.a., consider for example, AdaBoost (Shapire, 1990; Freund
and Shapire, 1996) for exponential losses, or L2boost (Friedman, 2001; Bühlmann and Yu,
2003) for L2 losses and so on. Clearly, if a specific w.l. is considered as well, a b.a. can
be explicitly expressed as a multistep estimator, and some statistical properties can thus
be derived. As a consequence, it could be possible to investigate boosting from a slightly
new perspective. In particular, it could be worthwhile to explore the boosting ability to
build new estimators in correspondence of a finite number of iterations. On the contrary,
as mentioned, until now the predominant interest has been devoted to ensuring asymptotic
behaviour such as resistance to overfitting or existence of bounds for stopping rules. We
find three main advantages in a finite–steps approach: i) if we find that an estimator has
optimal properties at a specific step, the need for regularization techniques vanishes; ii)
when moving in the field of classical inference theory the interpretation becomes easier, also
because underpinnings of related work could arise; iii) since classical statistical estimators
result, the proposed methods are immediately and easily employable. This approach was
recently pursued in density estimation and classification. Di Marzio and Taylor (2004) find
that the second step of their b.a. for density estimation is a higher order bias estimator
quite similar to the a well known higher order method due to Jones et al. (1995). Similar
conclusions are also reached by Di Marzio and Taylor (2005a) that learn kernel density
discrimination by boosting obtaining improved estimates of the frontier.

In the present paper we adopt the finite–steps perspective for exploring the potential
of boosting in the regression setting. Specifically, we propose a new higher order biased
nonparametric regression smoother that results from learning the Nadaraya–Watson (N-W)
estimator by L2Boosting. Note that in polynomial regression bias becomes more serious
the higher the curvature of the regression function. In this latter case the use of a higher
polynomial fit – that is asymptotically less biased – is not always feasible since it is not
sure that the regression function is sufficiently smooth, and larger samples are required.
On this point it will emerge that one of the main features of the proposed method is that
small bias properties are reached by requiring only first order differentiability. Relationships
with previous work are outlined and utilized to explore the potential generalizations of our
smoother. We also show that our estimator can be used in pdf and cdf estimation problems
by fitting counting measures. Actually, fitting counting data has been used to transfer some
useful properties of regression smoothers to density estimation. For example, Jones (1993)
and Cheng et al. (1997) use local linear smoothers to fit respectively empirical density
functions and bin counts to get less biased estimates at density boundaries. Similarly we
try to utilize the higher order bias properties of our smoother in pdf and cdf estimation.

In Section 2 we briefly recall the N-W smoother which is used as the w.l. in our
L2boostNW algorithm. In Section 3 we show the bias reduction properties of our b.a.
and make clear links to previous work. Section 4 contains some possible generalizations of
the method. In Section 5 it is shown how L2boostNW can be employed for pdf and cdf

estimation and the results of some simulation experiments using regression curves, cdfs,
and pdfs are summarized in Section 6. Overall, consistent gains almost always emerge with
respect to both the N-W estimator and other boosting methods present in the literature.
In agreement with our asymptotic theory, we have observed improving performance when
sample sizes increase, and a certain robustness – not usual for kernel methods – to a wrong
bandwidth selection was verified for our estimators. Finally, a few concluding remarks are
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contained in Section 7.

1.2. L2Boosting
In what follows a description of L2Boosting suitable for our aims is given, more extensive
treatments can be found in the references.

Given three real random variables, X , Y and ε assume the following regression model
for their relationship

Y = m (X) + σ(X)ε, with Eε = 0, varε = 1, (1)

where X and ε are independent. Assuming that n i.i.d. observations S = {(Xi, Yi), i =
1, ..., n} drawn from (X, Y ) are available, the aim is to estimate the mean response curve
m(x) = E(Y | X = x). This is the random design model, in the fixed design model
as design observations we have a set of fixed, ordered points so the sample elements are
s = (xi, Yi; i = 1, ..., n) that are often assumed equispaced.

L2Boosting stagewisely optimizes the squared loss function (m− m̂)2/2. Specifically, it
is a procedure of iterative residual fitting where the final output is simply the sum of the
fits. Formally, consider a w.l. m̂ (·; S, γ), that in the L2Boosting terminology is simply a
crude smoother. An initial least squares fit is m̂0(·) = m̂ (·; S, γ0). For b = 1, 2, . . . , B, m̂b(·)
is the sum of m̂b−1(·) and a least squares fit of the residuals Se = {Xi, ei = Yi−m̂b−1 (Xi)},
i.e. m̂ (·; Se, γb). The L2Boosting estimator is m̂B(·).

As mentioned, boosting is typically not Bayes consistent, i.e. if L∗ is the minimal loss
obtained over all boosting iterations, then limB→∞ L(m, m̂B) > L∗. Actually, the more
B increases, the more m̂B becomes complex and tends to closely reproduce the sample
(overfitting). Therefore, a stopping rule indicating when L∗ is achieved, i.e. the optimal
number of iterations B∗, is needed.

2. L2Boosting and local polynomial fitting

2.1. Local Polynomial fitting from a L2Boosting perspective
For an estimate of m(x) by L2Boosting we could use the polynomial

∑p
j=0 βj (· − x)

j
as the

w.l.. Recalling that L2Boosting optimizes squared losses, this would amount to optimizing
this problem by fitting

∑p
j=0 βj (· − x)j to S

min
β0,...,βp

n∑

i=1



Yi −

p∑

j=0

βj (Xi − x)
j





2

K

(
Xi − x

h

)
(2)

The weight function K is a non-negative, symmetric and unimodal function, and h > 0
is called the bandwidth and determines how local the estimate is. By solving problem (2)

we get estimators of a Taylor expansion of m(x) up to the pth term. In particular m̂(j)(x) =

j!β̂j. This class of estimators is known as local polynomial regression smoothers (see, for
example, Fan and Gijbels, 1996). Depending on p, we have a more or less complex smoother.
Clearly we can use a polynomial of degree p only if m(p+1)(x) exists; this constraint is
regarded as the most severe required by the method.

Once h and p have been fixed, it is possible to conceive a L2Boosting algorithm that
optimizes the loss (2) where the w.l. is a polynomial of degree p. But how can we select p?
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It is known that for a successful implementation of boosting we need a weak learner. Now
it is well known that within the class of the local polynomial smoothers the case p = 0 —
called the N-W smoother — can be regarded as crude because it is the simplest polynomial
(a constant term) to employ in the fit of the Taylor expansion of m. For example, with
respect to the linear smoother which fits one more parameter, the constant fit does not
exhibit smaller variance but has an additional bias term. This latter typically hampers the
estimate at the boundary regions. In general, when the order of the polynomial increases,
the bias tends to reduce while the variance tends to increase. In conclusion, if L2Boosting
has loss (2) it appears natural to use as a w.l. a local constant fit.

The other question is about the bandwidth selection. Indeed, as the end is to get a
w.l., a natural and direct way for reducing the complexity of whatever kernel method is
oversmoothing. This is because large values of the bandwidth reduce the locality of the
method and, consequently, overfitting. Thus the smoothing parameter can be viewed as
a potential component of regularization. A quite similar point of view is supported by
Vapnik (1998, pp. 327–330) who upholds that in kernel density methods regularization can
be achieved by modifying the window width. This is because regularization is interpreted as
a method that ‘makes robust’ problems whose solutions have big changes for small changes
in data, as kernel smoothing is considered. From this perspective we can well understand
that big bandwidths regularize the learning process.

2.2. The Nadaraya-Watson smoother and L2boostNW
Given a sample S, we want to estimate m(x) = E(Y | x) in model (1). If m(1)(x) exists,
then we can use the N-W estimator

m̂NW (x; S, h) =
1

nh

∑n
i=1 K

(
x−Xi

h

)
Yi

1
nh

∑n
i=1 K

(
x−Xi

h

) =
r̂(x)

f̂(x)
.

As mentioned, m̂NW is the solution of Equation (2) when p = 0. For an alternative

interpretation, note that f̂(x) is a standard kernel density estimate (kde) of the design
density f at x and r̂(x) can be interpreted as a kernel estimator of

∫
yg(x, y) dy where

g is the joint density. Thus, the N-W estimator can be considered a kernel estimator of
m(x) =

∫
yg(x, y) dy/f(x) = (r/f)(x). For the simplest motivation, note that a N-W fit is

a locally weighted average of the responses.

Now we summarize the derivation of an approximation of biasm̂NW at x which is useful
for the next section. Härdle (1990) gives a detailed treatment of the subject.

Let this usual set of conditions hold

(a) x is an interior point of the sample space, i.e. inf(suppf) + h ≤ x ≤ sup(suppf) − h;
(b) m and f are twice continuously differentiable in a neighbourhood of x;
(c) the kernel K is a symmetric pdf with µ2 =

∫
v2K(v)dv > 0;

(d) h = hn → 0 and nh → ∞ as n → ∞;
(e) f ′′ is continuous and bounded in a neighbourhood of x.

A large sample approximation gives Em̂NW ≈ Er̂/Ef̂ . It is easy to show that

Er̂(x) = r(x) +
h2

2
µ2r

′′(x) + O(h4); (3)



Kernel smoothing by boosting 5

and that the expectation of f̂(x) is

Ef̂(x) = f(x) +
h2

2
µ2f

′′(x) + O(h4). (4)

Therefore, the bias is of order O(h2), in particular:

m(x) − m̂NW (x; S, h) ≈

h2µ2

2f(x)
{r′′(x) − m(x)f ′′(x)} . (5)

We propose to boost the N-W estimator in an obvious L2Boosting manner. Our b.a. is
described by the following pseudocode:

Algorithm: L2boostNW

1. (Initialization) Given S and h > 0,

(i) calculate m̂0 (x) = m̂NW (x; S, h).

2. (Iteration) Repeat for b = 1, ..., B

(i) compute the residuals ei = Yi − m̂b−1 (Xi) i = 1, ..., n;

(ii) update m̂b (x) = m̂b−1 (x) + m̂NW (x; Se, h), where Se = {(Xi, ei), i = 1, . . . , n}.

Note that our choice of using a fixed smoothing parameter along the iterations seems
appropriate. In fact, if we optimally select the smoothing parameter for every estimation
task, we would encourage the overfitting tendency, since the ‘learning rate’ of every single
step is maximized. However a formal justification is contained in the next section, whereas
small bias properties are proved to hold when the bandwidth is fixed over boosting iterations.

3. The first boosting step

3.1. L2boostNW reduces the bias of the N-W estimator
In this Section we will show that, in the first iteration, boosting reduces, up to boundary
effects, the asymptotic bias of the N-W estimator.

Assume conditions (a)-(e) hold, after the first boosting step we have

m̂1(x) =

∑n
i=1 K

(
x−Xi

h

)
Yi∑n

i=1 K
(

x−Xi

h

) +

∑n
i=1 K

(
x−Xi

h

)
ei∑n

i=1 K
(

x−Xi

h

)

=
2r̂(x) − 1

nh

∑n
i=1 K

(
x−Xi

h

)
m̂0(Xi)

f̂(x)
.

We take the expectation of the numerator and denominator as before. We already have
Er̂(x) from Equation (3) and Ef̂(x) from equation (4). So the only thing we need is the



6 M. Di Marzio & C.C. Taylor

expectation of the second term in the numerator. This can be written as

E

[
1

h
K

(
x − X1

h

)
m̂0(X1)

]
= E


 1

nh2
K

(
x − X1

h

) n∑

j=1

K

(
X1 − Xj

h

) /
f̂(X1)


 ,

=
1

h2

∫∫∫
K

(
x − u

h

)
K

(
u − v

h

)
yf(y | v)

×
{

f(u) +
h2

2
µ2f

′′(u)

}−1

f(u)f(v)dy du dv

=
1

h2

∫∫
K

(
x − u

h

)
K

(
u − v

h

)
m(v)

{
1 +

h2µ2f
′′(u)

2f(u)

}−1

f(v)du dv

where the second equation was obtained by ignoring the non-stochastic term in the sum
(when j = 1), and the third one uses the fact that m(v) =

∫
yf(y | v)dy.

Making the change of variable t = (u − v)/h and expanding in a Taylor series we get
the following expansion up to terms of order O(h2)

E

[
1

h
K

(
x − X

h

)
m̂0(X)

]
≈ 1

h

∫∫
K

(
x − u

h

)
K(t)

{
m(u) + thm′(u) +

t2h2m′′(u)

2

}

×
{

1 − h2µ2f
′′(u)

2f(u)

}{
f(u) + thf ′(u) +

t2h2f ′′(u)

2

}
dt du

=
1

h

∫
K

(
x − u

h

)[
r(u) +

h2µ2

2
{r′′(u) − m(u)f ′′(u)}

]
du

= r(x) + h2µ2r
′′(x) − h2µ2

2
m(x)f ′′(x). (6)

The first equation was obtained on simplification and recalling that r′′(u) = m′′(u)f(u) +
2m′(u)f ′(u) + m(u)f ′′(u); the second one has been obtained by making a second change of
variable w = (x − u)/h, expanding in a Taylor series, and integrating.

To obtain the expectation of the numerator of m̂1(x), we multiply equation (3) by 2,
then subtract equation (6) to get

E

[
2r̂(x) − 1

nh

n∑

i=1

K

(
x − Xi

h

)
m̂0(Xi)

]
≈ r(x) +

h2µ2

2
m(x)f ′′(x).

Finally we divide this by the approximate (up to the second order) expectation of the
denominator of m̂1(x) which is given by Equation (4). We can thus write the following
expression for the asymptotic expectation up to terms of order O(h2)

Em̂1(x) ≈
{

r(x) +
h2µ2

2
m(x)f ′′(x)

} [
1

f(x)

{
1 +

h2µ2f
′′(x)

2f(x)

}−1
]

=
r(x)

f(x)

{
2f

2f + h2µ2f ′′(x)
+

h2µ2f
′′(x)

2f + h2µ2f ′′(x)

}

= m(x)

As a consequence, we observe a reduction in the asymptotic bias from O(h2) to o(h2).
This conclusion is consistent with that found by Di Marzio and Taylor (2004, 2005a), where
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boosting kernels gives higher order bias for both density estimation and classification if the
bandwidth is kept constant along the boosting iterations. Remarkably, note that we have
reduced the bias without requiring any new smoothness assumption. Although p–order
polynomials smoothers become less biased when p increases, they require that at the same
time the quantity m(p+1)(x) exists.

3.2. Links to previous work
3.2.1. Twicing and higher order kernels: theory

The procedure of adding the smoothing of the residuals to the first smoothing was firstly
suggested by Tukey (1977, p. 526–531) and called ‘twicing’; he also suggested the possibility
of further iterations. After this, Stuetzle and Mittal (1979) pointed out that twicing for
kernel regression in a fixed, equispaced design is

m̂twicing(x; s, h) = 2n−1
n∑

i=1

Kh(x − xi)Yi − n−1
n∑

i=1

Kh (x − xi)

n∑

j=1

Kh(xi − xj)Yj

where x1 = 0 and xn = 1. They observed that the second summand contains a discretization
of a convolution of the kernel with itself. Thus, for a sufficiently fine, equispaced, fixed
design twicing approximates the estimator m̂SM(x; s, h) = n−1

∑
K∗

h(x−xi)Yi with K∗
h(·) =

2Kh(·)−(K∗K)h (·) (the convolution between pdfs f and g is (f ∗g)(x) =
∫

f(x−y)g(y) dy).
Now note that K∗

h is a higher order kernel, here called the convolution kernel, consequently
m̂SM is a higher order bias method. Convolution kernels have been recently used to get
small bias properties in semiparametric linear modelling by Kauermann et al. (1998) and
Newey et al. (2004).

It appears sensible to clarify the connection between m̂1 and Stuetzle and Mittal’s work.
To this end, note that although both are higher order biased, m̂SM is defined only for the
fixed equispaced design case, while m̂1 is indifferent to the design. Moreover, if K is a second
order kernel, m̂SM requires the existence of m(2)(x) while m̂1 requires only the existence of
m(1)(x). Finally, note that for finite samples, m̂SM involves negative weights.

An obvious question concerns the possibility of extending m̂SM to the random design,
and compare, both theoretically, and numerically the performances of such an extension
with m̂1. From now we assume that K is a standard normal density, because in this case
the convolution is simply (K ∗ K)h = K√

2h. There are two main options of implementing
twicing by using the convolution kernel:

m̂∗
1(x; s, h) =

∑n
i=1 K∗

h(x − Xi)Yi∑n
i=1 K∗

h(x − Xi)
=

∑n
i=1

{
2Kh(x − Xi) − K√

2h(x − Xi)
}

Yi∑n
i=1

{
2Kh(x − Xi) − K√

2h(x − Xi)
}

m̂∗
2(x; s, h) = 2

∑n
i=1 Kh(x − Xi)Yi∑n
i=1 Kh(x − Xi)

−
∑n

i=1 K√
2h(x − Xi)Yi∑n

i=1 K√
2h(x − Xi)

in which m̂∗
1 can be viewed as the closest one to m̂SM . It simply amounts to dividing

m̂SM — that is a consistent estimator of r — by a density estimate: it is a ‘higher order
N-W’ smoother derived from a ‘higher order Priestley–Chao’ one. Surely m̂∗

2 appears a
more direct implementation of the twicing idea and is most similar to m̂1. We can compare
(both theoretically and numerically) each of these to m̂1, and all three estimators can be
compared (bias and variance etc.) with the true regression m in simulations.
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Denote the numerator and denominator of m̂∗
1(x) by r̂∗1(x) and f̂∗

1 (x). Näıvely plugging
in to equations (3) and (4) we would get (up to terms in h2)

Em̂∗
1(x) =

{
2r(x) + h2µ2r

′′(x) − r(x) − (
√

2h)2

2
µ2r

′′(x)

}

×
{

2f(x) + h2f ′′(x) − f(x) − (
√

2h)2

2
µ2f

′′(x)

}−1

≈ r(x)

f(x)
= m(x)

and the O(h2) bias terms appears to have been eliminated. However, we note that, since f̂∗
1

can easily take the value 0, the approximation Em̂∗
1 ≈ Er̂∗1/Ef̂∗

1 is no longer valid. Although
the numerator and denominator become zero at the same time, the denominator can take
negative values while the numerator is positive, so the estimator will be very unstable.

Secondly, if we use equation (5) to obtain Em̂∗
2 we get

Em̂∗
2(x) = 2Em̂NW (x; S, h) − Em̂NW (x; S,

√
2h)

= m(x),

and so the O(h2) bias term is apparently eliminated for this estimator also.

3.2.2. Twicing and higher order kernels: numerical comparison

We have done some experiments using single datasets. As a summary, if the design is
equispaced and m is well-behaved, then all three estimators give virtually the same answer
within the interior of suppf , i.e. for x ∈ [min(suppf)+ǫ, max(suppf)−ǫ] we have m̂1 ≈ m̂∗

1 ≈
m̂∗

2. The value of ǫ seems to depend on h and which two estimators are being compared.
We expected discontinuities in m (or its derivatives) to cause some of the estimators

some difficulty, but if the data are equally spaced, there seems to be no problem. Though
it would seem that boosting or higher-order kernels are of limited value in some cases.

In the case of random design, all the estimators give quite different answers, with m̂∗
2

being the closest to the twicing estimator m̂1. The similarity in this case is not systematic
in the range of x.

3.2.3. Twicing and higher order kernels: some simulations

Our objective here is to compare the estimators and their ability to reduce bias in different
parts of the sample space. We will adopt the experimental design of Hastie and Loader
(1993) who considered adaptive kernels for use at the boundary. Specifically, we take
n = 50 points which are (i) equispaced, and (ii) randomly distributed on the interval [0, 1]
with pdf 6x(1 − x). For each xi we generate yi = xi + εi with εi ∼ N(0, 1). Given h we

can estimate the mean integrated squared error MISEm̂ = E
∫

(m̂ − m)
2

for each estimator
m̂, including the basic N-W estimator.

In Table 1 we give the mean integrated squared bias, and the mean integrated squared
variance corresponding to the optimal choice of smoothing parameter — to minimize MISE
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Table 1. Best MISEs decomposed for four kernel regression estimators: bmNW – standard
Nadaraya-Watson; bm1 – twicing; bm∗

i , i = 1, 2 – higher order kernel methods. Integrated
bias-squared and variance evaluated over the boundary region [0, 0.3]∪ [0.7, 1], and centre
region [0.3, 0.7] for fixed (equi-spaced) design, and random design points xi, i = 1, . . . , 50.
Averages taken over 200 simulations.

Bias
2 Equispaced Random

h Bound. Centre Total h Bound. Centre Total

bmNW 0.23 0.0089 0.00073 0.0096 0.19 0.0207 0.00090 0.0216
bm1 0.33 0.0066 0.00089 0.0075 0.27 0.0169 0.00072 0.0176
bm∗

1 0.29 0.0068 0.00073 0.0075 0.25 0.0182 0.00096 0.0192
bm∗

2 0.31 0.0074 0.00074 0.0081 0.24 0.0173 0.00067 0.0180

Variance
Equi-spaced Random

h Bound. Centre Total h Bound. Centre Total

bmNW 0.23 0.0215 0.01070 0.0322 0.19 0.0256 0.00924 0.0349
bm1 0.33 0.0227 0.00993 0.0326 0.27 0.0273 0.00899 0.0363
bm∗

1 0.29 0.0228 0.01051 0.0334 0.25 0.0267 0.00898 0.0357
bm∗

2 0.31 0.0225 0.01044 0.0329 0.24 0.0275 0.00950 0.0370

over the full range — for each estimator. As in Hastie and Loader (1993), we give a
breakdown according to the interior, and center of the range [0, 1]. The results are estimated
from 200 simulations of sample size n = 50.

As expected, most of MISEm̂NW is due to the contribution at the boundaries, partic-
ularly the bias-squared, which is an order of magnitude greater. All three bias reduction
methods make most of their impact in the boundary contribution, with the bias showing
a substantial decrease and only a modest increase in variance, with an overall reduction
in MISE compared with the standard N-W estimator. For this example, it seems that m̂1

(boosting one iteration) is the best method for both equispaced and random design data.
However, we note that the bias is not as small as that obtained by Hastie and Loader (1993)
for their local linear regression estimator, which used an adaptive smoothing parameter near
the boundaries.

4. Generalizations and More Boosting Steps

The previous section suggests a number of ways in which we can generalize m̂∗
i , i = 1, 2 and

these can be compared to further boosting iteration estimates m̂k, k = 2, . . . , B.
Define H = (h0, . . . , hB), Φ = (φ0, . . . , φB) to be vectors of smoothing parameters, and

weights respectively. Then let

KΦ
H =

B∑

j=0

φjKhj

be a weighted sum of kernel functions. The convolution kernel used above is an example
with Φ = (2,−1) and H = (h,

√
2h) and B = 1. At x we can thus generalize m̂∗

1 to∑
KΦ

H(x − Xi)Yi/
∑

KΦ
H(x − Xi) and m̂∗

2 to

m̂g(x; S, Θ) =

B∑

j=0

φj

∑
Khj

(x − Xi)Yi∑
Khj

(x − Xi)
=

B∑

j=0

φjm̂NW (x; S, hj) (7)

in which Θ = (Φ, H) = (φ0, . . . , φB , h0, . . . , hB) includes all the required parameters. Simi-
lar proposals were considered by Rice (1984) and Jones (1993) who used weighted combina-
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tions of kernels to improve estimators at the boundary. Because of its superior performance
for non equispaced data, we will focus on the generalized version of m̂∗

2 given by Equation
(7) which is simply a linear combination of N-W estimators, each with its own bandwidth.
In order for m̂g to be asymptotically unbiased we require

∑
φj = 1. Given a set of band-

widths H = (h0, . . . , hB) we can choose the φj to eliminate the bias terms which arise as
a consequence of µk =

∫
vkK(v) dv. (More generally, we could select Θ to minimize MISE,

but this will require a lot of effort, and will be difficult to implement in the case that little
is known about m).

Since we will use a Normal kernel, for a given bandwidth h we have µ2k ∝ h2k,
and µ2k−1 = 0 so a simple approach to obtain the weights φj would be to set H =
(h,

√
ch, . . . , cB/2h) for some c, and then to solve CΦ = (1, 0, . . . , 0)T for Φ, where (for

B ≥ 1)

C =




1 1 · · · 1
1 c · · · cB

...
...

...
...

1 cB · · · c2B−1




and this simplification requires the selection of only two parameters (c and h), for a given
size B. Note that the above convolution kernel K∗

h uses c = 2, and that the solution for Φ
gives the desired value (2,−1).

As an alternative approach, we could consider obtaining the φj by estimation through

an ordinary least squares regression, i.e. obtain Φ from Φ̂ = (XT X)−1XT Y where Y =
(Y1, . . . , Yn) is the vector of responses, and the jth column of the matrix X is given by

(m̂NW (X1; S, hj), . . . , m̂NW (Xn; S, hj))
T
. This approach could also allow for the selection

of B through standard techniques in stepwise regression. Also note the connection between
(7) and a radial basis function (rbf) representation. In this framework the φj are the
weights, and mNW (x; S, hj) act as “basis functions” which are themselves a weighted sum
of basis functions. So this formulation is equivalent to a generalized rbf network, in which
an extra layer is used to combine estimates, but with many of the weights being fixed.

Many questions arise. How similar will m̂g be to the boosting estimate m̂B, and for which
value of c is the correspondence closest? How would we choose H (or h and c) in practice,
i.e. from the data? Which estimator is ‘best’? Which is the best way to obtain Φ? etc.
Similar work by Gasser et al. (1985) on the use of higher-order kernels could provide some of
these answers for the fixed, equispaced design. However, in several simulation experiements,
we have not been able to obtain any method of selection of φj , hj, j = 0, . . . , B for which m̂g

performs better than the boosting estimates m̂k for equivalent B ≥ 2. This was explored
for both equispaced, and random-design data.

5. Applications

In this section it is shown how our multistep smoother can be employed for the estimation
of cdfs and pdfs. Clearly, in these applications an important intermediate task lies in
obtaining g 6 n pairs of data {(Xi, Yi) , i = 1, ..., g} starting from only the sample obser-
vations {Xi, i = 1, ..., n}. For cdf estimation we implment a smoothing of the empirical
cumulative distribution function and for pdf estimation we fit bin counts.
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5.1. CDF estimation
Given i.i.d. realizations of a continuous random variable, consider the classical problem of
estimating the cdf. Although non-smooth, the empirical distribution function (edf) enjoys
nice properties such as first order minimaxity and uniform minimal variance unbiasedness.
But is the edf asymptotically optimal even if the underlying distribution is smooth? A
good competitor is the kernel cdf estimator. We define our kernel cdf estimator as the
integral of the kde f̂h(x): F̂h(x) =

∫ x

−∞ f̂h(u)du. This can be written as an average of cdfs

F̂h(x) =
1

n

n∑

i=1

∫ x−Xi
h

−∞
K(v)dv.

Note that this estimator is consistent with a priori knowledge that the final estimate (i)
takes values in [0, 1], and (ii) is nondecreasing.

5.1.1. Preliminary considerations based on normal kernel theory

If we use a normal kernel, the cdf estimator is simply

F̂h(x) =
1

n

n∑

i=1

Φ

(
x − Xi

h

)

where Φ(·) is the cdf of a standard normal. If h → 0, the estimate becomes a sum of Dirac

delta functions placed on the data, which then yields the edf denoted by F̂0(x). If f is
smooth enough and K (·) is symmetric, the expectation admits the second order expansion

EF̂h(x) = F (x) +
h2

2
µ2f

′(x) + O
(
h4

)
(8)

and this shows that F̂0(x) is unbiased. Incidentally, note that varF̂0(x) = n−1F (x){1−F (x)}
which means that we do not get infinite variance (unlike the pdf estimation case) if h → 0.

In fact, it is known that F̂0(x) is the unbiased estimator of F (x) with the smallest variance.

What about varF̂h(x) for h > 0? If we use a Normal kernel, we can calculate

varF̂h(x) =
1

n

{
EΦ

(
x − X

h

)2

− E2Φ

(
x − X

h

)}
.

Since E
∫

K
(

x−Xi

h

)
≈ F (x) + h2µ2(K)f ′(x)/2 and, using a Normal kernel we have

EΦ

(
x − Xi

h

)2

≈ F (x) − hf(x)√
π

we then obtain varF̂h(x) ≈ n−1[F (x){1−F (x)}−π−1/2hf(x)]. So although F̂h is biased, it

exhibits a smaller variance than F̂0, and we can consider the usual bias-variance trade-off.
The mean squared error (using a normal-kernel estimator) can be integrated to obtain

the asymptotic MISE−optimal formula for h, and then minimizing this over h yields:

hMISE =

{
n
√

π

∫
f ′(x)2dx

}−1/3

.
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Note that, as in density estimation, to make this formulation useful we need a parametric
assumption about f ; and in the case of a normal population we can obtain the normal scale
rule

ĥNS = σ̂41/3n−1/3. (9)

5.1.2. cdf estimation using L2boostNW

Since L2Boosting is designed for regression data, we firstly have to construct a regression
framework. We consider a random design, where the sample is S = {(F̂0 (Xi) , Xi), i =
1, ..., n}. We can then use L2boostNW for these data.

Using the same notation as in L2boostNW, we can express our multistep cdf smoother
as a function of m̂B(x), so the estimator, which incorporates a priori information, is

BF̂h(x) =





0 if m̂B(x) < 0
1 if m̂B(x) > 1

m̂B(x) if 0 ≤ m̂B(x) ≤ 1

We are now estimating F (x) = (r/f)(x), and substituting this into Equation (5) we can see
that the initial bias is

bias0F̂h(x) = 3h2µ2f
′(x)/2

which is three times the bias of the simple smoothed estimator (8). However, by applying
the result of Section 3 we find that the bias reduction takes effect as before.

The above cdf estimation procedure lends itself to a simple statistical interpretation.
Primarily, note that ei is an estimate of the biasF̂h (Xi) taken with the negative sign. As a

consequence, m̂NW (x; Se, h) approximates −bias(F̂h (x)). Thus, by adding m̂NW (x; Se, h)

to F̂h (x), we should get a bias reduction. We can iterate arbitrary many times, since the

bias-adjusted estimate bF̂h (x) can be subtracted from F̂0 (x) so obtaining new ‘negative’
biases to fit. Therefore, every iteration can be viewed as a bias reduction step. This
algorithm is statistically consistent, the global accuracy will improve with n because the
kernel estimator converges in probability to the true response curve m.

5.2. PDF estimation
We obtain regression data by a binning procedure as used in computing a frequency dis-
tribution. The regression setting is now a random design with equispaced bin centers as
design variables, and bin counts as response variables. Formally, if wn is the bin width,
define g bin centers {Tj, j = 1, ..., g}, and the respective sample density function values

{f̂0 (Tj) j = 1, ..., g} as follows

Tj = a + (j − 1

2
)wn; f̂0 (tj) =

F̂0 (Tj + wn/2) − F̂0 (Tj − wn/2)

wn
, j = 1, ..., g

where a is a location parameter. We thus define a sample of g pairs of data {Tj, f̂0 (Tj))
j = 1, ..., g} and apply L2boostNW as before.

Note that, similarly to the cdf estimation case, we incorporate a priori information by
simply truncating any negative estimates, and rescaling the area to 1.
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The statistical justification of binning lies in the following simple argument. If
limn→∞ wn = 0 and limn→∞ nwn = ∞, f̂0 (Tj) is consistent in mean square as an es-

timator of f0 (Tj), and, if f is positive and continuous at Tj, f̂0 (Tj) is asymptotically
N(f (Tj) , f (Tj) /(nbn)) (Serfling, 1980, p. 65). Thus, as pointed out by Fan and Gijbels
(1996, p. 50), we can regard the density estimation problem as a heteroscedastic nonpara-
metric regression problem with

m (x) = f (x) , σ (x) =
f (x)

nw
.

Now consider that if we estimate f by using the most common estimators of m (x) (such
as the local linear, the N-W and the Gasser-Müller smoothers) we get the same asymptotic
properties of the standard kde, in particular a O(h2) bias. However in Section 3 we proved
that the first boosting iteration gives an estimate m̂1 (x) which is o(h2) biased.

Concerning binning, it reduces the sample information, so complex shapes should provide
adequate sample sizes. However, it is worthwhile recalling that binned data require not more
than O (g) kernel evaluations, independently from n, so implying savings of computational
time proportional to n.

6. Practical performance

In this section we report the conclusions of a simulation study which verifies the finite sample
performance of our methods. We present results for regression, cdf, and pdf estimation.
To make things comparable we have often used models already present in the literature.
Note that since we have not discussed bandwidth selection, we present the performance
that each method gives when the bandwidth is optimally selected. We have always used a
standard gaussian density because if K is compactly supported, the N-W fit could be badly
behaved for small bandwidths.

Finally, note that, although the higher order bias properties found concern the first
boosting iteration, our results refer to more than a single boosting iteration. However,
consider that in the cases in which the optimal boosting step is bigger than one we always
got improvements at the first iteration.

6.1. Regression estimation
Our regression study is made of two parts. The first one is aimed to illustrate the general
performance of L2boostNW as a regression method per se; here we have chosen the models
used by Fan and Gijbels in their book (Fan and Gijbels, 1996, pg. 111). In the second part
we compare L2boostNW with the L2Boosting regression method proposed by Bühlmann
and Yu (2003) using their simulation model. This comparison is particularly interesting
because their method is closely related to ours, in that they learn a nonparametric smoother
(using splines) by L2Boosting.

6.1.1. General performance

Fan and Gijbels (1996) characterize their case studies as difficult estimation problems due
to the level of the noise to signal ratio values. In fact they introduced them in a paper on
variable bandwidth selection for kernel regression (see Fan and Gijbels (1995)). Consider
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Table 2. The simulation models of Fan and Gijbels.
Model m (x) σ

1 x + 2 exp
`
−16x2

´
0.4

2 sin(2x) + 2 exp
`
−16x2

´
0.3

3 0.3 exp{−4 (x + 1)2} + 0.7 exp{−16 (x − 1)2} 0.1
4 0.4x + 1 0.15

the generic response Y modelled as Y = m (X) + σε, with ε ∼ N (0, 1); the simulation
models are specified in Table 2, where, as suggested by Fan and Gijbels, a random design
was adopted: for models 1, 2 and 3 X ∼ U(−2, 2) and for model 4 X ∼ N(0, 1). We
performed simulations for sample sizes 50, 100 and 200. In Figure 1 we have plotted the
integrated mean squared error for n = 50 for various values of smoothing parameter h and
number of boosting iterations B. As is always the case in boosting, the more boosting
iterations used, the larger the optimal smoothing value. The plots confirm that boosting
can reduce the MISE if the smoothing parameter is chosen correctly. Numerical summaries
are given in Table 3, which also include information for other sample sizes. This Table
shows the best MISEs (calculated from 200 samples) of L2Boosting with the N-W smoother
as the w.l., as well as the gain in MISE which can be achieved by boosting w.r.t. the N-W
estimator.

The results for model 4 suggest that a very large smoothing parameter, together with
very many boosting iterations, are preferred for data which are generated by a straight
line. In Figure 2 we plot the estimates m̂i(x) for various values of i, and then compare
the values m̂255(x), m̂1000(x) and m̂10000(x) with the true model and the standard (OLS)
regression line. It can be seen that the effect of boosting has given a very similar result to a
nonparametric polynomial fit with degree p = 1. This approximation seems to hold true of
the other models as well, but we have preferred this example because it shows that boosting
fixes one of the main problems of the N-W smoother i.e., as pointed out by Müller (1993),
the difficulty of estimating straight regression lines when X is not uniformly distributed.

6.1.2. Comparison with boosted splines

The simulation model used by Bühlmann and Yu (2003) is m(X) = 0.8 + sin(6X), X ∼
U(−1/2, 1/2), ε ∼ N(0, σ2), with σ2 = 2. They estimate m(x) by using splines as the w.l.
in L2Boosting with 100 samples drawn for each of four sample sizes. The accuracy criterion
is equivalent to MISE and is estimated in the usual way. The values are summarized in
Table 4, where the results of the original study are also shown. Our smoother behaves
similarly, but in a more efficient way. In fact, consider that it is not so bad for the smallest
sample sizes, and although our base learner is asymptotically inferior to the splines, for all
n L2boostNW outperforms the boosted splines. So the best results were obtained when the
N-W estimator is weaker than splines, and from a certain point of view, the need of a really
w.l. to employ in boosting seems confirmed.

6.2. Cdf estimation
The method was tested on a range of distributions and sample sizes, including bimodal,
skewed, and thick-tailed distributions. Only a selection of the results are presented here
due to lack of space.
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Fig. 1. MISEs for n = 50 for each of the four models given in Table 2. These are given as a function
of the smoothing parameter for various values of B. The points (joined by a dashed line) are the
optimal values (over h) for each B.
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Table 3. Simulation results from boosting kernel regression
using Fan & Gijbels models shown in Table 2. Gain is per-
centage improvement of the best boosting estimate over the
best N-W smoothing; *=boundary values of the grid used.

Model bmNW L2boostNW gain

n = 50 h MISE MISE k h

1 .13 .2477 .2268 3 .20 8.4%
2 .1 .1841 .1482 4 .19 19.5%
3 .1 .0196 .0167 4 .19 14.8%
4 .25 .0205 .0049 70* 3.3* 76.1%

n = 100
1 .12 .1247 .1104 4 .19 11.5%
2 .09 .0866 .0687 6 .19 20.7%
3 .09 .0095 .0077 6 .19 19.0%
4 .21 .0101 .0021 200* 5.3* 79.3%

n = 200
1 .09 .0658 .0557 5 .14 15.4%
2 .07 .0439 .0334 7 .18 24.0%
3 .07 .0049 .0037 8 .18 24.5%
4 .14 .0059 .0011 164-927 6.0* 81.4%

Fig. 2. Fitted line over x ∈ [−3, 3] for 50 observations from Model 4 in Table 2. Left: various boosting
iterations for smoothing parameter h = 5. Right: Fitted line for B = 255, 1000, 10000 iterations
(continuous), regression line (dotted), true model (dashed).
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Table 4. L2boostNW performances when estimating the model used by Bühlmann and Yu
(2003). The performances of smoothing splines and L2Boosting splines used by Bühlmann
and Yu are also reported.

Optimal Optimal Optimal Optimal Gain
n N-W spline L2boostNW L2Boosting L2boostNW L2Boosting

estimate estimate spline spline

10 .7423 .7787 .7532 .9968 −1.5% −28.0%
25 .2797 .3338 .2783 .3349 0.5% −0.3%
50 .1505 .1657 .1460 .1669 3.0% −0.7%

100 .0893 .0933 .0873 .0905 2.2% 0.9%
1000 .0148 .0128 .0086 .0113 42.0% 12.2%

Table 5. Estimates of three CDFs: Best MISEs of some estimators. i
bFh=ith boosting step;

bFh=integral of the kde; bF0=empirical distribution function; bFbhNS
=integral of the kernel density

estimator with the bandwidth selected with rule (9).
Gaussian Mixture

n 0
bFh h 1

bFh h 2
bFh h bFh h bF0

bFbhNS
EbhNS

50 .1527 .03 .1497 .06 .1493 .08 .1724 .06 .1796 .2031 .18
150 .1103 .02 .1089 .05 .1083 .07 .1181 .03 .1193 .1374 .13
300 .1018 .01 .1010 .03 .1004 .06 .1057 .02 .1062 .1186 .10
500 .0991 .01 .0983 .04 .0979 .05 .1013 .01 .1015 .1105 .08
Beta

n 0
bFh h 1

bFh h 2
bFh h bFh h bF0

bFbhNS
EbhNS

50 .0940 .05 .0867 .12 .0837 1.7 .0863 .09 .1202 .0891 .10
150 .0389 .04 .0362 .10 .0351 .16 .0379 .06 .0464 .0384 .07
300 .0172 .03 .0156 .09 .0151 .15 .0173 .05 .0208 .0175 .05
500 .0118 .02 .0109 .07 .0106 .12 .0117 .04 .0133 .0118 .04
Standard Gaussian

n 0
bFh h 1

bFh h 2
bFh h bFh h bF0

bFbhNS
EbhNS

50 .1961 .19 .1806 .47 .1843 .65 .1903 .38 .2406 .2015 .43
150 .0665 .15 .0635 .37 .0661 .45 .0661 .25 .0781 .0687 .30
300 .0378 .13 .0368 .32 .0382 .35 .0380 .22 .0435 .0387 .24
500 .0221 .11 .0214 .29 .0220 .36 .0223 .18 .0250 .0226 .20

For sample sizes 50, 150, 300 and 500 we draw 200 samples from three cdfs: a standard
normal, a Beta(2,2) and an equal mixture of normals N(−0.3, 0.12), N(0.4, 0.32). In Table 5
we show the optimal values with the corresponding smoothing parameter for each estimator.

As expected, the edf is outperformed by the kernel estimator, and this latter seems
asymptotically equivalent to the initial regression estimate. However, boosting once or
twice improves the best MISEs by up to 10% for the larger sample sizes.

We note that in common with previous applications of kernel boosting (Di Marzio and
Taylor, 2004, 2005a), we have found that the optimal number of boosting iterations depends
on the underlying distribution. In estimation of the cdf it is usually better to take B = 1
or 2. As before, larger smoothing parameters are required when more boosting iterations
are used.

In Table 5 we have also reported the accuracy values of the kernel estimator when the
bandwidth is selected using rule (9). Despite its simple formulation, ĥNS gives interesting

performances, yet, in the unimodal cases EĥNS is quite close to the optimal value even for
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Table 6. (Scaled) average integrated squared error for ordinary kde and
L2Boosting kde.

Optimal kde Optimal L2boostNW estimate
Density 10000×MISE h 10000×MISE k h

N(0, 1) 93.80 .5 76.11 6 1.05
χ2

10 24.19 2.0 19.32 40 6.1
t(4) 86.52 .6 77.23 4 1

normal mixture 92.93 .6 77.19 14 1.5

moderate sample sizes.

6.3. Pdf estimation
In this case study the goal is the estimation of the four models used by Di Marzio and
Taylor (2004) to test their Boostkde algorithm, which estimates the pdf directly. Like
Di Marzio and Taylor (2004), we used 200 samples with n = 50. In our experiments
many bin width selection rules have proved effective, but in Table 6 the bin width was
selected through cross-validation. Except for the standard normal model, Boostkde and
L2boostNW perform quite similarly. Thus, despite binning, the small bias properties of
L2boostNW arise even for moderate sample sizes. Finally, recall that L2boostNW allows a
clear gain in the computation time.

6.4. Oversmoothing and overfitting
Here we discuss, from a statistical perspective, the resistance of L2boostNW to oversmooth-
ing; and, from a machine learning perspective, the resistance of L2boostNW to overfitting.

We say our b.a. is resistant to oversmoothing if it gives reasonable performance over
a range of bandwidths which are significantly bigger than the optimal value. The case
studies of Fan and Gijbels depicted in Figure 1 unequivocally suggest that boosting reduces
oversmoothing effects if intensively iterated. Here we present a new, ad hoc example based
on the model used by Bühlmann and Yu; we drew 200 samples with n = 200 and estimated
the regression function for various bandwidths and boosting iterations. The accuracy results
are shown in Figure 3, where many MISE/iteration curves are depicted. The best MISE

occurs when h ≈ 0.2, but values quite close to this occur for each setting of the bandwidth.
Remarkably, note that when the bandwidths are around 3–3.5 times bigger than 0.2, nearly
optimal MISEs are reached after several hundreds of iterations, and moreover the best N-W
estimate is always beaten for B > 700! As a consequence, in terms of a bias-variance tradeoff
we could identify the following strategy: ‘use very biased and low variance estimates by
adopting large bandwidths, then reduce the bias component using many boosting iterations ’.
This supports our usage of the N-W estimator that is a more biased (yet more stable)
estimator among the local polynomial fits. From another point of view the regularization
rôle of the bandwidth clearly emerges, whereas overfitting is drastically reduced for the
biggest settings of h. Finally, Figure 3 also suggests how bandwidths of the same magnitude
work similarly, another reason to conclude that boosting is less sensitive to the bandwidth
selection task for a kernel w.l..

Overall, note that regularizing through oversmoothing in conjunction with many itera-
tions increases the combinations of (h, B) for which boosting works. Thus, the potential of
reducing the need of an accurate bandwidth selection and stopping rule clearly emerges.
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Fig. 3. L2boostNW estimates of the Bühlmann and Yu model. MISEs for n = 200 given as a function
of boosting iteration for various values of h. Dotted line: best MISE of the N-W estimator.
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7. Conclusions

We have discussed a multistep kernel regression smoother generated by learning the N-W
estimator by L2Boosting. Our method appears useful for distribution estimation as well.
We pursued the research of Di Marzio and Taylor (2004) by accomplishing a quite different
boosting approach to address regression problems. Our main result is that L2boostNW has
bias reduction properties and consequently can beat the overall MISE performance of the
ordinary kernel methods in regression, pdf and cdf estimation. This superiority occurs for
several settings of h and B, but rules for the optimal setting of these parameters are not
yet available. However, we have provided suggestions on this, and experimentally verified
that the optimal bandwidth for boosting is usually greater than the values provided by the
standard selection theories. Moreover, in agreement with Di Marzio and Taylor (2004) and
Di Marzio and Taylor (2005a) we found that oversmoothing can act as a surrogate for a
regularization factor. Thus, if the w.l. is any kernel method, the best regularization strategy
seems based on oversmoothing. Nevertheless, other questions remain open. For example,
for pdf estimation it is to determine if an ‘ad hoc’ number of bins for boosting exists.
Regarding cdf estimation the bandwidth regularization could be made more effective, and
the usage of other techniques, like shrinkage tout court could also prove useful.

Finally, we note that our method can be easily extended to multivariate data and the
principle of oversmoothing helps to ameliorate the curse of dimensionality. A strategy used
by Di Marzio and Taylor (2005b) in the contexts of classification and density estimation
was to carry out boosting through estimating a univariate quantity in each dimension, and
then calculate a product estimate by multiplying them.
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